
Deep Learning Methods for
Multi-level Surgical Video
Scene Understanding

By

Luoying Hao

A thesis submitted to
the University of Birmingham
for the degree of
DOCTOR OF PHILOSOPHY

School of Computer Science
College of Engineering and Physical Sciences

University of Birmingham
July 2025



 
 
 
 

 
 
 
 
 

University of Birmingham Research Archive 
 

e-theses repository 
 
 
This unpublished thesis/dissertation is copyright of the author and/or third 
parties. The intellectual property rights of the author or third parties in respect 
of this work are as defined by The Copyright Designs and Patents Act 1988 or 
as modified by any successor legislation.   
 
Any use made of information contained in this thesis/dissertation must be in 
accordance with that legislation and must be properly acknowledged.  Further 
distribution or reproduction in any format is prohibited without the permission 
of the copyright holder.  
 
 
 

UNIVERSITYDF 
BIRMINGHAM 



ABSTRACT

Medical video analysis spans a wide range of applications, offering valuable insights into

patient care and clinical decision-making. Among these, surgical videos have emerged as an

especially rich source of data, providing unique opportunities to analyze and optimize com-

plex clinical workflows with high precision and contextual depth. This trend is particularly

evident with the rise of Minimally Invasive Surgery (MIS). While MIS has transformed the

operating room into a data-rich environment, it has also increased the complexity of surgical

workflows and the cognitive workload on surgeons. Consequently, optimizing these workflows

and reducing the burden on surgeons via intelligent systems that provide clinical decision

support, known as Context-Aware Systems (CAS), is a growing necessity. A main compo-

nent of such systems is the ability to automatically recognize the current state of the surgery.

This is effectively accomplished by modeling workflows as a hierarchy of activities defined

at different levels of detail, such as phases, steps, and actions. Despite extensive research in

surgical activity recognition, a majority of these efforts have focused on coarse-grained phase

recognition. A comprehensive, multi-level understanding remains a significant challenge, not

only due to data scarcity but also due to key methodological limitations. Current models

often fail to explicitly model the hierarchical context between activities, are susceptible to

learning spurious correlations from visual biases, and lack the robustness to generalize across

different clinical environments. Addressing these AI challenges is crucial for advancing the

capabilities of CAS.

This thesis aims to develop advanced deep learning models for multi-level medical video

scene understanding by tackling the aforementioned limitations. First, to address the lack
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of suitable data, we construct a comprehensive cataract surgery dataset with synchronized,

multi-level annotations. Next, we develop a novel detection network to improve the accuracy

of fine-grained action recognition and, for the first time, to provide confidence scores for

clinical trust. Subsequently, we propose a hierarchical framework that explicitly models the

contextual relationships between activity levels. To tackle spurious correlations, we introduce

a causality-inspired framework to mitigate confounding biases and enhance model robustness.

Finally, we develop a foundation model and validate its generalization capabilities across

multiple clinical centers.

Collectively, the findings demonstrate that by explicitly modeling hierarchical context and

mitigating confounding biases through causality-inspired frameworks, robust and generaliz-

able multi-level medical video understanding is achievable. The novel dataset and method-

ologies presented in this thesis provide a foundation for developing next-generation CAS,

ultimately enhancing clinical training, safety, and efficiency.
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CONTENT ADVISORY

This thesis contains clinical and surgical images that may be considered graphic or distressing

to some readers. These images are included solely for scientific and educational purposes.

Viewer discretion is advised.
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Introduction
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Figure 1.1: An example of a hybrid operating room. Image credit: [1]

.

Surgery, in its most fundamental definition, is a medical specialty that uses operative man-

ual and instrumental techniques on a patient to investigate or treat a pathological condition

such as a disease or injury, to help improve bodily function or appearance, or to repair un-

wanted ruptured areas. Historically, surgical interventions were often fraught with high risks

and limited by the technology and understanding of the time. However, the relentless pursuit

of improved patient outcomes has driven a remarkable evolution in surgical practices. Mod-

ern surgery is characterized by a multidisciplinary approach, integrating advanced imaging,

sophisticated instrumentation, and a deeper understanding of physiology and pathology to

offer increasingly precise and effective treatments [2, 3]. This progression has been signifi-

cantly shaped by innovations aimed at reducing invasiveness, enhancing surgical capabilities,

and leveraging the vast amounts of data generated within the surgical environment.
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A significant development in this evolution has been the introduction of Minimally In-

vasive Surgery (MIS). Unlike traditional open surgery, which often requires large incisions,

MIS techniques involve small incisions through which specialized instruments and a minia-

ture camera (an endoscope or laparoscope) are inserted [4] This approach offers numerous

patient benefits, including reduced postoperative pain, shorter hospital stays, faster recovery

times, and improved cosmetic outcomes [5]. The expansion of MIS across various surgical

disciplines, from cholecystectomies to complex cardiac procedures, has been facilitated by

continuous advancements in instrument design, imaging technologies, and surgical training

[4]. Despite its advantages, MIS presents unique challenges, such as a limited field of view,

altered tactile feedback, and the need for specialized training to master the distinct hand-eye

coordination required [5].

To address some of the specific challenges of MIS, such as a limited field of view, al-

tered tactile feedback, and the need for specialized training to master the distinct hand-eye

coordination required [5], and to further augment surgical capabilities, Computer-Assisted

Intervention (CAI) emerged as a transformative force. CAI encompasses a broad range of

technologies, including surgical navigation systems, robotic-assisted surgery, and advanced

intraoperative imaging, all designed to enhance the surgeon’s ability to plan, perform, and

evaluate surgical procedures with greater accuracy and control [6]. Surgical robots, per-

haps the most well-known facet of CAI, provide surgeons with enhanced dexterity, tremor

filtration, and three-dimensional magnified vision, enabling more complex procedures to be

performed minimally invasively [2]. These systems act as an extension of the surgeon’s

hands and eyes, translating their movements into precise actions at the surgical site. The

integration of CAI has not only refined existing surgical techniques but has also enabled new

therapeutic possibilities, pushing the boundaries of what can be achieved in the operating

room [6]. Building upon the rich data streams generated by CAI systems and the increas-

ingly digitized surgical environment, the field of Surgical Data Science (SDS) has recently
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Figure 1.2: Overview of Surgical Data Science (SDS) system. Image credit: [6].

gained prominence [6].

The following sections present the aim of this thesis. First, the context of this study

is introduced in Section 1.1, Surgical Data Science, and Section 1.2, Surgical Video Scene

Understanding. These sections also discuss some of the fundamental research gaps and open

questions in the community, which serve as the primary motivation for the research of this

thesis. Next, Section 1.3 presents the core research questions this thesis aims to answer.

Lastly, the contribution of the thesis is detailed in Section 1.4, the resulting publications are

listed in Section 1.5, and the overall thesis structure is summarized in Section 1.6.
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1.1. Surgical Data Science

1.1 Surgical Data Science

Surgical Data Science (SDS) represents a crucial evolution in the quest to optimize surgical

care, moving beyond the physical act of surgery to encompass the comprehensive analysis of

all associated data [6, 7]. It leverages the increasing availability of digital information within

the surgical pathway, from preoperative planning scans to intraoperative sensor readings and

postoperative recovery metrics [8]. The core ambition of SDS is to transform this raw data

into a structured understanding of surgical processes, which can then be used to develop

intelligent systems capable of providing real-time support, personalized interventions, and

continuous quality improvement [6, 9]. This involves developing methodologies for data ac-

quisition, processing, and modeling, often employing sophisticated algorithms from machine

learning and artificial intelligence to identify patterns, predict outcomes, and derive insights

that might not be apparent through traditional observation alone [10]. Figure 1.2 provides

an overview of the SDS system.

The relationship between CAI and Surgical Data Science is symbiotic and mutually rein-

forcing. CAI systems, particularly robotic platforms and advanced imaging modalities, are

prolific generators of high-dimensional, time-synchronized data, including instrument kine-

matics, endoscopic video, and system logs [11]. This data serves as the primary fuel for

SDS analyses. Conversely, the insights and models developed through SDS can be fed back

to enhance CAI systems, making them smarter, more adaptive, and more attuned to the

specific context of an ongoing procedure [12]. For instance, SDS can enable the develop-

ment of algorithms that allow a surgical robot to anticipate a surgeon’s next move or to

provide warnings about potentially unsafe actions based on patterns learned from thousands

of previous procedures.

A key application area for SDS, and a direct beneficiary of the CAI-SDS synergy, is the de-

velopment of Context-Aware Systems (CAS) in surgery [12, 13]. CAS are intelligent systems
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1.1. Surgical Data Science

designed to perceive and interpret the current state of the surgical environment—including

the patient’s anatomy, the phase of the operation, the instruments in use, and the actions

of the surgical team—to provide timely and relevant assistance [14, 15]. The goal of CAS

is to enhance situational awareness, reduce cognitive load on the surgeon, improve decision-

making, and ultimately, enhance patient safety and procedural efficiency [6, 12]. These sys-

tems integrate information from various sources, such as live video feeds, sensor data, and

pre-operative plans, to build a comprehensive understanding of the surgical context [13].

This understanding allows the CAS to offer tailored support, such as displaying relevant

anatomical information, highlighting critical structures, providing warnings about potential

hazards, or even automating routine subtasks.

Central to the effective functioning of many CAS is the ability to automatically understand

the content of surgical video streams. Surgical videos, typically captured via endoscopes or

external cameras, provide a rich, dynamic visual record of the operative field [16, 17]. Au-

tomatic surgical video scene understanding involves the use of computer vision and machine

learning techniques to analyze these videos in real-time to identify anatomical structures,

recognize surgical instruments and their actions, determine the current phase of the surgery,

and detect critical events [18, 19]. This capability is fundamental for CAS because it pro-

vides the system with a direct visual interpretation of what is happening at the surgical

site, enabling it to react intelligently and provide contextually appropriate support [16]. For

instance, by recognizing that the surgeon is about to perform a delicate dissection near a

major blood vessel, a CAS could automatically adjust the display to provide a magnified

view or overlay critical anatomical information. The accuracy and robustness of surgical

video scene understanding algorithms are therefore paramount for the development of truly

effective and reliable context-aware assistance in the operating room. To design an effective

CAS, this thesis spotlights one of its key components, which is the automatic surgical video

scene understanding.
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1.2. Surgical Video Scene Understanding

1.2 Surgical Video Scene Understanding

Surgical Scene Understanding is a critical area within CAS that focuses on developing compu-

tational models capable of interpreting and analyzing activities occurring within the surgical

environment. This thesis aims to implement a multi-level understanding of surgical scenar-

ios, ranging from coarse-grained analysis, such as identifying broad surgical phases, to fine-

grained analysis, which includes recognizing specific steps and elementary actions performed

by the surgical team [20–22]. The overarching goal is to provide context-aware assistance,

enhance surgical training, improve operating room efficiency, and ultimately contribute to

better patient outcomes [6, 23]. By leveraging data from various sensors, primarily video

feeds from endoscopic cameras or external room cameras, algorithms are developed to parse

the complex and dynamic nature of surgical procedures into a structured and understandable

format [24].

1.2.1 Type of Activities

Surgical procedures can be deconstructed into a hierarchy of activities, often categorized

into phases, steps, and actions [25, 26] (Figure 1.3). This hierarchical decomposition allows

for a structured analysis of the surgical workflow, where each level provides a different de-

gree of detail about the ongoing procedure [25]. Phases represent broad segments of the

surgery, steps are more specific tasks within those phases, and actions are the most granular

movements or maneuvers performed by the surgeon [26]. The definition and delineation of

these activities are typically derived from established surgical protocols, expert consensus

among surgeons, and detailed observation of surgical procedures [27]. This structured ap-

proach facilitates a common language and framework for describing and analyzing surgical

interventions [26, 28].
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Figure 1.3: Surgical activities at various levels of granularity.

1.2.1.1 Phase

A surgical phase is defined as a major, distinct, and temporally ordered segment of an op-

eration, representing a high-level surgical objective or a significant portion of the procedure

[25]. Phases describe the surgical workflow at the coarsest level of granularity and typi-

cally occur in a sequential, though sometimes flexible, order to achieve the overall goals

of the surgery [26]. The origin of phase definitions often stems from standardized surgi-

cal training, established clinical pathways, and expert consensus that divides a complex

procedure into logical, manageable parts [29]. For example, in cataract surgery, common

phases might include "Preparation and Incision", "Capsulorhexis", "Phacoemulsification",

"Irrigation/Aspiration" and "Intraocular Lens (IOL) Implantation" [30, 31]. Each phase

encompasses a series of more detailed steps required to complete that particular stage of the

operation and has a clear start and end point, often marked by specific surgical milestones
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[25, 32]]. The relationship between phases is generally sequential, forming the main timeline

of the surgical intervention [33].

1.2.1.2 Step

A surgical step is a more fine-grained component of a surgical phase, representing a spe-

cific, clinically meaningful task or a sequence of activities performed to achieve a particular

objective within that phase [34]. Steps are the intermediate level in the surgical activity

hierarchy, breaking down the broader aims of a phase into more detailed procedural com-

ponents [35]. The definition of surgical steps is typically derived from detailed procedural

descriptions found in surgical textbooks, training manuals, and through direct observation

and consensus among experienced surgeons who identify key operative tasks necessary to

complete each phase [27]. For instance, within the "Phacoemulsification" phase of cataract

surgery, distinct steps could include "Grooving/Sculpting the Nucleus", "Cracking the Nu-

cleus" and "Emulsification and Aspiration of Nuclear Fragments" [30, 31]. While steps are

generally performed to complete a phase, their exact order can sometimes vary, and some

steps might be repeated or omitted based on the specific circumstances of the surgery [36].

Each step is composed of multiple, even more granular, surgical actions [34, 35].

1.2.1.3 Action

A surgical action, sometimes referred to as a gesture or atomic action, represents the most

fine-grained, fundamental physical movement or maneuver performed by the surgeon, often

involving the manipulation of a specific surgical instrument to achieve an immediate, low-

level goal [34]. Actions are the building blocks of surgical steps and constitute the lowest level

in the hierarchy of surgical activities [35, 37]. The origin of action definitions usually comes

from detailed ergonomic studies of surgical movements, micro-analysis of surgical video, and
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expert surgeons’ decomposition of tasks into their elementary components [37]. In cataract

surgery, during the "Emulsification and Aspiration of Nuclear Fragments" step, examples

of actions could include "inserting phaco probe", "applying ultrasonic power", "aspirating

cortical material" or "retracting instrument" [38]. These actions, when combined in specific

sequences, form a surgical step, which in turn contributes to the completion of a surgical

phase [25, 26]. The precise and coordinated execution of these actions is fundamental to the

successful performance of the overall surgical procedure [37].

1.2.2 Challenges

Although researchers have shown significant interest in recognizing surgical activities, the

majority of work has focused primarily on phase recognition. Both action detection and

multi-level scene understanding remain underdeveloped areas, largely hindered by limitations

in available datasets and methodological approaches.

1.2.2.1 Challenges Related to Data

Multi-level surgical scene understanding is crucial for the development of CAS. However,

progress is often hindered by significant data-related challenges. This section outlines two

primary obstacles: the scarcity of comprehensive multi-level activity datasets and the inher-

ent visual complexities within surgical images.

• Scarcity of Multi-level Activity Datasets: Current research in surgical activity

recognition has predominantly focused on individual tasks such as identifying surgical phases

(coarse-grained segments of a procedure), recognizing steps (intermediate-level actions), or

detecting specific actions and instrument usage (fine-grained activities) [20, 39]. While valu-

able, these studies on isolated tasks often rely on large-scale datasets with annotations tai-
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lored to a single type of activity [33, 39]. For instance, the Cholec80 dataset is widely

used for phase recognition in cholecystectomy procedures, providing phase and tool pres-

ence annotations for 80 videos [33, 40]. Similarly, the CATARACTS dataset, with its 50

videos, has been instrumental in surgical tool presence detection and activity recognition in

cataract surgeries [41, 42]. More recent datasets like Cataract-1K offer a larger scale with

1000 cataract surgery videos, annotated for phases in a subset of 56 videos, along with some

pixel-level annotations for instruments and anatomy [17].

The HeiChole dataset, used in the 2019 Endoscopic Vision challenge, provided 33 la-

paroscopic cholecystectomy videos annotated for phases, actions, instruments, and skills,

highlighting the complexity of multi-center data [43]. CholecT50 was introduced to foster

research in fine-grained activity recognition using surgical action triplets (instrument-verb-

target) from 50 endoscopic videos of cholecystectomy, also including phase labels [44]. The

MISAW sub-challenge as part of MICCAI 2020 focused on multi-granularity recognition

(phases, steps, activities) using stereoscopic video and kinematic data from micro-surgical

anastomosis training [45].

Despite these efforts, studies investigating integrated, multi-level surgical activity recog-

nition—encompassing phases, steps, and actions simultaneously—remain scarce [20, 21].

Existing single-task datasets, while significant for their specific purposes, have limitations

for developing holistic surgical scene understanding models. They often lack the hierarchical

and concurrent annotations across multiple levels of granularity that are necessary to capture

the full complexity of surgical procedures [20, 46]. This scarcity means that models trained

on these datasets may not effectively learn the interdependencies between different levels of

surgical activity.

The innovation and necessity of this thesis’s attempt to construct a multi-level surgical

video dataset lie in addressing this critical gap. A dataset with comprehensive, synchronized
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annotations for phases, steps, and fine-grained actions within the same procedures will en-

able the development and validation of more sophisticated models. Such models can achieve

a deeper understanding of the surgical workflow, leading to more effective context-aware

assistance, improved surgical training, and enhanced postoperative analysis. The MultiBy-

pass140 dataset, focusing on phase and step recognition in Roux-en-Y gastric bypass surgery,

is a step in this direction, but a broader effort covering more granular details across various

procedures is still needed [47].

• Visual Challenges in Surgical Images: Surgical videos present numerous visual

challenges that can significantly impede automated analysis and understanding of the surgical

scene. These challenges can degrade the performance of computer vision algorithms, making

tasks like instrument tracking, tissue identification, and activity recognition more difficult

[48, 49].

Occlusion is a pervasive issue, where instruments, hands, or anatomical structures ob-

scure the surgical site of interest [50]. This partial visibility can lead to failures in tracking

instrument poses and in accurately delineating anatomical boundaries [50]. Compounding

this is the problem of specular reflection, where intense light from the endoscope reflects off

the wet, smooth surfaces of tissues and the metallic surfaces of instruments, creating bright

highlights [51]. These reflections can saturate image sensors, erasing crucial texture and

color information, which interferes with feature extraction and can be mistaken for distinct

objects by computer vision models [51].

The surgical process itself introduces further visual confounders. The use of electrosurgical

tools frequently generates smoke, which can obscure large portions of the field of view,

reducing visibility and contrast [52, 53]. Similarly, blood splatter and bodily fluids can

cover the camera lens or coat tissues, altering their appearance and concealing underlying

structures [52, 54]. These elements introduce significant noise and artifacts that require
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(a) (b) (c) 

(e) (f) (g) 
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(h) 

Figure 1.4: Surgical images illustrating several visual challenges: (a) Hand occlusion, (b)

Specular reflection, (c) Blood splatter, (d) Presence of smoke, (e) Rapid motion blurring, (f)

Out of body noise, (g) Restricted field-of-view, (h) Instrument occlusion.

sophisticated mitigation strategies to ensure reliable scene interpretation [55].

Furthermore, challenges are inherent to the image acquisition process in minimally in-

vasive surgery. Rapid motion blurring occurs due to swift movements of the endoscope or

instruments, resulting in indistinct frames that are difficult to analyze [16, 56]. The camera

itself offers a restricted field-of-view, providing only a limited perspective of the entire sur-

gical field [57, 58]. This narrow viewpoint means that critical context may be located just

outside the frame, complicating the understanding of the broader surgical procedure and

spatial relationships between tools and anatomy [57, 59]. Finally, variations in illumination

and out-of-body noise, such as camera adjustments, further contribute to the complexity of

the visual data stream [56, 58]. These visual challenges, as illustrated in Figure 1.4, make it

difficult to design discriminative visual features to represent the data. Addressing these mul-

tifaceted visual challenges is a foundational prerequisite for developing intelligent systems

capable of comprehensive surgical scene understanding.
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1.2.2.2 Challenges Related to Methods

Methodological challenges significantly impede the advancement of surgical scene under-

standing. These challenges stem from the inherent complexity of surgical procedures and

the limitations of current analytical approaches.

Firstly, the task of fine-grained surgical action detection is fraught with complexity. A

single surgical instrument is often used to perform a wide variety of actions, and conversely,

a single action may involve multiple instruments. Furthermore, surgical scenes are dynamic,

with two or more distinct actions frequently occurring simultaneously. This concurrency

presents a significant challenge for models, which must accurately detect the precise spatio-

temporal location of each action while also correctly identifying its class from a large number

of possibilities [60]. Current research in this domain remains limited, with most studies

focusing on the coarser level of surgical phase recognition [22, 61]. Existing fine-grained

action detection models often yields modest accuracy [39]. A critical deficiency in the current

methodological landscape is the lack of robust analysis of prediction uncertainty [62, 63].

Without a reliable measure of a model’s confidence in its predictions, it is difficult to assess

the trustworthiness of the output, a crucial factor for adoption in safety-critical clinical

environments [62]. Developing methods that can not only recognize complex, overlapping

actions but also quantify the certainty of those detections is therefore a key challenge for

advancing the field.

A second major challenge is the lack of a holistic, multi-level understanding of the surgical

scene. The majority of existing work addresses surgical workflow analysis by targeting a

single, isolated task, such as recognizing phases, steps, or actions independently [20, 64].

This approach fails to capitalize on the inherent hierarchical and contextual relationships

between different levels of surgical activity. A surgical procedure is a structured process where

high-level phases are composed of sequential steps, which in turn are made up of fine-grained
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actions [20]. Developing integrated frameworks that can simultaneously model and reason

across these multiple granularities is essential for building a comprehensive understanding of

the surgical process, but such systems remain underdeveloped [7, 65].

Furthermore, many current methodologies overlook the exploration of essential causal

relationships within the surgical workflow. Models often learn spurious correlations from the

training data—for example, associating an instrument with an action simply because they

frequently co-occur in the dataset, rather than learning the true causal link between them

[66, 67]. This reliance on statistical shortcuts leads to a negative impact on performance,

particularly for rare but clinically significant event classes which are underrepresented in

training data. The presence of confounding factors can severely degrade a model’s ability

to understand the surgical scene, highlighting the need for methods that can move beyond

simple pattern recognition to infer causality [68].

Finally, a persistent challenge is the limited generalization of proposed methods across

different clinical environments. Models for surgical activity recognition are often trained and

evaluated on data from a single institution or a specific surgical procedure [47]. However,

these models frequently experience a significant drop in performance when applied to data

from a different hospital, surgeon, or even a different operating room, a phenomenon known

as domain shift [69]. This lack of robustness and poor transferability is a major obstacle to

the widespread clinical implementation of surgical AI [66]. Consequently, developing domain

generalization techniques that enable models to maintain high performance across diverse

datasets and centers is a critical area of ongoing research [70].
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1.2.3 Applications

Surgical video scene understanding, the automated interpretation of activities and events

within the surgical field from video data, holds transformative potential across various facets

of surgical practice. Its applications aim to enhance patient safety, improve training efficacy,

optimize operative workflows, and foster continuous quality improvement. By converting

vast streams of visual data into actionable insights, these technologies are poised to become

indispensable tools in modern surgery.

• Enhanced Intraoperative Decision Support and Context-Aware Assistance:

Surgical video understanding can provide real-time, context-relevant information to the sur-

gical team. This includes highlighting critical anatomical structures, predicting surgeon’s

next actions, or warning about potential hazards based on the current surgical phase and

instrument movements [49, 71]. For instance, by automatically recognizing that a surgeon

is approaching a major blood vessel, the system could issue an alert or overlay relevant

anatomical data onto the display. This enhanced situational awareness can reduce cognitive

load and support safer, more precise interventions [71]. Key technical requirements include

low-latency video processing and highly accurate recognition algorithms robust to visual

challenges like smoke or bleeding [72].

• Objective Surgical Skill Assessment and Personalized Training: Automated

analysis of surgical videos offers an objective and scalable method for assessing surgical

skill [73, 74]. By identifying surgical phases, steps, instrument movements, and efficiency of

motion, these systems can provide detailed, data-driven feedback to trainees and experienced

surgeons alike [75, 76]. For example, AI models can compare a trainee’s performance against

expert benchmarks, identifying areas for improvement in technique or decision-making [77,

78]. This facilitates personalized training pathways and can accelerate the learning curve

[75, 79]. The development of robust metrics for skill and clear visualization of performance
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are crucial for this application [80].

• Optimization of Operating Room Workflow and Efficiency: Understanding the

progression of a surgical procedure through video analysis can lead to significant improve-

ments in Operating Room (OR) efficiency [81]. By automatically recognizing surgical phases

and predicting remaining procedure times, systems can help optimize OR scheduling, re-

source allocation, and team coordination [81, 82]. For instance, accurately predicting the

end of a surgery allows for better preparation for the next case, reducing downtime [81]. This

requires integration with hospital information systems and robust models that can account

for procedural variability [82, 83].

• Postoperative Analysis, Quality Improvement, and Research: Surgical video

archives, when analyzed at scale, can become a rich resource for postoperative analysis,

quality improvement initiatives, and surgical research [77, 84]. By correlating video-derived

metrics (e.g., adherence to critical safety steps, occurrence of adverse events) with patient

outcomes, researchers can identify best practices and areas for systematic improvement [77].

For example, analyzing videos of procedures with complications might reveal patterns or

deviations from standard techniques that contributed to the adverse outcome [71]. This

necessitates large, curated, and well-annotated video datasets and powerful analytical tools

to extract meaningful correlations [85].

1.3 Research Questions

This thesis is focused on how to achieve effective multi-level understanding of surgical scenes.

To reach this goal, several main research questions are proposed:

1. How can we build a comprehensive dataset for multi-level surgical scene
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understanding?

For accurate multi-level understanding, it is important to construct datasets that in-

clude detailed and synchronized labels for surgical phases, steps, and fine-grained ac-

tions. This research investigates how such datasets can be created to support the

development of robust models.

2. How can we improve the detection of fine-grained surgical actions?

Recognizing small and subtle actions in surgery is a challenging but essential part of

multi-level understanding. This thesis explores new methods for accurately detecting

these fine-grained actions, and studies how these improvements can help in recognizing

higher-level steps and phases.

3. How can we make use of the interactions between different levels of surgical

activities?

A truly effective framework should leverage the relationships between phases, steps,

and actions. This work examines how to model and use these interactions to enhance

the overall understanding of the surgical workflow.

4. How can we explore and use causal relationships in surgical scene under-

standing?

Beyond finding patterns, it is important to identify the real causal links between sur-

gical data (like tool movements or visual cues) and surgical events or predictions. This

thesis looks into how these causal relationships can be incorporated to make the un-

derstanding framework more reliable and explainable.

5. How can we improve generalization across different datasets and centers?

Finally, this research addresses how to ensure that the developed methods perform well

not only on one dataset or in one medical center, but also across different datasets and

institutions.
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By addressing these questions, this thesis aims to provide new insights and practical

solutions for multi-level surgical scene understanding.

1.4 Contribution of the Thesis

The fundamental aim of this thesis is to address the problem of surgical scene understanding

at different levels of granularity from surgical videos, such as those from endoscopic and

cataract procedures, by developing advanced deep learning models. We first construct a

multi-level cataract surgery dataset for model development and validation. The method

contributions are discussed in detail as follows:

The first contribution focuses on the critical task of recognizing and localizing detailed

surgical actions, which is essential for developing context-aware decision support systems.

Recognizing that most existing detection algorithms struggle with high-accuracy action clas-

sification despite locating actions, due to not considering the procedural regularity, and

noting the unexplored need for model confidence in clinical applications, this work intro-

duces an Anchor-context Action Detection Network (ACTNet). ACTNet comprises an

Anchor-Context Detection (ACD) module to ascertain where actions occur and what they

are by highlighting spatio-temporal regions interacting with extracted anchors, and a Class

Conditional Diffusion (CCD) module to refine action predictions by leveraging a denoising

diffusion-based generative model. Crucially, this approach also utilizes the stochastic na-

ture of the diffusion model to provide confidence scores for each prediction. This method

achieved state-of-the-art performance, demonstrating a significant 4.0% mAP improvement

against baseline on our cataract video dataset.

As a second contribution, the thesis addresses the need for a systematic, hierarchical un-

derstanding of surgical scenes to enable advanced computer-assisted systems. Few existing
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works [21] provide a comprehensive analysis across multiple levels of surgical activity. To this

end, we propose a Multi-level Semantic Scene Understanding (MSSU) framework, conceptu-

alizing the tasks of phase recognition, step recognition, and action and instrument detection

as an interconnected hierarchy. A novel Hierarchical Context Transformer (HCT) network

was developed, featuring a Hierarchical Relation Aggregation Module (HRAM) to concur-

rently model interactions within multi-level information and augment task-specific features.

To further enhance representation learning, Inter-task Contrastive Learning (ICL) was in-

troduced to guide the model in learning task-wise features by absorbing complementary

information from other tasks. Additionally, a computationally efficient variant, HCT+, was

proposed, integrating spatial and temporal adapters to achieve competitive performance with

substantially fewer tunable parameters. Extensive experiments on our proprietary cataract

dataset and the publicly available endoscopic PSI-AVA dataset [21] demonstrated the out-

standing performance of this method, consistently exceeding state-of-the-art approaches by

a large margin.

For the third contribution, this work tackles a long-overlooked issue in surgical scene un-

derstanding: the detrimental impact of hidden visual confounders, which can lead to harmful

bias, induce spurious correlations, and degrade model generalization across different tasks

and granularities [86]. To address the challenge of designing a robust, unified spatio-temporal

representation that is resilient to such biases, we propose a causality-inspired framework for

surgical video representation learning. This framework aims to capture the true causal effects

of video content on predictions. Specifically, a Subject-Centric Module (SCM) is introduced

within the transformer block to highlight critical regions by emphasizing the role of instru-

ment subjects, leading to efficient and compact representations. Furthermore, a surgical

Activity Causal Intervention Module (ACIM), based on backdoor adjustment derived from

a tailored causal graph, is proposed to disentangle the model from the impact of harmful

bias and exploit true causal effects for model training. This ensures robust and unbiased
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representation learning. The effectiveness of this method and the significance of causal in-

sight were validated through extensive experiments across four datasets (Cataract_ours,

CATARACTS [41], GraSP [20], and AutoLaparo [87]) and three tasks (phase recognition,

step recognition, and action detection), with cross-dataset experiments clearly demonstrating

the model’s superior generalization capabilities.

As a final contribution, we focus our attention on developing and validating a comprehen-

sive foundation model for multi-level workflow recognition in cataract surgery, specifically de-

signed for robust generalization across multiple clinical centers. Unlike previous approaches

that are often limited to single-center data or narrow workflow segmentation, the proposed

model leverages hierarchical spatiotemporal feature extraction to accurately identify surgical

phases and steps across diverse environments, operator techniques, and patient populations.

Extensive multi-center evaluations demonstrate the model’s ability to reliably adapt to inter-

center variability, establishing a new benchmark for scalable, standardized workflow analysis

in cataract surgery. Our results highlight the potential of foundation models to advance the

unify and optimize surgical workflow analysis.

1.5 Publications

This thesis has led to the following peer-reviewed papers:

• Hao, L., Hu, Y., Lin, W., Wang, Q., Li, H., Fu, H., Duan, J. & Liu, J. (2023). Act-

net: Anchor-context action detection in surgery videos. In International Conference on

Medical Image Computing and Computer-Assisted Intervention (pp. 196-206). Cham:

Springer Nature Switzerland.

• Hao, L., Hu, Y., Yue, Y., Wu, L., Fu, H., Duan, J., & Liu, J. (2025). Hierarchical Con-
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text Transformer for Multi-Level Semantic Scene Understanding. IEEE Transactions

on Circuits and Systems for Video Technology, 35(4), 3134-3145.

• Hao, L., Hu, Y., Dong, B., Fu, H., Duan, J., & Liu, J. (2025). Deconfounded Sur-

gical Video Representation Learning with Causal Intervention. IEEE Transactions on

Medical Imaging, Under Review.

• Hu, Y., Hao, L., et al. (2025). Comprehensive Ophthalmology Surgical Foundation

Model for Surgeon Activity Recognition and Evaluation. npj Digital Medicine, Co-first

Author, Under Review.

These four papers correspond to Chapters 4, 5, 6, and 7 of this thesis. Other publications

I made contributions during my PhD are listed as follows:

• Hao, L., Hu, Y., Xu, Y., Fu, H., Miao, H., Zheng, C., & Liu, J. (2022). Dynamic

analysis of iris changes and a deep learning system for automated angle-closure classi-

fication based on AS-OCT videos. Eye and Vision, 9(1), 41.

• Hao, L., Hu, Y., Higashita, R., JQ Yu, J., Zheng, C., & Liu, J. (2022). Multiview

volume and temporal difference network for angle-closure glaucoma screening from

AS-OCT videos. Journal of Healthcare Engineering, 2022(1), 2722608.

• Lin, W., Hu, Y., Hao, L., Zhou, D., Yang, M., Fu, H., Chui, C. & Liu, J. (2022).

Instrument-tissue interaction quintuple detection in surgery videos. In International

Conference on Medical Image Computing and Computer-Assisted Intervention (pp.

399-409). Cham: Springer Nature Switzerland.

• Zhang, Q., Hao, L., Li, H., Ren, Z., & Cheng, J. (2022). GAN-SLAM: GAN based

monocular visual-inertial simultaneous localization and mapping in dark environments.

In 2022 5th International Symposium on Autonomous Systems (pp. 1-6). IEEE.
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• Zhou, X., Hao, L., Nie, Q., Zhou, Y., Wang, L., Hu, Y., & Liu, J. (2022). A novel

multi-focus fusion network for retinal microsurgery. In 2022 IEEE 19th International

Symposium on Biomedical Imaging (pp. 1-5). IEEE.

• Yue, Y., McDonald, D., Hao, L., Lei, H., Butler, M. S., & He, S. (2023). FLONE: fully

Lorentz network embedding for inferring novel drug targets. Bioinformatics Advances,

3(1), vbad066.

• Yue, Y., Liu, Y., Hao, L., Lei, H., & He, S. (2023). Improving therapeutic synergy

score predictions with adverse effects using multi-task heterogeneous network learning.

Briefings in Bioinformatics, 24(1), bbac564.

• Lin, W., Hu, Y., Hao, L., Fu, H., Chui, C. & Liu, J. (2025). AIPNet: Action-

Instance Progressive Learning Network for Instrument-tissue Interaction Detection.

IEEE Journal of Biomedical and Health Informatics.

1.6 Thesis Structure

The remainder of this thesis is organized as follows:

Chapter 2 presents a comprehensive review of the related works fundamental to this re-

search. It covers surgical activity recognition, including both coarse-grained and fine-

grained approaches, multi-task learning in surgical scenes, and the role of causal infer-

ence and foundational models in medical science.

Chapter 3 describes the construction of the multi-level surgical video dataset used through-

out this thesis. This chapter details the process of data collection in cataract surgery,

the definition of annotation labels, and an analysis of dataset statistics, providing the

foundation for subsequent experimental studies.
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Chapter 4 focuses on fine-grained surgical video scene understanding. It introduces the

proposed methodologies for action detection, including the Anchor-Context Detection

(ACD) module and conditional diffusion techniques. The chapter further presents

experimental results, such as method comparisons, ablation studies, and confidence

analysis on the cataract surgical video dataset.

Chapter 5 extends the discussion to multi-level surgical video scene understanding. It re-

views related works on surgical scene understanding and multi-task learning, introduces

novel methodologies such as the Hierarchical Relation Aggregation Module (HRAM)

and Inter-task Contrastive Learning (ICL), and presents the HCT+ network. Com-

prehensive experiments, including comparisons with state-of-the-art methods, ablation

studies, and analysis of challenging cases, are provided.

Chapter 6 addresses the challenge of deconfounded multi-level surgical video scene un-

derstanding. This chapter introduces causal inference into the video understanding

pipeline, describing the video transformer architecture, subject-centric video represen-

tation, and a surgical activity causal model. Extensive experiments are conducted to

evaluate the effectiveness and generalization of the proposed approaches.

Chapter 7 addresses the critical challenge of model generalization across different clinical

environments. This methodology, based on spatial and temporal Vision Transformers

(ViT), is specifically designed to learn robust features that mitigate domain shift. The

chapter provides extensive experimental evaluation on multi-center cataract datasets,

implementation details, performance metrics, and a primary focus on generalization

experiments to validate the model’s transferability.

Chapter 8 concludes the thesis by summarizing the key findings and contributions, dis-

cussing their broader implications, and providing directions for future research.
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Related Works
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2.1 Surgical Activity Recognition

Surgical activity recognition is a cornerstone of SDS, aiming to automatically interpret and

understand the content of surgical procedures from sensor data, most commonly video record-

ings. By providing a detailed, objective account of intraoperative events, surgical activity

recognition enables a wide range of applications, including context-aware assistance in the

operating room, objective surgical skill assessment, postoperative analysis, and automated

documentation. The origins of surgical activity recognition date back to early work us-

ing statistical models like Hidden Markov Models (HMMs) to recognize high-level surgical

phases from instrument usage data or handcrafted video features [11, 88]. These early meth-

ods modeled surgical procedures as a sequence of states, but often struggled to capture the

complex, nuanced variations inherent in surgery [88]. With the advent of deep learning, the

field has shifted towards data-driven approaches that can learn hierarchical representations

directly from video, leading to significant performance gains [89, 90].

This section provides a review of the literature in surgical activity recognition, focusing on

two main lines of research that differ in their level of granularity. Section 2.1.1 will discuss

methods for recognizing coarse-grained surgical phases and steps, which represent high-level

procedural stages. Section 2.1.2 will then delve into the more recent and challenging task

of fine-grained action recognition and detection, which aims to identify detailed interactions

between instruments, verbs, and tissues.

2.1.1 Coarse-grained Phase & Step Recognition

Surgical phase recognition involves segmenting a procedure into a sequence of distinct,

chronologically ordered stages, such as "trocar insertion" or "gallbladder dissection" in a

cholecystectomy. This task is fundamental for workflow analysis and intraoperative guid-
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(a) LSTM-based method: SV-RCNet

(b) TCN-based method: TeCNO

(c) Transformer-based method: OperA

Figure 2.1: Different methods for phase and step recognition. (a) LSTM-based method:

SV-RCNet. Image credit: [91]. (b) TCN-based method: TeCNO. Image credit: [64]. (c)

Transformer-based method: OperA. Image credit: [92].
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ance. The methodologies for phase recognition have evolved significantly, largely following

the advancements in sequential data modeling in the broader computer vision community.

Early deep learning approaches replaced handcrafted features with learned representa-

tions from Convolutional Neural Networks (CNNs) and modeled the temporal dynamics

using Recurrent Neural Networks (RNNs), particularly Long Short-Term Memory (LSTM)

networks. For instance, Jin et al. [91] proposed SV-RCNet (Figure 2.1 (a)), which inte-

grated a CNN and an LSTM to be trained end-to-end, effectively learning both spatial and

temporal features from surgical videos for workflow recognition. While these models were

effective, LSTMs can struggle to capture very long-term dependencies and their sequential

nature makes them computationally intensive [93].

To address the limitations of RNNs, subsequent research turned to Temporal Convolutional

Networks (TCNs). TCNs employ dilated convolutions to exponentially increase the receptive

field, allowing them to capture long-range temporal relationships more efficiently and with

greater parallelism than LSTMs [64, 94]. Czempiel et al. [64] were among the first to adapt

a Multi-Stage TCN (MS-TCN) architecture for surgical phase recognition with their model,

TeCNO (Figure 2.1 (b)), which demonstrated superior performance for online recognition.

Their work showed that a two-stage refinement process improved results, though adding

more stages could lead to overfitting [25]. Other studies have confirmed the advantages of

TCN-based models over LSTM-based counterparts for both phase and step recognition tasks

[25].

More recently, Transformer models, originally developed for natural language processing,

have gained significant popularity for their ability to model global dependencies within a

sequence [92]. The self-attention mechanism allows Transformers to weigh the importance of

all frames in a video simultaneously, overcoming the sequential bottlenecks of RNNs and the

fixed receptive fields of TCNs. Czempiel et al. [92] later proposed OperA (Figure 2.1 (c)), a

28



2.1. Surgical Activity Recognition

Transformer-based model that uses an attention regularization loss to encourage the model

to focus on high-quality, informative frames, thereby improving prediction accuracy. Other

works have explored different ways to leverage Transformers. For example, Ding et al. [95]

presented a Segment-Attentive Hierarchical Consistency network (SAHC) that focuses on

learning segment-level semantics to mitigate errors from ambiguous individual frames. To

improve efficiency for long videos, some methods have proposed faster Transformer variants,

such as SKiT by Liu et al. [96], which uses a key pooling operation to maintain global infor-

mation with constant time complexity, making it suitable for real-time online recognition.

2.1.2 Fine-grained Action Recognition and Detection

While phase recognition provides a high-level overview of a procedure, a more detailed un-

derstanding is required for applications like automated skill assessment and detailed surgical

process analysis. This has driven research towards fine-grained action recognition, which

focuses on identifying specific, short-term actions or interactions.

A key step in this direction is surgeon action detection, which involves not only classifying

an action but also localizing it within the video frame. To facilitate this research, Bawa et al.

[97] introduced the SARAS Endoscopic Surgeon Action Detection (ESAD) dataset, a large-

scale benchmark for detecting 21 distinct surgeon actions during prostatectomy procedures.

The associated challenge provided baseline results using established object detection frame-

works like Faster R-CNN [98] and YOLO [99], spurring the development of more specialized

models [97].

To provide an even richer, more semantic description of surgical activities, Nwoye et al.

[100] proposed representing actions as a triplet of <instrument, verb, target>, as shown in

Figure 2.2. This formulation explicitly captures what tool is used, what action it performs,
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Figure 2.2: Few examples of action triplets in laparoscopic cholecystectomy surgical videos.

Image credit: [44].

and what tissue it acts upon. Recognizing these triplets is challenging as it requires not

only identifying each component but also correctly associating them [100]. To tackle this,

Nwoye et al. [44] later developed the Rendezvous (RDV) model, which uses a combination

of class activation-guided spatial attention and Transformer-inspired semantic attention to

first detect the individual triplet elements and then model their relationships. Subsequent

work has extended this by incorporating temporal information to produce smoother and

more accurate triplet predictions over time [101].

Building on the concept of semantic triplets, recent work has aimed for even greater preci-

sion by including spatial localization. Lin et al. [102] introduced the task of instrument-tissue

interaction quintuple detection, defining an interaction as a five-part structure: <instrument

class, instrument bounding box, tissue class, tissue bounding box, action class>. They pro-

posed QDNet, which uses a spatiotemporal attention layer and a graph-based prediction

layer to reason about the relationships between localized instruments and tissues in cataract

surgery videos [102]. This line of work was further advanced with their ITIDNet model,

which better captures the relationships between elements within a single frame (intra-frame)

and across consecutive frames (inter-frame) to improve detection accuracy in both cataract

and cholecystectomy videos [103]. This progression from coarse phases to localized, fine-

grained quintuples represents a clear trend towards developing a comprehensive and detailed

automated understanding of surgical procedures.
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2.1.3 Multi-task Learning in Surgical Scene

Multi-Task Learning (MTL) has emerged as a powerful paradigm in surgical scene analysis,

as it can improve model generalization and performance by leveraging shared representa-

tions between related tasks [104]. The underlying principle is that training a single model

to perform multiple, correlated objectives simultaneously encourages the learning of more

robust and meaningful features than training separate models for each individual task.

A common application of MTL in surgery is the joint recognition of surgical phases and

instrument presence, given their strong correlation within a well-defined surgical workflow.

For instance, Jin et al. [105] proposed a Multi-Task Recurrent Convolutional Network

(MTRCNet-CL) that utilized a shared encoder for visual feature extraction and two sep-

arate branches for phase recognition and tool detection. Crucially, they introduced a novel

correlation loss to explicitly model the relationship between the two tasks at the prediction

level, which was shown to significantly boost the performance of both [105]. This approach

effectively demonstrated that enforcing high-level task correlation can lead to mutual per-

formance benefits [105].

Building on this concept, other researchers have explored using MTL to analyze the sur-

gical workflow at different levels of granularity. Ramesh et al. [25] developed a Multi-

Task Multi-Stage Temporal Convolutional Network (MTMS-TCN) to jointly predict coarse-

grained surgical phases and more fine-grained surgical steps. Their results indicated that the

model benefited from the complementary nature of these tasks, outperforming single-task

methods for both phase and step recognition [25]. This suggests that learning a hierarchical

understanding of surgical procedures is an effective strategy.

The MTL paradigm has also been extended to incorporate a wider range of tasks for more

holistic scene understanding. Some models [106] have been designed to simultaneously per-
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form instrument segmentation and detect tool-tissue interactions, using a shared backbone

to reduce computational costs compared to running two separate models [106]. Similarly,

other works [107] have combined semantic segmentation of surgical tools with the detection

of critical events, such as bleeding, within a single end-to-end framework [107]. These studies

show the versatility of MTL in creating efficient, integrated systems capable of interpreting

multiple complex aspects of the surgical scene in real-time.

2.2 Causal Inference

Deep learning models have achieved remarkable success by learning complex statistical cor-

relations within large datasets. However, a fundamental limitation of this correlation-based

learning is its susceptibility to data distribution shifts and spurious correlations [108]. A

model may learn to associate a feature with a label not because of a true causal link [108],

but because of a coincidental bias in the training data. For example, in surgical action

recognition, a model might learn that the instrument "irrigation aspiration handpiece" is

highly correlated with the high-frequency action "aspirate lens cortex". Due to this data

bias, the model may fail to correctly recognize the rare action "inject saline", even when

it is performed with the same instrument, because it has learned a spurious, non-causal

link. Causal inference offers a mathematical framework to move beyond correlation and un-

derstand true cause-and-effect relationships [109], thereby improving model robustness and

generalizability.

The foundational work in modern causal inference, largely developed by Judea Pearl [110],

introduced the Structural Causal Model (SCM) as a way to represent causal assumptions

about the world. An SCM uses a Directed Acyclic Graph (DAG) [108, 110], where nodes

represent variables and directed edges represent direct causal relationships. This framework
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Figure 2.3: An example of causal graphs. Image credit: [113]. 𝑋: Treatment plays a direct

causal role in determining the value of Outcome. 𝑌 : Outcome is the effect of the causal

path. 𝑍 : Confounder is a common cause of both Treatment and Outcome.

provides a formal language to describe how variables are generated and interact. A key tool

arising from this framework is the do-calculus, which allows for the estimation of the effect

of an intervention, denoted as 𝑃(𝑌 |𝑑𝑜(𝑋 = 𝑥)) [109, 110]. This represents the distribution

of an outcome 𝑌 if a variable 𝑋 were forced to take a value 𝑥, which is distinct from the

conditional probability 𝑃(𝑌 |𝑋 = 𝑥) that only reflects passive observation. By using tools like

the backdoor and front-door adjustment criteria, researchers can identify and mitigate the

effects of confounding variables-common causes that create spurious associations between

other variables—to isolate the true causal effect of interest [111, 112]. Examples of causal

graphs are illustrated in Figure 2.3.

In recent years, the computer vision community has increasingly adopted causal principles

to address long-standing challenges where models exploit dataset biases instead of learning

the intended concepts. These spurious correlations often stem from confounding variables,

which are factors that influence both the input features and the output labels, leading to

poor generalization.

A prominent application area is long-tailed classification, where models tend to be biased

towards head classes with abundant samples. Tang et al. [114] identified the Stochastic
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Gradient Descent (SGD) momentum as a key confounder that harms tail-class performance.

They proposed a causal framework to disentangle the harmful and beneficial effects of mo-

mentum, using causal intervention during training to remove the confounding bias while

retaining its positive impact on representation learning. More recently, as Vision Trans-

formers (ViTs) have become prevalent, researchers have adapted causal models to address

their unique properties. For instance, TSCNet was proposed to discover fine-grained causal

associations through multi-scale interventions, addressing the challenge that ViT’s global

feature representation can obscure the signals needed to classify visually similar tail classes

[115].

Weakly-Supervised Semantic Segmentation (WSSS) is another area where causal inference

has proven effective. A primary challenge in WSSS is that models often use co-occurring con-

text as a shortcut for classification, resulting in inaccurate object localization maps. Zhang

et al. [116] introduced a causal framework that models the confounding effect of context. By

applying causal intervention (specifically, the backdoor adjustment), their method, CONTA,

can remove the confounding bias from the image representation, leading to the generation

of higher-quality pseudo-masks for training the segmentation model.

In multi-modal tasks like Visual Question Answering (VQA), models often suffer from

language bias, where they learn to answer questions based on question-answer priors in

the training data while ignoring the visual content. To combat this, several methods have

employed counterfactual reasoning. Chen et al. [117] proposed a model-agnostic training

scheme that synthesizes counterfactual samples by masking critical objects in the image or

words in the question, forcing the model to be more visually-grounded and question-sensitive.

Wen et al. [118] also used a counterfactual inference framework to reduce language bias.

Similarly, in video-based QA, where unobserved confounders can create spurious correlations

between video content and answers, Li et al. [119] developed a framework using front-door

adjustment to remove the confounding effect without needing to observe the confounder
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itself.

The application of causal inference extends to other visual tasks as well. In video moment

retrieval, Yang et al. [120] proposed a causality-inspired framework to address temporal

location biases, improving query-video matching through causal intervention. For zero-

shot action recognition, Wang et al. presented a method using causal inference to generate

features for unseen actions, effectively handling confounders [112]. These works collectively

demonstrate that by explicitly modeling and intervening on the causal mechanisms of data

generation, it is possible to build more robust and generalizable vision systems.

2.2.1 Causal Inference in Medical Scene

The principles of causal inference are particularly vital in the medical domain, where model

reliability, fairness, and interpretability are paramount for clinical translation [121]. Medi-

cal AI models are susceptible to biases arising from data collection, patient demographics,

and the inherent co-occurrence of anatomical structures and pathologies, which can lead to

erroneous diagnostic conclusions [121].

In medical image segmentation, a significant challenge is the severe co-occurrence of dif-

ferent organs or tissues in training data, which can confuse weakly-supervised models. For

example, a model might struggle to distinguish the liver from the right kidney because they

frequently appear together. To address this, Chen et al. [122] proposed Causal CAM (C-

CAM), a method for weakly supervised medical image segmentation. C-CAM is motivated

by two causal chains: one linking image content to its category and another linking anatom-

ical structure to organ shape. By integrating anatomical constraints through a causal lens,

the method mitigates the co-occurrence problem and generates more accurate pseudo-masks

for segmentation [122].
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For medical diagnosis, causal frameworks are being developed to ensure that predictions are

based on genuine pathological features rather than being confounded by sensitive attributes

like patient race or gender [123]. It has been shown that models can unintentionally learn to

use demographic information inferred from image patterns as a shortcut for diagnosis, raising

serious fairness concerns [123]. To mitigate this, causal modeling frameworks have been

proposed to control the influence of such attributes on predictions, ensuring that decisions

are primarily informed by clinically relevant information [123].

Causal inference also enhances explainability in medical AI. Counterfactual explanations,

which show how an input image would need to change to alter a model’s prediction, are being

explored to improve clinicians’ trust and understanding [124]. For example, a counterfactual

might show what features in a chest X-ray would need to be different for a diagnosis to change

from "pneumonia" to "normal". Studies have shown that such explanations can help users

critically review AI suggestions and reduce over-reliance on incorrect AI outputs, fostering

more effective human-AI collaboration in clinical decision-making [125]. Furthermore, in

the context of medical report generation, which suffers from similar multi-modal biases as

VQA, causal intervention has been used to disentangle spurious correlations between visual

features and linguistic descriptions, leading to more accurate and reliable reports [11, 126].

The systematic application of causal reasoning holds great promise for developing medical

AI systems that are not only accurate but also fair, robust, and trustworthy for real-world

clinical use.

2.3 Foundation Model in Medical Scene

The paradigm of artificial intelligence has been reshaped by the emergence of Foundation

Models (FMs), which are large-scale models pre-trained on vast, diverse datasets [127, 128].
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Figure 2.4: Architecture of the Segment Anything Model (SAM). Image credit: [131].

Unlike traditional models designed for a single, specific task, foundation models learn general-

purpose representations primarily through self-supervised learning, though this pre-training

can also incorporate other paradigms such as large-scale supervised training, human-in-the-

loop feedback, or reinforcement learning. These models can then be adapted to a wide range

of downstream applications with minimal task-specific training [129, 130]. This adaptability,

often realized through zero-shot or few-shot learning via prompting, offers significant advan-

tages, including accelerated development time, reduced need for extensive labeled datasets,

and enhanced performance on novel tasks [129, 130]. The success of foundation models in

natural vision has directly inspired their exploration within the medical domain [129]. These

general-purpose models have set remarkable performance benchmarks; for example, the Seg-

ment Anything Model (SAM) was trained on a dataset of over one billion masks to perform

promptable, class-agnostic segmentation in a zero-shot manner [128, 131] (presented in Fig-

ure 2.4). Concurrently, multimodal foundation models like CLIP have enabled novel forms

of reasoning by learning a shared embedding space for images and text [132, 133]. These

models exemplify the power of large-scale pre-training and form the conceptual basis for the

medical foundation models discussed next.

However, the direct application of these models to medical imaging is challenging due to

the significant domain shift; medical images possess unique characteristics across different

modalities (e.g., CT, MRI, endoscopy) and often feature subtle, low-contrast pathologies not

present in natural images [134, 135]. Initial studies evaluating the zero-shot performance
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of SAM on various medical segmentation tasks reported promising but inconsistent results,

indicating that direct application is often suboptimal compared to specialist models trained

on in-domain data [136, 137]. A review by Fan et al. [134] highlighted that while SAM

shows potential, modifications are necessary to handle the intricacies of medical data.

Consequently, recent research has focused on adapting foundation models for the medical

scene. One successful strategy involves fine-tuning pre-trained models on curated medical

datasets. For instance, several works have proposed adapting SAM by fine-tuning its mask

decoder or inserting lightweight, learnable adapter modules to improve segmentation accu-

racy on specific anatomical structures or lesions [135, 138]. This approach leverages the

powerful pre-trained encoder while tailoring the model to the specific features of medical

images, a method that has proven effective for both 2D and 3D medical image segmentation

[135, 138]. These adaptations have led to the development of specialized models that signif-

icantly outperform the original general-purpose foundation models on medical benchmarks

[138].

Within the clinical context, the surgical scene presents a particularly compelling use case

for foundation models, especially for automated workflow analysis from endoscopic videos

[49]. Recent studies have begun to integrate FMs to enhance surgical scene understanding,

including tasks like instrument tracking, anatomical segmentation, and surgical phase recog-

nition [49]. For example, some approaches [81] leverage foundation models to provide robust

visual features that are then used by temporal models to recognize the distinct phases of a

surgical procedure [81]. Chen et al. [139] proposed a text-driven adaptation method that

allows a foundation model to perform few-shot surgical workflow analysis by aligning visual

features with textual descriptions of surgical actions and phases. This mitigates the need

for large-scale video annotations and demonstrates the potential of multimodal foundation

models to create context-aware systems that can improve surgical safety and efficiency [49].
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2.4 Thesis positioning

While the review in Section 2.1, 2.2, and 2.3 highlights significant progress, this thesis

identifies and addresses several key limitations in the current literature to advance multi-

level surgical scene understanding. We position our contributions in the following four areas:

The review in Section 2.1.2 highlights a growing interest in fine-grained action recognition

[97, 102, 140]. However, a majority of work remains focused on coarse-grained phase recog-

nition [22, 61], and existing fine-grained detection models often yield modest classification

accuracy [39]. Furthermore, a critical deficiency noted in the literature is the lack of robust

prediction uncertainty analysis [62, 63], which is essential for clinical adoption. This thesis

addresses these gaps in Chapter 4 by proposing the Anchor-context Action Detection Net-

work (ACTNet). This framework introduces a Class Conditional Diffusion (CCD) module

specifically to refine action predictions and, for the first time, to provide reliable confidence

scores, a key requirement for clinical trust.

Chapter 5 builds upon this by tackling the lack of a holistic, multi-level understanding.

The review in Section 2.1.1 and 2.1.3 shows that most frameworks target isolated tasks [20,

64] or simple multi-task combinations [25, 105], failing to exploit the inherent hierarchical

relationships between phases, steps, and actions [21, 65]. To address this, this thesis proposes

a Multi-level Semantic Scene Understanding (MSSU) framework, the Hierarchical Context

Transformer (HCT). HCT explicitly models this hierarchy through a novel Hierarchical Re-

lation Aggregation Module (HRAM) and enhances representation learning via Inter-task

Contrastive Learning (ICL), demonstrating a more comprehensive understanding than the

SOTA methods.

Chapter 6 addresses a more fundamental limitation: the tendency of models to learn

spurious correlations from visual data, as discussed in Section 2.2 [66, 67]. This reliance
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on statistical shortcuts rather than true causal links negatively impacts model robustness

and generalization [86]. While causal inference is an active field [109, 114, 122], its ap-

plication to deconfound multi-level surgical video representations is underexplored. This

thesis introduces a causality-inspired framework, Deconfounded Surgical Video Representa-

tion Learning (DSVRL). By incorporating a Subject-Centric Module (SCM) and an Activity

Causal Intervention Module (ACIM) based on backdoor adjustment, this framework mit-

igges confounding biases and learns the true causal effects, a significant step beyond the

correlation-based learning of conventional models.

Finally, Chapter 7 tackles the critical challenge of model generalization across different

clinical environments, a phenomenon known as domain shift [69]. As noted, models often

fail to transfer between different hospitals or surgeons [69]. While foundation models (Sec-

tion 2.3) show promise for generalization [127, 128, 131], their application to standardize

multi-center surgical workflow analysis is a key gap. This thesis develops the Comprehensive

Ophthalmology Surgical (COS) Model, a foundation model for multi-level workflow recog-

nition. By leveraging hierarchical spatiotemporal feature extraction (ViT) and validating

extensively on multi-center datasets, this work directly addresses the need for robust, scal-

able, and generalizable workflow analysis tools, moving beyond the single-center limitations

of many previous studies.
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Multi-level Surgical Video Dataset

Construction
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Deep learning models fundamentally operate as function approximators, learning from

historical or available observations. The volume and quality of these observations are

paramount, directly influencing the ability of these models to accurately estimate the un-

derlying function, particularly for complex tasks. Consequently, models with millions of

parameters, common in fields like computer vision, necessitate large, meticulously labeled

datasets. These datasets enable the model parameters to effectively capture salient repre-

sentations of the domain, thereby achieving optimal performance on the intended task [141–

143]. The critical role of dataset size and representativeness in model accuracy and compu-

tational efficiency, especially within resource-sensitive fields like medical imaging, continues

to be an active area of investigation [141]. Indeed, the availability of high-quality, large-scale

datasets is often a determining factor in the success of deep learning applications [144].

In the broader computer vision community, the introduction of extensive datasets has

consistently catalyzed progress across a multitude of visual tasks. Seminal datasets such as

ImageNet [145], COCO [146], and Kinetics [147], among others, have been instrumental in

advancing areas like image classification, object detection, semantic segmentation, and action

recognition. These resources have not only facilitated the development of more sophisticated

algorithms but have also provided robust benchmarks for comparing model performance,

thereby fostering innovation and pushing the boundaries of what is achievable in visual

understanding [143]. The impact of these foundational datasets is evident in the rapid

evolution of deep learning architectures and their successful application in diverse real-world

scenarios [143].

Similarly, the field of surgical vision has recognized the indispensable need for high-quality

datasets to drive advancements in computer-assisted interventions and surgical data science

[78, 149]. Efforts have led to the creation of several public datasets targeting various surgical

procedures and analytical tasks. For instance, Cholec80 has been widely used for laparoscopic

cholecystectomy phase recognition and, more recently, for training AI models with high
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Figure 3.1: Cataract eye and cataract surgery illustration. (a) Comparison between a healthy

eye and a cataract eye, highlighting the difference in lens status. Image credits: Healthdirect.

(b) Diagram of cataract surgery, depicting the removal of the clouded lens and implantation

of an artificial lens. Image credits: Guy’s and St Thomas’ Specialist Care [148].
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accuracy [40, 150]. The CATARACTS dataset has been pivotal for developing algorithms

for phase discrimination and instrument tracking in cataract surgeries [32, 41]. Other notable

datasets include HeiSurF [151], focusing on phase recognition, and the EndoVis challenge

datasets, which often feature tasks like instrument segmentation and tracking [152, 153].

While these datasets, along with others like CaDIS for cataract surgery image segmentation

[154, 155] and those for action recognition [156], have spurred significant research, many

focus on specific levels of activity or a limited range of procedures [47]. The annotation of

surgical video itself presents unique challenges, requiring expert knowledge and standardized

approaches to ensure data quality and inter-rater reliability, which are crucial for training

robust AI models [157]. There remains a pressing need for more comprehensive datasets that

capture the multifaceted nature of surgical workflows [154, 158].

To this end, in this chapter, we present a multi-level, multi-granularity cataract surgery

dataset that includes annotations for three types of activities: phases, steps, and fine-grained

actions. We also briefly introduce a multi-granularity public endoscopic dataset.

3.1 Cataract Dataset

3.1.1 Ethical approval

The cataract dataset utilized in this study, comprising cataract surgical videos from Shenzhen

First People’s Hospital, was collected under institutional review board approval (reference

number: LL-KY-2020220) with appropriate informed consent procedures in accordance with

the Declaration of Helsinki. Comprehensive de-identification protocols were implemented

prior to any computational processing or model development activities to ensure patient

privacy and data security compliance. All personally identifiable information, including but
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not limited to patient demographics, case identifiers, and timestamp metadata, was removed

following institutional standards for anonymization of surgical video content. The complete

de-identification workflow was independently verified by the institutional data protection

officer at the contributing center to confirm adherence to both local regulatory requirements

and international data protection standards.

3.1.2 Cataract Surgery

A cataract is a prevalent ocular condition characterized by the opacification of the eye’s

natural lens, leading to a progressive decline in visual acuity [148]. Understanding the

anatomical differences between a healthy eye and an eye afflicted by cataracts, as well as the

intricacies of surgical correction, is crucial.

Figure 3.1 illustrates a healthy eye wherein the lens, situated behind the iris and pupil,

is transparent, allowing light to pass unimpeded to the retina. Key anatomical structures

include the cornea, the eye’s clear outer layer that refracts light; the iris, the colored part

that controls the size of the pupil; and the pupil, the central opening that regulates light

entry. In contrast, an eye with cataracts, also depicted in Figure 3.1 (a), features a cloudy

or opaque lens. This cloudiness scatters and blocks light, resulting in blurred vision and

reduced visual clarity, a hallmark of cataract pathology [148].

Cataract surgery is the primary treatment to restore vision. Figure 3.1 (b) provides a

simplified overview, showing the clouded lens being removed and replaced by an artificial

lens implant. A more detailed procedural sequence, commonly involving phacoemulsification,

is illustrated in Figure 3.2. Phacoemulsification is a sophisticated technique that allows

for cataract removal through a small incision, promoting faster recovery and minimizing

astigmatism; it remains the gold standard for cataract surgery [159].
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1. Incision
2. Viscous agent

injection
3. Rhexis 4. Hydrodissetion 5. Phacoemulsification

6. Irrigation and

aspiration

7. Capsule

polishing
8. Lens implant

9. Viscous agent

removal

10. Wound
hydration

Figure 3.2: Surgical procedure demonstration based on real surgical data. Data source: Our

cataract dataset.

The surgical procedure, as demonstrated in Figure 3.2, is a multi-step process. It com-

mences with a precise micro-incision, typically in the cornea, followed by the injection of a

viscous agent to maintain anterior chamber depth and protect delicate intraocular tissues

[160]. A critical circular opening, known as a capsulorhexis, is then created in the anterior

capsule of the lens. This allows for hydrodissection, where fluid is injected to separate the

lens nucleus from the capsule, facilitating its removal. The core of the surgery involves pha-

coemulsification, where an ultrasonic probe emulsifies the hardened, cloudy lens nucleus into

smaller fragments, which are simultaneously aspirated from the eye [161]. Following this,

any remaining softer lens cortex is meticulously removed using irrigation and aspiration, and

the inner surface of the lens capsule may be polished. An artificial Intraocular Lens (IOL)

is then folded and inserted into the empty capsular bag, replacing the natural lens. The

procedure concludes with the thorough removal of the viscous agent and hydration of the

corneal wound to ensure a self-sealing closure [162]. This comprehensive surgical approach

aims to replace the opacified natural lens with a clear artificial implant, thereby restoring

transparency to the optical pathway and significantly improving the patient’s visual function.
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3.1.3 Label Definition

To facilitate a comprehensive understanding of cataract surgery for computational analysis,

we have developed a hierarchical annotation scheme. This annotation framework was estab-

lished in collaboration with two senior ophthalmic experts. The data annotation process was

then conducted as follows: first, both experts annotated the surgical videos independently;

subsequently, they held discussion sessions to review and resolve any discrepancies between

their annotations, thereby ensuring a final, consensus-based ground truth.

Surgical procedures were segmented into three levels of detail: five distinct phases, eleven

procedural steps, and fifty specific actions, progressing from a coarse overview to fine-grained

operational details. The definitions for these labels are presented in Section A.1. Based

on these definitions, experienced ophthalmologists performed frame-by-frame annotation of

our dataset, with a secondary review by another ophthalmologist ensuring accuracy and

consistency. This multi-level labeling approach provides a comprehensive description of the

surgical scenario at different semantic depths, which can better assist surgeons in grasping

the full context of the operation, thereby aiding decision-making and enhancing surgical

efficiency.

3.1.4 Dataset Statistics

Our cataract dataset, central to this study, comprises 61 cataract surgery videos (85,659

frames at 1 fps, 720 × 576 resolution). Ophthalmologists annotated each frame for 5 sur-

gical phases and 11 steps. For experimentation, the data is split at the patient level into

training (35 videos), validation (6 videos), and test sets (20 videos), ensuring that videos

from the same patient do not appear in different sets. A subset of 20 videos (23,580 frames,

28,428 action instances) is further annotated for action detection, detailing 49 action and
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Figure 3.3: Average duration of phases in the Cataract dataset.

Figure 3.4: Average duration of steps in the Cataract dataset.
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Figure 3.5: Average duration of actions in the Cataract dataset.

Figure 3.6: Number of action types performed by different surgical instruments in the

Cataract dataset.
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13 instrument labels with bounding boxes, which is similarly split at the patient level into

training (12 videos), validation (3 videos), and test sets (5 videos).

A key challenge presented by this dataset is significant class imbalance across all annotation

granularities, mirroring real-world surgical data. Figure 3.3 reveals substantial disparities

in the average durations of surgical phases. Notably, Phase P2 (e.g., phacoemulsification)

is considerably longer (over 600 seconds in aggregated frame time) than others like P3 and

P4 (around 100 seconds), potentially biasing model learning towards dominant phases. This

imbalance is exacerbated at the surgical step level (Figure 3.4). Steps S0 and S5 show the

longest average durations (over 300 and 450 seconds respectively), while many other steps

(e.g., S2, S7) are markedly shorter (under 50 seconds). Such variations pose difficulties for

models to learn underrepresented steps effectively.

The issue of class imbalance is most acute for action detection (Figure 3.5). Many of

the 49 action classes exhibit very brief average durations (often less than 10 seconds of

aggregated frame time), while a few, such as A28, are significantly longer (exceeding 60

seconds). This severe skew necessitates robust strategies to detect both frequent and in-

frequent actions. Furthermore, the complexity of action detection is amplified by surgical

practice. As indicated in Figure 3.6, instruments like Forceps and Cannula are associated

with up to 7 action types, highlighting that single instruments perform multiple functions.

Critically, multiple actions often occur simultaneously, involving one or more instruments.

This co-occurrence, coupled with the multi-functional nature of instruments, makes precise

spatio-temporal localization and classification of individual actions highly demanding.
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Figure 3.7: Illustration of PSI-AVA dataset. Image credit: [21].

3.2 Endoscopic Dataset

Validating our proposed method on public datasets is an essential way to demonstrate its

effectiveness. Therefore, this section introduces the primary multi-granularity public endo-

scopic dataset used in our work, PSI-AVA [21]. Endoscopic surgery, such as the robot-assisted

radical prostatectomy procedures captured in the PSI-AVA dataset, is performed inside a

body cavity using an endoscope and specialized instruments. This approach differs signifi-

cantly from microscopic surgery, such as cataract operations. Microscopic surgery typically

involves a highly magnified but smaller, more constrained field of view focused on a specific

anatomical site. In contrast, endoscopic surgery presents a wider and more comprehensive

view of the surgical field, capturing a complex environment with dynamic, coordinated in-

teractions between multiple instruments and various tissues. The da Vinci system used for

the surgeries in PSI-AVA, for example, provides a magnified, high-definition 3D view of the

entire surgical area. The distinct characteristics of these surgical video types mean their

dataset features are markedly different. By testing and validating our method on two fun-

damentally different types of surgical datasets, we can more convincingly demonstrate its
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Figure 3.8: PSI-AVA Statistics. Number of annotations for each class of the recognition and

detection tasks. Colors denote the distribution in the fold partition. Image credit: [21].

robustness and high adaptability.

PSI-AVA dataset is a benchmark specifically designed to promote a holistic understanding

of surgical scenes. It was created from eight robot-assisted radical prostatectomy surgeries

performed by three expert surgeons, totaling over 20 hours of video. The dataset’s core

strength lies in its multi-level annotations, which deconstruct the complex surgical procedure

into both long-term and short-term activities, as shown in Figure 3.7.

This hierarchical annotation framework enables a comprehensive analysis of the surgical

workflow: 1) Long-Term Reasoning: This level captures the overall progress of the surgery.

It includes annotations for 11 distinct surgical Phases and 20 more granular Steps that
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constitute those phases. These are annotated densely for every second of video, providing

a continuous timeline of the procedure. 2) Short-Term Reasoning: This level focuses on

the fine-grained actions occurring at specific moments. It provides spatial and categorical

information for instruments and their activities. This includes bounding box annotations for

7 types of surgical Instruments and, notably, a novel Atomic Action Recognition task with 16

action classes. These atomic actions are designed to be general and fundamental, describing

what an instrument is doing (e.g., "cutting", "grasping") independent of the specific surgical

context. In total, the dataset contains 73,618 keyframes annotated for phases and steps. For

the more detailed short-term tasks, 2,238 keyframes are annotated with 5,804 instrument

instances, each with a category label and associated atomic actions. This rich, multi-layered

structure allows for studying the intrinsic relationships between high-level surgical goals and

the low-level instrument dynamics.

An analysis of the instance distribution within the PSI-AVA dataset, as depicted in Figure

3.8, reveals several intrinsic challenges inherent to modeling surgical workflow. A prominent

characteristic across all four annotation granularities—phases, steps, instruments, and ac-

tions—is the severe data imbalance, commonly known as the long-tail problem. For instance,

in both the phase and step recognition tasks, a single category (labeled "0"), likely corre-

sponding to an "Idle" or preparatory state, dominates the dataset with over 26,000 instances.

In contrast, many other clinically significant categories are substantially less frequent, with

some step and action classes having fewer than 100 instances. This significant skew poses a

considerable challenge for training deep learning models, as it can lead to a strong bias to-

wards the majority classes, potentially hindering the accurate recognition of rare but critical

surgical events.

Furthermore, the dataset’s complexity is amplified by the sheer number of categories at

the finer levels of granularity. With 21 distinct steps and 16 atomic actions, the model must

learn a high-dimensional and nuanced feature space to differentiate between subtle variations
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in surgical execution. This suggests that the surgical procedures involve frequent and rapid

switching between a wide variety of specific maneuvers. Compounding this challenge is the

concurrency of events; the underlying annotation protocol allows for multiple atomic actions

to be assigned to a single instrument simultaneously. Consequently, these factors—the pro-

nounced class imbalance, the large number of categories at multiple granularities, and the

potential for concurrent actions—establish PSI-AVA as a demanding benchmark. Overcom-

ing these challenges is essential for developing robust models capable of achieving a truly

holistic understanding of the surgical scene.
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Chapter Four

Fine-grained Surgical Video Scene

Understanding

This chapter is based on the following publication:

ACT-Net: Anchor-context Action Detection in Surgery Videos [163], which was published

in the International Conference on Medical Image Computing and Computer-Assisted

Intervention (2023).

55



4.1. Introduction

Chapter 3 established the foundational dataset for this chapter, highlighting the significant

challenges in surgical video, such as severe class imbalance and the complexity of multi-level

annotations. A key challenge identified is the difficulty in robustly recognizing fine-grained

actions, which are often brief, concurrent, and visually subtle. Standard detection models

struggle with this complexity. Therefore, this chapter addresses this specific gap by proposing

a novel methodology focused explicitly on improving fine-grained surgical action detection,

which serves as the first crucial step towards building a holistic, multi-level understanding

framework.

4.1 Introduction

Surgery is often an effective therapy that can alleviate disabilities and reduce the risk of

death from common conditions [164]. While surgical procedures are intended to save lives,

errors within the surgery may bring great risks to the patient and even cause sequelae [165],

which emphasizes the development of a computer-assisted system. A context-aware assistant

system for surgery can not only decrease intraoperative adverse events, and enhance the

quality of interventional healthcare [12], but also contribute to surgeon training, and assist

procedure planning and retrospective analysis[166].

Designing intelligent assistance systems for operating rooms requires an understanding

of surgical scenes and procedures [167]. Most current works pay attention to phase and

step recognition [40, 168], which is to get the major types of events that occurred during the

surgery. They merely provided very coarse descriptions of scenes. As the granularity of action

increases, the clinical utility becomes more valuable in providing an accurate depiction of

detailed motion [44, 102]. Some studies focus on fine-grained action recognition by modelling

action as a group of the instrument, its role, and its target anatomy and capturing their
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associations [106, 169]. Recognizing targets in different methods is dependent on different

surgical scenarios and it also significantly increases the complexity and time consumption

for anatomy annotation [170]. In addition, although most existing methods can provide

accurate action positions, the predicted action class is often inaccurate. Moreover, they do

not provide any information about the reliability of their output, which is a key requirement

for integrating into assistance systems of surgery [171]. Thus, we propose a reliable surgical

action detection method in this chapter, with high-accuracy action predictions and their

confidence.

Mistrust is a major barrier to deep-learning-based predictions applied to clinical imple-

mentation [172]. Existing works measuring the model uncertainty [173, 174] often need

several-time re-evaluations, and store multiple sets of weights. It is hard for them to apply

to surgery assistance applications to get confidence for each prediction directly[175], and

they are limited to improving prediction performance. Conditional diffusion-based genera-

tive models have received significant attention due to their ability to accurately recover the

full distribution of data guided by conditions from the perspective of diffusion probabilis-

tic models [176]. However, they focus on generating high-resolution photo-realistic images.

Instead, after observing our surgical video dataset, our conditional diffusion model aims to

accurately reconstruct class distribution. We also access the estimation of confidence with

the stochastic nature of the diffusion model.

Here, to predict accurately micro-action (fine-grained action) categories happening every

moment, we achieve it with two modules. Specifically, a novel anchor-context module for

action detection is proposed to highlight the spatio-temporal regions that are interacted

with the anchors (we extract instrument features as anchors), which includes surrounding

tissues and movement information. Then, with the constraints of class distributions and the

surgical videos, we propose a conditional diffusion model to cover the whole distribution of

our data and to accurately reconstruct new predictions based on full learning. Furthermore,
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our class conditional diffusion model also accesses uncertainty for each prediction, through

the stochasticity of outputs.

We summarize our main contributions as follows: 1) We develop an Anchor-context Action

Detection Network (ACTNet), including an Anchor-Context Detection (ACD) module and

a Class Conditional Diffusion (CCD) module, which combines three tasks: i) where actions

locate; ii) what actions are; iii) how confident our model is about predictions. 2) For ACD

module, we develop a Spatio-Temporal Anchor interaction Block (STAB) to spatially and

temporally highlight the context related to the extracted anchor, which provides micro-

action location and initial class. 3) By conditioning on the full distribution of action classes

in the surgical videos, our proposed CCD model reconstructs better class prototypes in

a stochastic fashion, to provide a more accurate estimations and push the assessment of

the model confidence in its predictions. 4) We carry out comparison and ablation study

experiments to demonstrate the effectiveness of our proposed algorithm based on cataract

surgery.

4.2 Methodology

The overall framework of our proposed ACTNet for reliable action detection is illustrated

in Figure 4.1. Based on a video frame sequence, the ACD module extracts anchor features

and aggregates the spatio-temporal interactions with anchor features by the proposed STAB,

which generates action locations and initial action class distributions. Then considering the

full distribution of action classes in surgical videos, we use the CCD module to refine the

action class predictions and get confidence estimations.
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Figure 4.1: The pipeline of our Anchor-context Action Detection Network (ACTNet) includes

Anchor-Context Detection (ACD) and Class Conditional Diffusion (CCD) modules.

4.2.1 Our Anchor-Context Detection Module

4.2.1.1 Anchor Extraction

Assuming a video 𝑋 with 𝑇 frames, denoted as 𝑋 = {𝑥𝑡}𝑇𝑡=1, where 𝑥𝑡 is the 𝑡-th frame

of the video. The task of this work is to estimate all potential locations and classes 𝑃 =

{𝑏𝑜𝑥𝑛, 𝑐𝑛}𝑁𝑛=1 for action instances contained in video 𝑋, where 𝑏𝑜𝑥𝑛 is the position of the

𝑛-th action happened, 𝑐𝑛 is the action class of 𝑛-th action, and 𝑁 is the number of action

instances. For video representation, this work tries to encode the original videos into features

based on the backbone ResNet50 [177] network to get each frame’s feature 𝐹 = { 𝑓𝑡}𝑇𝑡=1.

In surgical videos, the instruments, as action subjects, are significant to recognize the

action. For instrument detection, it is very important but not very complicated. Existing

excellent object detection method like Faster R-CNN [98] is enough to obtain results with

high accuracy. After getting the detected instrument anchors, RoIAlign is applied to extract

the instrument features from frame features. The instrument features are denoted as 𝐼 =
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{𝑖𝑡}𝑇𝑡=1. Since multiple instruments exist in surgeries, our action detection needs to solve

the problem that related or disparate concurrent actions often lead to wrong predictions.

Thus, in this chapter, we propose to provide action location and class considering the spatio-

temporal anchor interactions in the surgical videos, based on STAB.

4.2.1.2 Spatio-Temporal Action Interaction Block (STAB)

A core challenge in fine-grained surgical action detection, which standard object detection

frameworks like Faster R-CNN [178] are not designed to handle, is the semantic ambiguity

of instrument-tissue interactions. In the surgical context, the mere presence or location

of an instrument is insufficient; the action is defined by the subtle interplay between the

instrument (the "anchor") and its immediate spatial and temporal context. For instance,

the same instrument tip (e.g., a phaco probe) can perform distinct actions like "aspirate lens

nucleus" or "push lens nucleus," which are visually similar in a static frame but are defined

by their motion and interaction with the surrounding tissue (the "context").

Furthermore, as noted in Chapter 1 (Section 1.2.2.1), surgical videos are fraught with

visual challenges such as occlusion and motion blur, which can degrade feature quality. A

robust method must therefore move beyond simple bounding box classification and instead

learn a relational model. This motivates our design of the Anchor-Context Detection (ACD)

module. We conceptualize the instrument as the "anchor" for the action, as it is the primary

agent. The purpose of the Spatio-Temporal Action Interaction Block (STAB) is to explicitly

model the relationship between this anchor and its surrounding spatio-temporal context,

thereby learning a discriminative feature representation that can disambiguate fine-grained

actions. The structure of STAB is shown in Figure 4.1. We introduce spatial and temporal

interactions respectively in the following.

For spatial interaction: The instrument feature 𝑖𝑡 acts as the anchor. In order to im-
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Figure 4.2: Overview of the Class Conditional Diffusion (CCD) model.

prove the anchor features, the module has the ability to select value features that are

highly active with the anchor features and merge them. The formulation is defined as:

𝑎𝑡 =
1

𝐶 ( 𝑓𝑡 )
∑
𝑗∈𝑆 𝑗

ℎ( 𝑓𝑡 𝑗 , 𝑖𝑡)𝑔( 𝑓𝑡 𝑗 ), where 𝑗 is the index that enumerates all possible positions of

𝑓𝑡 . A pairwise function ℎ(·) computes the relationship such as affinity between 𝑖𝑡 and all 𝑓𝑡 𝑗 .

In this work, dot-product is employed to compute the similarity. The unary function 𝑔( 𝑓𝑡 𝑗 )

computes a representation of the input signal at the position 𝑗 . The response is normalized

by a factor 𝐶 ( 𝑓𝑡) =
∑
𝑗∈𝑆 𝑗

ℎ( 𝑓𝑡 𝑗 , 𝑖𝑡). 𝑆 𝑗 represents the set of all positions 𝑗 . Through the formu-

lation, the output 𝑎𝑡 obtains more information from the positions related to the instrument

and catches interactions in space for the actions.

For temporal interaction: We build memory features consisting of features in consecutive

frames: 𝑚𝑡 = [ 𝑓𝑡−𝐿 , ..., 𝑓𝑡−1]. To effectively model temporal interactions of the anchor, the

network offers a powerful tool for capturing the complex and dynamic dependencies that

exist between elements in sequential data and anchors. Same with the spatial interaction,

we take 𝑖𝑡 as an anchor and calculate the interactions between the memory features and the

anchor. The formulation is defined as: 𝑏𝑡 = 1
𝐶 (𝑚𝑡 )

∑
𝑗∈𝑇 𝑗

ℎ(𝑚𝑡 𝑗 , 𝑖𝑡)𝑔(𝑚𝑡 𝑗 ),where 𝑇𝑗 refers to the

set of all possible positions along the time series in the range of 𝐿. In this way, temporal

interactions with anchors are obtained. Then a global average pooling is carried out on the
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spatial and temporal outputs. Action localizations and initial action class distributions are

produced based on the fully-connected classifier layer.

4.2.2 Conditional Diffusion for Action Detection

While the ACD module provides a robust discriminative prediction of action location and

class, it shares a limitation with most detection models: it provides a point estimate (the

most likely class) without an intrinsic measure of its own certainty. As discussed in Section

4.1, this lack of reliable confidence scoring is a major barrier to clinical trust and adoption

[171, 172].

To address this gap, we introduce a second-stage generative module, the Class Conditional

Diffusion (CCD) model. The motivation for using a diffusion model is twofold. First, it

allows us to re-frame the classification task as a generative "denoising" process. The ACD

module’s output can be treated as a "noisy" estimate of the true action distribution. The

CCD module, trained on the full distribution of action classes, learns the complex priors of

the surgical procedure (e.g., which actions are common, which are rare, which co-occur). It

can then refine the initial prediction by "denoising" it towards a more plausible state within

this learned distribution.

Second, and most critically, the inherent stochastic nature of the diffusion process provides

a principled mechanism for uncertainty quantification. Conventional classification models

typically provide a single point estimate (e.g., a softmax probability), which is often poorly

calibrated and not a true measure of model confidence. In contrast, the diffusion model’s

generative nature allows us to sample the reverse process multiple times, generating a dis-

tribution of possible predictions. The variance of this distribution (which we term "Interval

Width" or IW) serves as a direct, quantifiable measure of the model’s certainty, a metric
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unavailable in standard deterministic approaches. A narrow distribution (low IW) signifies

high confidence, whereas a wide distribution (high IW) indicates high uncertainty, effectively

flagging the prediction as unreliable.

To implement this, we adapt the continuous-space formulation of Denoising Diffusion

Probabilistic Models (DDPMs) [179] to our classification task. Let 𝑦0 ∈ R𝑛 be a sample from

our data distribution. As shown in 4.2 A diffusion model specified in continuous time is a

generative model with latent 𝑦𝑡 = {𝑦𝑡 |𝑡 ∈ [𝜆𝑚𝑖𝑛, 𝜆𝑚𝑎𝑥]} for hyperparameters 𝜆𝑚𝑖𝑛 < 𝜆𝑚𝑎𝑥 ∈ R,

obeying a forward process 𝑞𝑡 (𝑦𝑡 |𝑦𝑡−1) starting at data 𝑦0 [179]. In this work, 𝑦0 indicates a

one-hot encoded label vector. While diffusion models typically operate on continuous data

(like images), their application to classification is achieved by a conceptual shift: we do not

add noise to a discrete label, but rather to a continuous vector embedding that represents

that label (a "class prototype"). This construction treats the classification problem as a

generative one, where the goal is to reconstruct the correct class prototype from noise. This

continuous-space assumption allows us to leverage the standard Gaussian diffusion framework

[180]. The primary motivation for this approach is that the stochastic, generative nature of

the reverse process allows for sampling multiple predictions, which is the mechanism that

enables robust confidence estimation (detailed in Section 4.3.5). The forward process is a

Gaussian process that satisfies the Markovian structure:

𝑞𝑡 (𝑦𝑡 |𝑦𝑡−1) = 𝑁 (𝑦𝑡 ;
√︁
1 − 𝛽𝑡𝑦𝑡−1, 𝛽𝑡 𝐼) (4.1)

Furthermore, 𝑦𝑡 can be sampled directly from 𝑦0 using the following accumulated kernel:

𝑞𝑡 (𝑦𝑡 |𝑦0) = 𝑁 (𝑦𝑡 ;
√
𝛼̄𝑡𝑦0, (1 − 𝛼̄𝑡)𝐼)

𝑦𝑡 =
√
𝛼̄𝑡𝑦0 +

√︁
1 − 𝛼̄𝑡𝜖

(4.2)

where 𝛼𝑡 := 1 − 𝛽𝑡 ,𝛼̄𝑡 :=
∏𝑡
𝑠=1(1 − 𝛽𝑠), and 𝜖 ∼ 𝑁 (0, 1). The generation of new samples can

be achieved through the reversal of the forward diffusion process, followed by solving the

reverse diffusion process with the Gaussian noise 𝑦𝑡 as the initial input. The reverse diffusion
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process can be computed using the following transition kernel [180]:

𝑝𝑡 (𝑦𝑡−1 |𝑦𝑡 , 𝑦0) = 𝑁
(
𝑦𝑡−1; 𝜇𝑡 (𝑦𝑡 , 𝑦0), 𝛽𝑡 𝐼

)
𝜇𝑡 (𝑦𝑡 , 𝑦0) :=

√
𝛼̄𝑡−1𝛽𝑡
1 − 𝛼̄𝑡

𝑦0 +
√
𝛼𝑡 (1 − 𝛼̄𝑡−1)
1 − 𝛼̄𝑡

𝑦𝑡

𝛽𝑡 :=
1 − 𝛼̄𝑡−1
1 − 𝛼̄𝑡

𝛽𝑡

(4.3)

Since 𝑦0 given 𝑦𝑡 is unknown, it can be estimated using equation (4.2). This allows us to

reverse the process from noise to data. The loss function of the neural network is:

𝐿 (𝜃) = 𝐸𝑡,𝑦0,𝜖
[
∥𝜖 − 𝜖𝜃 (

√
𝛼̄𝑡𝑦0 +

√︁
1 − 𝛼̄𝑡𝜖, 𝑡)∥2

]
(4.4)

where 𝜖𝜃 (𝑦𝑡 |𝑡) estimates 𝜖 using a time-conditional neural network parameterized by 𝜃.

Here, for the diffusion model optimization to be better guided by meaningful information,

we integrate the action detection model as a prior or constraint in the diffusion training

process. We design a conditional diffusion model 𝑝𝜃 (𝑦𝑡−1 |𝑦𝑡 , 𝑥) that is conditioned on an

additional latent variable 𝑥. In our work, the 𝑥 indicates the input surgical video frames.

Specifically, the model 𝑝𝜃 (𝑦𝑡−1 |𝑦𝑡 , 𝑥) is built to approximate the corresponding tractable

ground-truth denoising transition step 𝑝𝑡 (𝑦𝑡−1 |𝑦𝑡 , 𝑦0, 𝑥). we specify the forward process con-

ditional distributions in a similar fashion as [181]:

𝑝𝑡 (𝑦𝑡−1 |𝑦𝑡 , 𝑦0, 𝑥) = 𝑝𝑡
(
𝑦𝑡−1 |𝑦𝑡 , 𝑦0, 𝑓𝜑 (𝑥)

)
= 𝑁

(
𝑦𝑡−1; 𝜇

(
𝑦𝑡 , 𝑦0, 𝑓𝜑 (𝑥)

)
, 𝛽𝑡 𝐼

)
𝜇 :=

√
𝛼̄𝑡−1𝛽𝑡
1 − 𝛼̄𝑡

𝑦0 +
√
𝛼𝑡 (1 − 𝛼̄𝑡−1)
1 − 𝛼̄𝑡

𝑦𝑡 +
(
1 +
(
√
𝛼̄𝑡 − 1) (

√
𝛼𝑡 +
√
𝛼̄𝑡−1)

1 − 𝛼̄𝑡

)
𝑓𝜑 (𝑥)

(4.5)

where 𝛽𝑡 = 𝛽𝑡 , and 𝑓𝜑 (𝑥) is the prior knowledge of the relation between 𝑥 and 𝑦0, e.g., an

action detection network pre-trained with our surgical video dataset, or 0 if the relation is

unknown. Consequently, the corresponding loss function of the neural network for estimating

𝜖𝜃 is:

𝐿̂ (𝜃) = 𝐸𝑡,𝑦0,𝜖 ,𝑥
[
∥𝜖 − 𝜖𝜃 (

√
𝛼̄𝑡𝑦0 +

√︁
1 − 𝛼̄𝑡𝜖 + (1 −

√
𝛼̄𝑡) 𝑓𝜑 (𝑥), 𝑥, 𝑓𝜑 (𝑥), 𝑡)∥2

]
(4.6)
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To access model confidence for each test instance, we mainly calculate the prediction IW.

Specifically, we first sample N class prototype reconstruction with the trained diffusion model.

Then calculate the IW between the 2.5𝑡ℎ and 97.5𝑡ℎ percentiles of the N reconstructed values

for all test classes. Compared with traditional classifiers to precisely reconstruct the original

prototype vector without much uncertainty, the denoising diffusion model is a preferable

modelling choice due to its ability to produce stochastic outputs, which enable confidence

generation.

4.3 Experimental Results

4.3.1 Cataract Surgical Video Dataset

The experiments for fine-grained action detection in this chapter utilize the action-annotated

subset of the multi-level cataract dataset introduced in Chapter 3 (see Section 3.1.4 for

details). This subset consists of 20 videos with a frame rate of 1 fps (a total of 17511

frames and 28426 action instances). Under the direction of ophthalmologists, each video is

labelled frame by frame with the categories and locations of the actions. 49 types of action

bounding boxes as well as class labels are included in our dataset. The surgical video dataset

is randomly split into a training set with 15 videos (13583 frames) and a testing set with 5

videos (3928 frames).

4.3.2 Implementation Details

The proposed architecture is implemented using the publicly available Pytorch Library [182].

For our action detection model, in the training phase, we utilize stochastic gradient descent

to optimize the model (100 epochs), with a gradually decreasing learning rate starting from
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Table 4.1: Methods comparison and ablation study on cataract video dataset.

Methods mAP10 mAP30 mAP50 mAP𝑚𝑒𝑎𝑛

Faster R-CNN [178] 0.388 0.384 0.371 0.381

SSD [183] 0.360 0.358 0.350 0.356

RetinaNet [184] 0.358 0.356 0.347 0.354

Mask R-CNN [185] 0.375 0.373 0.363 0.370

SSDlite [186] 0.305 0.304 0.298 0.302

Dynamic R-CNN [187] 0.315 0.310 0.296 0.307

OA-MIL [188] 0.395 0.394 0.378 0.389

backbone 0.373 0.365 0.360 0.366

+temporal 0.385 0.378 0.372 0.378

+spatial 0.394 0.385 0.377 0.385

+STAB 0.400 0.393 0.385 0.393

+CCD (ACTNet) 0.415 0.406 0.397 0.406

0.01, a momentum of 0.9 and a batch size of 16. For the diffusion model, we employ an

Adam optimizer to optimize the model (300 epochs), with a learning rate of 0.001 and a

batch size of 16. For all the processes of training and testing, we conduct on one NVIDIA

RTX A6000. A model with ResNet50 backbone from Faster R-CNN-benchmark [178] is

adopted for our instrument anchor detection. During inference, detected anchor boxes with

a confidence score larger than 0.8 are used. The performances are evaluated with official

metric frame level mean Average Precision (mAP) at IoU = 0.1, 0.3 and 0.5, respectively,

obtaining figures we call in the following mAP10, mAP30 and mAP50. Their mean mAP𝑚𝑒𝑎𝑛

is also computed to get a final evaluation score.
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4.3.3 Method Comparison

In order to demonstrate the superiority of the proposed method for surgical action detection,

we carry out a comprehensive comparison between the proposed method and the following

representative methods: 1) single-stage algorithms, including the Single Shot Detector (SSD)

[183], SSDLite [186] and RetinaNet [184]. 2) two-stage algorithms, including Faster R-CNN

[178], Mask R-CNN [185], Dynamic R-CNN [187] and OA-MIL [188]. The data presented in

Table 4.1 clearly demonstrate that our method outperforms other approaches, irrespective

of the IoU threshold being set to 0.1, 0.3, 0.5, or the average values. Notably, the results

obtained after incorporating diffusion even surpass Faster R-CNN by 2.5% and baseline by

4.0% in terms of average mAP. This finding provides compelling evidence for the efficacy

of our method. The 4.0% absolute improvement in 𝑚𝐴𝑃𝑚𝑒𝑎𝑛 over the baseline (backbone)

and 2.5% over the strong Faster R-CNN baseline are statistically significant margins, un-

derscoring the value of integrating spatio-temporal interactive information (via STAB) and

leveraging a generative diffusion model (via CCD) to optimize the category distribution.

The quantitative results further corroborate the effectiveness of our approach in Figure

4.3, which shows that our model does not only improve the performance of the baseline

models but also localizes accurately the regions of interest of the actions. Figure 4.4 lists

more quantitative results on our cataract dataset. We add the comparison of our ACD

method. It can be seen that our method can accurately identify action categories with

precise localization, and give prediction confidence.

4.3.4 Ablation Study

To validate the effectiveness of our ACTNet, we performed a detailed ablation study, with

results presented in the lower half of Table 4.1.
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Figure 4.3: Visualization on cataract dataset. We choose different actions to show the results

of (a) Faster R-CNN, (b) OA_MIL, and (c) our ACTNet. For each example, we show the

ground-truth (Blue), right predictions (Green) and wrong predictions (Red). The actions

are labelled from left to right. IW values (multiplied by 100) mean prediction interval width

to show the level of confidence.

The "backbone" model, which serves as our baseline, yields a 𝑚𝐴𝑃𝑚𝑒𝑎𝑛 of 0.366. This

model concatenates anchor features (from RoIAlign) with the corresponding general frame

features. Its modest performance highlights the difficulty of the task when relational infor-

mation is not explicitly modeled.

We then isolated the contributions of spatial and temporal context. Adding only temporal

context ("+temporal") or only spatial context ("+spatial") alone provides a clear perfor-

mance boost, raising the 𝑚𝐴𝑃𝑚𝑒𝑎𝑛 to 0.378 and 0.385, respectively. This confirms that

both temporal motion and spatial instrument-tissue interaction are key signals for this task.

Notably, spatial interaction provides a slightly larger benefit, suggesting that the precise
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instrument-tissue relationship is a highly discriminative feature.

Crucially, the full STAB module ("+STAB"), which integrates both spatio-temporal in-

teractions as described in Section 4.2.1.2, achieves a 𝑚𝐴𝑃𝑚𝑒𝑎𝑛 of 0.393. This synergistic

effect, yielding a 2.7% gain over the backbone (and outperforming the simple sum of the

individual temporal and spatial gains), confirms our core hypothesis: surgical action is not

just a spatial or a temporal phenomenon, but a truly spatio-temporal one that benefits from

joint modeling.

Finally, the addition of the CCD module ("+CCD (ACTNet)") provides a further 1.3%

gain, pushing the final 𝑚𝐴𝑃𝑚𝑒𝑎𝑛 to 0.406. It is important to note that the mAP metric

incorporates both localization (IoU) and classification accuracy. The CCD module oper-

ates purely on the classification component; it does not alter the bounding box locations

proposed by the ACD module. This 1.3% gain is therefore attributed entirely to improved

classification accuracy. The CCD module corrects classification errors made by the ACD

module (e.g., turning false positives with correct location but wrong class into true posi-

tives). This demonstrates the value of the generative refinement stage, which leverages the

learned priors of the surgical workflow to clean up classification ambiguities in the ACD

module’s predictions.

4.3.5 Confidence Analysis

To analyze the model confidence generated by our CCD module, we take the best prediction

for each instance to calculate the instance accuracy. As detailed in Section 4.2.2, we quantify

this confidence by sampling the reverse diffusion process multiple times (𝑁 = 100) and

calculating the IW of the resulting prediction distribution. We can observe from Table 4.2

across the test set, the mean IW of the class label among correctly classified instances by
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Figure 4.4: Visualization on cataract dataset. We choose different actions to show the results

of (a) Faster R-CNN, (b) OA_MIL, (c) our ACD and (d) our ACTNet. For each example,

we show the ground-truth (Blue), right predictions (Green) and wrong predictions (Red).

The actions are labelled from left to right. IW values indicate prediction Interval Width to

show the level of confidence.

ACTNet is significantly narrower compared to that of incorrectly classified instances. This

observation indicates that the model is more confident in its accurate predictions and is more

likely to make errors when its predictions are vague.

The "significance" of this result, as seen in Table 4.2, is the large, consistent gap between

the Mean_IW for correct (e.g., 0.91, 0.54) and incorrect (e.g., 9.78, 9.73) predictions. This

wide separation demonstrates that the IW is a reliable proxy for model uncertainty: when
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the model is correct, its generative process repeatedly converges to the same stable prototype

(narrow IW); when it is incorrect, the model is uncertain, and its stochastic sampling results

in a wider distribution of possible predictions (wide IW), effectively signaling its own lack of

confidence.

The practical significance of this finding, as detailed in Table 4.2, is substantial for clinical

translation. This analysis moves beyond simple accuracy metrics to evaluate the model’s self-

awareness, a key requirement for safety-critical systems [171, 172]. For instance, in the "grasp

conjunctiva" class, the mean IW for correctly classified instances is 0.91. In contrast, for

incorrectly classified instances of the same class, the mean IW is 9.78—an order of magnitude

larger. This wide gap demonstrates the model’s ability to "know what it doesn’t know". A

high IW value, such as 9.78, can serve as a direct, actionable flag to a Context-Aware System

(CAS). This flag indicates that the model’s prediction is highly unreliable and should either

be suppressed from the surgeon’s view or presented with a low-confidence warning.

This capability is observed across all classes. For "aspirate lens nucleus," the IW for correct

predictions is 0.76, versus 10.30 for incorrect ones. This robust correlation between low

confidence (high IW) and incorrect predictions is precisely the feature required for building

trust. It allows the system to fail safely and predictably, rather than failing silently. This

mechanism is a foundational step toward integrating deep learning-based recognition into

real-time clinical decision support, as it provides the reliability metric that has been largely

missing from previous surgical action detection models. Furthermore, upon comparing the

mean_IW at the true class level, we find that a more precise class tends to exhibit a larger

disparity between the correct and incorrect predictions. Figure 4.3 also shows the confidence

estimations for some samples. We can see the correct prediction gets smaller IW values

compared with the incorrect one (The rightmost figure in column (c)), which means it has

more uncertainty for the incorrect prediction.
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Table 4.2: The mean_IW (multiplied by 100) results from our CCD module.

Class Instance Accuracy Mean_IW (Correct) Mean_IW (Incorrect)

grasp conjunctiva 487 0.702 0.91 (342) 9.78 (145)

aspirate lens cortex 168 0.613 1.37 (103) 15.82 (65)

chop lens nucleus 652 0.607 0.54 (396) 9.73 (256)

polish intraocular lens 222 0.572 0.90 (127) 8.48 (95)

aspirate lens nucleus 621 0.554 0.76 (344) 10.30 (277)

inject viscoelastic 112 0.536 2.17 (60) 9.14 (52)

Remove lens cortex 174 0.471 0.42 (82) 5.84 (92)

forceps null 280 0.464 2.67 (130) 8.38 (150)

4.3.6 Qualitative Analysis and Limitations

While the quantitative results in Table 4.1 demonstrate the effectiveness of ACTNet, a

qualitative analysis of its failure modes reveals key limitations that motivate the subsequent

chapters of this chapter. The primary sources of error were identified as:

• Visual Ambiguity: The model still struggles with actions that are visually similar and

differ only by subtle context or lack of motion. For example, as seen in the rightmost column

of Figure 4.3 , the ground truth is irrigation handpiece null (an idle state). However, ACTNet,

along with other baseline models, misclassifies this as Inject saline. Although our CCD

module correctly assigned a very high Interval Width (IW: 12.4) to this prediction, indicating

high uncertainty, the underlying classification is still incorrect. This failure highlights the

difficulty of distinguishing an idle instrument from an active one (like injecting clear fluid)

using local spatio-temporal features alone.

• Anchor Occlusion or Blur: The ACTNet framework relies heavily on the "anchor"
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(the instrument feature). In frames where the instrument tip is heavily occluded by tissue or

suffers from significant motion blur (as discussed in Section 1.2.2.1 ), the ACD module fails

to extract a discriminative anchor feature. This leads to missed detections or classifications.

These limitations strongly motivate the hierarchical framework in Chapter 5, which uses

high-level phase and step context to constrain the predictions of low-level actions (e.g., know-

ing the phase is not "Incision" might reduce the likelihood of an "Inject saline" prediction).

They also motivate the causality-inspired framework in Chapter 6, which explicitly treats

visual ambiguities as confounders to be mitigated.

4.4 Summary

In this chapter, we propose a conditional diffusion-based Anchor-context spatio-temporal

Action Detection Network (ACTNet) to achieve recognition and localization of every occur-

ring action in the surgical scenes. ACTNet improves the accuracy of the predicted action

class from two considerations, including spatio-temporal interactions with anchors by the

proposed Spatio-Temporal Anchor interaction Block (STAB) and full distribution of action

classes by Class Conditional Diffusion (CCD) module, which also provides uncertainty in

surgical scenes. Experiments based on cataract surgery demonstrate the effectiveness of

our method. Overall, the proposed ACTNet presents a promising avenue for improving the

accuracy and reliability of action detection in surgical scenes.
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Chapter Five

Multi-level Surgical Video Scene

Understanding

This chapter is based on the following publications:

Hierarchical Context Transformer for Multi-level Semantic Scene Understanding [189],

which is published in IEEE Transactions on Circuits and Systems for Video Technology

(2025).
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Chapter 4 introduced ACTNet, a framework to address the challenge of fine-grained action

detection, successfully improving localization and classification accuracy. However, that

work focused on only one level of the surgical hierarchy. It did not explicitly model the rich,

contextual relationships between fine-grained actions and the broader surgical phases and

steps. As outlined in Chapter 1, a truly holistic understanding requires a framework that

can reason across all levels simultaneously. This chapter directly addresses that limitation

by proposing a Hierarchical Context Transformer designed for multi-level semantic scene

understanding.

5.1 Introduction

Computer Assisted Surgical (CAS) systems now have a vital role in enhancing the quality

of interventional healthcare [12], surgeon training as well as assist procedure planning and

retrospective analysis [163, 166]. To achieve it, CAS systems need to make use of a complete

and explicit understanding of surgical scenes [45, 166, 190, 191]. Specifically, surgical phases

and steps can monitor surgical processes and provide early alerts of potential forthcoming

anomalies [192, 193]. Detailed instruments and actions appearing in the surgical scenes are

beneficial to reducing preventable operation errors [194, 195], clinical decision support [167]

and skill assessment [196–199].

A surgical procedure can be decomposed at different levels of granularity, such as the

whole procedure, phases, steps, and actions [166].

Most of the currently available methods for surgical understanding are only focused on one

specific level of granularity, like phase or step recognition at coarse granularity [40, 64, 92, 95,

200–203] or action recognition at fine granularity [44, 102, 204–206], as shown in Figure 5.1

(A), (B), (C) respectively. Nevertheless, a comprehensive surgical scene understanding plays
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…
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…
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(C) Action Detection

Figure 5.1: Comparison of our proposed method with existing methods. MSSU: Multi-level

Semantic Scene Understanding in surgery.

a key role in developing CAS systems, which needs to be started from a global overview

of a description of high-level tasks to fine details [166]. Specifically, phases and steps as

coarse parts provide general information about the ongoing surgical procedure, while fine-

grained action and instrument detection provide a detailed perception and understanding of

surgical scenes, as shown in Figure 5.1 (D). Semantic information from different levels can

complement each other, forming a complete surgical portrait from various views. However,

few works provide systematical analysis across all the levels of surgical interpretations, and

those that do often fail to explore the relationships between different levels [21]. More

critically, different levels of representation facilitate each other by utilizing the containment

information from these hierarchies. For example, in cataract surgery, as shown in Figure

5.1 (D), the instrument "incision knife" is often used to act "cut corneal-limbus", and it

generally appears in phase "opening" and step "incision". Similarly, step "hydrodissetion"
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often appears during phase "opening" and also indicates the occurrence of both instrument

"cannula" and action "separate capsule". Stressing on their intrinsic complementarity, the

relationship between multi-level activities is essential for understanding the scene dynamics

[21, 207]. Motivated by this, we propose a hierarchical context network for Multi-level

Semantic Scene Understanding (MSSU) (phase recognition → step recognition → action

and instrument detection) and explore the relationship among them.

To fully utilize the cross-task knowledge, we design an inter-task contrastive learning

algorithm to further boost our model performance. Specifically, contrastive learning can

automatically learn the semantic alignment relation across different tasks according to the

actual data distribution [208]. In this work, we treat the inter-task representations of the

same scenes as positive, while the representations of other random scenes as negative. Based

on this, the contrastive learning approach is capable of maximizing the mutual information

between different views of the same scene, resulting in more compact and better feature

representations.

Furthermore, vision transformers have shown outstanding capabilities in visual feature

representation. Nonetheless, the growing number of parameters and model size pose limita-

tions on training from scratch and the extensive adoption of transformers, particularly when

training video models in surgical scenes. Parameter-efficient transfer learning is an excellent

way to overcome this drawback [209, 210]. Besides, inferring spatial and temporal structured

information is a crucial aspect in the context of surgical video understanding. Therefore,

with the above observation, we propose a simple Spatial-Temporal Adapter (ST-Ada) capa-

ble of learning the representations in space and time to achieve effective video understanding

in surgical scenes at a small parameter cost.

In this chapter, we present a Hierarchical Context Transformer (HCT) network to achieve

MSSU in surgical videos. To realise this, we first design a Hierarchical Relation Aggrega-
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tion Module (HRAM) to generate hierarchical representations for different tasks and further

capture the relations between them. Then, after fusing the cross-task information guided

by correlations, we obtain task-specific representations. Next, to enhance the consistency

of inherently existing crossing the different tasks, we propose Inter-task Contrastive Learn-

ing (ICL) to make the task-specific representation more discriminative. Considering the

computation cost and model storage when transferring knowledge from a pre-trained model

in transformer architectures, we present HCT+ network to add ST-Ada to the HCT to

effectively learn spatial, and more importantly temporal representations with much fewer

parameters for our multi-task learning at a significantly smaller computational cost.

In summary, the key contributions of this work are four-fold:

• We propose a novel Hierarchical Context Transformer (HCT) network to achieve the

Multi-level Semantic Scene Understanding (MSSU) and explore inter-relations between

different tasks fully. MSSU represents the recognition and detection of phase → step

→ action and instruments in surgery.

• We propose a Hierarchical Relation Aggregation Module (HRAM) to encode the phase-

step-instrument-action hierarchical relationship. Furthermore, for any given task,

HRAM possesses the capability to aggregate information contributed by the other

three tasks and exploit it to enhance task-wise representation learning.

• We develop an Inter-task Contrastive Learning (ICL) to further strengthen the con-

text learning capability of the model by the inherent consistency across the tasks.

Considering the high computational costs of the transformer model, we integrate a

Spatial-Temporal Adapter (ST-Ada) into our HCT denoted as HCT+, which attains

strong transfer learning abilities in spatial and temporal representations at a small

parameter cost.
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• We conduct experiments with the proposed network on four datasets, our cataract video

dataset, the public endoscopic dataset PSI-AVA and MultiBypass140, and even the

natural dataset 50Salads, to demonstrate its State-Of-The-Art (SOTA) performance

and the contribution of each of our proposed components.

5.2 Related work

5.2.1 Surgical Scene Understanding

Recent works in surgical scene understanding can be broadly classified into two categories.

One category aims to automatically identify surgical phases or steps within untrimmed surgi-

cal videos, which has received a lot of attention and is a very active area of research. TMRNet

[200] is proposed to establish a long-range memory bank to provide long-term temporal fea-

tures and improve phase recognition accuracy. Yi et al. [201] proposed a non-end-to-end

training strategy based on MS-TCN. After the transformer gained significant popularity

for processing sequential data, Pan et al. [202] exploited the Swin transformer and LSTM

networks to recognise phases in surgical videos. Czempiel et al. devised OperA [92], a

transformer-based model, to extract high-quality frames with an attention regularization

loss. Ding et al. [95] presented SAHC for surgical phase recognition by emphasizing learning

segment-level semantics to address erroneous predictions caused by ambiguous frames. Yue

et al. [203] fused the frame-level and phase-level temporal context for surgical workflow

analysis.

Another category focuses on finer-grained action recognition. Bawa et al. [97] presented

an endoscopic minimally invasive surgery dataset designed to tackle the problem of surgeon

action detection, and provided baseline results with open-source methods like [98]. Hao et al.
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[163] presented ACTNet to get action locations, classes and confidence guided by anchors.

Unlike existing methods for a single task, we design a new transformer module to learn the

relations from multi-level tasks. Besides, we also model the constraints in the hierarchical

information to regularize the framework with the ICL comprehensively.

5.2.2 Multi-task Learning in Surgical Scene

For improving performance, Ramesh et al. [25] proposed a multi-task MS-TCN to jointly

predict the phases and steps, failing to get a complete surgical scene understanding. Nwoye

et al. proposed the action triplets (instrument, verb, target, as shown in Figure 5.1 (C)) to

represent the actions in a laparoscopic dataset [100], and a trainable 3D interaction space

to capture the associations between the triplet components. They further developed a new

model, the Rendezvous [44], to detect triplet components with class activation-guided and

mixed attentions. After adding the location information of the instrument and target, Lin

et al. [102, 103] presented a novel QDNet for the instrument-tissue interaction quintuple

detection task in cataract videos. Valderrama et al. [21] introduced the PSI-AVA dataset

and proposed a baseline framework for different level task achievement. However, they failed

to harness and explore the interdependencies and correlations among these tasks. Although

most of these works employ multi-task learning for action recognition, they are confined to

the singular horizontal dimension of actions for more detailed analyses, while neglecting the

complementarity of vertical information such as phases and steps. Our work, in contrast,

encompasses an integrated analysis across both horizontal and vertical dimensions in surgical

scenarios.
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5.3 Methodology

5.3.1 Overview

The overall framework of HCT illustrated in Figure 5.2, for achieving multi-level semantic

activity recognition in surgical scenes, from phase and step recognition to finer-grained ac-

tion and instrument/tool detection denoted by 𝑝, 𝑠, 𝑎 and 𝑡 respectively, consists of only

transformer blocks. Specifically, to generate the feature of frame 𝑥𝑡 , we extract a video clip

as the model input, which contains the current frame 𝑥𝑡 and a set of its previous frames, as

𝑥 = 𝑥𝑡−𝑙 , ..., 𝑥𝑡−1, 𝑥𝑡 , with 𝑙+1 frames. The clip is first passed forward a transformer backbone

to generate shared feature maps 𝑓𝑝, 𝑓𝑠 and 𝑓𝑎. 𝑓𝑡 is instrument-specific features. For obtain-

ing video features effectively to model the complex temporal cues of the surgical scenes, we

utilize the MViTv2 [211] model as the backbone. It allows capturing simple low-level visual

information at early layers and spatially coarse, but complex and high-dimensional features

at deeper layers, benefiting from its multi-scale feature hierarchies.

After that, an HRAM is proposed to aggregate different tasks to dig out the dependencies

among them and further get the task-specific features. Specifically, we utilize cross-attention

in transformer blocks to get the relations 𝑇𝑖↔ 𝑗 (𝑖, 𝑗 ∈ [𝑝, 𝑠, 𝑎, 𝑡] and 𝑖 ≠ 𝑗) cross the different

task 𝑖 and 𝑗 . Then the relations are fused with corresponding self-attention task-wise features

to get ¤𝑓𝑝, ¤𝑓𝑠 and ¤𝑓𝑎. To better preserve the information of each task, we add skip connections

as illustrated in Figure 5.2 to get ¥𝑓𝑝, ¥𝑓𝑠 and ¥𝑓𝑎. Then, to acquire a more compact and better

feature representation for different tasks, we develop the ICL approach to maximize the

mutual information between different views of the same scenes. In this work, 𝑝 ↔ 𝑠 and

𝑎 ↔ 𝑡 are selected as two contrastive pairs because phase and step have strong consistencies

for the same positive sample, as do action and instrument, which is also validated by our

experiments. The HCT is also optimised by the supervision losses for each task L𝑝, L𝑠, L𝑎
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Figure 5.2: The pipeline of our Hierarchical Context Transformer (HCT) framework. Given

an input video with 𝑙 + 1 frames, HCT uses a transformer model to extract shared features,

which are then fed into the Hierarchical Relation Aggregation Module (HRAM) to capture

the relations between the four task-wise features. After that, Inter-task Contractive Learning

(ICL) is utilized to further optimize the HCT. For the plus version of the model HCT+, we

add a temporal adapter before HRAM and put the spatial adapter in the feed-forward

module.

and L𝑡 .

Furthermore, the extensive parameter size of the transformer model imposes significant

limitations on its utility, particularly in the medical scenes. With this in mind, this chapter

introduces the temporal adapter (T-Ada in Figure 5.2) placed before the HRAM and Spatial

Adapter placed in the Feed-Forward Network (S-AdaFFN in Figure 5.2) to construct HCT+.

It attains strong transfer learning abilities by only fine-tuning a small number of extra

parameters while getting competitive performance.

82



5.3. Methodology

𝑠1

𝑠2

𝑠2

𝑃𝑞

𝑃𝑘

𝑃𝑣

MHPA

𝑇𝑗→𝑖

(𝐶, 𝐿1)

(𝐿2, 𝐶)

(𝐶, 𝐿2)

(𝐿2, 𝐿1)

(𝐶, 𝐿1)

𝑓𝑗

𝑓𝑖

: Multi head pooling attention;

: Channel concatenation; 

: Spatial-temporal down sample;

: Matrix multiplication;

: Element-wise sum; 

: Channel slicing;

MHPA

𝑀
𝐿
𝑃 𝑗

𝑀𝐿𝑃𝑖

Slicing

Concat

Slicing

Concat

Linear

L
in

e
a

r
L

in
e

a
r

𝑀𝐿𝑃𝑖𝑗
𝐹𝑗→𝑖

Figure 5.3: Detailed structure of the Hierarchical Relation Aggregation Module (HRAM).

5.3.2 Hierarchical Relation Aggregation Module (HRAM)

Transformer has strength in the computation of long-range dependencies and the general

representation ability for various tasks [95, 202]. This advantage is essential since the single

branches start from the shared features. In this work, we achieve the shared encoder built

based on a stack of transformer blocks from MViTv2. After getting shared features, in

order to exploit the hierarchical relationship in the surgery, HRAM is developed to generate

task-specific features with complementary information inside.

As illustrated in Figure 5.3, suppose there are 𝑛 tasks. The input features of the HRAM are

denoted as 𝑓𝑖 and 𝑓 𝑗 , where 𝑖, 𝑗 ∈ {1, ..., 𝑛} and 𝑖 ≠ 𝑗 . Without loss of generality, considering

here task 𝑖 as our primary task, and task 𝑗 as the secondary, we seek to estimate the features

𝑓 𝑗→𝑖 from task 𝑗 that can contribute to task 𝑖. We employ two parts of attention: (i)

correlation attention, which aims to exploit cross-task spatial-temporal correlations to guide

the extraction of contributing features of the secondary task to the primary task; (ii) a self-

attention on the primary task, to retain and further enhance information from the primary

task.

Concretely, in correlation attention part, for 𝑓𝑖, 𝑓 𝑗 ∈ R𝐿×𝐶 (𝐿 = 𝑙 × ℎ × 𝑤, 𝑙 denotes length

of input video clip, ℎ and 𝑤 are the height and width of feature map respectively), it applies
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pooling operations to perform spatial-temporal downsampling with 𝑠1 and 𝑠2 scale factor

respectively, to get query 𝑓𝑞, key 𝑓𝑘 and value 𝑓𝑣 tensors [211].

𝑓𝑞 = 𝑃𝑞 ( 𝑓𝑖𝑊𝑞; 𝑠1) 𝑓𝑘 = 𝑃𝑘 ( 𝑓 𝑗𝑊𝑘 ; 𝑠2) 𝑓𝑣 = 𝑃𝑣 ( 𝑓 𝑗𝑊𝑣; 𝑠2), (5.1)

where 𝑓𝑞 ∈ R𝐿1×𝐶 and 𝑓𝑘 , 𝑓𝑣 ∈ R𝐿2×𝐶 . 𝑊𝑞,𝑊𝑘 ,𝑊𝑣 represent the projection matrices. Spatial-

temporal correlation attention matrix 𝐶 𝑗→𝑖 ∈ R𝐿1×𝐶 is then obtained :

𝐶 𝑗→𝑖 = 𝑠𝑜 𝑓 𝑡𝑚𝑎𝑥(
𝑓𝑞 𝑓

𝑇
𝑘√
𝑑
) 𝑓𝑣, (5.2)

where
√
𝑑 is used to normalize the inner product matrix row-wise. Intuitively, 𝐶 𝑗→𝑖 has high

values where features from task 𝑖 and 𝑗 are highly correlated and low values otherwise. For

the self-attention part on primary task 𝑖, Multi-Head Pooling Attention (MHPA) [212] is

employed to enable progressive change at the spatial-temporal resolution in the transformer

backbone.

Subsequently, 𝑛 mapping functions are utilized to adjust the output dimension and fuse

different parts of attention, the integrated feature 𝑇𝑗→𝑖 for task 𝑖, enhanced by the correlation

between task 𝑖 and 𝑗 , is defined as:

𝑇𝑗→𝑖 = 𝑐𝑜𝑛𝑐𝑎𝑡
(
𝑀𝐿𝑃 𝑗 (𝐶 𝑗→𝑖), 𝑀𝐿𝑃𝑖 (MHPA( 𝑓𝑖))

)
, (5.3)

where 𝑀𝐿𝑃 𝑗 is designed to transfer the size of 𝐶 𝑗→𝑖 to 𝐿1 × 𝐶
𝑛−1 , while 𝑀𝐿𝑃𝑖 is designed to

maintain the dimension of feature 𝑓𝑖. 𝑐𝑜𝑛𝑐𝑎𝑡 indicates the channel-wise concatenation.

After that, the concatenated feature map is then processed with the element-wise addition

with the self-attention information of 𝑓𝑖, followed by another mapping function 𝑀𝐿𝑃𝑖 𝑗 ,

leading to the final refined features. Consequently, for aggregating all correlated secondary

task information contributing towards primary task 𝑖, we can get final refined task-specific

features 𝐹𝑎𝑙𝑙→𝑖:

𝑇𝑎𝑙𝑙→𝑖 = 𝑀𝐿𝑃𝑖 𝑗

(
𝑐𝑜𝑛𝑐𝑎𝑡𝑛𝑗=1

(
𝑇𝑗→𝑖

)
+MHPA( 𝑓𝑖)

)
,

𝐹𝑎𝑙𝑙→𝑖 = 𝑇𝑎𝑙𝑙→𝑖 + 𝑠𝑙𝑖𝑐𝑖𝑛𝑔( 𝑓𝑞),
(5.4)
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Figure 5.4: Detailed structure of the Inter-task Contrastive Learning (ICL).

where 𝑠𝑙𝑖𝑐𝑖𝑛𝑔(·) indicates channel slicing for achieving skip connection. The slicing operation

shown in Figure 5.3 is optional, and is particularly useful in instrument-specific feature

computation. It ensures dimensional consistency and filters out irrelevant information, which

is essential for accurate processing in the task. 𝑀𝐿𝑃𝑖 𝑗 is employed to keep the input 𝑓𝑖 and

output dimensions consistent. By design, the refined primary task features have the same

dimensions as the input features.

In this chapter, we intend to achieve four tasks to attain a hierarchical understanding

of surgical scenes. For the tasks of phase, step recognition and action detection, we fuse

relevant information from the other three tasks and get final refined task-specific features

𝐹𝑎𝑙𝑙→𝑖. To account for instrument detection, we employ the DINO [213] to obtain bounding

box estimations and box-specific features, then feed them into the HRAM module. Therefore,

when we use instrument-specific features as auxiliary roles, the architecture consisting of two

linear layers and an activation layer in the middle and padding operation is proposed to keep

the same dimension as the primary task features to operate following attention calculation.

What is more, as shown in Figure 5.2, to achieve the action detection task, we integrate

action-specific features and instrument-specific features to obtain final results.
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5.3.3 Inter-task Contrastive Learning (ICL)

As the different tasks are learned from the same input video clip data, consistency inherently

exists crossing the different tasks in a multi-task prediction. The model performance of one

task can thus benefit from utilizing the consistent information from other tasks to boost

task-specific representation learning. To better illustrate such consistency, we propose ICL

bring their representations closer together, which brings task pairs (positive examples) near

together while pushing irrelevant ones (negative examples) far apart. The detailed structure

of this ICL module is illustrated in Figure 5.4.

Specifically, with input video clips, we treat the representations from two different tasks

in the same scene (same video clips) as positive pairs, while the representations in different

scenes (different video clips) as negative samples. For 𝑛 tasks in our paper, we take two

of them as examples denoted by 𝑖 and 𝑗 as task pairs for contrastive learning. We set the

feature obtained from the HRAM as the input of ICL. As illustrated in Figure 5.4, for the

features 𝐹𝑎𝑙𝑙→𝑖 and 𝐹𝑎𝑙𝑙→ 𝑗 , after the feed-forward process in the transformer block, we first

average them in terms of the space-time dimension by adaptive average pooling, followed by

a set of mapping function and 𝐿2 normalization. Then, we get the reshaped features 𝐹𝑐𝑖 and

𝐹𝑐 𝑗 . Given a positive example of task pair, we randomly pick a set of 𝐷 {𝐹𝑐 𝑗 ,𝑑}𝐷𝑖=1 for 𝐹𝑐𝑖

from the same batch as negative examples and vice versa. Therefore, the losses for tasks 𝑖

and 𝑗 are as follows:

L𝑐𝑖 = −
∑︁
𝐹𝑐𝑖 ,𝐹𝑐 𝑗

𝑙𝑜𝑔
𝑒𝑥𝑝(𝑠𝑖𝑚(𝐹𝑐𝑖, 𝐹𝑐 𝑗 )/𝜏∑

𝑑∈Λ 𝑒𝑥𝑝(𝑠𝑖𝑚(𝐹𝑐𝑖, 𝐹𝑐 𝑗 ,𝑑)/𝜏)
,

L𝑐 𝑗 = −
∑︁
𝐹𝑐𝑖 ,𝐹𝑐 𝑗

𝑙𝑜𝑔
𝑒𝑥𝑝(𝑠𝑖𝑚(𝐹𝑐𝑖, 𝐹𝑐 𝑗 )/𝜏∑

𝑑∈Λ 𝑒𝑥𝑝(𝑠𝑖𝑚(𝐹𝑐𝑖,𝑑 , 𝐹𝑐 𝑗 )/𝜏)
,

L𝑐𝑖 𝑗 = L𝑐𝑖 + L𝑐 𝑗 ,

(5.5)

where Λ represents a batch of video clips, and 𝜏 is the temperature parameter that controls

the strength to contrast. 𝑠𝑖𝑚 is defined as 𝑠𝑖𝑚(𝑥, 𝑦) = 𝑥𝑇 𝑦

|𝑥 | |𝑦 | . In the training process, negative

86



5.3. Methodology

examples are from the same training batch of data. L𝑐𝑖 𝑗 denotes ICL loss between task 𝑖

and task 𝑗 . In experiments, phases and steps are selected to form pairs and fed into ICL

due to their strong inherent consistency in the same positive samples. This holds true for

pairs composed of actions and instruments as well, which is validated by subsequent ablation

studies.

5.3.4 HCT+ Network

Transfer learning is an efficient way to transfer knowledge from one domain to another.

However, limited by the growing number of parameters and model size, fully fine-tuning

the whole transformer model for every single downstream task would become prohibitively

expensive and infeasible in training cost and model storage, especially for surgical video

datasets [209]. In this work, we integrate a spatial-temporal adapter into our improved

transformer block, which attains strong transfer learning abilities by only fine-tuning a small

number of extra parameters while achieving comparable performance with the full fine-tuned

model.

Video understanding requires the model to learn both good appearance representations

in each frame (spatial modeling) and also infer the temporal structured information across

frames (temporal modeling). Hence, temporal and spatial adapters are employed in different

places of the transformer block to model disparate information. Inspired by the Adapter

[214] designed for parameter-efficient transfer learning in NLP, we adopt spatial and temporal

adapters [209, 210].

As shown in Figure 5.5, before the transformer block, the input video clip features are

firstly fed into the temporal adapter denoted by T-Ada, which is a bottleneck architecture

that consists of two Fully Connected (FC) layers and a Depth-Wise 3D-Convolution (DW-
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Figure 5.5: Detailed structure of the spatial-temporal adapter in our proposed transformer

block.

Conv3D) in the middle [209]. The first FC layer projects the input to a lower dimension

and the second FC layer projects it back to the original dimension. Formally, the temporal

adapter 𝑇_𝐴𝑑𝑎 can be expressed as:

𝑇_𝐴𝑑𝑎( 𝑓𝑖) = 𝑓𝑖 +Wup (𝐷𝑊_𝐶𝑜𝑛𝑣3𝐷 (Wdown 𝑓𝑖)) , (5.6)

where the Wup ∈ R𝐿×𝐿̂ and Wdown ∈ R𝐿̂×𝐿 denote the parameters of the up-projection layer

and the down-projection layer, where 𝐿̂ is the bottleneck middle dimension and satisfies

𝐿̂ << 𝐿.

In contrast to the temporal adapter, the spatial adapter employs an intermediate activation

layer GELU instead of DW-Conv3D. With the output features 𝐹𝑎𝑙𝑙→𝑖 of transformer block

as input, the spatial adapter operator 𝑆_𝐴𝑑𝑎 is formally written as:

𝑆_𝐴𝑑𝑎(𝐹𝑎𝑙𝑙→𝑖) = 𝐹𝑎𝑙𝑙→𝑖 +Wup (𝐺𝐸𝐿𝑈 (Wdown𝐹𝑎𝑙𝑙→𝑖)) . (5.7)

For proper adaptation, we add the spatial adapter to the feed-forward module to transfer
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spatial information, denoted by S-Ada in Figure 5.5. During training, all the other layers of

the transformer model are frozen while only the spatial and temporal adapters are updated

[214].

5.3.5 Overall Training Objective

In this work, we employ a weighted binary cross-entropy loss for action detection while

a weighted cross-entropy loss is utilized for the phase, step and instrument recognition.

Furthermore, the ICL losses for task pairs are added to enhance the task-specific feature

extraction. The final training objectives can be written as:

L 𝑓 =

𝑛∑︁
𝑖=1

𝜆𝑖L𝑖 +
𝑛∑︁

𝑖, 𝑗=1,𝑖≠ 𝑗

L𝑐𝑖 𝑗 (5.8)

where 𝜆𝑖, L𝑖 denote the weights and loss functions for different tasks, and 𝑛 is the number

of tasks.

5.4 Experiments

5.4.1 Datasets

The effectiveness of our HCT is evaluated on four datasets: our cataract dataset, the public

PSI-AVA [21], MultiBypass140 [47] and 50Salads [215] dataset, which are derived from dis-

tinct surgical scenes, even from natural scenes. Our private cataract dataset comprises 20

videos (a total of 17511 frames) with a frame rate of 1 fps and resolution of 720 × 576. The

dataset is provided with manual annotations done by surgeons indicating the surgical phase

and step each video frame belongs to, and the actions and tools appearing in the scene.

Specifically, the cataract videos consist of 4 phases, 10 steps, 49 actions and 13 instruments.
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For each video frame, the phase and step are provided with class labels, while the actions

and instruments are labelled with the classes and locations (with bounding boxes). The

cataract video dataset is randomly split into a training set with 15 videos (13583 frames)

and a testing set with 5 videos (3928 frames).

PSI-AVA dataset [21] includes eight radical prostatectomy surgeries, performed with the

Da Vinci SI3000 Surgical System. It includes 11 phases, 21 steps, 16 actions and 7 instru-

ments, and resolution is 1280 × 800. The phase and step annotations are provided by frames

at 1 fps, while the actions and instruments are given by frames every 35 seconds of video.

Thus, 73,618 keyframes are annotated with one phase-step pair, while 2238 keyframes have

instruments and actions annotations. We split the dataset following work [21].

MultiBypass140 dataset [47] contains 140 Laparoscopic Roux-en-Y Gastric Bypass (LRYGB)

surgical videos from two medical centers, designed for surgical phase and step recognition.

We selected the BernBypass70 subset (comprising 305,907 frames) from one center to con-

duct experiments and perform method comparisons on our model.

To demonstrate the generalizability of our method, we conduct additional experiments

on the 50Salads [215] dataset. The 50Salads dataset contains 50 top-view videos of salad

preparation activities performed by 25 different users in the same kitchen. The dataset

provides detailed activity annotations at two levels: 3 high-level activities (preparing ingre-

dients, making salad, and serving salad) and 17 low-level activities (e.g., cutting, peeling,

mixing, dressing), which are directly analogous to the phase and step recognition tasks in

our framework. The hierarchical nature of the dataset—high-level activities representing

broader tasks, and low-level activities corresponding to specific actions—makes it an ex-

cellent fit for evaluating the multi-level semantic scene understanding capabilities of our

proposed hierarchical context transformer.
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5.4.2 Implementation Details

The proposed architecture is built with Pytorch and is trained on NVIDIA RTX A6000.

MViTv2 [211] pretrained on Kinetics-400 [216] is adapted as the backbone. We use AdamW

optimizer with a base learning rate of 1𝑒 − 3, and A cosine scheduler with a weight decay

of 0.05. The model is totally trained for 60 epochs with a 10 epoch warm-up period. Data

augmentation with 224 × 224 cropping, jittering and flipping is performed to enlarge the

training dataset. The sequence length is 16 frames as [211]. The weights of the losses for

phase, step, instrument and action tasks are set as 0.3, 0.2, 0.3 and 0.2 respectively. The

batch size for both the baseline and the proposed method is consistent, set to 20. The

temperature parameter in the ICL module is set to 0.07. The settings are the same for

the two datasets. For getting the box-specific features, we pretrain DINO-5scale [213] on

training data for our cataract datasets. For PSI-AVA dataset, due to the limited annotation

of instruments, we conduct pretraining based on the EndoVis 2017 [152] and EndoVis 2018

dataset [153] following up [21], and then train on PSI-AVA. Bounding boxes are selected with

a confidence threshold of 0.75, and corresponding 256-dimensional feature embeddings are

extracted as box-specific features. To assess performance in the phase and step recognitions,

we use the mean Average Precision (mAP) and Accuracy (Acc), the standard metrics in

videos. For instrument and action detection, we use the mAP metric at an Intersection-

over-Union threshold of 0.5 (mAP@0.5IoU).

5.4.3 Comparison with State-of-the-arts

To validate the performance of our model, we carry on comparisons between single-task

models TMRNet [200], NETE [201] and SAHC [95] in phase and step recognition, as well

as action detection ACTNet[163]. All three models TMRNet [200], NETE [201] and SAHC

[95] focus on phase recognition, which are also employed to conduct step recognition for
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Table 5.1: Performance comparison on the cataract for phase and step recognition. The best

results are highlighted in bold. "Frames" denotes the number of frames used in models.

Method Frames
Phase Recognition Step Recognition

mAP Acc B-Acc Re mAP Acc B-Acc Re

TMRNet [200] 30 0.9496 0.9358 0.8710 0.8710 0.9375 0.9230 0.8617 0.8617

NETE [201] Video 0.9356 0.9312 0.9419 0.9419 0.8335 0.8921 0.7938 0.7938

SAHC [95] Video 0.9288 0.9358 0.9363 0.9363 0.8982 0.9109 0.8083 0.8083

SlowFast [217] 16 0.9075 0.9153 0.9257 0.9257 0.8486 0.8983 0.7121 0.7121

TAPIR [212] 16 0.9286 0.9472 0.9448 0.9448 0.9191 0.9528 0.8970 0.8970

MViTv2 [211] 16 0.9494 0.9557 0.9284 0.9284 0.9289 0.9329 0.8829 0.8829

HCT 16 0.9635 0.9468 0.9454 0.9454 0.9581 0.9556 0.9154 0.9154

comparison in this chapter. To facilitate a comparison of phase and step tasks based on our

dataset, we utilize existing methods to conduct separate recognition experiments for phase

and step. TMRNet [200] introduces a memory bank to capture long-sequence temporal

information, and even features from frames spanning even 30 seconds are utilized in our

comparison. In our experiments, we utilize features from frames spanning even 30 seconds

to obtain temporal dependencies. NETE [201] separates end-to-end training into an initial

prediction step and a refinement stage. allowing the model to converge and optimize more

effectively. Based on NETE [201], SAHC [95] is recently proposed to learn high-level segments

from surgical videos, which are then used to correct ambiguities caused by low-level frame

errors. Additionally, we perform multi-task performance comparisons based on various video

recognition methods SlowFast [217], TAPIR[21] and MViTv2 [211] by adding the same multi-

task losses and heads.

To comprehensively evaluate the effectiveness of our method, we introduced additional
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Table 5.2: Performance comparison on the cataract for action and tool detection. The best

results are highlighted in bold. "Frames" denotes the number of frames used in models.

Method Frames
Action Detection Tool Detection

mAP Re mAP Re

ACTNet [163] 16 0.3970 0.8561 - -

SlowFast [217] 16 0.4745 0.8703 0.8525 0.8141

TAPIR [212] 16 0.5251 0.8760 0.8541 0.8144

MViTv2 [211] 16 0.5563 0.8764 0.8543 0.8147

HCT 16 0.5726 0.8776 0.8545 0.8149

metrics such as Balanced Accuracy (B-Acc) and Recall (Re), as shown in Table 5.1, 5.2, 5.3

and 5.4. B-Acc adjusts for class imbalance by averaging the Recall of each class, providing

a fairer performance evaluation. Recall measures the ability to correctly identify positive

instances, highlighting its ability to capture relevant instances. The alignment of B-acc and

Recall values is due to both metrics reflecting the correct recognition rate for each class for

phase and step recognition.

5.4.3.1 Comparison with State-of-the-arts on Our Cataract

Table 5.1 and 5.2 present a performance comparison between HCT and the SOTA methods

on our cataract dataset. The best results are highlighted in bold. Given that instrument

detection is comparatively simpler and the current method has achieved high accuracy, our

analysis is primarily focused on the other three tasks.

Using the cataract dataset, as shown in Table 5.1 and 5.2 TMRNet achieves the best

performance among the three existing methods, indicating that longer video frames (30
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Table 5.3: Performance comparison on the PSI-AVA for phase and step recognition. The

best results are highlighted in bold. "Frames" denotes the number of frames used in models.

Method Frames
Phase Recognition Step Recognition

mAP Acc B-Acc Re mAP Acc B-Acc Re

TMRNet [200] 30 0.5439 0.5734 0.4118 0.4118 0.4061 0.5357 0.3527 0.3527

NETE [201] Video 0.4806 0.6403 0.4571 0.4571 0.2956 0.5116 0.3240 0.3240

SAHC [95] Video 0.5522 0.6436 0.5183 0.5183 0.3798 0.5272 0.4197 0.4197

SlowFast [217] 16 0.4680 0.5463 0.3717 0.3717 0.3386 0.4713 0.2951 0.2951

TAPIR [212] 16 0.5824 0.5996 0.5516 0.5516 0.4561 0.5228 0.3860 0.3860

MViTv2 [211] 16 0.6189 0.6361 0.5512 0.5512 0.4837 0.5548 0.4452 0.4452

HCT 16 0.6457 0.6603 0.5952 0.5952 0.4977 0.5766 0.4971 0.4971

frames) significantly enhance phase and step recognition. However, compared to TMRNet,

our method still achieves a 1.39% (96.35% vs. 94.96%) improvement in phase recognition

and a 2.06% (95.81% vs. 93.75%) improvement in step tasks on mAP, even though our

method only uses a sequence of 16 frames, while NETE [201] and SAHC [95] use whole

video features in models. Furthermore, all three methods require at least two training stages

on the training dataset, whereas our approach can achieve end-to-end recognition for both

phase and step. Our model on action detection, compared with ACTNet, an anchor-context

action detection network, also achieves a significant improvement in terms of mAP.

For the multi-task effect comparison, we adopt three popular SOTA methods in action

recognition, encompassing both CNN-based and transformer-based approaches. By replacing

the original action recognition heads of these methods with our multi-task heads, we facilitate

a comparison of multi-task effects. To ensure fairness, neither the three methods nor our

approach utilizes pre-trained models. The results demonstrate that our method outperforms
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Table 5.4: Performance comparison on the PSI-AVA for action and tool detection. The best

results are highlighted in bold. "Frames" denotes the number of frames used in models.

Method Frames
Action Detection Tool Detection

mAP Re mAP Re

ACTNet [163] 16 0.2259 0.6854 - -

SlowFast [217] 16 0.1857 0.5059 0.8029 0.7775

TAPIR [212] 16 0.2356 0.6881 0.8082 0.7783

MViTv2 [211] 16 0.2729 0.6929 0.8206 0.7896

HCT 16 0.2820 0.6953 0.8217 0.7902

others in every task. Specifically, in the tasks of phase, step and action, we exceed the

performance of the best comparison method MViTv2 by 1.41% (96.35% vs. 94.94%), 2.92%

(95.81% vs. 92.89%) and 1.63% (57.26% vs. 55.63%) respectively, highlighting the strong

synergistic effect among these four tasks. Regarding the lower phase recognition accuracy on

the cataract dataset compared to the baseline, we calculate the Balanced Accuracy (B-Acc)

for both methods (MViTv2 92.84% vs. HCT 94.54%), as shown in Table 5.1 and 5.2. Our

method shows a 0.89% lower Acc but a 1.7% higher B-Acc than MViTv2. This indicates that

while MViTv2 performs better on more frequent categories, our approach achieves a more

balanced performance across all categories. Notably, it excels in more challenging categories

with fewer samples, making it more suitable for practical applications.

5.4.3.2 Comparison with State-of-the-arts on PSI-AVA

Regarding the PSI-AVA dataset, we conduct similar comparisons, as shown in Table 5.3 and

5.4. It’s important to note that the PSI-AVA dataset, compared to our cataract dataset,

has considerable differences in annotations for each task. Unlike our cataract dataset, where
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Table 5.5: Performance comparison on phase recognition based on BernBypass70

Method mAP Acc Re

CNN [177] - 74.53 ± 13.34 45.69 ± 8.19

LSTM [218] - 79.73 ± 13.75 56.19 ± 10.24

MT-LSTM [47] - 80.69 ± 13.85 57.14 ± 13.38

TeCNO [64] - 83.81 ± 13.55 62.81 ± 14.07

MTMS-TCN [25] - 85.30 ± 13.19 67.41 ± 13.81

MViTv2 [211] 67.80 85.48 ± 8.90 67.83 ± 13.18

Ours 68.59 86.52 ± 8.82 68.62 ± 12.39

every frame is annotated with labels or bounding boxes for phase, step, instrument, and

action at 1fps, the PSI-AVA dataset annotates only phase and step labels at 1fps, with

instrument and action labels annotated at 35-second intervals. For a fair comparison, we

follow the same training approach as in existing work [21]. It involves first training for phase

and step recognition, followed by instrument and action detection using the best-trained step

recognition model. This also results in the PSI-AVA dataset not benefiting from the mutual

promotion of the four tasks during training, as observed in the cataract dataset training.

For phase and step recognition tasks, the model is only optimized by the interaction between

phase and step, and similarly for instrument and action detection. Nevertheless, our method

still achieves the best performance in each task, further validating the effectiveness of our

framework.

5.4.3.3 Comparison with State-of-the-arts on MultiBypass140

Following the five-fold cross-validation splits provided by the MultiBypass140 [47] dataset,

we conducte experiments across various models, computing the average values and variances
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Table 5.6: Performance comparison on step recognition based on BernBypass70

Method mAP Acc Re

CNN [177] - 58.92 ± 11.63 38.47 ± 7.39

LSTM [218] - 64.99 ± 12.44 48.66 ± 11.12

MT-LSTM [47] - 63.54 ± 13.92 48.49 ± 12.37

TeCNO [64] - 67.54 ± 13.49 53.01 ± 11.74

MTMS-TCN [25] - 67.54 ± 13.28 52.84 ± 10.44

MViTv2 [211] 45.93 72.51 ± 10.58 53.13 ± 12.34

Ours 46.41 73.54 ± 10.61 54.79 ± 11.18

across the five folds as shown in Table 5.5 and 5.6. To ensure a more comprehensive com-

parison, we have added the Recall metric on top of this chapter’s evaluation metrics. The

results indicate that our method consistently outperforms the baseline across all metrics,

demonstrating the mutual enhancement between tasks in the multi-task framework. More-

over, when compared to the existing methods provided by [47], our approach outperforms

them, particularly in the step recognition task.

5.4.3.4 Comparison with State-of-the-arts on 50Salads

In line with related works [224], the evaluation of the 50Salads dataset was conducted using

five-fold cross-validation, with the average results reported. To better compare with existing

methods, we additionally incorporate the segmental Edit distance score (Edit) on top of the

original metrics. The Edit is commonly used in action segmentation tasks to evaluate how

well predicted sequences align with the ground truth. A lower score indicates a closer match,

reflecting higher recognition performance. As shown in Table 5.7, our method achieves the

best performance in both high-level and low-level activity recognition tasks on this dataset.
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Table 5.7: Performance Comparison on the Salad Dataset

Task Method mAP Edit Acc Re

high-level activities
MViTv2 97.1 95.6 95.5 92.2

Ours 97.9 96.3 96.2 93.3

low-level activities

MS-TCN [219] - 67.9 80.7 -

MS-TCN++ [220] - 74.3 83.7 -

UVAST [221] - 83.9 79.5 -

LGTNN [222] - 82.0 86.1 -

ASFormer [223] - 79.6 85.6 -

LTContext [224] - 83.2 87.7 -

MViTv2 87.0 83.7 87.5 81.6

Ours 87.7 84.3 88.4 83.4

This allows us to demonstrate how well our hierarchical context transformer and inter-task

contrastive learning generalize to natural scenes. We report the performance of our model in

comparison to existing methods, providing insights into the model’s effectiveness in broader

applications.

5.4.4 Ablation Study

5.4.4.1 Contribution of Key Model Components

We conduct ablation experiments on two datasets to validate the contribution of key modules,

including HRAM and ICL, with the results presented in Table 5.8. The models excluding

the HRAM and ICL modules serve as our baseline models. It is built upon the MViTv2

framework, supplemented with multi-task loss and multi-task output heads. To minimize
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Table 5.8: Ablation study on key Components based on the two datasets.

Modules
Phase Step Instrument Action

HRAM ICL

Cataract dataset

0.9494 0.9289 0.8543 0.5563

✓ 0.9523 0.9489 0.8547 0.5682

✓ ✓ 0.9635 0.9581 0.8545 0.5726

PSI-AVA dataset

0.6189 0.4837 0.8206 0.2729

✓ 0.6251 0.4914 0.8213 0.2794

✓ ✓ 0.6457 0.4977 0.8217 0.2820

computational costs, all of our improvements are based on the final block. We compare the

effects of adding HRAM to the baseline model, as well as the combination of HRAM and

ICL modules. For the cataract dataset, adding HRAM improves the performance across all

tasks. It enhances phase recognition, step recognition and action detection by 0.29% (95.23%

vs. 94.94%), 2.00% (94.89% vs. 92.89%) and 1.19% (56.82% vs. 55.63%), respectively. This

indicates a strong correlation and dependency among the four tasks within the cataract

dataset. After further incorporating the ICL module, the performance of various tasks is

further enhanced. This demonstrates that task-specific features are strengthened through

intrinsic consistency extracted by the ICL module. The performance drop in instrument

detection after incorporating the ICL module stems from limited task complementarity, as

instrument detection, which depends on spatial precision, benefits less from shared temporal

information across other tasks. Additionally, the multi-task learning framework is designed

to prioritize overall task balance. Nonetheless, the results demonstrate that these effects are

minimal in our model.
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Figure 5.6: T-SNE Visualization results of (A) baseline, (B) baseline+HRAM and (C) HCT

in phase, step and action recognition task. The blue circle indicates improvement in effec-

tiveness. Due to space constraints, only the distribution of the 7 challenging action classes

related to the instrument "Cannula" are shown in the figures, illustrating our method’s en-

hanced performance on these difficult action classes.
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Figure 5.7: Comparision of Average Precision (AP) of action detection across the challenging

classes related to the instrument "Cannula" in Figure 5.6, to quantitatively demonstrate

enhanced effectiveness.

In parallel, for the PSI-AVA dataset, due to substantial differences in the distribution of

labels for different tasks as described above, our experimental design follows [21] to implement

the four tasks. This means that we have to divide the experiments into two parts: phase and

step, and instrument and action. Consequently, the HRAM and ICL modules only achieve

mutual enhancement between two tasks, rather than incorporating information from all four

tasks. However, even under these constraints, the addition of the HRAM still results in

superior performance compared to the baseline model. Further improvements are observed

with the addition of the ICL module, with an improvement of even 2.68% (64.57% vs.

61.89%) in phase recognition against the baseline model.

t-SNE visualization results illustrating the contribution of our key model components are

depicted in Figure 5.6. The blue circle in Figure 5.6 demonstrates that adding our key

modules improves the distinguishability of classes and reduces inter-class blurring across

phase, step, and action tasks. For the action detection task, due to space constraints, we
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Table 5.9: Ablation study on HRAM.

Items
Phase Step Instrument Action

P S I A

✓ ✓ ✓ 0.9153 0.9235 0.8544 0.5497

✓ ✓ ✓ 0.9337 0.8739 0.8545 0.5561

✓ ✓ ✓ 0.9045 0.8827 0.8534 0.5423

✓ ✓ ✓ 0.9412 0.9046 0.8515 0.5471

✓ ✓ ✓ ✓ 0.9523 0.9489 0.8547 0.5682

focus on 7 classes generated by the instrumented cannula. These classes exhibit significant

spatial similarity, posing classification challenges. The baseline model mixes these classes as

shown in Figure 5.6 (c). Upon integrating our proposed module, the distinctiveness among

these classes, highlighted by the blue circle, notably increases. To quantitatively validate

this observation, we compare the Average Precision (AP) values of these seven classes across

three models in Figure 5.7, aligning with their labeling in Figure 5.6, thus confirming the

efficacy of our proposed module.

5.4.4.2 Contribution of HRAM

For a more detailed analysis of the HRAM module’s role in enhancing interactions among

various tasks, we conduct experimental analyses as presented in Table 5.9. "P", "S", "I",

and "A" represent the tasks of phase, step, instrument, and action respectively. A checkmark

beside a task indicates its participation in mutual enhancement, while its absence signifies

exclusion. This approach allows us to analyze the impact of each task on the performance of a

multi-task framework. Table 5.9 reveals that when the influence of "P" is excluded, the mAP

for phase recognition is relatively lower (91.53%). When "S" is excluded, the performance
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of step recognition is the poorest (only 87.39%). A similar pattern is observed in the action

detection task. This suggests that the optimization of a task is significantly diminished

when the task lacks participation in interactions with other tasks. This also underscores

the importance of other tasks in optimizing or enhancing the specific task. Notably, when

instrument features are missing, the performance of all phase, step, and action tasks is

comparatively poor, highlighting the critical guiding role of instrument features for these

three tasks. This aligns with our understanding of surgical videos, where certain specific

instruments can directly indicate the current phase and step of a frame, and even some

simple ongoing actions can be inferred. The last row of the table shows that when all tasks

are incorporated into our framework and mutually enhance each other, we achieve optimal

performance for all four tasks with even mAP of 95.23% and 94.89% for phase and step.

5.4.4.3 Contribution of ICL

To verify the effectiveness of ICL, we carry on detailed ablation experiments based on the

cataract dataset. Since ICL optimizes the model by calculating losses for pairwise task

features, we design ablation experiments in two aspects (separated by double solid lines in

Table 5.10) to assess the performance differences of each task within ICL. The table lists

six pairs of our four tasks, namely "PS", "PI", "PA", "SI", "SA", and "IA". On one hand,

similar to HRAM, we calculate ICL by excluding the influence of one task. Table 5.10

(above the double solid lines) shows the model’s performance when calculating ICL pairwise

among the remaining three tasks after excluding one task ("P", "S", "I", or "A"). We

observe that relatively lower results are yielded for a task when it is excluded by ICL. In

Table 5.10, excluding "P" leads to the poorest performance in the phase recognition (only

92.08%). Excluding "S" results in the second-worst performance in step recognition. The

absence of "I" leads to lower performance in phase and step recognition, as well as instrument

detection. The mAP for step recognition even drops to only 87.59%. Similarly, excluding
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Table 5.10: Ablation study on ICL. The best results are highlighted in bold, while the next

best results are in underline.

Items
Phase Step Instrument Action

PS PI PA SI SA IA

✓ ✓ ✓ 0.9208 0.9145 0.8539 0.5472

✓ ✓ ✓ 0.9672 0.9113 0.8547 0.5562

✓ ✓ ✓ 0.9372 0.8759 0.8532 0.5481

✓ ✓ ✓ 0.9446 0.9367 0.8546 0.5398

✓ ✓ ✓ ✓ ✓ ✓ 0.9353 0.9240 0.8554 0.5531

✓ ✓ 0.9532 0.9124 0.8543 0.5535

✓ ✓ 0.9580 0.9452 0.8544 0.5478

✓ ✓ 0.9635 0.9581 0.8545 0.5726

"A" reduces the performance of action detection. This confirms the importance of each task

in the functioning of ICL.

However, due to inherent differences between tasks, the optimal results are not able to be

yielded when all four task pairs are fed into ICL, as shown in Table 5.10. In our tasks, phase

and step have similar optimization objectives and can extract the strongest consistencies for

the same positive sample, as do action and instrument. Our second set of experiments, as

illustrated in Table 5.10 (below the double solid lines), confirms this. When we optimize the

model by combining the pairs of "PS" and "IA", the model achieves optimal performance

in each task, further improving upon the addition of HRAM.
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Table 5.11: Performance comparison on new baseline model with the cataract dataset for

four tasks

Method
Phase Recognition Step recognition

mAP Acc B-Acc Re mAP Acc B-Acc Re

MViTv2* 0.9489 0.9501 0.9129 0.9129 0.9191 0.9528 0.8970 0.8970

MViTv2 0.9494 0.9557 0.9284 0.9284 0.9289 0.9329 0.8829 0.8829

HCT 0.9635 0.9468 0.9454 0.9454 0.9581 0.9556 0.9154 0.9154

Method
Action detection Tool detection

mAP Re mAP Re

MViTv2* 0.5441 0.8763 0.8537 0.8148

MViTv2 0.5563 0.8764 0.8543 0.8147

HCT 0.5726 0.8776 0.8545 0.8149

5.4.4.4 Performance Comparison on New Baseline Model

The original MViTv2 model consists of 16 blocks. According to the granularity of the tasks,

we use the output of the 14th block for phase recognition, the output of the 15th block

for step recognition, and the output of the final block for instrument and action detection.

Thus, we form a new baseline model. As shown in Tables 5.11 and 5.12, MViTv2* indicates

the results of the new baseline model. The new baseline model performs similarly to the

original baseline, and our method consistently outperforms both baseline models.
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Table 5.12: Performance comparison on new baseline model with the PSI-AVA for four tasks

Method
Phase Recognition Step recognition

mAP Acc B-Acc Re mAP Acc B-Acc Re

MViTv2* 0.5942 0.5915 0.5042 0.5042 0.4739 0.5141 0.3360 0.3360

MViTv2 0.6189 0.6361 0.5512 0.5512 0.4837 0.5548 0.4452 0.4452

HCT 0.6457 0.6603 0.5952 0.5952 0.4977 0.5766 0.4971 0.4971

Method
Action detection Tool detection

mAP Re mAP Re

MViTv2* 0.2754 0.7086 0.8206 0.7909

MViTv2 0.2729 0.6929 0.8206 0.7896

HCT 0.2820 0.6953 0.8217 0.7902

5.4.5 Effectiveness of HCT+

Utilizing the Kinetics-400 [216] pretrained model provided by MViTv2 [211], we conduct

experiments to validate the effectiveness of the ST-Ada, as presented in Table 5.13. The

peak memory is measured when the batch size is 16. "Full-tuning" indicates fine-tuning

of the entire model. As a reference baseline method, we perform full fine-tuning based

on the pretrained model of the MViTv2 framework, which gets the poorest performance.

When fully fine-tuning our proposed model, the performance on the four tasks reaches the

optimum, but the "param" is also the highest at 57.2M, and memory consumption is at

its peak. If we freeze the parameters of the first 15 transformer blocks of our proposed

model and only optimize the last improved block, denoted as "w/o ST_Ada", the number

of parameters to be optimized decreases by 57.6%. However, the performance on each task

also decreases, with a notable drop of 4.60% (91.75% vs. 96.35%) in phase recognition.
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Table 5.13: Performance on the cataract dataset for HCT+. "Param" denotes the number

of parameters and "PM" denotes peak memory usage.

Method Params(M) PM(MB) Phase Step Instrument Action

MViTv2(Full-tuning) 35.7 34382 0.9494 0.9289 0.8543 0.5563

HCT(Full-tuning) 57.2 (100%) 42850 0.9635 0.9581 0.8545 0.5726

HCT(w/o ST_Ada) 24.3 (42.4%) 32816 0.9175 0.8967 0.8541 0.5412

HCT(w/ S_Ada) 24.6 (+1.2%) 32824 0.9381 0.9301 0.8539 0.5613

HCT(w/ T_Ada) 26.6 (+9.5%) 35610 0.9345 0.9271 0.8545 0.5537

HCT+(w/ ST_Ada) 26.9 (+10.7%) 35616 0.9542 0.9437 0.8546 0.5672

Nevertheless, with the addition of the spatial adapter (w/S_Ada), the model’s performance

experiences a widespread improvement, with only a marginal increase of 1.2% in parameters

based on the "w/o ST_Ada" model. Additionally, during training, peak memory decreases

by nearly 10G compared to our full-tuning model, significantly reducing computational costs.

Similarly, when only the temporal adapter is added (w/T_Ada), with a minimal increase

of 9.5% in parameters, the performance on each task is better than without any adapters.

This indicates the excellent transferability of spatial and temporal adapters. Upon combining

spatial and temporal adapters (HCT+), our model’s performance further improves with only

a 10.7% increase in parameters. The accuracy of phase and step recognition even surpasses

that of "w/o ST_Ada" by 3.67% (95.42% vs. 91.75%) and 4.70% (94.37% vs. 89.67%),

respectively. Here is just a preliminary exploration of the application of transfer learning

in our task. Its feasibility further makes it possible to apply our multi-level semantic scene

understanding task facts to surgical scenarios.
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Figure 5.8: Multi-level visualisation based on (A) Video66 from cataract dataset and (B)

CASE015 from PSI-AVA dataset. (a) Qualitative comparisons for phase recognition. (b)

Qualitative comparisons for step recognition. (c) Qualitative comparisons for action detec-

tion. We show the Ground-Truth (GT) (sky blue), right predictions (sky blue) and wrong

predictions (light purple).
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5.4.6 Result Visualisation and Analysis

To illustrate the effectiveness of HCT more clearly, we list visualizations of prediction results

for the two datasets in Figure 5.8, which presents the multi-level semantic understanding

of surgical videos spanning coarse to fine-grained tasks. Limited by the page, we only list

the partial results with high accuracy, TMRNet [200], SAHC [95] and MViTv2 [211] for

the phase and step recognition, while ACTNet [163] and MViTv2 [211] for action detection.

In Figure 5.8 (A), for the cataract dataset, different colours for phases and steps represent

different classes. The first row provides the Ground Truth (GT) for reference. By examining

the timelines of predicted phases and steps, it is evident that our approach exhibits excellent

performance even for some challenging classes. For instance, in the step recognition, the S2,

highlighted in yellow, constitutes a small proportion of frames in the entire video. Other

methods misidentify this category, while our method can accurately predict it. In the action

detection task, we visualize the predicted positions of actions and their corresponding classes

for each method, using bounding boxes and text in the top-left corner of the boxes. The

ground truth action positions are outlined in green in the first row, while the predicted po-

sitions by each method are shown in yellow. The GT action classes and correctly predicted

classes are highlighted in sky blue, whereas incorrectly predicted classes are displayed in light

purple. We also present the corresponding scores for predicted action. Detecting fine-grained

actions is more challenging than phase and step recognition, as spatial features for some ac-

tions are highly similar, which is also illustrated by the performance of comparison methods.

For example, in the left column of Figure 5.8 (A), cases such as "lens hook grasp" and

"lens hook hold", appear visually similar and can be easily misjudged based on appearance

alone. Correct judgment necessitates the integration of contextual information, specifically

the temporal features of instruments in consecutive frames. Notably, our method performs

accurately when other approaches struggle to predict the current action, underscoring the

effectiveness of our method in learning temporal dynamics. To further demonstrate pro-
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posed method’s performance in accurately identifying positive instances compared to other

methods, we computed the Recall metrics for all models, as detailed in Table 5.1, 5.2, 5.3

and 5.4. The results demonstrate that our method achieves the best Re performance.

For the PSI-AVA dataset, as depicted in Figure 5.8 (B), the comparison of phase and

step recognition reveals that our method produces prediction results very close to the GT,

particularly in regions with dense class distributions, which are also challenging to identify.

The action detection task further demonstrates the excellent performance of our method in

detecting multiple classes of concurrent actions.

5.4.6.1 Result Visualisation with More Cases

With more test cases, visual comparisons (Figure 5.9 and (Figure 5.10) are provided to show

the improvement in surgical phase and step recognition qualitatively on the cataract and

PSI-AVA dataset. In the figure, we show the results obtained from two challenging videos

with different durations. We compare the proposed method with the six state-of-the-art

methods including TMRNet [200], NETE [201], SAHC [95], slowfast [217], TAPIR [212] and

MViTv2 [211]. From this figure, one can see that for both cases for the two datasets, the

proposed method achieves more accurate predictions than the SOTA methods with more

reliable predictions.

To illustrate the effectiveness of HCT more clearly, we present visualizations of predic-

tion results for the cataract dataset and PSI-AVA dataset in Figure 5.11 and Figure 5.12,

respectively. To demonstrate a multi-granularity understanding of surgical videos, our vi-

sualizations present, from top to bottom, the coarse-grained phase recognition results, step

recognition results, and finer-grained action detection results for the same test video. To

facilitate a clear and effective comparison, we select state-of-the-art and recently developed

methods for visual comparison. The comparison methods for phase and step are same with
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Figure 5.9: Qualitative comparison with our method and the state-of-the-art methods on

two test video of cataract dataset for (A) phase recognition and (B) phase recognition. The

color-coded ribbons illustrate the phases (P1-P4) and steps (S1-S11) during two videos with

different durations. Horizontal axis represents the time progression. GT: Ground Truth.
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(a) CASE004 (b) CASE014
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Figure 5.10: Qualitative comparison with our method and the state-of-the-art methods on

two test video of PSI-AVA dataset for (A) phase recognition and (B) phase recognition. The

color-coded ribbons illustrate the phases (P1-P11) and steps (S1-S21) during two videos with

different durations. Horizontal axis represents the time progression. GT: Ground Truth.
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Figure 5.11: Multi-granularity visualisation based on Video30 from cataract dataset. (a)

qualitative comparisons with the other six other methods for phase recognition. (b) qual-

itative comparisons with the other six other methods for step recognition. (c) qualitative

comparisons with the other four methods for action detection. We show the ground-truth

(sky blue), right predictions (sky blue) and wrong predictions (light purple). GT is the

Ground Truth.
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Figure 5.12: Multi-granularity visualisation based on CASE015 from PSI-AVA dataset. (a)

qualitative comparisons with the other six methods for phase recognition. (b) qualitative

comparisons with the other six methods for step recognition. (c) qualitative comparisons

the other four methods for action detection.We show the ground-truth (sky blue), right

predictions (sky blue) and wrong predictions (light purple). GT is the Ground Truth.
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Irrigation & aspirationImplantation Rec_Cuello_Vesical Tiempo_muerto

(A) Cataract dataset (B) PSI-AVA dataset

(a) Phase

(b) Step

(a) Phase

(b) Step

Figure 5.13: Color-coded ribbon visualization of phase and step recognition for some chal-

lenging classes from the proposed method (Pred) and the Ground Truth (GT) in two com-

plete surgical videos. In each case, we show the classes with different colors and no class

appearance with blank. Horizontal axes indicate the time progression.

Figure 5.9 and Figure 5.10, while slowfast [217], TAPIR [212], ACTNet [163] and MViTv2

[211] are selected for action detection. From the figure, it is evident that in the same case,

not only does our method closely align with the ground truth in the prediction distribution

of phases and steps, but it also excels in action detection. While other methods may inaccu-

rately predict the portion or even the entirety of actions in the current frame, our method

consistently predicts the occurring actions accurately. This is especially notable in the case

of multi-class action detection, as shown in Figure 5.12.

5.4.7 Challenge Cases Analysis

We demonstrate the recognition performance of our model across phases and steps for chal-

lenging classes, as shown in Figure 5.13. The classes are represented in different colors, with
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blank spaces indicating no class appearance. For the cataract dataset, as depicted in the

video frame in Figure 5.13 (A).a, it is difficult to extract effective spatial information for

discrimination. This is because the “Cannula” in the left figure is at the edge of the field of

view, and the "Implant injector" in the right figure is transparent. In Figure 5.13 (A).b, the

incomplete display of the "Handpiece" head instrument can lead to confusion with similar

instruments, such as “Cannula”, posing a classification challenge.

In the PSI-AVA dataset, both the phase and step class distribution shown in Figure 5.13

B are scattered, making it challenging to differentiate classes using temporal information.

In Figure 5.13 (B).a, the confusion between instruments and tissue in the video frame com-

plicates the distinction of operations. In Figure 5.13 (B).b, the step "Tiempo_muerto"

indicates the absence of a step, which is widely dispersed and scattered in the whole video,

making it more difficult to identify null operations compared to other operations. Despite

these challenges, our method predicts a distribution very similar to the GT. Combined with

the results shown in Figure 5.7, this demonstrates the robustness and effectiveness of our

method for all tasks.

5.5 Summary

In this chapter, we present a novel Hierarchical Context Transformer (HCT) network to

access MSSU by achieving recognition of phases and steps, and detection of actions and

instruments. Specifically, we develop a Hierarchical Relation Aggregation Module (HRAM)

to dig out the intrinsic relationships between different tasks and further boost task-wise

representation learning with the proposed Inter-task Contrastive Learning (ICL). For the

costs of model training and storage on the transformer models, we introduce spatial and

temporal adapters to equip our HCT for HCT+ with spatial-temporal reasoning capabil-
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ity, which enables the HCT+ to achieve comparable performance with the full fine-tuned

model at a small parameter cost. Comprehensive experimental results on two surgical video

datasets demonstrate the effectiveness of our proposed model and the contribution of each

key component.
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Chapter Six

Deconfounded Multi-level Surgical Video

Scene Understanding with Causal

Intervention

This chapter is based on the following publications:

Deconfounded Surgical Video Representation Learning with Causal Intervention, which is

under review in IEEE Transactions on Medical Imaging (2025).
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Chapter 5 proposed the Hierarchical Context Transformer (HCT) framework, demonstrat-

ing that modeling the inter-task relationships between phases, steps, and actions significantly

improves multi-level recognition. While HCT captures statistical co-occurrences, it, like most

deep learning models, is susceptible to learning spurious correlations from dataset biases.

For example, a model might spuriously associate an instrument with a phase simply because

they frequently appear together, rather than learning a true causal link. This reliance on

statistical shortcuts limits model robustness and generalization. This chapter tackles this

fundamental problem by introducing a causality-inspired framework to deconfound video

representations.

6.1 Introduction

While the hierarchical frameworks for CAS explored in the previous chapter are vital for

enhancing healthcare and training [12, 163, 166], a critical limitation of standard correlation-

based models is their susceptibility to dataset biases and spurious correlations [86, 108]. To

achieve a truly robust and reliable understanding of surgical scenes [45, 166], CAS systems

must move beyond simple correlations and interpret activities across multiple temporal gran-

ularities, ranging from phases, steps, to fine-grained actions [21, 189]. Thus, deconfounded

multi-granularity recognition [45, 166] is essential for enabling CAS systems to offer richer,

more reliable context-aware assistance to the surgical team.

To achieve multi-granularity recognition, it is crucial to develop a unified spatio-temporal

representation capable of capturing both high-level phase information and fine-grained ac-

tion details. Such representations are necessary to bridge the gap between phase, step, and

action recognition, providing a robust foundation for accurate and adaptive surgical video

understanding. Although existing methods have achieved excellent performance on specific
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Figure 6.1: Examples about the spurious correlation in surgical video understanding. We

show the example from the action detection task in Cataract_ours. (a) shows the action

concurrent rates with the instrument "irrigation aspiration handpiece". (b) shows the com-

parison of the t-SNE results for the transformer model and ours. In this case, the transformer

learns the spurious correlation and struggles to separate two actions. Thanks to causal in-

ference, ours achieves clearer clustering.

tasks at different levels [64, 95, 100, 200]. They rely heavily upon fitting the data distri-

butions and tend to capture the spurious correlations from features and predictions, and

thus fail to learn the essential causal relations behind the knowledge that have a good gen-

eralization and cognitive abilities [86]. Recently, causal reasoning has attracted increasing

attention in a myriad of high-impact domains of computer vision, such as long-tail classifi-

cation [225, 226], image semantic segmentation [227], emotion recognition[228], visual dialog

[229], image captioning [120] and visual question answering [117, 230, 231]. These studies

reveal an underlying problem: neural networks, which are statistics-based and "lazy", often

take shortcuts by focusing on contextual cues rather than the core features specific to each

instance. When the training data is limited (e.g., few-shot learning) or deficient (e.g., long-

tail distribution), the problem is more severe and obvious. In surgical video understanding,
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we encounter a similar common issue where models frequently learn correlations by focusing

on basic visual information rather than causal relationships. Traditional statistical learning

methods capture such correlations effectively in ideal independent and identically distributed

settings but falter when these conditions are not met [86]. For example, in Figure 6.1 (a)(b),

in surgical action detection, both actions A1 (inject saline) and A2 (aspirate lens cortex)

are performed with the same instrument "irrigation aspiration handpiece", with action A2

occurring much more frequently than A1 (51.7% v.s. 4.1%). In (b), the t-SNE visualiza-

tion shows that the transformer model struggles to separate actions A1 and A2, leading to

overlaps. Two original images from two actions with closely positioned feature points are

also shown. The static visual features of the two frames appear highly similar. Therefore,

when the "irrigation aspiration handpiece" appears, the transformer is more likely to classify

the images as A2 rather than A1. However, with the introduction of causal inference, our

method can correctly identify the images and achieve clearer clustering.

When the networks find the simple visual information is enough to recognize most of

the activities, which represent phases, steps or actions, they often do not focus on the core

representations specific to each instance. This example illustrates the significance of causal

reasoning in removing biases and understanding the true relationships within surgical videos.

In this work, we revisit surgical video understanding from a causal perspective, to uncover

the fundamental relationship between features and predictions.

To this end, we propose a unified model designed to enable different levels of understand-

ing in surgical videos, ranging from coarse-grained phase recognition and step recognition

to fine-grained action detection. Firstly, our framework introduces a subject-guided repre-

sentation module to extract key spatio-temporal features. In surgical videos, regardless of

the level of activities, instruments (subjects) are the primary drivers of procedural activities.

Emphasizing the key elements of the surgery offers a more efficient, compact representation.

Our intuition is also supported biologically that we humans perceive the world by concen-
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trating our focus on key regions in the scene [232, 233]. Additionally, we incorporate a causal

inference module to disentangle true causal relationships from confounding factors, ensuring

robust predictions. Unlike traditional video analysis approaches, our method emphasizes

activity-relevant features while de-emphasizing noisy or irrelevant data, achieving improved

effectiveness and generalizability.

In summary, our contributions are five-fold:

• We discover a long-overlooked issue that visual bias in surgical datasets leads existing

models to learn spurious correlations (e.g., between static instrument appearance and

common actions) rather than essential causal relations.

• We present a general Deconfounded Surgical Video Representation Learning (DSVRL)

architecture, providing a unified, causality-inspired solution for multi-granularity sur-

gical scene understanding.

• We first propose that a robust representation must be subject-centric, as instruments

(subjects) are the primary drivers of surgical activity (the desired 𝑋 → 𝑆 → 𝑌 causal

path). We develop a Subject-Centric Module (SCM) to explicitly model these critical

instrument-tissue interactions.

• We then address the key challenge introduced by this subject-centric focus: the SCM’s

representation is highly vulnerable to confounding bias from static instrument appear-

ance (the spurious 𝑋 ← 𝐶 → 𝑆 → 𝑌 path). We therefore develop a surgical Activity

Causal Intervention Module (ACIM) that applies backdoor adjustment directly to the

SCM’s representation, disentangling the true causal effect of the action from the con-

founding appearance bias.

• We conduct experiments with the proposed DSVRL network on four datasets across

three tasks, demonstrating its state-of-the-art (SOTA) performance. We validate that
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the SCM and ACIM work synergistically to improve model robustness, and cross-

dataset experiments confirm the model’s superior generalization.

6.2 Related work

6.2.1 Surgical Scene Understanding

Recent studies in surgical scene understanding generally fall into two main areas. The first

focuses on phase or step recognition within untrimmed surgical videos, which has become

a highly active research topic. For example, TMRNet [200] leverages a memory bank to

capture long-term temporal features and improve phase recognition accuracy. Inspired by

the MS-TCN [234] model’s success in human action segmentation, Yi et al. [201] proposed a

non-end-to-end training strategy based on MS-TCN to enhance surgical phase segmentation.

TeCNO [64] also adaptes the MS-TCN [234] to online surgery scenarios via causal and

dilated convolutions. With the rise of transformers for sequential data processing, Pan et

al. [202] integrated Swin transformer and LSTM to extract multi-scale visual and temporal

features for phase recognition in surgical videos. Czempiel et al. introduced OperA [92], a

transformer-based model with an attention regularization loss to select high-quality frames

for phase identification, while Ding et al. [95] developed SAHC to improve phase recognition

by focusing on segment-level semantics. Trans-SVNet [235] aims to fuse spatial and temporal

features by developing a small transformer-based fusion head. In another approach, Yue et

al. [203] combined frame-level and phase-level temporal context to analyze surgical workflows

comprehensively.

The second area addresses fine-grained action recognition. Bawa et al. [97] introduced

the SARAS endoscopic minimally invasive surgery dataset, which addresses the challenge of
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surgeon action detection and includes baseline results using open-source techniques such as

Faster R-CNN [178] and YOLO [99]. Nwoye et al. [100] proposed representing actions as

triplets (instrument, verb, target) in a laparoscopic dataset, employing a trainable 3D inter-

action space to model the relationships between these triplet elements. They later developed

the Rendezvous (RDV) model [44], which leverages class activation-guided and mixed atten-

tions to detect each component of the triplet. After adding the location information of the

instrument and target, Lin et al. [102] presented a novel QDNet for the instrument-tissue

interaction quintuple detection task in cataract videos. They further develop the ITIDNet

[103] model to capture relations between intra- and inter-frame of instruments and tissues.

To enhance action detection accuracy, Hao et al. [163] presented ACTNet, an anchor-based

model that predicts action locations, classes, and confidence levels.

Additionally, several studies have sought to improve surgical video understanding by in-

corporating instrument detection with multi-task learning. For instance, Jin et al. [105]

showed consistent improvement in both phase recognition and tool recognition tasks with

multi-task learning. Tao et al. [236] introduced a multi-task transformer model for surgical

phase recognition and tool detection, leveraging video-level semantic structure through a la-

tent space-constrained approach. Yuan et al. [237] proposed an instrument interaction-aware

network for anticipating surgical workflow, leveraging spatial context and long-term tempo-

ral dependencies. Hao et al. [163] presented HCT to explore the relations across the different

level tasks. The core of these methods is to construct discriminative spatio-temporal rep-

resentations. However, confounder bias is often introduced in this process, which adversely

affects predictions.
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6.2.2 Causal Inference

Causal inference [238, 239] is aimed at pursuing the causal effect to mitigate spurious corre-

lations, which has been seen in epidemiology, political and psychological research for years

[225, 240]. Recent years have also witnessed growing applications of causalities in visual

tasks such as long-tail classification [225, 226], image semantic segmentation [227], visual

dialog [229], image captioning [120] and Visual Question Answering [117, 230, 231]. Be-

yond applications in image-level vision tasks, causal inference has also attracted increasing

attention in video-related tasks. Yang et al. [120] proposed a causality-inspired framework

DCM for video moment retrieval to address temporal location biases and improve query-

video matching. D2Q [241] is developed to address duration bias in watch-time prediction

by leveraging causal reasoning for unbiased video recommendations. Wang et al. [242]

presented DeCalGAN with causal inference to generate unseen action features for zero-shot

action recognition, addressing confounders effectively. Inspired by visual commonsense learn-

ing [243], this is, to the best of our knowledge, the first study to explore confounding effects

through causal inference in surgical video understanding, applicable across multiple granular

tasks.

6.3 Methodology

6.3.1 Overview

The overall framework of DSVRL is illustrated in Figure 6.2 for achieving a unified spatio-

temporal representation for surgical video understanding at different levels. Specifically, to

generate the feature of frame 𝑥𝑡 , we extract a video clip as the model input, which contains

the current frame 𝑥𝑡 and a set of its previous frames, as 𝑥 = 𝑥𝑡−𝑇 , ..., 𝑥𝑡−1, 𝑥𝑡 , with 𝑇+1 frames.
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Figure 6.2: The pipeline of our Deconfounded Surgical Video Representation Learning

(DSVRL) framework. Given an input video with 𝑇 + 1 frames, DSVRL uses a transformer

model and subject detector to extract corresponding features, which are then fed into the

Subject-Centric Module (SCM) to capture subject-centric video representation. After that,

the surgical Activity Causal Intervention Module (ACIM) is utilized to mitigate the effect

of confounders, revealing the true causal relationships. The representations learned by the

DSVRL framework can be utilized for three different granularities of video understanding

tasks.

In this work, we serve the surgical instruments as subjects. The clip is first passed forward

a transformer backbone to generate feature maps 𝑓𝑡 . After that, an SCM is proposed to

refine these video features with subject-specific features 𝑓 𝑡
𝑏
, focusing on the spatial-temporal

relationships between subjects and their surroundings.

Furthermore, a key innovation of the framework is the incorporation of causal inference

to address confounding effects that may lead to misleading correlations. The model uses

a causal graph to explicitly represent these relationships, where the confounders 𝐶 impact

both inputs 𝑋 and 𝑌 . The confounding effect introduces the harmful spurious correlation

between 𝑋 and 𝑌 via the backdoor path: 𝑋 ← 𝐶 → 𝑆 → 𝑌 , which the framework mitigates

through a deconfounding mechanism ACIM. This ensures that the model’s predictions are
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based on causal relationships rather than spurious correlations.

Finally, the refined features 𝑌 are passed through a transformer-based decoder that gener-

ates multi-granularity predictions, including phase recognition, step recognition, and action

detection. The proposed network with SCM and ACIM enables the model to accurately

recognize surgical activities (phases, steps or actions) while avoiding biases introduced by

confounders.

6.3.2 The Video Transformer Architecture

As illustrated in Figure 6.2, the video transformer as encoder ingests a video clip 𝑋 of RGB

frames 𝑋 = (𝑥𝑡−𝑇 , ..., 𝑥𝑡−1, 𝑥𝑡) with 𝑇 + 1 frames, where 𝑥𝑖 ∈ R𝐻×𝑊×3. The input is first

“patchified” with temporally extended 3-D patches instead of 2-D image patches to produce

a down-sampled tensor 𝑋𝑝 ∈ R(𝑇+1)×𝐻
′×𝑊 ′×𝐶 . The tensor appended with a learnable classi-

fication token undergoes processing through self-attention layers to derive spatio-temporal

visual representations denoted as 𝑓 𝑡 ∈ R𝐿×𝑑. To model the complex temporal cues of the

surgical scene, our work uses the MViTv2 [211] model as the encoder. It allows captur-

ing simple low-level visual information at early layers and spatially coarse but complex and

high-dimensional features at deeper layers, benefiting from its multi-scale feature hierarchies.

6.3.3 Subject-Centric Video Representation

To get a set of refined tokens 𝑌 𝑡 ∈ R𝐿×𝑑 contextualized with instrument subject-centric

information, we propose a transformer-based Subject-Centric Module (SCM). The SCM

takes two inputs: the first is the output of the preceding transformer block, 𝑓 𝑡 ∈ R𝐿×𝑑, which

encodes spatio-temporal features of the video. The second input consists of the bounding

boxes and corresponding appearance features at time 𝑡 for subjects, represented by 𝑆𝑡 ∈ R𝑆×4
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Figure 6.3: Detailed structure of the Subject-Centric Module (SCM).

and 𝑓 𝑡𝑠 ∈ R𝑆×𝑑
′ , respectively. The key cues for activity recognition in videos are derived

from the interaction of subject-related information across both space and time. To capture

these cues, we operate the following subject-level stream. For the subject-specific features

𝑓 𝑡𝑠 , we first propose an architecture that includes an MLP and reshape operator, ensuring

that the dimensions are consistent with the video features 𝑓 𝑡 to get 𝑓 𝑡𝑠 ∈ R𝐿×𝑑, enabling

subsequent attention calculations. Then, we apply pooling operations to both 𝑓 𝑡 and 𝑓 𝑡𝑠 ,

performing spatio-temporal downsampling with scale factors 𝑠1 and 𝑠2, respectively. This

process yields the query ( 𝑓 𝑡𝑞), key ( 𝑓 𝑡
𝑘
), and value ( 𝑓 𝑡𝑣 ) tensors, which are then used for

attention computation.

𝑓 𝑡𝑞 = 𝑃𝑞 ( 𝑓 𝑡𝑠𝑊𝑞; 𝑠1), 𝑓 𝑡𝑘 = 𝑃𝑘 ( 𝑓
𝑡
𝑠𝑊𝑘 ; 𝑠2), 𝑓 𝑡𝑣 = 𝑃𝑣 ( 𝑓 𝑡𝑊𝑣; 𝑠2) (6.1)

where 𝑓 𝑡𝑞 ∈ R𝐿1×𝑑 and 𝑓 𝑡
𝑘
, 𝑓 𝑡𝑣 ∈ R𝐿2×𝑑. 𝑊𝑞,𝑊𝑘 ,𝑊𝑣 ∈ R𝑑×𝑑 represent the projection matrices.

As the subjects (instruments) in surgical scenes conduct motions and activities, we intend

to select value video features in space and time that are highly active with the subject

features and merge them. Spatial-temporal subject-centric attention matrix 𝑍 𝑡 ∈ R𝐿1×𝑑 is

then obtained as follows. The video representation can be enhanced under the guidance of
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query 𝑓 𝑡𝑞. To ensure the shift-invariance in vision, the relative position embedding 𝑅𝑡 [211]

is added to the computation.

𝑍 𝑡 = 𝑆𝑜 𝑓 𝑡𝑚𝑎𝑥(( 𝑓 𝑡𝑞 ( 𝑓 𝑡𝑘 )
𝑇 + 𝑅𝑡)

√
𝑑) 𝑓 𝑡𝑣 ,

𝑅𝑡 =
∑︁

𝑖 𝑗
𝑅𝑡𝑖 𝑗 =

∑︁
𝑖 𝑗
( 𝑓 𝑡𝑞𝑖 · 𝑃𝑡𝑖 𝑗 ),

𝑅𝑡𝑖 𝑗 = 𝑓𝑞𝑖

(
𝑃ℎ
ℎ(𝑖),ℎ( 𝑗) + 𝑃

𝑤
𝑤(𝑖),𝑤( 𝑗) + 𝑃

𝑡
𝑡 (𝑖),𝑡 ( 𝑗)

) (6.2)

where
√
𝑑 is employed to standardize the inner product matrix row-wise. 𝑅𝑡

𝑖 𝑗
is computed

based on the spatial-temporal position of elements 𝑖 and 𝑗 . Specifically, it is derived from

the summation of position embeddings across the height, width, and temporal dimensions,

represented as 𝑃ℎ, 𝑃𝑤, and 𝑃𝑡 correspondingly. Here, ℎ(·), 𝑤(·), and 𝑡 (·) indicate the vertical,

horizontal, and temporal positions of the token, respectively.

To enhance the flow of subject information even more, we utilize the residual video feature

pooling connection: 𝑌 𝑡 = 𝑍 𝑡 + 𝑃( 𝑓 𝑡 ; 𝑠1). This helps us obtain the ultimate refined token 𝑌 𝑡 ,

enriched with subject-centric details.

Unlike the current methods that directly use video representation for surgical understand-

ing, we make full use of the activity key cues. With dominant subject features and aux-

iliary context information, the SCM can effectively model all the activity representations

over time. It enables the highlighting of the spatio-temporal regions that interact with the

subjects, which includes surrounding tissues and movement information. In this work, we

extract the subject-specific features 𝑓 𝑠𝑡 from a DINO [213] model. To mitigate the significant

domain shift from the natural images on which DINO was originally trained, the model was

first pre-trained on a large corpus of public surgical instrument datasets (including CaDIS

dataset [155], EndoVis 2017 [152], and EndoVis 2018 [153]), as further detailed in Section

6.4.3. This domain-specific adaptation makes it extensively optimized to ensure that our

framework receives accurate subject guidance right from the outset.
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Figure 6.4: Detailed structure of the Activity Causal Intervention Module (ACIM).

6.3.4 Surgical Activity Causal model

6.3.4.1 Causal View at Surgical Scene Understanding

As discussed in the Introduction section, confounds can confuse the surgical activities, result

in a sub-optimal solution and degrade the model generalization. To further elaborate on

how the bias misleads the results, we build a structured causal model shown in Figure 6.2.

It is a directed acyclic graph that can be paired with data to produce quantitative causal

estimates. The nodes in the graph denote causal entities, and the edges denote causalities

between two nodes: 𝑉 → 𝑌 means effect 𝑌 is caused by 𝑉 .

As shown in Figure 6.2, the causal graph involves five variables: input videos 𝑋, input video

representation 𝑉 , confounder 𝐶, subject features 𝑆 and prediction 𝑌 . Video representation 𝑉

is obtained from the transformer with 𝑋. Traditional surgical understanding models [64, 95,

100, 200] have only one link: 𝑋 → 𝑉 → 𝑌 , and predict the target by probability 𝑃(𝑌 |𝑋). In

our causal graph, the subject appearance is a confounder that influences both the correlated

variable 𝑌 and independent variable 𝑋, leading to a spurious correlation between 𝑋 and 𝑌 .

The details of the causal relationships are described below.
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Figure 6.5: Examples about the spurious correlation in step recognition. (a) shows the step

concurrent rates with the instrument "irrigation handpiece". (b) shows a comparison of the

qualitative results for the MViTv2 [211] and ours on the different frames. The predicted

correct and incorrect results are colored green and red, respectively. Due to highly similar

visual features and data bias, the MViTv2 [211] learns the spurious correlation in these cases

and gives wrong results. Thanks to causal inference, ours achieves more accurate predictions.

𝐶 → 𝑆 → 𝑌 . The nature of surgical video data leads to a long-tailed distribution of activity

annotations. It introduces a harmful causal effect that misleads the prediction of activities at

the tail biased towards the data-rich head. In surgical situations, a single instrument subject

frequently serves for multiple actions or steps or phases. During the model’s learning process,

the subject’s appearance will be bound to the corresponding data-rich activity class, forming

a certain stereotype.

𝐶 → 𝑋. It denotes the effect of 𝐶 on input videos. In surgical understanding, the subject

appearance in videos leads to a strong spatial prior that affects the representation learning

of activities in videos. The video spatial-temporal representation extracted from the video

encoder is usually entangled with a latent instrument subject appearance factor. Although

it enriches the representation with subject-aware features, it introduces the harmful spurious

correlation between 𝑋 and 𝑌 via the backdoor path: 𝑋 ← 𝐶 → 𝑆 → 𝑌 , i.e., overexploiting

the co-occurrence between the subject appearance and activity class labels to learn biased
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visual representations of videos.

𝑋 → 𝑆 → 𝑌 and 𝑋 → 𝑉 → 𝑌 . The desired effect of the input videos 𝑋 on the activity

prediction 𝑌 in our model is captured through two distinct causal paths: 𝑋 → 𝑆 → 𝑌 and

𝑋 → 𝑉 → 𝑌 . In this causal graph, 𝑆 represents the integration of the subject features, which

are derived from subject detectors. In practice, both 𝑆 and 𝑉 are typically integrated to

jointly contribute to the final prediction. This integration is often realized through methods

such as correlation loss or attention mechanisms [105, 236]. In our work, we develop SCM to

achieve it, which enables the model to optimally leverage both contextual and subject-specific

information, ultimately ensuring the most accurate prediction of the activity 𝑌 .

According to the causal theory [109], the confounder 𝐶 is the common cause of the input

video 𝑋 and corresponding predictions 𝑌 . The positive effects of subject-guiding spatial-

temporal features providing valuable semantics follow the causal paths 𝑋 → 𝑉/𝑆 → 𝑌 , which

we aim to achieve. Unfortunately, the confounder 𝐶 causes the negative effect of misleading

the model to focus on spurious correlations instead of pure causal relationships. This adverse

effect follows the backdoor causal path 𝑋 ← 𝐶 → 𝑆 → 𝑌 , making the effect of truly valuable

visual and dynamic content largely overlooked. Next, we propose a deconfounding method

to remove the confounding effects.

6.3.4.2 Causal Intervention via Backdoor Adjustment

As shown in Figure 6.2, existing surgical understanding methods rely on the likelihood

𝑃(𝑌 |𝑋), which is usually affected by the confounder 𝐶 and gives rise to spurious correlations.

To see this, by applying the Bayes rule on the causal graph, we have:

𝑃(𝑌 |𝑋) =
∑︁

𝑐
𝑃(𝑌 |𝑋,𝑉 = 𝑓𝑣 (𝑋), 𝑆 = 𝑓𝑠 (𝑋, 𝑐))𝑃(𝑐 |𝑋) (6.3)
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where 𝑓𝑣 (·) and 𝑓𝑠 (·) are two generalized encoding functions that obtain the total 𝑉 and 𝑆,

respectively. The confounder 𝐶 introduces the observational bias via 𝑃(𝑐 |𝑋). For instance

in Figure 6.5 (a)(b), in the unbalanced surgical dataset, 𝑃(𝑐 = 𝑖𝑟𝑟𝑖𝑔𝑎𝑡𝑖𝑜𝑛 ℎ𝑎𝑛𝑑𝑝𝑖𝑒𝑐𝑒 |𝑋 =

𝑆6) is large while 𝑃(𝑐 = 𝑖𝑟𝑟𝑖𝑔𝑎𝑡𝑖𝑜𝑛 ℎ𝑎𝑛𝑑𝑝𝑖𝑒𝑐𝑒 |𝑋 = 𝑆9) is small. According to Eq. (6.3),

𝑃(𝑌 = 𝑆6|𝑋 = 𝑆9, 𝑉 = 𝑆9, 𝑆 = 𝑖𝑟𝑟𝑖𝑔𝑎𝑡𝑖𝑜𝑛 ℎ𝑎𝑛𝑑𝑝𝑖𝑒𝑐𝑒) plays a more important role than

𝑃(𝑌 = 𝑆9|𝑋 = 𝑆9, 𝑉 = 𝑆9, 𝑆 = 𝑖𝑟𝑟𝑖𝑔𝑎𝑡𝑖𝑜𝑛 ℎ𝑎𝑛𝑑𝑝𝑖𝑒𝑐𝑒) in estimating 𝑃(𝑌 |𝑋). 𝑆9 and 𝑆6

denote the class label of the surgical step. Thus, the classifier learns the correlation between

the visual features of "irrigation handpiece" and the class label of 𝑆6 by mistake, i.e., the

learned video features of the 𝑆6 are actually the instrument "irrigation handpiece" like visual

features, without truly looking into the details of more important video temporal context

information.

Although the confounder misleads the model prediction severely, it on the other hand is

indispensable for the training. Thanks to the causal theory [109], we can realize the decon-

founded training through backdoor adjustment without changing these useful components:

𝑃(𝑌 |𝑑𝑜(𝑋)) =
∑︁

𝑐
𝑃(𝑌 |𝑋,𝑉 = 𝑓𝑣 (𝑋), 𝑆 = 𝑓𝑠 (𝑋, 𝑐))𝑃(𝑐) (6.4)

Causal intervention 𝑃(𝑌 |𝑑𝑜(𝑋)) is introduced into our task to block the backdoor path

𝑋 ← 𝐶 → 𝑆 → 𝑌 , where the do calculus 𝑑𝑜(·) plays a role of cutting off the edge 𝐶 → 𝑆 → 𝑌 ,

e.g., cut off the correction that 𝑆6 relies on "irrigation handpiece". Compared to Eq. (6.3),

𝑐 is no longer affected by 𝑋, and thus the intervention deliberately forces 𝑋 to incorporate

every 𝑐 fairly, subject to its prior 𝑃(𝑐), into the prediction of 𝑌 . In this way, the proposed

model removes the confounding effect and learns the true causality from 𝑋 to 𝑌 , leading to

high-quality video representations.
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6.3.4.3 Interventional Surgical Scene Understanding

To implement the theoretical and imaginative intervention in Eq. (6.4), we propose a causal

intervention architecture to achieve the deconfounded training for our model. Given the video

representation and subject features, Eq. (6.4) is implemented as
∑
𝑐 𝑃(𝑦 |𝑥, 𝑣 = 𝑓𝑣 (𝑥), 𝑠 =

𝑓𝑠 (𝑥, 𝑐))𝑃(𝑐), where 𝑃(𝑦 |𝑥, 𝑣 = 𝑓𝑣 (𝑥), 𝑠 = 𝑓𝑠 (𝑥, 𝑐)) is output of our proposed method 𝑓𝑦 (·).

𝑃(𝑌 |𝑑𝑜(𝑋)) := E𝑐 [𝜎( 𝑓𝑦 (𝑣, 𝑖, 𝑐))] (6.5)

where 𝜎(·) is the softmax function that transforms the output 𝑓𝑦 (·) into [0, 1]. When calcu-

lating Eq. (6.5), we find it requires multiple forward passes of all 𝑐, and the computational

overhead is expensive. Fortunately, by applying the Normalized Weighted Geometric Mean

(NWGM) approximation [243, 244], we approximately move outer expectation E𝑐 into the

softmax function:

E𝑐 [𝜎( 𝑓𝑦 (𝑣, 𝑖, 𝑐))]
𝑁𝑊𝐺𝑀≈ 𝜎(E𝑐 [ 𝑓𝑦 (𝑣, 𝑖, 𝑐)]) (6.6)

Inspired by [243], the effect on 𝑌 comes from both 𝑉 , 𝑆 and confounder 𝐶 (as shown in Figure

6.2). We parameterize a network model to approximate the above conditional probability of

Eq. (6.6) as follows:

E𝑐 ( 𝑓𝑦 (𝑣, 𝑖, 𝑐)) = 𝑊1ℎ +𝑊2 · E𝑐 (𝑔𝑦 (𝑐)) (6.7)

where the parameters 𝑊1 ∈ R𝑑𝑚×𝑑 and 𝑊2 ∈ R𝑑𝑚×𝑑𝑐 are trainable and ℎ = 𝛼(𝑣, 𝑠) ∈ R𝑑×1.

Here, 𝛼(·) represents our SCM that combines 𝑣 and 𝑠 into the joint representation ℎ.

To calculate E𝑐 (𝑔𝑦 (𝑐)), scaled dot-product attention [245] is utilized to assign weights for

different confounders in dictionary 𝐶 with specific ℎ. Specifically, given the ℎ and confounder

dictionary 𝐶, we can have:

E𝑐 (𝑔𝑦 (𝑐)) =
∑︁

𝑐
[𝑠𝑜 𝑓 𝑡𝑚𝑎𝑥(

(𝑊𝑞ℎ)𝑇 (𝑊𝑘𝑐)√
𝑑𝑐

) ⊙ 𝑐]𝑃(𝑐) (6.8)
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The embedding matrices are denoted as 𝑊𝑞 ∈ R𝑑𝑛×𝑑 and 𝑊𝑘 ∈ R𝑑𝑛×𝑑𝑐 , which is employed

to map each vector to the common subspace for similarity measure. 𝑃(𝑐) denotes the prior

statistic probability and ⊙ is the element-wise product. The result of scaled dot-product

attention is a weight coefficient that measures the importance of each 𝑐 after interacting

with the origin feature ℎ. 𝑑𝑐 denotes a constant scaling factor.

For the confounder set 𝐶, since we can hardly enumerate all the subject appearances in the

surgical scenarios, we approximate it as a stratified confounder dictionary 𝐶 = [𝑐1, 𝑐2, ..., 𝑐𝑁 ],

where 𝑁 is a hyperparameter indicating the size, and each 𝑐𝑖 ∈ R𝑑𝑐 represents a prototype

of subject appearance. As shown in Figure 6.4, in diverse surgical scenes, we train specific

subject detectors based on DINO [213]. By utilizing pre-trained subject detectors, we acquire

bounding box sets of subjects and corresponding features for various surgical scenes. With

the same bounding boxes, RoIAlign is applied to extract the subject region features based on

the video feature map. To further highlight the effect of subject appearance in our work, the

Regions of Interest (RoI) features are integrated with subject-specific features from detectors

to form 𝐻 = {ℎ𝑘 ∈ R𝑑𝑐 }
𝑁ℎ

𝑘=1, where 𝑁ℎ is the number of training samples. To obtain 𝑐𝑖, we

applied clustering algorithm to 𝐻 to obtain different clusters 𝑐𝑖. K-Means++ with principle

component analysis is utilized in our work for efficiency and effectiveness. Due to the long-

tailed data distribution, each cluster has varying features. Each cluster 𝑐𝑖 is determined as

the average feature of each cluster:

𝑐𝑖 =
1

𝑁𝑖

𝑁𝑖∑︁
𝑗=1

ℎ𝑖 𝑗 (6.9)

where 𝑁𝑖 is the number of subject appearance features in the 𝑖-th cluster. We can also get

𝑃(𝑐𝑖) = 𝑁𝑖

𝑁ℎ
.

135



6.4. Experiments

6.3.5 Overall Training Objective

As a training objective, we employ a cross-entropy loss for surgical understanding. Given

the activity prediction 𝑌 = {𝑦𝑡}𝑇𝑡=1 from our framework and the target labels 𝑌 = {𝑦𝑡}𝑇𝑡=1, the

objective can be formulated as:

𝐿𝑐𝑒 = −
1

𝑇

∑︁
𝑡
𝑦𝑡 log(𝑦𝑡) (6.10)

6.4 Experiments

6.4.1 Datasets

The proposed pipeline is evaluated on three tasks using four surgical video datasets, including

the public datasets GraSP, CATARACT, and AutoLaparo, as well as our private cataract

dataset, Cataract_ours. Brief descriptions of these datasets are provided below, and the

overview of the four datasets is shown in Table 6.1.

Cataract_ours dataset consists of 61 videos (totalling 85659 frames) with a frame rate

of 1 frame per second (fps) and a resolution of 720 × 576. For phase and step recognition

tasks, each frame is annotated with corresponding phase and step labels by ophthalmologists,

covering 5 phases and 11 steps. In our experiments, we randomly split the dataset into a

training set with 35 videos (51510 frames), a validation set with 6 videos (4874 frames),

and a test set with 20 videos (29275 frames). For action detection, as in [163], we manually

annotate 20 videos (23580 frames and 28428 action instances), labelling each frame with 49

action labels, 13 instrument labels and their corresponding bounding boxes. The dataset is

then randomly divided into a training set of 12 videos (15602 frames with 18875 instances),

a validation set of 3 videos (2039 frames with 2263 instances), and a test set of 5 videos
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Table 6.1: Overview of four datasets

Dataset Videos Frames Resolution Task

Cataract_ours 61 85659 720 × 576 Phase, Step, Action

GraSP 13 116521 1280 × 800 Phase, Step, Action

CATARACTS 50 17077 1920 × 1080 Phase, Step

AutoLaparo 21 40211 1920 × 1080 Phase

(5939 frames with 7290 instances) for this task.

GraSP dataset [20] includes 13 robotic-assisted laparoscopic radical Prostatectomy videos,

performed with the Da Vinci SI 3000 Surgical System manufactured by Intuitive Inc. (Sun-

nyvale, California). It includes 11 phases, 21 steps, 14 actions and 7 instruments, and the

resolution is 1280 × 800. The phase and step annotations are provided by frames at one

fps, while the actions and instruments are given by frames every 35 seconds of video. Thus,

116521 frames are annotated with one phase-step pair, while 3449 have instrument and ac-

tion annotations. We split the dataset following work [20], including a training set with 8

videos (73618 frames) and a test set with 5 videos (42903 frames) for phase and step recogni-

tion, as well as a training set with 8 videos (2324 frames) and a test set with 5 videos (1125

frames) for action detection.

CATARACTS dataset [41] consists of 50 videos of cataract surgeries performed by three

surgeons at Brest University Hospital. The frame resolution is 1920 × 1080 pixels, with a

frame rate of 1 fps. The dataset includes 19 steps. Based on the step labels provided by

the dataset and the annotation requirements of Cataract_ours, we further expand the phase

labels of the CATARACTS dataset, including 5 phases, consistent with Cataract_ours.

Following the split in [41], the dataset is divided into a training set with 25 videos (17077

frames), a validation set with 5 videos (3728 frames) and a test set with 20 videos (12250
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frames).

AutoLaparo dataset [87] contains 21 videos of laparoscopic hysterectomy collected from

Prince of Wales Hospital, Hong Kong. The videos are downsampled to 1 fps with a standard

resolution of 1920 × 1080 pixels. The hysterectomy procedure is divided into 7 phases in

the dataset, and each frame is annotated with a phase label. Following the split in [87], 21

videos are divided into three subsets for training, validation, and test, containing 10 videos

(40211 frames), 4 videos (14972 frames), and 7 videos (28060 frames), respectively.

6.4.2 Evaluation Metrics

For the tasks of phase and step recognition, the performance is evaluated using four com-

monly utilized metrics: accuracy, precision, recall, and Jaccard index. Accuracy represents

the percentage of correctly classified frames across the entire video, while precision, recall,

and Jaccard are calculated as follows:

PR =
|𝐺𝑇 ∩ 𝑃 |
|𝑃 | , RE =

|𝐺𝑇 ∩ 𝑃 |
|𝐺𝑇 | , JA =

|𝐺𝑇 ∩ 𝑃 |
|𝐺𝑇 ∪ 𝑃 | (6.11)

where GT represents the ground truth set and P denotes the prediction set, respectively,

while PR, RE and JA denote the precision, recall, and Jaccard. The accuracy reflects the

proportion of correctly identified frames within a video and is video-based. Nevertheless, due

to class imbalance in the video, the influence of shorter phases or steps on overall accuracy is

minimal. To provide a more comprehensive evaluation of our model, we further employ class

(phase or step)-specific precision, recall, and Jaccard indices, which correspond to positive

predictive value, sensitivity, and the intersection-over-union between the predicted outcomes

and GT, respectively.

To evaluate the performance of action detection, we employ mean Average Precision

(mAP), a widely used metric for action detection in videos. We compute mAP at Intersection-
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over-Union (IoU) thresholds of 0.5 (mAP0.5), 0.75 (mAP0.75), and 0.95 (mAP0.95), and then

calculate their average (Avg.).

6.4.3 Implementation Details

The model is developed using Pytorch [182] and trained on an NVIDIA RTX A6000 GPU.

We utilize the AdamW optimizer with an initial learning rate of 1𝑒 − 3 and a weight decay

of 0.05. A cosine learning rate scheduler is employed, with a linear warm-up period of 10

epochs, starting at a learning rate of 1𝑒 − 6. Data augmentation techniques, including 224 ×

224 cropping, jittering, and flipping, are applied to enhance the training dataset. Following

the approach of [211], the sequence length is set to 16 frames.

To obtain subjects-related information in the surgical videos, we first train a surgical

instrument detector. Based on the CaDIS dataset [155], along with the EndoVis 2017 [152]

and EndoVis 2018 [153] datasets, the instrument detector is pre-trained using the DINO-

5scale [213] with a Swin-L [246] backbone. The trained DINO-5scale model is utilized to

predict the box-specific features and bounding boxes required for each dataset. We select

bounding boxes with a confidence threshold of 0.75.

6.4.4 Comparison with state-of-the-arts

Tables 6.2-6.9 present the results of our proposed framework compared to the current SOTA

methods across three tasks on four surgical datasets. The detailed analysis is as follows.
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6.4.4.1 Action Detection

The action detection task is the most challenging among the three tasks due to the wide

variety of action classes and the possibility of multiple different actions occurring in a single

frame. This makes learning temporal information especially demanding. In the action de-

tection task, we compare the most advanced action detection methods on the Cataract_ours

and GraSP datasets: ACTNet [163], X3D [247], Rev-MViT [248], TAPIR [21], and MViTv2

[211].

ACTNet [163] is an anchor-context action detection network that predicts action locations,

classes, and confidence scores. X3D [247] is a highly efficient spatio-temporal architecture

derived from progressively expanding a compact spatial network. Rev-MViT [248] represents

memory-efficient reversible adaptations of Vision Transformers (ViT) and Multiscale Vision

Transformers (MViT). TAPIR [21] serves as a baseline framework designed for different levels

of task. MViTv2 [211], the baseline of our framework, is a transformer-based architecture

tailored for video recognition by utilizing multiscale feature hierarchies.

For the Cataract_ours dataset, we train DSVRL on the training set, validate it on the

validation set to select the best model, and finally report the results on the testing set. As

seen in Table 6.2 , our method outperforms all other SOTA methods on the Cataract_ours

dataset, surpassing the best transformer-based method MViTv2 by 2.89% in terms of average

mAP.

For the GraSP dataset, following the split in [20], we train on the training set and test

the model on the last epoch. As shown in the table, our approach significantly outperforms

other methods, including both CNN-based and transformer-based models. This strongly

demonstrates the effectiveness of the proposed module in the action detection task. Notably,

compared to the results on phase and step tasks, the greatest improvement in our framework
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is observed in the most challenging action detection task. This aligns with our understanding

that subject information and action-related dynamics are key factors in action detection,

which are well captured by our proposed module with causal inference.

Table 6.2: Performance comparison with other state-of-the-art methods on various datasets

for action detection. The best results are highlighted in bold.

Dataset Method mAP0.5 mAP0.75 mAP0.95 Avg.

Cataract_ours

ACTNet [163] 39.23 37.22 15.31 30.59

X3D [247] 44.71 42.47 19.07 35.42

Rev-MViT [248] 41.00 38.87 17.12 32.33

TAPIR [21] 52.28 49.92 23.65 41.95

MViTv2 [211] 55.69 53.33 24.80 44.61

Ours 59.16 56.77 26.57 47.50

GraSP

ACTNet 24.22 22.41 6.00 17.53

X3D 25.42 23.04 5.45 17.97

Rev-MViT 24.57 22.43 6.31 17.77

TAPIR 26.59 24.57 5.90 19.02

MViTv2 28.11 26.13 7.20 20.48

Ours 30.13 27.47 8.24 21.95

6.4.4.2 Step Recognition

The goal of step recognition is to identify different steps of a surgical video that are directly

related to the instruments, which are the subjects involved in the surgery. In this task,

we evaluate the performance of our model based on three datasets: Cataract_ours, GraSP

[20], and CATARACT [41]. We also compare our model with the SOTA methods for step
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Table 6.3: Performance comparison with other state-of-the-art methods on Cataract_ours

dataset for step recognition.

Method
Frame Video-level Step-level

Length Accuracy Precision Recall Jaccard

NETE [201] Video 90.1±11.1 86.8±9.7 85.8±6.4 76.0±10.4

SAHC [95] Video 88.8±10.5 81.8±11.5 85.1±6.2 71.8±11.5

TeCNO [64] 30 87.5±10.5 82.1±10.8 80.1±10.9 68.5±13.1

TMRNet [200] 30 88.1±9.0 83.0±11.7 78.7±11.1 68.5±13.7

Trans-SVNet [235] 30 85.2±10.3 80.1±11.7 72.7±17.4 62.4±16.9

MViTv2 [211] 16 91.1±6.8 85.2±12.0 84.2±11.0 73.4±13.7

Ours 16 93.0±4.3 88.9±6.4 87.9±6.7 79.5±9.2

Table 6.4: Performance comparison with other state-of-the-art methods on CATARACTS

dataset for step recognition.

Method
Frame Video-level Step-level

Length Accuracy Precision Recall Jaccard

NETE Video 77.1±13.8 56.9±31.0 53.6±28.1 42.4±25.3

SAHC Video 71.5±12.2 45.4±31.3 43.7±31.4 32.8±26.1

TeCNO 30 80.4±11.9 56.6±34.3 51.6±35.0 40.4±28.1

TMRNet 30 81.2±10.6 70.1±32.4 50.7±35.5 42.3±29.6

Trans-SVNet 30 76.3±10.8 51.3±32.1 47.2±33.1 37.4±27.5

MViTv2 16 87.6±7.9 68.6±32.0 68.2±31.5 58.0±28.2

Ours 16 88.0±7.7 71.6±28.4 71.0±30.3 60.5±27.2
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Table 6.5: Performance comparison with other state-of-the-art methods on GraSP dataset

for step recognition.

Method
Frame Video-level Step-level

Length Accuracy Precision Recall Jaccard

NETE Video 50.6±8.98 38.0±30.2 32.6±28.0 20.4±18.8

SAHC Video 51.8±8.85 30.3±26.5 28.2±29.2 17.4±19.0

TeCNO 30 52.3±6.0 28.7±26.0 32.6±31.7 18.6±19.1

TMRNet 30 55.3±7.6 44.9±21.0 41.2±25.0 26.5±16.1

Trans-SVNet 30 55.6±6.4 39.5±22.3 36.6±28.2 23.4±18.5

MViTv2 16 62.3±9.9 49.6±16.4 54.1±29.1 33.0±18.0

Ours 16 63.4±10.0 51.9±14.6 53.2±24.0 34.0±15.5

recognition: NETE [201], SAHC [95], TeCNO [64], TMRNet [200], Trans-SVNet [235], and

MViTv2 [211].

NETE [201] divides the end-to-end training into an initial prediction phase and a re-

finement phase, enabling more efficient convergence and optimization. Building on NETE,

SAHC [95] is recently introduced to learn high-level segments from surgical videos, helping

to resolve ambiguities caused by low-level frame errors. The TeCNO network performs work-

flow recognition using a MS-TCN [234]. TMRNet [200] employs a memory bank to capture

long-sequence temporal information, utilizing even 30-second frame sequences in our com-

parison. Trans-SVNet [235] introduces a novel hybrid embedding aggregation transformer

for workflow recognition in surgical videos.

Table 6.3, 6.4 and 6.5 compare our method with SOTA approaches in both video-level

and step-level metrics. The standard deviation of these scores for video-level metrics reflects

variations in performance across different videos, while the standard deviation for step-level
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metrics reflects performance variability across different step classes. From Table 6.3, 6.4

and 6.5, it is clear that our method significantly outperforms other SOTA methods in both

video-level metrics (accuracy) and step-level metrics (precision, recall, and Jaccard) in the

three datasets.

Specifically, for Cataract_ours, MViTv2 is the best-performing existing method in terms

of accuracy, but our model exhibits a higher performance, with a 1.9% improvement in

accuracy. DSVRL also surpassed NETE, the champion model for step recognition, by 2.1%

in precision, 2.1% in recall, and 3.5% in Jaccard. Additionally, the tables show that while

other methods require up to 30 frames of historical data or even the entire video memory

to achieve their results, our method only requires a sequence length of 16 frames, laying the

groundwork for more efficient real-world applications.

Notably, the standard deviation of our method is generally lower than that of other ap-

proaches across all three datasets, whether in video-level or step-level metrics. This indicates

that our method, which utilizes causal relationships for step recognition, can more effectively

enhance the performance of low-sample classes and significantly mitigate the adverse effects

of class imbalance.

6.4.4.3 Phase Recognition

For the phase recognition task, we validate our model on four datasets: Cataract_ours,

GraSP [20], CATARACT [41], and AutoLaparo [87], as shown in Table 6.6, 6.7, 6.8 and

6.9. Although the number of phase classes is smaller than that of step classes, they are

still directly associated with the instruments, making our method equally effective in phase

recognition. For the Cataract_ours, GraSP [20], and CATARACT [41] datasets, we use the

same comparative methods as in step recognition. Our method consistently outperforms the

existing SOTA methods, particularly in phase-level metrics.
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Table 6.6: Performance comparison with other state-of-the-art methods on Cataract_ours

dataset for phase recognition.

Method
Frame Video-level Phase-level

Length Accuracy Precision Recall Jaccard

NETE Video 87.6±10.5 80.9±11.9 78.5±19.3 68.0±20.6

SAHC Video 86.0±12.7 78.5±14.9 79.4±14.4 67.5±19.6

TeCNO 30 87.6±10.9 81.1±12.5 82.5±10.9 70.8±16.3

TMRNet 30 87.8±7.1 79.7±14.7 79.8±14.3 68.6±19.4

Trans-SVNet 30 86.7±11.4 80.1±13.6 82.2±12.0 69.7±16.8

MViTv2 16 90.4±6.5 83.5±11.5 82.4±15.2 72.8±19.0

Ours 16 91.8±5.8 85.2±11.1 85.0±13.4 75.6±17.6

Table 6.7: Performance comparison with other state-of-the-art methods on CATARACTS

dataset for phase recognition.

Method
Frame Video-level Phase-level

Length Accuracy Precision Recall Jaccard

NETE Video 81.0±9.3 78.4±12.4 72.8±12.6 60.6±13.5

SAHC Video 80.8±9.2 74.0±12.0 77.2±9.6 61.3±12.9

TeCNO 30 86.1±6.5 81.4±9.9 83.2±5.4 70.0±9.8

TMRNet 30 85.0±8.0 81.4±7.3 80.2±5.6 67.9±7.7

Trans-SVNet 30 84.3±6.4 81.0±9.4 79.5±6.5 67.0±9.0

MViTv2 16 89.3±9.7 82.3±13.9 85.0±4.3 71.5±11.1

Ours 16 90.7±8.3 85.2±12.8 86.7±7.4 74.9±10.0
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Table 6.8: Performance comparison with other state-of-the-art methods on GraSP dataset

for phase recognition.

Method
Frame Video-level Phase-level

Length Accuracy Precision Recall Jaccard

NETE Video 72.9±8.2 76.4±14.8 68.6±24.0 55.0±22.3

SAHC Video 73.2±7.5 68.5±18.1 70.1±24.4 54.2±21.4

TeCNO 30 73.0±5.3 69.4±12.7 71.0±20.0 53.6±16.0

TMRNet 30 72.5±5.7 73.7±12.1 68.5±23.1 53.1±16.4

Trans-SVNet 30 72.4±4.0 72.9±9.8 70.3±24.4 53.4±16.9

MViTv2 16 76.1±4.8 75.6± 13.1 71.6±22.6 55.5±17.0

Ours 16 76.7±4.2 76.1±11.1 72.5±22.0 57.2±16.6

The comparative results on the AutoLaparo dataset are drawn from [250], where it can

be observed that our method significantly surpasses LoViT, with a 1.3% improvement in

accuracy, a 7.8% increase in recall, and a 4% improvement in Jaccard score. Additionally,

while other methods require a frame length of 30 frames or even the entire video as input, our

method achieves superior performance with only 16 frames of historical information. The

standard deviation of our method is also consistently lower than that of the comparative

approaches, further highlighting its advantage in improving the performance of low-sample

classes.

6.4.4.4 Comparison Performance on Few-sample Classes

As shown in Figure 6.6, we visually compare the performance of our method with ex-

isting approaches on classes with fewer samples in the phase and step recognition based

on the Cataract_ours and GraSP datasets. For example, for phase recognition on the
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Table 6.9: Performance comparison with other state-of-the-art methods on AutoLaparo

dataset for phase recognition.

Method
Frame Video-level Phase-level

Length Accuracy Precision Recall Jaccard

SV-RCNet [91] 10 75.6 64 59.7 47.2

TMRNet 30 78.2 66 61.5 49.6

TeCNO 30 77.3 66.9 64.6 50.7

Trans-SVNet 30 78.3 64.2 62.1 50.7

AVT [249] 30 77.8±9.4 68 62.2 50.7

LoViT [250] 3000 81.4±7.6 85.1 65.9 55.9

MViTv2 16 81.9±9.7 75.4±9.6 72.8±13.1 59.3±11.0

Ours 16 82.7±9.7 76.4±11.2 73.7±14.2 59.9±13.3

Cataract_ours dataset, we compare our method’s performance with that of SAHC [95],

TMRNet [200], and MViTv2 [211] for classes 1, 3 and 4, using precision as the evaluation

metric (class-level). The results clearly show that our method achieves the best performance.

In step recognition, we select a more significant number of few-shot classes for comparison

(7 classes in the Cataract_ours dataset). Although our method does not achieve the best

performance in every class, it performs excellently in the vast majority of classes. This

indicates that our method demonstrates stable performance improvement in few-shot classes.

Moreover, for step recognition on the GraSP dataset, for the three classes with the fewest

samples, classes 6, 12, and 11, both SAHC [95] and TMRNet [200] fail to detect or partially

detect these classes. In contrast, our method not only detects these classes but also maintains

strong performance in recognition.
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（a）Cataract_ours dataset 

（b）GraSP dataset

a. Phase recognition b. Step recognition

a. Phase recognition b. Step recognition

Figure 6.6: Visualization comparison on few-sample classes to quantitatively demonstrate

enhanced effectiveness.

6.4.5 Ablation Study

6.4.5.1 Study on Key Modules

We conduct ablation experiments on the three tasks in Cataract_ours to validate the contri-

butions of key modules, including the SCM and ACIM, with the results presented in Table

6.10. The models excluding the SCM and ACIM serve as our baseline models, which are

built upon the MViTv2 framework and supplemented with different task-specific losses and

output heads. To reduce computational costs, all of our improvements are applied to the

final block. We compare the effects of adding the SCM to the baseline model, as well as the

combination of the SCM and ACIM.
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For action detection, compared to the baseline model, an increase of 1.95% (55.69% v.s.

57.64%), 1.78% (53.33% v.s. 55.11%), and 0.73% (24.80% v.s. 25.53%) in mAP0.5, mAP0.75,

and mAP0.95 metrics, respectively, are achieved by introducing the SCM. This highlights

the critical role of subject-centric spatio-temporal information in video representation. After

further integrating the ACIM, the performance across various tasks is enhanced by significant

margins: 1.52% (57.64% v.s. 59.16%) in mAP0.5, 1.66% (55.11% v.s. 56.77%) in mAP0.75,

and 1.04% (25.53% v.s. 26.57%) in mAP0.95. This demonstrates that reducing the influence

of confounding factors in causal reasoning can significantly boost model performance.

Ablation experiments on phase and step recognition exhibit similar patterns as those

observed in the action detection task. In step recognition, after incorporating both key

modules into the baseline, our model significantly outperforms the MViTv2 model by 1.52%

(57.64% v.s. 59.16%), 1.66% (55.11% v.s. 56.77%), and 1.04% (25.53% v.s. 26.57%) in terms

of accuracy, precision, recall, and Jaccard, respectively. For phase recognition, compared to

the baseline model, an increase of 1.52% (57.64% v.s. 59.16%), 1.66% (55.11% v.s. 56.77%),

and 1.04% (25.53% v.s. 26.57%) is achieved after adding the two key modules in terms

of accuracy, precision, recall, and Jaccard, respectively. These also fully demonstrate the

effectiveness of SCM and ACIM across the three tasks.

Notably, compared to video-level metrics, the standard deviation in phase or step-level

metrics is significantly reduced, especially after adding the ACIM. In the step task, the

addition of the ACIM reduce the standard deviation of precision by 5.6%, recall by 4.3%,

and Jaccard by 4.5%. In the phase task, while adding the SCM to the baseline improves

performance across all four metrics, the standard deviation of precision, recall, and Jaccard

also increases after introducing the SCM. However, after incorporating the ACIM, not only is

the performance in the phase task improved, but the standard deviation in phase-level metrics

is also significantly reduced, even falling below the baseline model’s standard deviation by

approximately 1.0%. This clearly demonstrates the importance of our model, particularly
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Table 6.10: Ablation study on key components for action detection, step recognition, and

phase recognition on the Cataract_ours dataset.

Modules Action Detection

SCM ACIM mAP0.5 mAP0.75 mAP0.95 Avg.

55.69 53.33 24.8 44.61

✓ 57.64 55.11 25.53 45.76

✓ ✓ 59.16 56.77 26.57 47.50

Modules Step Recognition

SCM ACIM Accuracy Precision Recall Jaccard

91.1±6.8 85.2±12.0 84.2±11.0 73.4±13.7

✓ 91.1±5.2 86.4±10.7 84.7±7.3 74.7±10.7

✓ ✓ 93.0±4.3 88.9±6.4 87.9±6.7 79.5±9.2

Modules Phase Recognition

SCM ACIM Accuracy Precision Recall Jaccard

90.4±6.5 83.5±11.5 82.4±15.2 72.8±19.0

✓ 91.2±6.3 84.6±12.5 83.4±17.9 73.4±20.2

✓ ✓ 91.8±5.8 85.2±11.1 85.0±13.4 75.6±17.6

the ACIM, in addressing the class imbalance problem. By eliminating the influence of non-

causal confounding factors, the performance of minority classes is less affected by the bias

toward majority classes in the model.

The t-SNE visualization in Figure 6.7 highlights the impact of our key model components

on improving class distinguishability. The blue circle in the figure demonstrates that by

adding these components, the model reduces the overlap between classes and enhances the
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Figure 6.7: T-SNE visualization results of (A) baseline, (B) baseline+SCM and (C) Ours in

phase, step and action tasks. The blue circle indicates improvement in effectiveness. Due

to space constraints, for action detection, only the distribution of the 11 challenging action

classes related to the instrument "cannula" and "capsulorhexis forces" is shown in the figures,

illustrating our method’s enhanced performance on these difficult action classes.

separation across three different tasks. For action detection, we focus on eleven action

classes, which are generated by two different instruments: the cannula, with action classes

ranging from 10 to 16, and the capsulorhexis forceps, with action classes spanning from 17 to
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20. These action classes naturally exhibit significant spatial similarity and pose classification

challenges. In the baseline model (Figure 6.7), these classes are mixed together, making them

hard to distinguish. However, after incorporating our proposed modules, the distinction

between these classes, as indicated by the blue circle, becomes much clearer.

6.4.5.2 Study on Attention Setting

Table 6.11 shows an ablation study on the impact of attention mechanisms and query types

within our SCM, evaluated using mAP0.5, mAP0.75, and mAP0.95, and the average mAP.

Using self-attention with only visual features (V, self) yields the lowest performance, with

an average mAP of 44.61%, particularly underperforming at higher thresholds like mAP0.95.

Adding subject and visual features (S+V) with self-attention slightly improves the average

mAP to 45.06%, demonstrating the benefit of combining these feature types. Cross-attention

mechanisms further boost performance, with visual features as the query (S+V, cross) achiev-

ing an average mAP of 45.58%, highlighting its ability to better capture interactions between

features. The best results are obtained when subject features are used as the query in the

cross-attention setup (S+V, cross), achieving an average mAP of 45.76%, with particularly

strong performance at mAP0.75. These findings emphasize the effectiveness of cross-attention

in integrating subject and visual features to improve performance.

6.4.5.3 Study on Confounder Types

Table 6.12 presents an ablation study evaluating the impact of different confounder types

within our ACIM on model performance. The results show that random confounders, which

likely introduce noise or less relevant information, yield the lowest performance, with an av-

erage mAP of 46.40% and a relatively poor result at mAP0.95 (25.55%). Incorporating either

ROI features (ROI) or subject features (S) individually improves performance, achieving av-
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Table 6.11: Ablation study on attention structure.

Attention Query mAP0.5 mAP0.75 mAP0.95 Avg.

V, self V 55.69 53.33 24.8 44.61

S+V, self S 57.01 54.51 23.67 45.06

S+V, cross V 56.86 54.46 25.44 45.58

S+V, cross S 57.64 55.11 24.53 45.76

V:visual features; S: subject features.

Table 6.12: Ablation study on confounder types.

Confounder mAP0.5 mAP0.75 mAP0.95 Avg.

Random 58.09 55.54 25.55 46.40

ROI 58.27 55.72 26.72 46.90

S 58.31 55.77 26.01 46.70

ROI+S 59.16 56.77 26.57 47.50

ROI: roi features; S: subject features.

erage mAPs of 46.90% and 46.70%, respectively, with ROI slightly outperforming subject

features at higher thresholds like mAP0.95. The best performance is observed when both

ROI and subject features (ROI+S) are combined, as shown in Figure 6.4, achieving the

highest average mAP of 47.50%, with notable improvements across all thresholds, especially

at mAP0.75 and mAP0.5. Overall, the results demonstrate the importance of utilizing both

spatial (ROI) and subject-level features for optimal performance in handling confounding

variables.
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6.4.5.4 Study on Cluster Methods

To verify the effectiveness of different clustering methods within our ACIM, we conduct ex-

periments using six different clustering methods, as shown in Table 6.13. Spectral Clustering

(SC) [251] utilizes the eigenvalues of a similarity matrix to reduce dimensionality before ap-

plying a clustering algorithm. It is particularly effective for identifying non-convex clusters.

Agglomerative Clustering (AC) is a hierarchical method that iteratively merges clusters, rep-

resented in a dendrogram [252]. DBSCAN groups closely packed points, marking outliers.

Suitable for arbitrary shapes and robust to noise [253]. Gaussian Mixture Model (GMM)

assumes data is generated from a mix of Gaussian distributions, using the EM algorithm for

parameter estimation [254]. OPTICS extends DBSCAN to handle varying densities and gen-

erates a reachability plot for structure visualization [255]. K-means++ improves K-means

by optimizing centroid initialization, reducing poor clustering risks [256].

Among the methods, SC achieves moderate performance with an average mAP of 46.53%

but shows limited effectiveness at higher thresholds like mAP0.95 (25.6%). Similarly, AC

and DBSCAN perform comparably, with average mAP scores of 46.17% and 46.13%, re-

spectively, showing slightly weaker results overall. GMM and OPTICS outperform these

methods, achieving average mAPs of 46.91% and 47.01%, with OPTICS delivering slightly

better performance across all thresholds. Notably, Kmeans++ achieves the highest perfor-

mance, with an average mAP of 47.50% and the best scores across all thresholds, including

mAP0.5 (59.16%), mAP0.75 (56.77%) and mAP0.95 (26.57%). These results demonstrate

that Kmeans++ is the most effective clustering method for this task, likely due to its ability

to initialize centroids more efficiently, leading to improved convergence and better cluster

assignments.
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Table 6.13: Ablation study on cluster methods.

Cluster Method mAP0.5 mAP0.75 mAP0.95 Avg.

SC 58.27 55.72 25.6 46.53

AC 57.87 55.38 25.24 46.17

DBSCAN 57.89 55.16 25.34 46.13

GMM 58.51 56.03 26.19 46.91

OPTICS 58.68 56.24 26.12 47.01

Kmeans++ 59.16 56.77 26.57 47.50

6.4.5.5 Study on Confounder Size

Table 6.14 presents an ablation study examining the effect of different confounder sizes within

our ACIM on the model’s performance, evaluated through mAP0.5, mAP0.75, and mAP0.95,

and the average mAP. Using a confounder size of 64 yields an average mAP of 46.52%,

with relatively modest performance across all thresholds. Increasing the confounder size to

128 results in the highest performance, achieving an average mAP of 47.50%, with the best

results for mAP0.5 (59.16%) and mAP0.75 (56.77%). This suggests that a size of 128 offers a

balanced representation that captures sufficient context while avoiding redundancy or noise,

leading to improved accuracy.

However, as the confounder size continues to grow beyond 128, the performance begins to

degrade. For instance, sizes of 256 and 512 result in lower average mAP scores of 46.34% and

46.07%, respectively. This decline may indicate that overly large confounder sizes introduce

unnecessary complexity or dilute meaningful features, which negatively impacts the model’s

ability to focus on relevant information.

Interestingly, while a confounder size of 1024 achieves the highest mAP0.95 (26.73%), its
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Table 6.14: Ablation study on confounder sizes.

Confounder Size mAP0.5 mAP0.75 mAP0.95 Avg.

64 58.19 55.66 25.7 46.52

128 59.16 56.77 26.57 47.50

256 57.55 55.03 26.44 46.34

512 57.13 54.71 26.37 46.07

1024 57.42 55.23 26.73 46.11

overall performance remains suboptimal, with an average mAP of 46.11%. These findings

highlight that selecting an appropriate confounder size enables a better representation of the

confounders.

6.4.5.6 Study on Pre-trained Dataset

In this ablation study, we compare the performance of models pretrained on three distinct

datasets: ImageNet, SSv2, and Kinetics on the task of action detection, as shown in Table

6.15. ImageNet, widely used for image classification tasks, contains millions of labelled

images spanning numerous classes and serves as a foundational benchmark for visual tasks

[145]. SSv2 (Something-Something V2) is a large-scale video dataset focused on human-

object interactions, specifically designed for action recognition tasks [257]. Kinetics, another

video dataset, consists of a wide variety of human actions, making it highly suitable for

temporal dynamics and action recognition [147].

Pre-training on the ImageNet dataset results in the lowest performance, with an average

mAP of 24.72% and particularly weak results across all thresholds, such as mAP0.95 (12.58%).

This indicates that ImageNet, being designed for image-level tasks, provides limited benefits
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Table 6.15: Ablation study on pre-trained datasets.

Pretrain Method mAP0.5 mAP0.75 mAP0.95 Avg.

ImageNet 31.73 29.84 12.58 24.72

SSv2 52.28 50.15 23.06 41.83

Kinetics 59.16 56.77 26.57 47.50

for temporal action detection tasks that require capturing temporal dependencies. In con-

trast, pre-training on the SSv2 dataset yields significantly better results, with an average

mAP of 41.83%. The improvement highlights the effectiveness of using a video dataset like

SSv2, which contains motion and temporal information, making it more suitable for action

detection tasks. Notably, pre-training on the Kinetics dataset achieves the highest perfor-

mance, with an average mAP of 47.50% and the best scores across all thresholds, including

mAP0.5 (59.16%), mAP0.75 (56.77%) and mAP0.95 (26.57%). The superior results suggest

that Kinetics, with its diverse and large-scale action-focused data, provides a more com-

prehensive representation of temporal features, thereby significantly enhancing the model’s

ability to detect motions. These findings underline the importance of selecting a pre-training

dataset that aligns closely with the target task’s requirements.

6.4.6 Generalization Analysis

Table 6.16 presents a comprehensive analysis of phase recognition generalization experiments

between the CATARACTS and Cataract_ours datasets. The evaluation is conducted at both

video-level (accuracy) and phase-level (precision, recall, and Jaccard). Our method demon-

strates superior performance in both transfer directions, Cataract_ours → CATARACTS

and CATARACTS → Cataract_ours, with consistently high accuracy and phase-level met-

rics. The superior results indicate that our model effectively captures the underlying causal
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Table 6.16: Comparison of generalization experiments between the Cataract_ours and

CATARACTS.

Method
Video-level Phase-level

Accuracy Precision Recall Jaccard

Cataract_ours → CATARACTS

NETE 43.5±7.9 61.8±28.7 40.8±33.6 22.4±16.0

SAHC 37.7±6.1 46.2±25.5 31.5±34.2 12.4±12.1

TeCNO 36.7±7.6 49.1±28.7 31.0±34.5 16.2±14.1

TMRNet 40.1±8.6 44.2±24.2 35.1±32.4 17.5±13.8

Trans-SVNet 38.3±7.2 43.1±28.4 31.2±34.9 13.3±12.1

MViTv2 55.6±5.9 57.3±20.2 34.7±25.5 37.3±16.1

Ours 66.6±6.8 62.5±16.7 59.9±20.6 43.6±13.9

CATARACTS → Cataract_ours

NETE 36.1±13.4 49.5±30.8 27.3±36.2 11.4±11.0

SAHC 47.1±14.5 50.3±30.0 39.0±24.8 22.0±16.5

TeCNO 41.6±13.0 50.8±33.2 35.1±27.0 22.4±14.1

TMRNet 38.0±16.9 45.3±30.1 34.4±21.9 15.8±13.7

Trans-SVNet 32.0±12.2 50.9±34.3 34.4±21.9 14.0±13.1

MViTv2 55.4±15.7 53.2±21.7 45.9±16.9 32.1±14.9

Ours 58.9±13.7 53.5±24.1 51.9±16.8 34.1±13.9

relationships, enabling better generalization across different datasets.

In the Cataract_ours→ CATARACTS transfer, our approach achieves the highest video-

level accuracy of 66.6±6.8%, significantly outperforming all other methods, including MViTv2,
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（a） CATARACTS ->Cataract_ours 

（b）Cataract_ours ->CATARACTS

Figure 6.8: Visualization of generalization experiments between Cataract_ours and

CATARACTS on accuracy, precision, recall, and jaccard metrics.

which only reaches 55.6±5.9%. At the phase-level, our method also excels, with a precision

of 62.5±16.7%, a recall of 59.9±20.6% and a Jaccard of 43.6±13.9%. Moreover, our model

achieves the highest Jaccard score of 43.6±13.9%, which further illustrates its ability to ac-

curately segment and recognize phases, resulting in more precise predictions across different

phases. In the reverse transfer, CATARACTS → Cataract_ours, our method maintains its

lead, achieving a video-level accuracy of 58.9±13.7%, compared to MViTv2’s 55.4±15.7%.

Additionally, at the phase-level, our method achieves a precision of 53.5±21.4%, a recall of

51.9±16.8%and a Jaccard score of 34.1±13.9%, again outperforming other approaches. The

results highlight the proposed method’s superior generalization ability and effectiveness in

adapting across datasets. A notable advantage of our method lies in its consistently lower

standard deviation across both video- and phase-level metrics. This lower variance indicates

more stable and reliable predictions, as our model generalizes effectively across different

datasets with less fluctuation compared to competing methods.

As shown in Figure 6.8, we visualize the comparison between two generalization experi-

ments, CATARACTS→ Cataract_ours and Cataract_ours→ CATARACTS, across differ-
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ent methods, and present the comparison results on four metrics. The blue line in the figures

represents the performance of different methods on the same dataset, while the green line

indicates the performance of different methods on cross-dataset generalization experiments.

For example, in Figure 6.8 (a), "Cataract_ours*" refers to the performance of a model

trained on CATARACTS, evaluated on the Cataract_ours dataset. The red line highlights

the differences in experimental results across various metrics. It is evident that the red line

for our method is generally shorter across all metrics, further demonstrating the superior

generalization capability of our approach compared to existing methods.

6.4.7 Visualisation and Analysis

6.4.7.1 Action Detection

Figure 6.9 presents the visual results of our method compared to existing approaches in the

action detection task. The datasets of this task involve numerous classes, with each instru-

ment corresponding to multiple actions. Since actions performed by the same instrument

often have similar spatial features, this task poses significant challenges. As shown in the

first row of Figure 6.9 (a), on the Cataract dataset, the samples with the actions "lens-hook

pull" and "phacoemulsifier push" are rare in the dataset, making them difficult to identify

accurately. While other methods misclassify these actions as other multi-sample classes, such

as "lens-hook grasp" and "phacoemulsifier aspirate", our method detects the current action

with high confidence and accuracy.

On the GraSP dataset, as shown in the second row of Figure 6.9 (b), one frame contains

three instruments and five actions, making it extremely challenging to detect each action fully

and accurately. This requires the model to not only identify each instrument accurately but

also extract the spatio-temporal features of each instrument to predict the corresponding
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Figure 6.9: Qualitative comparisons for action detection. Action detection locations of

Ground Truth (GT) are indicated by green boxes, while the predicted action locations are

shown with orange boxes. We also present the recognition results for GT (sky blue), right

predictions (sky blue) and wrong predictions (light purple), along with the model’s confi-

dence.

actions. While other methods can only partially detect actions, our method is the only one

capable of accurately and fully detecting all actions in the current frame, maintaining high

confidence levels. These examples further demonstrate the effectiveness and robustness of

our method in action detection while also highlighting its advantage in detecting few-shot

classes.

6.4.7.2 Step Recognition

We illustrate the visual results of step recognition on full video sequences in Figure 6.10. We

select video clips that cover most surgical steps and present the typical workflow procedures

in both laparoscopy and cataract surgery. Figure 6.10 shows the recognition results using
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Figure 6.10: Color-coded ribbon illustration for two complete surgical videos on step recog-

nition. The time axes are scaled for better visualization.

color-coded ribbons across five different methods from two datasets: Cataract_ours and

GraSP. Additionally, we visualize segments that are prone to misclassification, as indicated

by the numbered ribbons in the figure.

On the Cataract_ours dataset, it is evident that our method’s class distribution is most

similar to the GT. For instance, at position 3, the recognition of class S9 is challenging due

to the incomplete instrument visibility in the video. While other methods often misclassify

this step as S6 or S5, our method accurately identifies the correct step by leveraging mul-

tifaceted information. On the GraSP dataset, there are 21 step classes, and the complexity

of endoscopic operations further increases the difficulty of recognition. For example, at po-

sition 3, the instrument occupies a small portion of the frame. At positions 2 and 4, the

162



6.5. Summary

instruments are partially obscured, making it difficult to detect them fully. In these cases,

the recognition task heavily relies on the model’s ability to read and analyze spatio-temporal

context. Despite these challenges, our method consistently captures key, relevant informa-

tion and correctly identifies the steps, outperforming existing methods. This demonstrates

the effectiveness and robustness of our approach in step recognition tasks.

6.4.7.3 Phase Recognition

We present the visual results of phase recognition on full video sequences in Figure 6.11.

Similar to step recognition, Figure 6.11 shows the recognition results using color-coded rib-

bons across five different methods from two datasets: Cataract_ours and GraSP. On the

Cataract_ours dataset, at positions 1 and 2, due to instrument blurring, existing methods

misclassify these phases as P0, while our method accurately identifies them as P1. At po-

sition 4, due to the similarity between instruments in phases P3 and P4, other methods

incorrectly label this phase as P4, whereas our method correctly classifies it.

On the GraSP dataset, at position 3, the overlap between instruments makes it easy to

misclassify this phase as P0. However, our method effectively incorporates causal information

relevant to phase recognition, leading to the correct identification of this phase.

6.5 Summary

In this chapter, we propose a causality-inspired framework for surgical video representation

learning, providing a unified solution for tasks across multiple granularity levels, including

phase recognition, step recognition, and action detection. Specifically, we first utilize cross-

attention blocks to build a subject-centric module to make our model focus on instruments’

key role in surgical activities, offering a more efficient, compact representation by emphasizing

163



6.5. Summary

(a) Cataract_ours

P0

SAHC

TMRNet

MViTv2

Ours

GT

P1

P2

P3

P4

1

4

2

3

1 2

3 4

(b) GraSP

SAHC

TMRNet

MViTv2

Ours

GT

1

4

2

3

P0

P1

P2

P3

P4

P5

P6

P7

P8

P9

P10

1 2

3 4

Figure 6.11: Color-coded ribbon illustration for two complete surgical videos on phase recog-

nition. The time axes are scaled for better visualization.

instrument-centric information. By integrating causal intervention techniques, our method

effectively addresses the confounding biases that often arise in the understanding of the

surgical scene, ensuring that the model learns pure causal relationships rather than spurious

correlations. The results demonstrate that our method significantly improves recognition

performance while mitigating the impact of confounders. This advancement contributes to

the development of more reliable computer-assisted surgical systems, capable of providing

context-aware assistance to the surgical team. Future work will explore further refinements

of the deconfounding mechanism and its application to a broader range of surgical tasks.
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7.1. Introduction

The preceding chapters have built a comprehensive approach to surgical understanding:

Chapter 4 focused on fine-grained detection, Chapter 5 built a hierarchical framework, and

Chapter 6 introduced a causal framework to enhance robustness and mitigate spurious cor-

relations. However, a persistent challenge highlighted in Chapter 1 remains: the limited

generalization of models across different clinical environments (domain shift). The mod-

els developed thus far, while robust, have not been validated in a large-scale, multi-center

generalization study. This final technical chapter addresses this critical gap by proposing a

foundation model specifically designed and validated for robust multi-level workflow recog-

nition across multiple clinical centers.

7.1 Introduction

The significant global burden of ophthalmic diseases has led to a substantial increase in

surgical procedures, making them among the most frequently performed in clinical practice

[258–260]. The outcomes of these delicate surgeries are critically dependent on procedu-

ral precision, which directly impacts patient recovery and visual prognosis. However, the

conventional analysis of surgical workflows relies heavily on expert review, which is often

subjective and suffers from significant inter-rater variability, leading to inconsistencies and a

lack of standardization across different surgeons and institutions [154, 261]. This variability

can obscure crucial insights into the factors that determine postoperative success, such as

intraoperative decision-making and the sequence of actions. Furthermore, the increasing

complexity of modern techniques, including minimally invasive approaches, intensifies the

need for robust and objective analytical tools. Recent advances in AI present a promis-

ing path toward an objective and scalable analysis of surgical workflows, with significant

applications in training, quality assurance, and procedural optimization [6, 262, 263].
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While AI has made considerable strides in surgery, much of the research has focused on

MIS under endoscopic vision, which benefits from relatively standardized workflows and

imaging [47, 264, 265]. Ophthalmic surgery, however, introduces a unique set of challenges.

In contrast to MIS, which often uses a more uniform set of tools, ophthalmic procedures

like cataract surgery require a diverse array of specialized microsurgical instruments, such

as phacoemulsification tips, designed for specific and delicate ocular structures [42]. This in-

strument diversity, combined with the fine-scale anatomical environment of the eye, presents

a sharp contrast to the more generalized framework of endoscopic MIS. Consequently, AI

systems developed for MIS cannot be directly transferred to ophthalmology; they require

tailored algorithms capable of addressing the unique technical and structural complexity of

microsurgery.

Within ophthalmic surgery, AI research has primarily concentrated on high-volume, stan-

dardized procedures like cataract surgery, where large datasets have enabled progress in

workflow recognition [103, 189, 266]. However, a critical challenge remains that significantly

limits the real-world applicability of these models: poor generalization. Models trained on

data from one hospital often fail to perform reliably when tested on surgical videos from

another medical center due to variations in technique, equipment, and camera setups [47,

267]. This "domain shift" is a well-recognized barrier in medical AI, and overcoming it is

essential for developing tools that are robust and trustworthy enough for widespread clinical

use [267]. The need to move beyond single-center models toward a more universal solution

motivates the development of a foundational AI system capable of understanding cataract

surgery across these diverse conditions.

To address these limitations, this thesis argues that a foundation model approach is the

most effective strategy for achieving robust domain generalization. Unlike single-center mod-

els that overfit to specific environments, a foundation model trained on a large and diverse

multi-center corpus (as detailed in Section 7.3.1) is forced to learn domain-invariant repre-
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sentations. By learning the fundamental patterns of surgery rather than superficial, hospital-

specific cues, such a model can overcome the domain shift barrier. Therefore, we propose

the Comprehensive Ophthalmology Surgery (COS) Model, a pioneering foundation model in

surgical AI designed for holistic and multi-level workflow understanding in cataract surgery,

as illustrated in Figure 7.1. Constructed upon a unified network architecture, the COS Model

simultaneously performs hierarchical task recognition—identifying phases, steps, and sub-

steps—to enable a detailed decoding of the intraoperative workflow. It demonstrates robust

versatility across various cataract surgery contexts without requiring task-specific modifica-

tions. Through extensive multi-center validation using surgical videos from operators with

diverse expertise across multiple institutions, the model confirms its strong performance,

outperforming existing methods for procedural segmentation.

7.2 Methodology

7.2.1 Overview

Our Comprehensive Ophthalmology Surgery (COS) model implements a unified vision-based

architecture for surgical workflow recognition across diverse ophthalmic procedures (Figure

7.2). The framework employs a hierarchical feature extraction approach that decouples spa-

tial and temporal representation learning. Initially, robust spatial features are extracted

through a Vision Transformer (ViT) encoder initialized with parameters from foundation

model pretraining (Figure 7.1), enabling effective capture of anatomical structures, instru-

ment configurations, and tissue manipulation patterns within individual frames. This spatial

encoding is followed by dedicated temporal modeling to capture procedural dynamics, tech-

nical transitions, and surgeon-specific workflow patterns across sequential frames. This ar-

chitecture design addresses the fundamental challenge in surgical video analysis—balancing
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Figure 7.1: Workflow of this study. a. A pre-trained model: massive surgical videos from

publicly available datasets and unlabeled videos are collected to pretrain the light Vision

Transformer (ViT). b. Dataset Construction: multi-center ophthalmology surgical videos

were converted to images for dataset construction. All frames from the datasets were an-

notated by annotators and reviewed by the expert surgeon. The annotation includes phase

and step. c. Model Development: labeled surgical videos are used to train the COS model,

which included pretrained ViT capturing spatial information and temporal ViT for tempo-

ral features among frames. d. Model evaluation: our COS model is tested on multi-center

datasets. Its performance was evaluated using some metrics and feature/results visualization

and compared with surgeon. COS Model: Comprehensive Ophthalmology Surgical Model.

fine-grained spatial understanding (critical for instrument and anatomical recognition) with

temporal continuity modeling (essential for phase boundary detection and operation smooth-

ness characterization).
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7.2.2 Spatial Vision Transformer (ViT)

Recently, the vision transformer [268] has achieved most of the focus for feature learning

from images and has become a classical method for image feature representation. Thus, we

adopt the vision transformer as the backbone to extract the spatial features of frames in

one GOP. To enhance the ability of the feature representation, we adopt the SAM-leveraged

Masked Image pertaining (SAMI) framework introduced by Effcient-SAM [269] to pre-train

the model on a relatively large set of images without labels. The backbone of the SAM

model is adopted as the teacher model, and one ViT-Tiny (ViT_t) model [270] is adopted

as the student model. Given one image, we randomly mask some pixels in it, and then

the unmasked part is fed to the student model mapped as the encoded features. Then, the

unmasked features and the masked tokens will feed to one decoder comprising several cross-

attention modules to reconstruct the features that the teacher models with the whole image

extracts. Different from the original Effcient-SAM [269], we introduced a random selection

of one blur algorithm as an additional augmentation step. Concurrently, ColorJitter was

applied as a data augmentation technique. The blur methods incorporated in our study

included simple blur, box blur, and Gaussian blur.

7.2.3 Temporal Vision Transformer (ViT)

The temporal information between frames is also a significant part of the tasks, such as video

phase classification. As the spatial ViT extracts the spatial features of frames, we can use

the class token in the ViT to represent the features of one frame inspired by [268]. Thus, the

temporal information can be extracted from the class tokens from frames. Given K frames,

we get the spatial features 𝐹𝑠 ∈ R𝐾×𝐿×𝐷 after the spatial ViT where K is the number of

frames, L is the length of the features which equal 𝐻 ×𝑊 + 1, D is the dimension of the

features. Then, we can get the class token 𝐹𝑐𝑙𝑠 ∈ R𝐾×𝐷 from 𝐹𝑠. Following the self-attention
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Figure 7.2: Flowchart of our Comprehensive Ophthalmology Surgical (COS) Model for com-

prehensive ophthalmology surgical learning. The COS Model incorporates a two-step process

for surgical learning in ophthalmology. In the first step, spatial features are extracted using

the Vision Transformer (ViT) as the encoder, leveraging its pre-trained parameters. Recog-

nizing the unique demands of surgical video analysis, we introduce a second step dedicated

to temporal feature learning. This approach ensures a nuanced understanding of both spatial

and temporal dimensions crucial for comprehensive surgical education.

mechanism, the query, key, and value are extracted from 𝐹𝑐𝑙𝑠 by the linear project 𝑊𝑞, 𝑊𝑘 ,

and𝑊𝑣. The attention 𝑎𝑡𝑡 ∈ R𝐾×𝐾 is generated by the product by query and key, the process

is as follows:

𝑎𝑡𝑡 = 𝑆𝑜 𝑓 𝑡𝑚𝑎𝑥(𝑊𝑞 (𝐹𝑐𝑙𝑠) ·𝑊𝑘 (𝐹𝑐𝑙𝑠)𝑇 ) (7.1)

Then we can product the value to get the temporal features 𝐹𝑡 , which can be described as:

𝐹𝑡 = 𝑎𝑡𝑡 ·𝑊𝑣 (𝐹𝑐𝑙𝑠) + 𝐹𝑐𝑙𝑠 (7.2)

171



7.3. Experiments

As the structure of the transformer block, we also use Feed-Forward Network (FFN) to

achieve the features in 𝐹𝑡 and help with the representation. Thus, the final output is achieved

by:

𝐹′𝑡 = 𝐹𝐹𝑁 (𝐹𝑡) + 𝐹𝑡 (7.3)

Through this whole process, the interaction between frames is complete and temporal infor-

mation is captured.

The videoclip classifier in our framework uses MViT [211, 212] to accurately classify the

phases and steps of instrument operation. First, the module concatenates contextual features

at each time step into a single vector. Then, the vector is processed through average pooling,

which averages the combined vectors over the temporal dimension. Lastly, a linear layer maps

the pooled spatial-temporal information to phase and step classes.

7.3 Experiments

7.3.1 Cataract Datasets

Ethical approval: All cataract datasets utilized in this study—comprising cataract sur-

gical videos from Shenzhen First People’s Hospital and Eye Hospital of Wenzhou Medical

University—were collected under institutional review board approvals (reference numbers:

LL-KY-2020220, 2023-J-065) with appropriate informed consent procedures in accordance

with the Declaration of Helsinki. Comprehensive de-identification protocols were imple-

mented prior to any computational processing or model development activities to ensure

patient privacy and data security compliance. All personally identifiable information, in-

cluding but not limited to patient demographics, case identifiers, and timestamp metadata,

was removed following institutional standards for anonymization of surgical video content.
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The complete de-identification workflow was independently verified by institutional data

protection officers at each contributing center to confirm adherence to both local regulatory

requirements and international data protection standards.

Surgery illustration: Cataract surgery represents a high-precision ophthalmic interven-

tion performed when lens opacification significantly impairs visual function and quality of

life. The procedural workflow involves creating a microincision, removing the clouded crys-

talline lens, and implanting an artificial Intraocular Lens (IOL). The technical execution of

this procedure directly influences both safety outcomes and visual rehabilitation. Subopti-

mal surgical technique can precipitate significant complications including endophthalmitis,

persistent corneal edema, cystoid macular edema, retinal detachment, or posterior capsular

opacification–each potentially compromising visual recovery and necessitating additional in-

terventions. Beyond these complications, technical precision during capsulorrhexis creation,

nuclear disassembly, and IOL positioning critically determines postoperative refractive out-

comes. Even minor deviations in IOL centration, tilt, or axial position can induce unwanted

astigmatism, higher-order aberrations, or refractive surprise that compromises uncorrected

visual acuity. Cataract surgery shares fundamental requirements for meticulous tissue han-

dling, precise spatial navigation within confined anatomical spaces, and surgeon-specific

decision-making patterns that adapt to individual patient characteristics. These similar

technical and cognitive demands make both procedures excellent candidates for computa-

tional workflow analysis.

Surgical phase and step Annotations: For computational analysis of cataract surgical

workflows, we compiled a comprehensive multi-institutional dataset comprising 182 videos

(135,396 frames) from routine phacoemulsification procedures without significant intraoper-

ative complications. This dataset integrated 21 videos (15,771 frames) from Eye Hospital of

Wenzhou Medical University (WZH), 50 videos (68,097 frames) from Shenzhen First Peo-

ple’s Hospital (SZH), and 101 videos (50,528 frames) from the publicly available Cataract-101
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benchmark dataset. All surgical recordings underwent standardized retrospective annotation

[271] performed by a multidisciplinary team of ophthalmologists with expertise in anterior

segment surgery. The annotation framework employed a hierarchical taxonomy based on

the standardized operative protocol established at Klinikum Klagenfurt, with procedural

segmentation into 5 distinct phases and 11 constituent technical steps (detailed in Table

7.1). We explicitly incorporated ‘idle’ segments as a distinct procedural element to enable

comprehensive workflow characterization.

Multi-center Datasets: For computational workflow analysis of cataract surgery, we

assembled a multi-institutional dataset of 172 phacoemulsification procedures from three

distinct sources: Eye Hospital of Wenzhou Medical University (WZH; n=21), Shenzhen

First People’s Hospital (SZH; n=50), and the publicly available Cataract-101 benchmark

collection (n=101) [271]. This diverse dataset enabled rigorous evaluation of our model’s

generalizability across varying institutional settings. While phacoemulsification technique

follows relatively standardized procedural steps across institutions, we documented notable

inter-center variations in instrumentation preferences, phacoemulsification platforms, and

surgical adjuncts (Figure 7.3). These technical variations provided an ideal test bed for

assessing the robustness of our computational workflow recognition algorithms against real-

world procedural heterogeneity. The SZH dataset comprised 50 videos (85,659 frames) ac-

quired at standardized temporal sampling (1 frame per second) and spatial resolution (720

× 576 pixels). For model development and internal validation, we implemented a stratified

random allocation with 80% (40 videos) assigned to the training cohort and 20% (10 videos)

to the internal validation cohort.

The WZH dataset (21 videos; 15,771 frames) maintained identical temporal sampling and

spatial resolution parameters as the SZH collection but was reserved exclusively for external

validation testing. This methodological approach–training exclusively on SZH data and test-

ing on the independent WZH dataset–provided a rigorous assessment of the model’s perfor-
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Figure 7.3: The phase and step of a cataract surgery video are sampled in the figure. The

instruments and image contrast are different from each center data.

mance when confronted with previously unseen institutional variations in surgical technique,

equipment configuration, and procedural workflow.

We further incorporated the Cataract-101 dataset [271], a publicly available resource

comprising 101 phacoemulsification procedures (50,528 frames) performed by four surgeons

over a nine-month period. While this dataset originally featured step-level annotations

(incision, viscoelastic injection, capsulorrhexis, hydrodissection, phacoemulsification, irriga-

tion/aspiration, capsule polishing, IOL insertion, viscoelastic removal), we supplemented

these with standardized phase categorizations (opening, phacoemulsification, lens implan-

tation, closure) under the supervision of board-certified anterior segment specialists. These

enhanced annotations will be publicly released to support comparative methodological re-

search. The Cataract-101 dataset maintained consistent technical specifications with our

institutional collections, featuring standardized temporal sampling (1 fps) and spatial reso-

lution (720 × 576 pixels). For model validation using this dataset, we implemented a strati-

fied random allocation with 80% (81 videos) designated for training and 20% (20 videos) for
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Table 7.1: The details of cataract surgery tasks and generalization to different hospitals.

Hospital Videos (Frames) Task

WZH 21 (15771) Phase, Step

SZH 50 (68097) Phase, Step

Cataract-101 101 (50528) Phase, Step

Phase details P0: Idle, P1: Opening, P2: Phacoemulsification, P3: Implanta-

tion, P4: Closure

Step details S0: Idle, S1: Incision, S2: Viscous agent injector, S3: Rhexis,

S4: Hydrodissection, S5: Phacoemulsification, S6: Irrigation and

aspiration, S7: Capsule polishing, S8: Lens implant, S9: Viscous

agent removal, S10: Wound hydration

testing.

This tripartite dataset structure–encompassing SZH (primary training cohort), Cataract-

101 (mixed-institutional validation), and WZH (external validation)–enabled comprehensive

assessment of our computational workflow recognition model across increasingly challenging

generalizability scenarios: from within-institution validation to cross-institutional deploy-

ment and finally to entirely unseen surgical environments. This rigorous validation frame-

work addresses a critical limitation in existing surgical video analysis literature, where models

often demonstrate degraded performance when applied outside their training domain.

7.3.2 Implementation Details

The model is developed using Pytorch [182] and trained on an NVIDIA RTX A6000 GPU.

The training strategy followed the "Model Development" step (c) outlined in Figure 7.1:
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the Spatial Vision Transformer (ViT_t), described in Section 7.2.2, was initialized with the

parameters from our SAMI pre-training. The new Temporal Vision Transformer (Section

7.2.3) and the final classification head were initialized from scratch.

During the main training phase, all parameters of the model (both the pre-trained spatial

encoder and the new temporal/classifier layers) were fine-tuned jointly; no parameters were

frozen. We utilize the AdamW optimizer with an initial learning rate of 1e−3 and a weight

decay of 0.05. A cosine learning rate scheduler is employed, with a linear warm-up period

of 10 epochs, starting at a learning rate of 1e−5. Data augmentation techniques, including

224 × 224 cropping, jittering, and flipping, are applied to enhance the training dataset.

Following the approach of [211], the sequence length is set to 16 frames.

Pretrain datasets: For efficient model initialization, we implemented the SAMI frame-

work to distill knowledge from foundation vision models into our surgical workflow analysis

architecture. This approach utilizes self-supervised distillation, enabling lightweight deriva-

tives that maintain representation power while achieving computational efficiency that is

suitable for clinical deployment. Our pretraining corpus encompassed diverse surgical spe-

cialities from multiple institutions: 50 cataract videos (33,055 frames) from the Cataract2020

semantic segmentation benchmark [272] supplemented by 20 additional procedures (329,931

frames) from a collaborating center. All pretraining videos maintained their native temporal

resolution to preserve fine-grained motion dynamics critical for surgical technique analysis.

Importantly, we ensured no overlap between the pretraining corpus and subsequent task-

specific training or validation cohorts to prevent data contamination and enable unbiased

performance assessment.
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7.3.3 Evaluation Metrics

For the tasks of phase and step recognition, we list the Receiver Operating Characteristic

(ROC) curve in the experiments. The performance is evaluated using two commonly utilized

metrics: Area Under the ROC Curve (AUC) and specificity. When the decision threshold

is varied and a number of points on the ROC curve [𝑃(𝐹𝑝) = 𝛼, 𝑃(𝑇 𝑝) = 1 − 𝛽] have been

obtained, the simplest way to calculate the area under the ROC curve is to use trapezoidal

integration [273],

AUC =
∑︁
𝑖

{
(1 − 𝛽𝑖 · Δ𝛼) +

1

2
[Δ(1 − 𝛽) · Δ𝛼]

}
, (7.4)

where

Δ(1 − 𝛽) = (1 − 𝛽𝑖) − (1 − 𝛽𝑖−1),Δ𝛼 = 𝛼𝑖 − 𝛼𝑖−1 (7.5)

The specificity is derived from True Positive (TP), True Negative (TN), False Positive (FP)

and False Negative (FN), defined as:

𝑠𝑝𝑒𝑐𝑖 𝑓 𝑖𝑐𝑖𝑡𝑦 =
𝑇𝑁

𝑇𝑁 + 𝐹𝑃 (7.6)

7.3.4 Generalization Experiments

To investigate the COS Model’s capacity to address the technical diversity of ophthalmic

procedures, we evaluated the model across three dimensions: intra-domain performance on

core datasets, cross-centre generalizability using external cohorts and comparative analysis

against established benchmarks.

7.3.4.1 Quantitative Evaluation

Our model was trained on two independent datasets (Cataract SZH and public Cataract101)

and subsequently validated on the external Cataract WZH dataset (Table 7.2-7.5). For sur-
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Table 7.2: Performance comparison: Train SZH → Test SZH (avg ± std) across all of the

five folds.

Phase Step

Model AUC Specificity AUC Specificity

COS model 0.9806 ± 0.006 0.9691 ± 0.006 0.9894 ± 0.005 0.9874 ± 0.002

COS model, W/o T 0.9771 ± 0.008 0.9665 ± 0.006 0.9846 ± 0.007 0.9845 ± 0.003

ViT_t, W T 0.9220 ± 0.010 0.9282 ± 0.006 0.9385 ± 0.010 0.9664 ± 0.003

ViT_t, W/o T 0.8992 ± 0.013 0.9223 ± 0.006 0.9183 ± 0.016 0.9641 ± 0.002

gical phase recognition, the COS architecture demonstrated a superior AUC and specificity

compared to the baseline vision transformer (ViT_t) across both internal and external val-

idation cohorts (Table 7.2-7.5, Figures 7.4a-d, Figures 7.5-7.8).

Table 7.3: Performance comparison: Train SZH → Test WZH (avg ± std) across all of the

five folds.

Phase Step

Model AUC Specificity AUC Specificity

COS model 0.8110 ± 0.014 0.8727 ± 0.018 0.8775 ± 0.034 0.9405 ± 0.006

COS model, W/o T 0.8730 ± 0.016 0.9097 ± 0.011 0.8617 ± 0.008 0.9362 ± 0.003

ViT_t, W T 0.5782 ± 0.030 0.8046 ± 0.006 0.5808 ± 0.025 0.9112 ± 0.002

ViT_t, W/o T 0.6797 ± 0.023 0.8385 ± 0.006 0.7275 ± 0.018 0.9231 ± 0.002

Remarkably, our COS architecture accurately recognized procedural step sequences with-

out explicit training on interstep relationships (Figures 7.4a-d). The model also demon-

strated inherent anomaly detection capabilities, identifying a 129-second aberration during

the lens-implantation phase (Figure 7.4g). Subsequent analysis revealed this interval repre-
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Table 7.4: Performance comparison: Train Cataract101 → Test Cataract101 (avg ± std)

across all of the five folds.

Phase Step

Model AUC Specificity AUC Specificity

COS model 0.9849 ± 0.005 0.9801 ± 0.004 0.9894 ± 0.002 0.9882 ± 0.002

COS model, W/o T 0.9846 ± 0.003 0.9760 ± 0.002 0.9867 ± 0.002 0.9855 ± 0.001

ViT_t, W T 0.9520 ± 0.01 0.9748 ± 0.007 0.9539 ± 0.008 0.9709 ± 0.002

ViT_t, W/o T 0.9300 ± 0.012 0.9327 ± 0.004 0.9358 ± 0.007 0.9620 ± 0.002

sented an unplanned lens reimplantation following a period of surgical inactivity [274, 275].

Figure 7.3a also illustrates this point. The video in Figure 7.3a was special in that the

doctor performed phacoemulsification twice, implantation three times, and closure twice,

which could be considered abnormal operations. The predicted results demonstrated that

our method could effectively and accurately identify such abnormalities, providing a refer-

ence for doctors. This finding underscores the model’s capacity to detect deviations from

standard surgical workflow, suggesting potential clinical utility for intraoperative anomaly

identification.

7.3.4.2 Ablation Study

Ablation studies (Table 7.2-7.5) evaluated the impact of temporal information on algorithmic

performance relative to baseline Vision Transformer (ViT_t) models (Figures 7.4e-f, Figures

7.5-7.8). In homogeneous validation scenarios (SZH → SZH, Cataract101 → Cataract101),

our complete COS architecture with temporal features consistently demonstrated superior

AUC and specificity for both phase and step recognition. For instance, phase recognition in

the SZH dataset yielded an AUC of 0.9806 with temporal features versus 0.9220 without.
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Table 7.5: Performance comparison: Train Cataract101→ Test WZH (avg ± std) across all

of the five folds.

Phase Step

Model AUC Specificity AUC Specificity

COS model 0.8647 ± 0.038 0.9102 ± 0.019 0.8780 ± 0.043 0.9489 ± 0.005

COS model, W/o T 0.8945 ± 0.017 0.9258 ± 0.011 0.8589 ± 0.024 0.9358 ± 0.006

ViT_t, W T 0.6467 ± 0.032 0.8251 ± 0.008 0.6040 ± 0.006 0.9149 ± 0.002

ViT_t, W/o T 0.7094 ± 0.020 0.8466 ± 0.008 0.7130 ± 0.015 0.9197 ± 0.003

Intriguingly, heterogeneous validation (SZH→WZH, Cataract101→WZH) revealed that

temporal feature removal occasionally improved generalization. This effect was particularly

pronounced for the task of phase recognition (AUC 0.8730 without temporal features vs.

0.8110 with temporal features in SZH→WZH testing). This suggests temporal information

enhances pattern recognition within consistent surgical environments but may introduce

dataset-specific biases that impede cross-center generalization. These findings advocate for

context-dependent temporal feature implementation, balancing intra-dataset performance

with inter-dataset transferability.

These two experiments (phase and step recognition) primarily validate three key findings:

First, the incorporation of temporal information into our COS model positively impacts the

results, effectively improving recognition accuracy. Second, our approach demonstrates gen-

eralizability across diverse datasets. Despite variations among the datasets, the experimental

outcomes confirm that our method possesses strong generalization capabilities. Third, the

recognition difficulty varies across different operational stages or steps, resulting in perfor-

mance fluctuations. For example, the "irrigation-and-aspiration" step is more susceptible to

confusion with other steps, leading to comparatively lower recognition accuracy.
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Figure 7.4: Step/phase recognition for Cataract surgery. a. and b. The ROC was trained on

the SZH dataset and tested on the SZH and WZH datasets, c. and d. The ROC trained on

the publicly available Cataract101 dataset and tested on Cataract101 and WZH datasets.

e. and f. The ablation study results prove the effectiveness of each component by phase

and step recognition. g. The colour-coded ribbon illustration for a complete surgical video

on step recognition. The COS model discovered outlier behaviors of two-times lens implant,

which can indicates wrong operations, or complicated surgery.

7.4 Summary

This study presents the Comprehensive Ophthalmology Surgery (COS) Model, a foundation

model for multi-level surgical workflow understanding in cataract surgery. The research

addresses the critical challenge of poor cross-center generalization in existing cataract surgical

AI systems due to variations in technique, equipment, and imaging setups.

The COS model employs a unified architecture combining Vision Transformer (ViT) for

spatial feature extraction with temporal modeling to capture procedural dynamics. Through

multi-center validation using datasets from three institutions (WZH, SZH, and Cataract-

101), the model demonstrates significantly improved performance compared to the baseline

ViT_t architectures (as detailed in Tables 7.2 and 7.4), with AUC values exceeding 0.98 for

both phase and step recognition in homogeneous settings. Importantly, the model exhibits

robust cross-center generalization capabilities while maintaining effective performance on

external datasets.

Additionally, it demonstrates inherent anomaly detection abilities, successfully identifying

surgical deviations such as unplanned lens reimplantation during procedures. However, abla-

tion studies reveal that temporal features, while enhancing intra-dataset performance, may

introduce dataset-specific biases that occasionally limit cross-center transferability. This
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suggests the need for context-dependent implementation strategies. The COS model repre-

sents a significant advancement toward developing universal surgical workflow analysis tools

capable of operating reliably across diverse clinical environments. These findings support

the potential for improved surgical training, quality assurance, and procedural optimization

through foundation model approaches in surgical AI.
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Figure 7.5: The ROC curves of phase recognition by different algorithms for cataract surgery.

a. and b. are trained on SZH and test on SZH and WZH datasets.
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Figure 7.6: The ROC curves of phase recognition by different algorithms for cataract surgery.

a. and b. are trained on Cataract101 and test on Cataract101 and WZH datasets.
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Figure 7.7: The ROC curves of step recognition by different algorithms for cataract surgery.

a. and b. are trained on SZH and test on SZH and WZH datasets.
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Figure 7.8: The ROC curves of step recognition by different algorithms for cataract surgery.

a. and b. are trained on Cataract101 and test on Cataract101 and WZH datasets.
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8.1. Summary and Conclusion

This chapter presents a summary of the works presented in this thesis. I tackle different

objectives related to multi-level surgical scene understanding and highlight the key takeaways

of these studies. I conclude this chapter by suggesting perspectives on future research.

8.1 Summary and Conclusion

The primary goal of developing next-generation surgical interventions is to ensure safe and

efficient surgery that minimizes pain, allows for fast recovery, and reduces complications.

Advances in recent decades have introduced high-tech surgical systems for less invasive and

more effective techniques, which has in turn increased the complexity within the operating

room. This demands the development of advanced systems to support clinicians across

the surgical workflow by inspecting the vast array of data sources that can be recorded. To

enable context-aware assistance in the Operating Room (OR), this thesis addresses a primary

research field: the automatic analysis of surgical workflows through the understanding of

surgical activities from videos. While a large body of research has focused on recognizing

activities at a single specific level of granularity—such as phases, steps, or actions—the

principal theme of this thesis is the multi-level understanding of surgical activities.

First, I addressed the foundational need for high-quality data by constructing a comprehen-

sive, multi-level cataract surgery dataset. This dataset is meticulously annotated with syn-

chronized labels for activities at three levels of granularity—phases, steps, and fine-grained

actions—providing a robust benchmark for developing and validating the models proposed

in this thesis.

Subsequently, I tackled the challenge of fine-grained surgical action detection. Recogniz-

ing that existing methods often struggle with accurate action classification and fail to pro-

vide model confidence, I proposed the Anchor-context Action Detection Network (ACTNet)

framework. This network uses an anchor-context module to determine where and what ac-

tions occur and a conditional diffusion module to refine predictions and, crucially, to provide
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a confidence score for each prediction. A limitation of this method is that its performance

is dependent on the clear visibility of instruments, which can be compromised by visual

challenges like surgical smoke, blur, or occlusion.

The following research addressed the need for a holistic, multi-level understanding of the

surgical scene. To move beyond single-task models, I proposed a Hierarchical Context Trans-

former (HCT) framework that conceptualizes surgical activity as an interconnected hierarchy.

The framework was designed to concurrently model the interactions between phases, steps,

and actions to augment task-specific features. A minor limitation of this approach is its

assumption of a relatively consistent hierarchical structure, which may not fully hold in

atypical or highly complex surgical cases where the workflow deviates significantly from the

standard procedure.

To enhance model robustness, I then tackled the critical but often-overlooked issue of spurious

correlations, where models learn from dataset biases rather than true causal relationships.

I introduced a causality-inspired framework for surgical video representation learning that

uses causal intervention via backdoor adjustment to disentangle the model from confounding

factors. This ensures the model learns true causal effects, leading to improved generalization.

A challenge in this approach is that defining the correct causal graph is a non-trivial task

that relies on expert knowledge; an incorrectly specified graph could potentially mislead the

model.

Finally, this thesis took a step forward to address the critical challenge of generalization

across different clinical environments. To this end, I developed a comprehensive foundation

model for multi-level workflow recognition in cataract surgery, specifically designed for ro-

bust performance across multiple medical centers. Extensive multi-institutional evaluations

demonstrated the model’s ability to reliably adapt to inter-center variability. As identified

in our study, one limitation is that while temporal features enhance performance on intra-

dataset tasks, they can sometimes encode dataset-specific biases that may hinder cross-center

transferability, suggesting the need for context-dependent strategies.
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The problems addressed in this thesis have many potential applications both in and out

of the OR, such as objective skill assessment, automated surgical report generation, real-

time safety monitoring, and eventually instigating autonomous surgical systems. Beyond

these applications, this thesis provides several specific and direct contributions to the wider

research community: (1) a new, comprehensive, multi-level cataract surgery dataset that

enables the development and benchmarking of future hierarchical models; (2) a suite of

novel, validated frameworks (ACTNet, HCT, DSVRL, and the COS Model) that serve as

strong baselines for fine-grained detection, hierarchical modeling, causal deconfounding, and

generalization; and (3) a set of key insights demonstrating that explicitly modeling context,

causality, and domain generalization is critical for building robust surgical AI systems. These

contributions are intended to provide foundational tools and considerably influence future

research in surgical data science, specifically on multi-level activity recognition.

8.2 Future Work

This thesis has laid a solid foundation for multi-level surgical scene understanding using

video data. However, there are several promising directions for future research that could

further advance the field.

Weakly-supervised and Self-supervised Learning. A primary challenge highlighted

in this thesis is the creation of large-scale, meticulously annotated datasets. The frame-by-

frame labeling process is both time-consuming and requires extensive expert knowledge. To

address this bottleneck, future work could explore weakly-supervised learning approaches.

For instance, models could be trained to recognize fine-grained steps and actions using only

high-level phase labels as a weaker form of supervision. Furthermore, self-supervised learning

presents a powerful alternative. By leveraging vast amounts of unlabeled surgical videos, it

is possible to pre-train robust models that learn meaningful spatial and temporal represen-

tations of surgical procedures. These learned representations could then be fine-tuned for
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various downstream tasks with a much smaller amount of labeled data.

Few-shot Learning and Domain Adaptation. While this thesis successfully developed

a foundation model demonstrating strong generalization across different medical centers,

adapting such models to new, unseen environments (e.g., a new hospital, surgeon, or equip-

ment) with minimal data remains a challenge. Creating large labeled datasets for every

possible variation is impractical. Consequently, few-shot learning emerges as a crucial re-

search direction. Future studies could focus on developing methods that allow the foundation

model to quickly adapt to a new domain using only a handful of labeled video examples.

This would greatly enhance the model’s practical applicability and scalability in real-world

clinical settings.

Integration with Large Language Models. The current work focuses exclusively on

visual data. A significant opportunity lies in creating multimodal systems that combine video

understanding with the power of Large Language Models (LLMs). Such a framework could

enable novel applications, for example, automatically generating detailed surgical reports

from video feeds in real-time. It could also support an interactive query system where

surgeons could ask questions in natural language (e.g., "How long did the phacoemulsification

step take?") and receive instant answers. Moreover, textual surgical manuals and protocols

could be used as an additional source of knowledge to guide and regularize the video analysis

models.

Multimodal Frameworks with Non-visual Data. Surgical procedures generate a wealth

of data beyond the video stream. As mentioned in the introduction of this thesis, data

from robotic systems (kinematics), patient physiological monitors (e.g., heart rate, blood

pressure), and other sensors are also available. Future research should aim to develop a

comprehensive multimodal framework that integrates these different data streams. By fusing

video information with instrument movements and patient vital signs, the system could

achieve a more holistic understanding of the surgical context. This could lead to more

robust safety systems capable of predicting not only procedural events but also potential
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adverse patient reactions.

Interactive Surgical Training and Assessment Systems. A key application of this

research is surgical training. The next logical step is to embed the developed AI models into

a complete surgical training system. This involves integrating the multi-level recognition

algorithms with hardware, such as physical simulators or Augmented Reality (AR) headsets.

Such a system could provide trainees with real-time, objective feedback on their performance,

highlighting deviations from standard procedures or inefficient movements. By offering a

data-driven approach to skill assessment, this would move beyond subjective evaluation and

contribute to a more standardized and effective surgical education.
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A.1. Label Definition for Cataract Dataset

Table A.1: Definitions of all the proposed phases for the cataract surgery procedure.

Phase ID Phase Name Description

P0 No phase No defined surgical phase is currently active or

identified.

P1 Opening The initial surgical stage focused on meticulously

preparing the eye and establishing sterile access to the

anterior segment for subsequent maneuvers.

P2 Phacoemulsification The core stage involving the precise ultrasonic

fragmentation (phacoemulsification) of the opaque lens

nucleus and cortex, followed by its complete aspiration

from the capsular bag.

P3 Implantation The critical stage of accurately inserting and

positioning the artificial intraocular lens (IOL) within

the empty capsular bag or, if necessary, in an

alternative stable location.

P4 Closure The final surgical stage dedicated to ensuring

watertight wound closure, restoring normal intraocular

pressure, and completing all necessary post-operative

checks before concluding the procedure.

A.1 Label Definition for Cataract Dataset

The definitions for phases, steps and actions are presented in Table A.1 (Phases), Table A.2

(Steps), and Table A.3 (Actions), respectively.

The phase level offers a high-level summary of the surgery’s main stages, such as Open-
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ing, Phacoemulsification, Implantation, and Closure. Among these, the Phacoemulsification

phase, involving ultrasonic fragmentation and aspiration of the cataractous lens, is the most

crucial. It enables minimally invasive surgery through micro-incisions, leading to reduced

trauma, faster visual recovery, and has become the gold standard for cataract extraction.

The step level further refines these phases into more detailed surgical procedures. Critical

steps for successful outcomes include precise Incision construction, the creation of a contin-

uous curvilinear Capsulorhexis, the Phacoemulsification step itself (encompassing nucleus

management), and accurate Lens Implantation. At the most granular level, actions describe

moment-to-moment operations, detailing the instrument used and its interaction with ocular

tissues. For instance, an action might specify the use of capsulorhexis forceps to tear the

anterior capsule.

Table A.2: Definitions of all the proposed steps for the cataract surgery procedure.

Step ID Step Name Description

S0 No step No specific surgical step is currently being performed

or identified within a phase.

S1 Incision The precise creation of one or more surgical openings

through the cornea or sclera to allow entry of

instruments and fluids into the anterior chamber.

S2 Viscous-agent-

injection

The controlled injection of a viscoelastic substance

into the anterior chamber to maintain its depth,

protect delicate intraocular structures like the corneal

endothelium, and facilitate surgical maneuvers.
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S3 Rhexis The meticulous creation of a continuous, curvilinear

opening (capsulorhexis) in the anterior lens capsule,

providing access to the lens nucleus and cortex for

removal.

S4 Hydrodissection The gentle injection of balanced salt solution beneath

the anterior lens capsule to carefully separate the lens

nucleus and epinucleus from the surrounding cortex

and posterior capsule, facilitating easier rotation and

removal.

S5 Phacoemulsification The primary cataract removal step involving the use of

ultrasonic energy to break down (emulsify) the

hardened lens nucleus into smaller fragments, which

are then simultaneously aspirated from the eye.

S6 Irrigation-and-

aspiration

The thorough removal of any remaining soft lens

cortex material from the capsular bag using a

combination of controlled irrigation to dislodge

particles and aspiration to remove them.

S7 Capsule-polishing The careful cleaning and polishing of the inner surfaces

of the lens capsule, particularly the posterior capsule,

to remove residual lens epithelial cells and debris,

reducing the risk of posterior capsule opacification.

S8 Lens-implant The precise insertion of the selected artificial IOL

through the main incision and its careful unfolding and

positioning within the capsular bag to restore vision.
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S9 Viscous-agent-

removal

The complete and careful aspiration of the previously

injected viscoelastic substance from the anterior

chamber and capsular bag to prevent post-operative

intraocular pressure spikes.

S10 Wound-hydration The application of balanced salt solution to the edges

of corneal incisions to induce stromal hydration and

swelling, promoting self-sealing of the wounds without

sutures.

These phases, steps, and actions are hierarchically related, reflecting the surgical workflow.

A single phase typically encompasses multiple steps, and each step may consist of several

actions. For example, the Opening phase generally includes steps such as creating the

incision, injecting a viscous agent, and performing the rhexis. These steps, involve specific

actions like an incision knife cutting the corneal limbus, a cannula injecting viscoelastic

material, or capsulorhexis forceps tearing the anterior capsule. While there is a general

sequence, certain steps, like viscous agent injection, or actions, such as using a cotton swab

to wipe the conjunctiva, may occur at various points throughout the procedure as deemed

necessary by the surgeon.

Table A.3: Definitions of selected actions for the cataract surgery procedure.

Action ID Action Name Description

A0 No_action No specific surgical action is being performed by

an instrument or the surgeon at this moment; a

state of pause or transition.
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A1 Forceps_null_null Forceps are present within the surgical field but

are currently idle and not engaged in a specific

manipulative task.

A2 Forceps_grasp_conjunctiva Forceps are utilized to securely grasp the

conjunctiva, often for stabilization or retraction

during surgical exposure.

A3 Forceps_loosen_conjunctiva Forceps are employed to gently dissect or

separate the conjunctival tissue from underlying

structures, aiding in exposure.

A4 Forceps_hold_needle Forceps are used to firmly hold a suture needle,

enabling precise passage through tissues for

wound closure.

A5 Forceps_hold_wire Forceps are engaged in gripping a wire,

potentially for fixation, traction, or

manipulation of an intraocular device.

A6 Forceps_pull_wire Forceps are applying tensile force to a wire,

typically to adjust its position or secure an

implant.

A7 Forceps_slack_wire Forceps are used to reduce tension on a wire,

allowing for repositioning or removal.

A8 Incision-knife_null_null An incision knife is present in the surgical field

but is not actively being used to create an

incision.

A9 Incision-knife_cut_corneal-

limbus

An incision knife is precisely creating a surgical

cut at the corneal-limbal junction to access the

anterior chamber.
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A10 Cannula_null_null A cannula is positioned within the surgical field

but is not currently being used for fluid

injection or aspiration.

A11 Cannula_inject_saline A cannula is delivering a stream of saline

solution, typically for irrigation, hydration, or

maintaining chamber stability.

A12 Cannula_inject_viscoelastic A cannula is injecting a clear, gel-like

viscoelastic substance to protect intraocular

tissues and create surgical space.

A13 Cannula_inject_capsule-stain A cannula is introducing a specialized dye to

stain the anterior lens capsule, enhancing its

visibility for capsulorhexis.

A14 Cannula_separate_lens-capsule A cannula is directing a fluid jet

(hydrodissection) to gently separate the lens

capsule from the underlying lens material.

A15 Cannula_rotate_lens-nucleus A cannula tip is being used to carefully

manipulate or rotate the lens nucleus within the

capsular bag.

A16 Cannula_seal_corneal-limbus A cannula is applying fluid to the corneal-limbal

incision site to hydrate the stroma and promote

self-sealing.

A17 Capsulorhexis-

forceps_null_null

Capsulorhexis forceps are available in the

surgical field but are not currently engaged in

manipulating the lens capsule.
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A18 Capsulorhexis-

forceps_tear_anterior-capsule

Capsulorhexis forceps are initiating or

propagating a tear in the anterior lens capsule

to create the capsulorhexis.

A19 Capsulorhexis-

forceps_loosen_anterior-

capsule

Capsulorhexis forceps are used to gently unfold,

reposition, or free a flap of the anterior lens

capsule during rhexis creation.

A20 Capsulorhexis-

forceps_grasp_anterior-capsule

Capsulorhexis forceps are securely gripping the

edge of the anterior lens capsule flap to guide

the capsulorhexis.

A21 Phacoemulsifier_null_null The phacoemulsification handpiece is present

and powered on but is not currently delivering

ultrasonic energy or aspirating.

A22 Phacoemulsifier_inject_saline The phacoemulsification handpiece is irrigating

the anterior chamber with saline solution to

maintain clarity and pressure.

A23 Phacoemulsifier_rotate_lens-

nucleus

The tip of the phacoemulsification handpiece is

being used as an instrument to rotate the lens

nucleus for better access.

A24 Phacoemulsifier_push_lens-

nucleus

The tip of the phacoemulsification handpiece is

gently pushing or nudging the lens nucleus for

repositioning within the capsular bag.

A25 Phacoemulsifier_chop_lens-

nucleus

The phacoemulsification handpiece is actively

delivering ultrasonic energy to break down

(chop or sculpt) the lens nucleus into

manageable fragments.

202



A.1. Label Definition for Cataract Dataset

A26 Phacoemulsifier_aspirate_lens-

nucleus

The phacoemulsification handpiece is aspirating

the emulsified lens nucleus fragments from the

eye while maintaining irrigation.

A27 Lens-hook_null_null A lens hook or manipulator is present in the

surgical field but is not currently being used to

engage ocular structures.

A28 Lens-hook_push_lens-nucleus A lens hook is applying gentle pressure to push

or reposition the lens nucleus within the

capsular bag.

A29 Lens-hook_pull_lens-nucleus A lens hook is used to gently pull or retract the

lens nucleus, often to aid in rotation or

fragmentation.

A30 Lens-hook_grasp_lens-nucleus A lens hook is engaging a part of the lens

nucleus to provide a point of leverage or

stabilization.

A31 Lens-hook_push_intraocular-

lens

A lens hook is used to delicately nudge or push

the intraocular lens to achieve optimal

centration or orientation.

A32 Lens-hook_pull_intraocular-

lens

A lens hook is used to gently pull or adjust the

position of the intraocular lens or its haptics

within the eye.

A33 Cotton-swab_null_null A sterile cotton swab is available but is not

currently being applied to any ocular or adnexal

surface.
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A34 Cotton-

swab_wipe_conjunctiva

A cotton swab is used to gently wipe or absorb

fluid/debris from the conjunctival surface or

fornices.

A35 Cotton-swab_wipe_eyelid A cotton swab is used to clean or dry the eyelid

margins or surrounding skin area.

A36 Irrigation-aspiration-

handpiece_null_null

The irrigation-aspiration (I/A) handpiece is

present and connected but is not actively

irrigating or aspirating.

A37 Irrigation-aspiration-

handpiece_inject_saline

The I/A handpiece is delivering a controlled

flow of saline solution into the eye for irrigation

purposes.

A38 Irrigation-aspiration-

handpiece_aspirate_lens-

cortex

The I/A handpiece is actively aspirating

residual lens cortex material from the capsular

bag while simultaneously irrigating.

A39 Irrigation-aspiration-

handpiece_polish_intraocular-

lens

The I/A handpiece, often with a specialized tip,

is used to polish the posterior capsule or the

surface of the intraocular lens.

A40 Aspiration-

handpiece_null_null

An aspiration-only handpiece is present but is

not currently applying suction.

A41 Aspiration-

handpiece_aspirate_lens-

cortex

An aspiration-only handpiece is applying

suction to remove lens cortex material from the

capsular bag.

A42 Aspiration-

handpiece_polish_intraocular-

lens

An aspiration-only handpiece, possibly with a

polishing tip, is used to clean the surface of the

intraocular lens or posterior capsule.

204



A.1. Label Definition for Cataract Dataset

A43 Irrigation-handpiece_null_null An irrigation-only handpiece is present but is

not currently delivering fluid.

A44 Irrigation-

handpiece_inject_saline

An irrigation-only handpiece is delivering a flow

of saline solution into the eye, typically for

chamber maintenance or gentle dissection.

A45 Implant-injector_null_null An intraocular lens implant injector system is

prepared but the lens has not yet been injected.

A46 Implant-

injector_inject_intraocular-

lens

The implant injector system is being used to

controllably deliver and unfold the intraocular

lens into the eye.

A47 Scissors_null_null Surgical scissors are present in the field but are

not currently being used to cut any material.

A48 Scissors_snip_wire Surgical scissors are precisely cutting a wire,

such as a suture or a component of an

intraocular device.

A49 Scissors_snip_fibre Surgical scissors are used to snip a fibre, most

commonly a suture thread, or occasionally other

fine materials.
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