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Abstract

High-throughput screening (HTS) [1] with fluorescence microscopy [2] enables different

biological structures within cells to be simultaneously revealed, at scale, so that drug

compound effects can be quantified. Fluorescence microscopy, however, is expensive,

time-consuming [3] and can negatively impact cell samples [4]. While label-free mi-

croscopy [5, 6], is cost-effective and widely available, the biological information is not as

easily accessible compared to when using fluorescence microscopy because of a lack of in-

trinsic optical contrast between cellular components. Virtual staining via image-to-image

translation [4, 7–12] – a machine learning (ML) technique – aims to translate unstained

label-free microscopy images into multiple fluorescent microscopy images to obtain the

benefits of fluorescence staining without the associated costs.

Despite impressive qualitative results [4, 7–10], little is known about the feasibility of

virtual staining with HTS due to the lack of quantitative, biologically meaningful evaluation

metrics. HTS data is continuously being generated across different laboratory settings and

new compound perturbations [1]. Despite this, existing virtual staining works [4, 7–12]

have been trained and tested on images sampled from the same setting-specific training

data distribution. What they have not done is evaluate the generalisability of virtual

staining to never-before-seen data, sampled from a different laboratory or cell type. In

light of this, we can not know whether virtual staining models trained on setting specific

data can generalise to other experimental settings putting the scalability of virtual staining

with HTS in doubt.

Virtual staining is an ill-posed problem; given access to a bright-field image, it is

very challenging to define a single virtual staining solution. This uncertainty is expressed
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through the posterior distributions of possible virtual staining solutions and instance

biological features given a bright-field image. Currently, very little understanding exists of

how well virtual staining models can describe these posterior distributions. Furthermore,

the challenge of comparing different predicted instance posterior distributions to a single

target sample value from the true posterior distribution remains under-explored.

In the first part of this thesis, we introduce the motivations and core questions this

work will address. We formally explore the use of HTS with conventional fluorescence

microscopy and different virtual staining approaches. We then provide a background of the

mathematical basis of some of the core approaches to virtual staining explored within this

work and how they are connected. We provide a comprehensive review of the literature

around different adaptations of the core approaches to virtual staining, approaches to

evaluating virtual staining and generalisation within virtual staining.

In Chapter 4 we benchmark different virtual staining approaches and present the results

of a newly developed evaluation pipeline that provides biologically meaningful results.

In Chapter 5 we further utilise this pipeline and provide an extensive analysis of the

generalisation performance of virtual staining models for three common generalisation

tasks within HTS.

In Chapter 6 we explore the predicted instance posterior distributions of two genera-

tive modelling approaches and present a principled method for directly predicting these

distributions from the bright-field image. We systematically compare the predicted in-

stance posterior distributions of both generative modelling approaches using three newly

proposed evaluation criteria and compare our findings to population metrics.

ii



Acknowledgments

I would like to thank the many people who helped through discussions, comments, de-

bugging of code while conducting experiments, writing of various papers and this thesis.

A special thank you to EPSRC for funding this research, the Alan Turing Institute and to

my academic supervisors, Alexander Krull, Iain Styles and Ales Leonardis. I would like

to thank GSK for sponsoring my PhD. In particular, I would like to thank my industrial

supervisors, Minh Doan and Steve Hood, as well as colleagues whom I worked closely

with at GSK, Cuong Nguyen, Chih-Yang Hsu, Ryan Musso, Ceridwen Hopely and Steve

Titus. Finally, I would like to thank my partner, family and friends who have supported

me throughout this journey.

iii





Contents

Nomenclature ix

1 Introduction 1

1.1 Conventional fluorescence staining with HTS . . . . . . . . . . . . . . . 6

1.2 Virtual staining with HTS . . . . . . . . . . . . . . . . . . . . . . . . . . 6

1.2.1 Regression-based . . . . . . . . . . . . . . . . . . . . . . . . . . 7

1.2.2 Posterior-based . . . . . . . . . . . . . . . . . . . . . . . . . . . 8

1.3 Can virtual staining accurately represent the biological information within

individual cells found in the fluorescence channels? . . . . . . . . . . . . 9

1.4 Can virtual staining models for HTS generalise? . . . . . . . . . . . . . . 10

1.5 Can virtual staining models correctly capture the distribution of possible

fluorescence images and biological feature values for each cell? . . . . . . 12

1.6 GSK HTS Dataset . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13

2 Background 15

2.1 Conditional Variational Autoencoders (cVAEs) . . . . . . . . . . . . . . 16

2.2 Conditional Denoising Diffusion Probabilistic Model (cDDPM) . . . . . 21

2.3 Conditional Generative Adversarial Networks (cGANs) . . . . . . . . . . 28

2.4 Practical implications of approaches . . . . . . . . . . . . . . . . . . . . 30

2.5 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31

3 Literature Review 33

3.1 Approaches to image-to-image translation . . . . . . . . . . . . . . . . . 34

v



Contents

3.1.1 Pix2pix GANs . . . . . . . . . . . . . . . . . . . . . . . . . . . 37

3.1.2 Diffusion models . . . . . . . . . . . . . . . . . . . . . . . . . . 39

3.1.3 Latent diffusion models . . . . . . . . . . . . . . . . . . . . . . . 41

3.1.4 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42

3.2 Evaluation of image-to-image translation approaches . . . . . . . . . . . 44

3.3 Generalization of image-to-image translation approaches . . . . . . . . . 49

4 Can virtual staining accurately represent the biological information within

individual cells found in the fluorescence channels? 51

4.1 cGANs outperform regression-based approaches . . . . . . . . . . . . . . 52

4.2 Virtually stained nuclei and cytoplasm images often consistently and faith-

fully reproduce the information found in fluorescence microscopy, virtu-

ally stained images of DNA-damage are usually less accurate . . . . . . . 58

4.2.1 Level 1 - Visual Inspection & Pixel/Patch-level Performance . . . 60

4.2.2 Level 2 - Biological Feature Representation . . . . . . . . . . . . 62

4.2.3 Level 3 - RZ’ Factor . . . . . . . . . . . . . . . . . . . . . . . . 65

4.2.4 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 66

5 Can virtual staining for high-throughput screening generalise? 69

5.1 Training on non-toxic vs toxic samples improves virtual staining perfor-

mance in particular for ovarian cell lines . . . . . . . . . . . . . . . . . . 75

5.2 Generalising to new cell types is complex . . . . . . . . . . . . . . . . . 79

5.3 Generalisation to new cell types and phenotypes shows good generalisation

performance . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 83

5.4 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 84

6 Can virtual staining models correctly capture the distribution of possible

fluorescence images and biological feature values for each cell? 87

6.1 Bright2Bio-Net (B2B-Net) - a direct method for predicting the posterior

distribution of instance-wise biological features . . . . . . . . . . . . . . 92

vi



Contents

6.2 How can we evaluate a predicted posterior with only a single ground truth

sample from the true posterior distribution? . . . . . . . . . . . . . . . . 95

6.2.1 Experiments & Results . . . . . . . . . . . . . . . . . . . . . . . 98

6.2.2 Can the log-likelihood, standard score & percentile rank computed

over the predicted posterior distributions reveal new insights com-

pared to population metrics? . . . . . . . . . . . . . . . . . . . . 100

6.3 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 110

7 Conclusion 113

7.0.1 Can virtual staining accurately represent the biological informa-

tion within individual cells found in the fluorescence channels? . . 114

7.0.2 Can virtual staining models for HTS generalise? . . . . . . . . . 115

7.0.3 Can virtual staining models correctly capture the distribution of

possible fluorescence images and biological feature values for each

cell? . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 116

7.1 Future work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 117

7.1.1 Further development and evaluation of Bright2Bio-Net . . . . . . 117

7.1.2 Further evaluation of proposed measurements in Chapter 6 sec-

tion 6.2 using a simulated posterior distribution . . . . . . . . . . 117

References 119

Appendix A: Additional data for Chapter 4 133

Evaluation of Cellpose masks for use in virtual staining evaluation pipeline . . 134

Appendix B: Additional data for Chapter 5 139

Appendix C: Additional data for Chapter 6 147

vii





Nomenclature

Roman Symbols
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Chapter 1

Introduction

High-throughput screening (HTS) plays a crucial role in drug discovery by enabling the

simultaneous testing of a large number of candidate drug compounds to assess their effects

on cell cultures [1]. In recent years, high-content screening has leveraged advances in

automation and imaging technology, enabling rich data capture of cellular phenotypes

induced by compound perturbations at a high-throughput scale.

A widely used technique in HTS is multi-channel fluorescence microscopy [2]. Using

different biomolecule-specific staining dyes enables biological structures within cells, such

as the nuclei, cytoplasm, or DNA-damage, to be simultaneously imaged using fluorescent

dyes with different optical spectra, with each dye captured in a separate image channel. As

shown within a traditional HTS pipeline in Figure 1.1a the fluorescence channels can in turn

be used to quantify specific biological features of individual cells, such as morphological,

textural and intensity properties that enable the comparison of drug effects across a large

number of compound perturbations. These biological features are the primary tool by

which drug effect is assessed. Depending on the biomarker, fluorescence staining of a

single plate can take around 30 minutes to complete [13].

Conventional fluorescence microscopy, however, has its limitations. The staining

protocol typically requires the cells to be fixed and permeabilised - a process in which

cells are preserved in their biological state, effectively frozen in time - thus limiting

the application of this technique to single time-point studies. Furthermore, once the

fluorescence staining has been completed, the cells can no longer be used. Multiple
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Chapter 1. Introduction

time point studies are often required. In practice, this results in additional sets of HTS

plates, one for each time point, to be fixed and stained ultimately leading to the imaging

of different plates at different time points and a bottleneck in the process caused by

fluorescence staining as shown in Figure 1.1a.

1

3 x HTS Plates

1) Cell Fixation 3) Fluorescence staining

Biological 
Feature

Extractor
(per instance)

4) Compute Instance 
Biological Features

5) Compute Feature
Statistics

Generate 
Plate

Results

Single HTS plate

a. Traditional HTS Pipeline

b. HTS Pipeline with Virtual Staining

Plate 1: 6 Hours

4) Compute Instance 
Biological Features

5) Compute Feature 
Statistics

Plate 2: 24 Hours

Plate 3: 48 Hours

3) Virtual staining1) Single plate live cell imaging at each incubation period

2

2) Label-free imaging after incubation periods

HTS plates

1
6 24 48

Hours

Pre-trained
Virtual Staining 
NetworkI I I

Cytoplasm

Nuclei

DNA-damage

Cytoplasm

Nuclei
Biological 
Feature

Extractor
(per instance)

Generate 
Plate

Results

3

Cytoplasm

Nuclei

DNA-damage

Figure 1.1: Traditional high-throughput screening (HTS) pipeline vs. HTS pipeline
with virtual staining. A traditional HTS pipeline starts with cell fixation, where cells are
treated with chemical agents to preserve their structure and cellular components. Results
are extracted after N incubation periods, in this case, 3 at 6, 24, and 48 hours. After applying
fluorescence staining and the downstream extraction of instance biological features, such
as morphological, textural and intensity properties, the plate can no longer be used. This
leads to the requirement for multiple plates at different time points. In contrast, HTS with
virtual staining requires only a single plate, which can be imaged label-free at 6, 24, and
48 hours because the pre-trained virtual staining network takes only the bright-field as
input and generates the virtual fluorescence channels. This single plate can then image
live cells at multiple incubation periods. To virtually stain an entire plate via a pre-trained
virtual staining network can take minutes, while fluorescence staining can take hours and,
in some cases, days.

This can produce what is known as plate effects [3] in which the plates are exposed

to different systematic biases such as those produced by incubation effects or defects in

manufacturing.

Additionally, the fixation and staining process is expensive, requires specialist ma-

chinery, and can introduce significant phototoxicity and photobleaching that can perturb

samples [4]. Furthermore, the number of fluorescence stains is inherently limited by
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Chapter 1. Introduction

spectrum saturation.

Following these challenges, significant interest has been put into label-free microscopy,

wherein images of cells are captured without fluorescence staining [4]. Label-free mi-

croscopy [5, 6], is cost-effective and scalable, but unfortunately, the biological information

is not as easily accessible compared to fluorescence staining [14] because of the lack of

contrast between the background and the biological structures of interest. This limits its

use in extracting biological features and determining drug effects on cell cultures.

We hypothesise whether it is possible to extract the same biological information from

label-free microscopy images as from fluorescence microscopy images. We believe there

are certain forms of biological information (found in specific fluorescence channels) that

can be predicted from the bright-field and others that can’t. By determining this, we

can remove the fluorescence image channels that can be extracted from the bright-field

domain. This would free up channel space for new multiplex imaging combinations. For

those fluorescence channels where the biological information can be extracted from the

bright-field we can use a single plate to produce multi-time point studies and perform

live-cell imaging as shown in Figure 1.1b.

An approach to designing such a method is to explore image-to-image translation

(I2I) [7, 15], a machine learning (ML) technique – to translate label-free bright-field

microscopy images into multiple fluorescent microscopy channels, each corresponding

to a structure of biological interest. We hypothesise, such a method, could generate

virtually stained fluorescence channels from low-cost and more easily accessible bright-

field images. In contrast to a traditional HTS pipeline, a HTS pipeline with virtual staining

via I2I, as shown in Figure 1.1, reduces the number of HTS plates from the number of

incubation periods (3) to 1 because, by substituting virtual staining for fluorescence

staining, the process does not introduce any fluorescence into the samples as the virtual

staining model requires the label-free image as input which means we can perform multi-

time point studies. This removes the requirement of multiple plates and the negative plate

effects of fluorescence microscopy as previously mentioned, whilst also enabling live-cell

imaging [16]. Furthermore, once trained, the virtual staining model can generate virtual
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Chapter 1. Introduction

staining outputs for a single plate in seconds compared to fluorescence microscopy, which

takes 30 minutes. As previously mentioned, it’s these biological features that are the

primary tool by which drug effect is assessed. It is therefore essential that these features

are accurately reproduced in any kind of HTS with virtual staining pipelines such as the

one shown in Figure 1.1b.

Virtual staining using I2I has been widely explored for multiple applications [4, 9–12]

but not HTS. Despite the continued development of virtual staining, several obstacles must

to be overcome before considering the routine application of virtual staining within HTS

for drug discovery. In the following, we will identify three essential problems that will be

investigated in this thesis.

Firstly, virtual staining produces impressive qualitative results [4, 9–12] however, it is

critical to evaluate these results quantitatively. Early approaches [4, 10] to virtual staining

evaluation have focused on individual pixel/patch-based measurements such as; Pearson

correlation coefficient, the peak signal-to-noise ratio (PSNR) [17] and the structural sim-

ilarity index measure (SSIM) [18]. These metrics are not explicitly designed to capture

the full range of biological variation. Furthermore, there is a general lack of literature

that focuses on how to quantitatively evaluate virtual staining models within the aims and

constraints of HTS. As a consequence, we can not know the extent to which an HTS

pipeline with virtual staining will produce biological results that correspond to those ob-

tained when using a traditional HTS pipeline. Therefore, it’s critical to ask Can virtual

staining accurately represent biological information within individual cells found in

the fluorescence channels?

Secondly, more recent virtual staining works [5, 11, 12, 19] have typically been

evaluated on images sampled from the same distribution of images the model was trained

on. Yet, in reality, HTS imaging data is highly diverse, generated across different settings

that include imaging systems, magnifications, experiments, cell types, and phenotypes.

The naive approach of training multiple setting-specific models allows us to understand

the performance of virtual staining in a controlled data setting. However, training virtual

staining models on specific subsets of HTS data in industrial applications is not scalable
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Chapter 1. Introduction

because to generate the data to train the virtual staining model you would need to first

run the traditional HTS pipeline with fluorescence staining, which removes the need for

virtual staining. If virtual staining is to be considered as a viable imaging alternative to

fluorescence microscopy within HTS pipelines then virtual staining models must be able

to accurately represent the biological information found within individual cells of other

settings. In other words, it is important to ask the question, can virtual staining for HTS

generalise?

Finally, virtual staining is an ill-posed problem, meaning that for a given bright-field

image we can not know what the corresponding fluorescence image looks like, without

observing it directly. In other words, there is a posterior distribution of virtual staining

solutions given a bright-field image. This also suggests that there is a posterior distribution

of instance biological feature values that could be obtained given a label-free bright-field

image. Looking at the instances within the bright-field images as shown in Figure 1.1,

how much can we truly know about the biological feature posterior distributions? It is

therefore important to ask can virtual staining models correctly capture the distribution

of possible fluorescence images and biological feature values for each cell?

The purpose of this thesis is to address the three questions outlined above while us-

ing data and experimental guidance provided by GSK. Within Chapter 4, we benchmark

different approaches to virtual staining and propose a framework for evaluating virtual

staining for HTS that goes beyond pixel/patch-based measurements and quantifies the

existence of meaningful biological features. In Chapter 5, we further improve this evalua-

tion pipeline and conduct a large-scale benchmarking exercise to explore whether trained

virtual staining models can generalise to unseen data from different data distributions com-

monly found within HTS. The experimental design of Chapter 5 was very much driven by

GSK. Finally, in Chapter 6, we explore the posterior distributions of instance biological

features and compare them to the population distributions over the entire test set. We

present the design of a new direct approach to predicting the instance biological feature

posterior distributions and present three novel quantitative approaches to evaluating these

distributions with access to only a single ground truth sample.
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Chapter 1. Introduction

In the remainder of this Chapter, before outlining our approach to addressing these

questions in sections 1.3, 1.4, 1.5 we formally introduce the conventional use of fluores-

cence staining with HTS (1.1) and different approaches to virtual staining via image-image

translation for HTS.

1.1 Conventional fluorescence staining with HTS

In conventional HTS, large numbers of paired label-free bright-field and fluorescence

images (x1, y1) · · · (x𝑁 , y𝑁 ) are captured for different compounds to detect their effects

on cell cultures. Here, x𝑖 and y𝑖 correspond to the bright-field and a single fluorescence

channel image, extracted from the multi-channel fluorescence image. In practice, multiple

corresponding single fluorescence channel images are created, with each channel capturing

a specific biological structure of interest. In practice, each of these images contains many

cells 𝑗 also referred to as instances. Traditionally, as shown in Figure 6.1, images are

processed using an instance segmentation pipeline separating individual cells and derive

masked images y𝑖, 𝑗 containing only pixel information for the respective cell 𝑗 .

A feature extraction algorithm [20, 21], which can be thought of as a function 𝑓 (y𝑖, 𝑗 )

is then applied to each masked image to compute feature values

Y𝑖, 𝑗 = 𝑓 (y𝑖, 𝑗 ) (1.1)

for the respective cell/instance. These features can be structural (e.g. the size of the

nucleus) or textural (e.g. the number of spots within the nucleus). Finally, the extracted

biological features can be aggregated and statistically analysed to measure possible drug

effects.

1.2 Virtual staining with HTS

This section first introduces how the virtual staining task is approached when viewed

as a regression-based problem and highlights the limitations of this approach. We then
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Chapter 1. Introduction

introduce a posterior-based approach to the problem and the use of conditional gener-

ative models. We explain how these methods overcome the limits of regression-based

approaches and how they are used within this thesis.

We can approach the task of virtual staining via I2I with access to a finite set of

independent and identically distributed (i.i.d) training sample pairs (x1, y1) · · · (x𝑁 , y𝑁 )

from the bright-field domain 𝑋 and fluorescence domain 𝑌 conventionally generated as

part of a traditional HTS pipeline outlined in the previous section 1.1. Virtual staining

can be understood as a mapping from the input vector space 𝑋 to a target vector space 𝑌

where these spaces represent different representations of images of biological samples.

1.2.1 Regression-based

Early virtual staining works [4, 10] formulated the task as a regression problem. Regression-

based approaches implement a function 𝑔𝜃 (x) = ŷ ≈ y with parameters 𝜃 via a neural

network such as a convolutional neural network (CNN), that maps bright-field images to

fluorescence images, 𝑔𝜃 : 𝑋 → 𝑌 .

To train the network, often a quadratic loss function

MSE =
1
𝑁

𝑁∑︁
𝑖=1



y𝑖 − 𝑔𝜃 (x𝑖)

2
2 , (1.2)

corresponding to the mean squared error over all pixels, averaged over the training samples

𝑁 is minimised. The obvious solution to Equation 1.2 is that y𝑖 = 𝑔𝜃 (x𝑖). However, virtual

staining is an ill-posed problem. No such function can exist because different y𝑖 could

potentially occur in the training data together with the same x𝑖.

In fact, there is a posterior distribution 𝑃(y𝑖 |x𝑖) of possible fluorescence images 𝑦𝑖

that could occur with a bright-field image 𝑥𝑖. As a consequence, training a network using

Equation 1.2 will in the limit lead to a compromise solution 𝑔𝜃 (x𝑖) = E𝑃(y𝑖 |x𝑖) [y𝑖] [22].

This is demonstrated in Chapter 4, where we benchmark a regression-based approach [4]

against three probabilistic conditional generative models [7, 23, 24].

You could use these virtual staining predictions to extract biological feature values as
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Chapter 1. Introduction

outlined in section 1.1 via Equation 1.1. However, as each prediction is the mean prediction

of all possible virtual staining solutions, not genuine samples, the predictions will very

often be blurry due to the uncertainty in the mean prediction. Computing biological

features from blurry results would produce inaccurate biological feature results. Figure 1.2

compares these two approaches and shows the increase blurriness in the regression-based

prediction compared to samples from a posterior-based approach.

Fluorescence
 Stain

Regression-
based

Bright-field Posterior-based

Figure 1.2: Regression-based vs. Posterior Based (cGANs) Virtual Staining. Bright-
field, DAPI fluorescence image, a single regression-based prediction and two posterior-
based method samples. We can observe the blurriness in the regression-based prediction
caused by the uncertainty of the mean prediction. In comparison, the posterior-based
samples appear much sharper.

1.2.2 Posterior-based

Instead of learning a function 𝑔𝜃 (x𝑖), we are trying to approximate the posterior distribu-

tion 𝑃(y𝑖 |x𝑖) using a conditional generative model1. There are many ways to implement

conditional generative models. Three foundational methods include Variational Autoen-

coders (VAEs) [25, 26], Diffusion-based methods [27–29] and Conditional Generative

Adversarial Networks (cGANs) [7] which we discuss in more detail in Chapter 2.

More formally, a conditional generative model takes the bright-field image x𝑖 as input

and allows for the drawing of 𝐿 samples, ŷ𝑙𝑖 indexed by 𝑙, from 𝑃𝜃 (y𝑖 |x𝑖) the approximated

posterior distribution.

For each sample ŷ𝑙𝑖 we can then compute the biological feature value

Ŷ𝑙
𝑖, 𝑗 = 𝑓 (ŷ𝑙𝑖, 𝑗 ) (1.3)

1Note that some approaches like GANs or diffusion models do not explicitly compute the probability
density but only learn to sample from it.
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for each cell 𝑗 . This is the same as in Equation 1.1 except we are no longer computing

the biological feature values on mean predictions but on samples from an approximated

posterior distribution.

When we extract multiple (in this case 𝐿) samples ŷ𝑙𝑖 ∼ 𝑃𝜃 (y𝑖 |x𝑖) this provides us with

the approximated posterior distribution 𝑃𝜃 (Y𝑖, 𝑗 |x𝑖, 𝑗 ) over the biological feature for each

cell. One can also view the true biological feature value Y𝑖, 𝑗 for individual cell 𝑗 as being

a sample from the true biological feature posterior distribution 𝑃(Y𝑖, 𝑗 |x𝑖, 𝑗 ).

One challenge that remains is with access to only a single sample Y𝑖, 𝑗 ∼ 𝑃(Y𝑖, 𝑗 |x𝑖, 𝑗 )

how can we evaluate the approximated posterior distribution 𝑃𝜃 (Y𝑖, 𝑗 |x𝑖, 𝑗 )? In Chapter 6

we explore the per-cell biological feature posterior distributions of different conditional

generative models and how to evaluate them given only Y𝑖, 𝑗 .

Alternatively, we can draw a single image sample ŷ𝑖 from 𝑃𝜃 (y𝑖 |x𝑖) and compare it to

y𝑖 and compute the biological feature value Ŷ𝑖, 𝑗 = (ŷ𝑖, 𝑗 ) of each cell and compare it to

Y𝑖, 𝑗 = 𝑓 (y𝑖, 𝑗 ) which we explore in Chapters 4 and 5.

1.3 Can virtual staining accurately represent the biolog-

ical information within individual cells found in the

fluorescence channels?

Traditional quantitative image quality metrics have proven [4, 10] insufficient for compre-

hensively capturing the nuanced capabilities of virtual staining. Early approaches to the

evaluation of virtual staining [4, 10], and other conditional generative modelling domains

like natural imagery [7, 24], relied primarily on pixel/patch-based measurements such as;

Pearson correlation coefficient and PSNR [17]. However, these metrics have considerable

shortcomings.

Firstly, they treat each pixel independently, meaning the measurements can not quantify

any dependencies among neighbouring pixels that could be connected in some form.

Secondly, the Pearson correlation coefficient fails to penalise substantial differences in

9
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pixel intensity scales, potentially suggesting a strong correlation where meaningful visual

similarity is lacking. Thirdly, these metrics can be positively skewed when averaging

over an entire image by uniform background performance, rendering them unreliable

indicators of virtual staining effectiveness. Finally, they do not directly quantify the

relative effectiveness of virtual staining as a replacement for fluorescence staining within

an HTS pipeline.

Developing robust methods to assess virtual staining performance remains a critical

challenge within HTS. In Chapter 4 we propose a framework for evaluating virtual stain-

ing for HTS composed of three levels: pixel/patch-based, biological feature-based, and

drug effect. Using this framework, we systematically explore if virtual staining model

predictions are comparable in pixel space. Are the biological features of virtual staining

predictions comparable to those from the corresponding fluorescence image? Are the

drug effect results from virtual staining the same compared to when using fluorescence

microscopy?

For a concise summary of our findings for this question, refer to section 7.0.1

1.4 Can virtual staining models for HTS generalise?

Typically [5, 11, 12, 19] virtual staining models are trained and tested on images sampled

from the same distribution. In industrial applications, as part of ongoing scientific research,

HTS data is continuously generated across a broad range of experimental settings and

compound perturbations. Training virtual staining models on setting-specific HTS data

for a particular experiment is simply not scalable. However, very little is known about

how virtual staining models perform on images from different HTS data distributions

compared to the HTS data distribution the model was trained on. The differences between

HTS training and HTS test data distributions we refer to as distribution shifts. Example

distribution shifts include unseen compounds, cell types or phenotypes. To address this

gap we ask whether we can use the diversity of HTS data outlined in section 1.6 to train

virtual staining models that can generalise to different distribution shifts.

In Chapter 5 we systematically investigate virtual staining performance across three
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generalisation tasks: generalising to new cell types, generalising to new phenotypes and

generalising to both new phenotypes and new cell types. We further develop the evaluation

pipeline developed in Chapter 4 by extracting biological feature for individual instances

(cells) instead of an average result across all instances per image. We introduce semantic

segmentation performance measurements which further disentangle instance performance

based on precision and recall. We empirically identify data generation practices to produce

highly generalisable models for the three explored generalisation tasks and reveal insights

into virtual staining performance using the revised evaluation pipeline.

For a concise summary of our findings for this question, refer to section 7.0.2
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1.5 Can virtual staining models correctly capture the dis-

tribution of possible fluorescence images and biologi-

cal feature values for each cell?

Despite improvements in the evaluation of instance-level performance and the insights

identified in Chapters 4 and 5, virtual staining has been evaluated using a single virtual

staining prediction, sampled from the learned posterior distribution. As already alluded

to in section 1 and as shown in the variability of virtual staining predictions in Chapter 4,

virtual staining is an ill-posed problem; there can not be one virtual staining solution

given a single bright-field image. Indirectly, this also means there can’t be only one

instance biological feature value given the bright-field image. To evaluate only a single

sample disregards any quantification of uncertainty in virtual staining predictions within

our evaluation framework. For high-impact applications of virtual staining, such as the

work explored in this thesis, this uncertainty needs to be understood and quantified for

different generative modelling approaches.

One could also ask whether it is possible to use an ML method to directly predict the

posterior distribution of instance biological features from the bright-field image without

the need for virtual staining? Such a method could directly produce uncertainty measure-

ments over instance biological features instead of approximating these values via sampling

and the use of an evaluation pipeline. Whether predicting the posterior distribution of

instance biological features directly or indirectly, evaluating different predicted posterior

distributions, for instance, biological features with access to only a single sample from the

true posterior, remains an unexplored challenge.

In Chapter 6 we explore the instance biological feature posterior distributions of the

previously explored cGAN approach in Chapter 4 and 5 as well as Conditional Denoising

Diffusion Probabilistic Model (cDDPM), an adaptation of DDPM for the virtual staining.

We present early principled works into the design of a novel direct method, Bright2Bio-Net,

that learns to directly predict instance-wise biological feature distributions from bright-

field images. We present three generative model evaluation metrics which given access to
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only a single ground truth posterior sample can evaluate a predicted posterior distribution.

These include the average log-likelihood, the Wasserstein distance between the standard

scores and 𝑁 (0, 1), and the Wasserstein distance between percentile ranks and 𝑈 (0, 100).

We provide a systematic analysis of the performance of the proposed measurements

compared to population measurements used in Chapters 4 and 5. Our findings reveal new

insights about the uncertainty for instance biological feature distributions obtained via

virtual staining, and reveal new findings that are missed when using traditional population

measurements.

For a concise summary of our findings for this question, refer to section 7.0.3

1.6 GSK HTS Dataset

All experiments within this thesis are based on a pool of 1,631,232 individual high-

resolution 1080x1080 images generated as part of a GSK HTS assay screened for toxicity

with one of three cell types: lung, ovarian and breast, represented by six different cell lines.

The data comprises 118 16x24 well plates with each plate containing 384 wells comprised

of a combination of dimethyl sulfoxide (DMSO) (negative control) as it has a relatively

low order of systemic toxicity [30], 10 GSK candidate compounds (anonymised to C1,

C2...C10) with 6 levels of toxicity from low to high and known apoptosis (programmed

cell death) inducing compounds etoposide [31], and staurosporine [32] with high orders

of toxicity (positive controls). All plates of one cell type have a fixed layout of compounds

and controls across the wells. Every well consists of 9 fields of view, each containing a

bright-field and three co-registered fluorescent stains; fluorescein (FITC) for cytoplasm,

6-diamidino-2-phenylindole (DAPI) for nuclei detection and Cyanine (Cy5) for DNA-

damage. Figure 1.3 shows the compound and control layout for a lung cell plate, as well

as the described hierarchy from plate to individual fluorescence image channels

13
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1) 16x24 HTS plate with 
compounds & controls layout.

Well r01c24

Nuclei
6-diamidino-2- phenylindole 
(DAPI)

Cytoplasm
fluorescein (FITC) 

DNA-damage
Cyanine (Cy5) 

Bright-field

2) Each well contains
9 Fields of view
(3x3 grid) 
(9 Images)

3) Each field of 
view has 4 
channels: bright-
field with  
three stains.
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Figure 1.3: GSK High-Throughput Screening Plate for Toxicity. 16x24 well plate
containing 384 wells with a combination of negative control wells; dimethyl sulfoxide
(DMSO), 10 GSK candidate compounds with 6 levels of toxicity from low to high and
positive control wells with known apoptosis (programmed cell death) inducing compounds,
etoposide and staurosporine with high orders of toxicity. Each well is composed of
9 fields of view each containing a bright-field and three co-registered fluorescent stains;
fluorescein (FITC) for cytoplasm, 6-diamidino-2-phenylindole (DAPI) for nuclei detection
and Cyanine (Cy5) for DNA-damage.

14



Chapter 2

Background

In this Chapter, we will discuss some of the core generative modelling approaches to

image-to-image translation. As mentioned in Chapter 1, image-to-image translation can

be approached using regression-based methods or using conditional generative models.

Conditional generative models are a specific type of generative model in which the goal is to

approximate the conditional probability distribution 𝑃(y𝑖 |x𝑖) instead of the unconditional

probability distribution 𝑃(y𝑖). 𝑃(y𝑖 |x𝑖) can then be sampled from to produce ŷ𝑖 given x𝑖

as input. Image-to-image translation is best framed as a conditional generative modelling

task because, unlike regression-based approaches which learn a 1-to-1 mapping from x𝑖

to y𝑖, these methods learn to model complex multimodal distributions of plausible outputs

from the same input and in doing so capture uncertainty and produce realistic and sharper

samples compared to regression-based approaches.

Latent variable models form a core component of modelling complex multimodal

distributions by starting with a simple distribution (eg. Gaussian) and then transforming

it using a latent variable. The observed data can be thought of as being generated from

a simpler, lower-dimensional latent space. By learning the relationship between the

latent space and the observed data, conditional generative models capture the underlying

structure of the data and can be used to generate samples. For a more detailed explanation

of latent variable models, we refer the reader to Doersch [33].

Conditional generative models can be classified into two broad categories: explicit

likelihood-based and implicit [9]. Explicit conditional generative models, such as Condi-
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tional Variational Autoencoders (cVAE) [25, 26, 34] and conditional diffusion probabilistic

models [28] learn the posterior distribution 𝑃(y𝑖 |x𝑖) by directly optimizing the evidence

lower bound of the likelihood function. In contrast, implicit conditional generative mod-

els, such as Conditional Generative Adversarial Networks (cGANs), learn the posterior

distribution 𝑃(y𝑖 |x𝑖) but do not explicitly optimise its likelihood function. Instead of

maximising the likelihood function or its lower bound, cGANs approximate the posterior

distribution by simultaneously training a generative model𝐺𝑦

𝜃
that produces samples from

𝑃(y𝑖 |x𝑖) and a discriminative model 𝐷𝜃 . 𝐺𝑦

𝜃
captures the data distribution 𝑃(y𝑖 |x𝑖), and

𝐷
𝑦

𝜃
estimates the probability that a sample came from the training data rather than𝐺𝑦

𝜃
[35].

We now review the core mathematical basis behind these three approaches and show

how they are optimised. In Chapters 4 and 5 cGANs are used for all experiments while

in Chapter 6 we compare the posterior distributions of cGANs and cDDPM. Despite not

using cVAEs in any Chapter, we include the mathematical basis here as both cVAEs and

cDDPM are explicit likelihood-based models and understanding how cVAEs are optimised

can aid in understanding how cDDPM is optimised.

As introduced in Chapter 1, we begin with access to a finite set of i.i.d training sample

image pairs (x1, y1) · · · (x𝑁 , y𝑁 ) from the bright-field domain and fluorescence domain

conventionally generated as part of a traditional HTS pipeline. x1 · · · x𝑁 are drawn from

𝑃(x) and y1 · · · y𝑁 are drawn from the unknown posterior distributions 𝑃(y𝑖 |x𝑖). We are

interested in learning a parametric approximation to 𝑃(y𝑖 |x𝑖) via a neural network that

enables sampling y𝑖 given a single x𝑖.

2.1 Conditional Variational Autoencoders (cVAEs)

This section draws heavily on the treatment by Doersch [33] on the motivations for VAEs to

be very insightful. We borrow the structure and core VAE equations within the explanation

but adapt them to the conditional VAE setting, required for image-to-image translation.

A VAE [25] consists of three components: an encoder, the latent space and a decoder.

The encoder takes a fluorescence image y𝑖 and maps it to the latent space. The decoder

then samples from the latent space to produce the distribution 𝑃(y𝑖 |z), which outputs
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ŷ𝑖 ≈ y𝑖. Similar to the noise sample used as input to the generator in GANs [35], the

VAE decoder takes as input a noisy sample from a simple distribution such as a standard

Gaussian and learns to reshape the sample into an approximation of a more complex target

distribution 𝑃(y𝑖 |z) ≈ 𝑃(y𝑖). To train the decoder, we require 𝑃(z|y𝑖) which can not be

computed analytically. Instead, we use an encoder network with parameters 𝜃 which learns

to construct the latent space distribution𝑄𝜃 (z|y𝑖) such that it approximates the intractable

distribution 𝑃(z|y𝑖) helping to improve the reconstruction ŷ𝑖. Once trained, the encoder is

no longer required. We can sample from the latent space and use the decoder to generate

samples from the approximation of the target distribution.

The cVAE [34] (as shown in Figure 2.1) also consists of an encoder, a latent space and

a decoder. In addition to the fluorescence image y𝑖 used within VAEs, cVAEs condition

both the encoder and the decoder on the bright-field image x𝑖 whereby the decoder wants to

produce a distribution over the fluorescence images conditional on the bright-field images.

For each x𝑖 and y𝑖 pair within the bright-field domain 𝑋 , and fluorescence domain𝑌 the

encoder implements a function via a neural network with parameters 𝜃 that approximates

the distribution 𝑃(z|y𝑖, x𝑖) via 𝑄𝜃 (z|y𝑖, x𝑖) taking both x𝑖 and y𝑖 as input and producing

two values; 𝜇𝜃 (y𝑖, x𝑖) and 𝜎2
𝜃
(y𝑖, x𝑖) per dimension of the latent space.
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𝑍 = μ(𝒙𝒊, 𝒚𝒊) + Σ
1
2 𝒙𝒊,𝒚𝒊 ∗ 𝜺

𝐾𝐿𝐷[𝑁(𝜇 𝒙𝒊, 𝒚𝒊, , Σ(𝒙𝒊, 𝒚𝒊,) ||𝑁(0,I)]
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Figure 2.1: Conditional VAE (cVAE) architecture illustrating the reparametrisation
trick. For a given bright-field image x𝑖 and target fluorescence image y𝑖 the determin-
istic encoder 𝑄𝜃 takes both x𝑖 and y𝑖 as input. The encoder network (CNN) 𝑄𝜃 outputs
parameters 𝜇(x𝑖, y𝑖) and Σ(x𝑖, y𝑖) of the approximate posterior 𝑞𝜃 (𝑧 |x𝑖, y𝑖). The latent
variable 𝑍 is sampled using the reparametrisation trick 𝑍 = 𝜇(x𝑖, y𝑖) + Σ(1/2) (x𝑖, y𝑖) · 𝜖 ,
where 𝜖 ∼ N(0, 1). The decoder (CNN) 𝑃𝜃 (y𝑖 |𝑧, x𝑖) reconstructs the input Y𝑖 from the
sampled latent variable 𝑍 . The model is trained by minimising both the reconstruction loss

y𝑖 − ŷ𝑖



2
2 (which is equivalent to maximising the log-likelihood) and the KL divergence

𝐾𝐿𝐷 [𝑁 (𝜇(x𝑖), Σ1/2(x𝑖)) | |N (0, 1)] between the approximate posterior and the prior. At
inference time, we no longer require the encoder, only the decoder, which conditions on
the x𝑖 and a random noise sample 𝜖 to produce ŷ𝑖.

The latent space is constructed according to the PDF 𝑃(z), which is a Gaussian

distribution N(0,I) per dimension of the high-dimensional latent space 𝑍 . The encoder

outputs 𝜇𝜃 (y𝑖, x𝑖) and 𝜎2
𝜃
(y𝑖, x𝑖) are used to transform a random Gaussian sample 𝜖 from

𝑃(z) into a latent variable z relevant to y𝑖 and x𝑖.

This z is then used by the decoder to produce the distribution 𝑃𝜃 (y𝑖 |z, x𝑖) which

= N(𝜇𝜃 (x𝑖, z), 𝜎2
𝜃
(x, z) · I) whereby the 𝜇𝜃 and 𝜎2

𝜃
are a function of the bright-field

image x𝑖 and the latent variable z . We provide an overview of this process in Figure 2.1.

The distribution 𝑃𝜃 (y𝑖 |z, x𝑖) parameterised by the decoder can then be computed, and is

continuous in 𝜃 which enables back-propagation.

More formally, cVAEs learn to maximise the conditional log posterior distribution of

each y𝑖 under the generative process according to

max log 𝑃(y𝑖 |x𝑖) = log
∫

𝑃𝜃 (y𝑖 |z, x𝑖)𝑃(z)𝑑𝑧. (2.1)
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whereby the encoder produces a distribution𝑄𝜃 (z|x𝑖, y𝑖), over the latent space given a pair

of x𝑖 and y𝑖. We can view this as the expectation of 𝑃𝜃 (y𝑖 |z, x𝑖)𝑃(z) under 𝑄𝜃 (z|x𝑖, y𝑖)

log 𝑃(y𝑖 |x𝑖) = logE𝑄 𝜃 (z|y𝑖 ,x𝑖)

[
𝑃𝜃 (y𝑖 |z, x𝑖)𝑃(z)
𝑄𝜃 (z|x𝑖, y𝑖)

]
. (2.2)

As shown in [22] via the Jensen’s inequality the logE𝑄 𝜃 (z|y𝑖 ,x𝑖) [· · · ] is always greater than

E𝑄 𝜃 (z|y𝑖 ,x𝑖) log[· · · ] therefore by moving the log inside of the expectation, we can get a

lower bound on log 𝑃(y𝑖 |x𝑖). Doing so and expanding the terms from Equation 2.2 gives:

log 𝑃(y𝑖 |x𝑖) ≥ E𝑄 𝜃 (z|y𝑖 ,x𝑖) [log 𝑃𝜃 (y𝑖 |z, x𝑖)] − KLD[𝑄𝜃 (z|x𝑖, y𝑖) | |𝑃(z)] (2.3)

which represents the variational evidence lower bound "ELBO", which is the loss function

used for training VAEs [25, 34].

We will now explore this in more detail, utilising the structure outlined in [33] whilst

adding more detail and missing steps where we feel appropriate. We begin by first

exploring how the target distribution 𝑃(y𝑖 |x𝑖) relates to E𝑄 𝜃 (z|y𝑖 ,x𝑖)𝑃(y𝑖 |z𝑖, x𝑖). We remove

the conditioning of x𝑖 and replace 𝑄𝜃 (z|y𝑖, x𝑖) with 𝑄𝜃 (z) for clarity purposes.

We begin with the Kullback-Leibler divergence (KLD) between 𝑄𝜃 (z) and 𝑃(z|y𝑖):

KLD[𝑄𝜃 (z) | |𝑃(z|y𝑖)] = E𝑧∼𝑄(z) [log𝑄𝜃 (z) − log 𝑃(z|y𝑖)] . (2.4)

Using Bayes rule we can obtain both 𝑃(y𝑖) and 𝑃(y𝑖 |z) from Equation 2.4 as:

KLD[𝑄𝜃 (z) | |𝑃(z|y𝑖)] = E𝑧∼−𝑄 𝜃 (z)

[
log𝑄𝜃 (z) −

log 𝑃(y𝑖 |z)𝑃(z)
log 𝑃(y𝑖)

]
. (2.5)

Using the quotient and product logarithms rules, we can rewrite Equation 2.5 as:

KLD[𝑄𝜃 (z) | |𝑃(z|y𝑖)] = E𝑧∼𝑄 𝜃 (z) [log𝑄𝜃 (z) − log 𝑃(y𝑖 |z) − 𝑃(z) + log 𝑃(y𝑖)] . (2.6)

Following [33], for Equation 2.6 we can then take log 𝑃(y𝑖) out of the expectation because

it does not depend on z, negating both sides, rearranging and contracting part of E𝑄 𝜃 (z)
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into another KLD term produces:

− log 𝑃(y𝑖) − KLD[𝑄𝜃 (z) | |𝑃(z|y𝑖)] = E𝑄 𝜃 (z) [log 𝑃(y𝑖 |z)] − KLD[𝑄𝜃 (z) | |𝑃(z)] . (2.7)

Since we want to predict 𝑃(y𝑖), we want to construct the distribution 𝑄 such that it makes

the KLD[𝑄(z) | |𝑃(z)] small [33].

We now reintroduce the x𝑖 and the original 𝑄𝜃 (z|y𝑖, x𝑖) which leads to the right-hand-

side of the equation showing the "ELBO" as in Equation 2.3:

− log 𝑃𝜃 (y𝑖 |x𝑖) − KLD[𝑄𝜃 (z|y𝑖, x𝑖) | |𝑃𝜃 (z|y𝑖, x𝑖)]

=E𝑄 𝜃 (z|y𝑖 ,x𝑖) [log 𝑃𝜃 (y|z, x𝑖)] − KLD[𝑄𝜃 (z|y𝑖, x𝑖) | |𝑃(z)]︸                                                                   ︷︷                                                                   ︸
(ELBO)

.
(2.8)

Whilst the true 𝑃(z|y𝑖, x𝑖) cannot be computed analytically, with an encoder 𝑃𝜃 (z|y𝑖, x𝑖)

with sufficient capacity it should in principle equal𝑄𝜃 (z|y𝑖, x𝑖) which then leaves− log 𝑃𝜃 (y𝑖 |x𝑖)

to be minimized. On the right-hand side term, the ELBO (evidence lower bound) is written

as:

min− log 𝑃𝜃 (y𝑖 |x𝑖) ≥ E𝑄 𝜃 (z|y𝑖 ,x𝑖) [log 𝑃𝜃 (y𝑖 |z, x𝑖)] − KLD[𝑄𝜃 (z|y𝑖, x𝑖) | |𝑃(z)], (2.9)

which is a lower bound on the − log 𝑃𝜃 (y𝑖 |x𝑖). The KLD[𝑄𝜃 (z|y𝑖, x𝑖) | |𝑃(z)] regularizes

𝑄𝜃 (z|y𝑖, x𝑖) to be close to 𝑃(z). Both distributions are multivariate Gaussian distributions

and can therefore be computed in closed form.

The log 𝑃𝜃 (y𝑖 |z, x𝑖) is the reconstruction term which encourages the model to re-

construct y𝑖 well from z, as outlined in [33] we can take one sample of z and treat

log 𝑃𝜃 (y𝑖 |z, x𝑖) as an approximation of E𝑄 𝜃 (z|y𝑖 ,x𝑖) [log 𝑃𝜃 (y𝑖 |z, x𝑖)] as we are already per-

forming stochastic gradient descent over y𝑖 and x𝑖 sampled from 𝑋 and 𝑌 and compute the

gradient of:

log 𝑃𝜃 (y𝑖 |z, x𝑖) − KLD[𝑄𝜃 (z|y𝑖, x𝑖) | |𝑃(z)] . (2.10)

However, we need to compute the gradient through a layer of the model that samples z from
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𝑄𝜃 (z|y𝑖, x𝑖), which in its current form has no gradient. To overcome this, VAEs [25, 34]

use the "reparametrization trick" [25] (as shown in Figure 2.1) which moves the sampling

to an input layer and then given 𝜇(x𝑖, y𝑖) and Σ(x𝑖, y𝑖) — the mean and covariance of

𝑄𝜃 (z|y𝑖, x𝑖) — we can sample from N(𝜇((x𝑖, y𝑖), Σ(x𝑖, y𝑖) by first sampling 𝑒 ∼ N(0, 𝐼),

then computing 𝑧 = 𝜇(x𝑖, y𝑖) + Σ1/2(x𝑖, y𝑖) · 𝑒. With the addition of the expectation with

respect to the training data, the full equation on which the gradient is computed is:

E(x𝑖 ,y𝑖)∼(𝑋,𝑌 ) − log 𝑃𝜃 (y𝑖 |x𝑖)

≥ E(x𝑖 ,y𝑖)∼(𝑋,𝑌 )
[
E𝑄 𝜃 (z|y𝑖 ,x𝑖) [log 𝑃𝜃 (y𝑖 |x𝑖, z = 𝜇((x𝑖, y𝑖), Σ(x𝑖, y𝑖) ∗ 𝜖)] − KLD[𝑄𝜃 (z|y𝑖, x𝑖) | |𝑃(z)]

]
.

(2.11)

Figure 2.1 shows the cVAE generative process and how the reparametrization trick is

implemented.

2.2 Conditional Denoising Diffusion Probabilistic Model

(cDDPM)

The conditional denoising diffusion probabilistic model (cDDPM) is an adaptation of the

denoising diffusion probabilistic model (DDPM) [28, 29] for conditional image generation.

At a high level the model is composed of two processes: the forward and the reverse

process.

The forward process (𝑄) starts with a fluorescence image and progressively adds

Gaussian noise until only Gaussian noise remains.

The reverse process starts with the Gaussian noise and aims to undo the noise added

in the forward process, conditional on the bright-field input to predict the conditional

log-likelihood of the fluorescence image given a bright-field image. This distribution 𝑃

is parameterised by a neural network with parameters 𝜃, with a 𝜇 and 𝜎 at each pixel. In

DDPM [28], the 𝜎 is known so the neural network need only to predict 𝜇 as shown in

Figure 2.2.

In practice, as we will motivate in the following section, the model is trained by

minimising the quadratic loss between the known noise value 𝜖 and the predicted noise of
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the network 𝜖𝜃 for each pixel.

U-Net

Time step 

embedding t = T 

…

𝑥

ො𝑦𝑇−1

𝑦𝑇−1

U-Net

Time step 

embedding t = 1 

…

𝑦1

ො𝑦1ො𝑦0

𝑥

Forward Diffusion

Reverse Process

Repeat T times

Figure 2.2: Conditional Denoising Diffusion Probabilistic Model - Forward and Re-
verse processes. The forward diffusion process Q (left to right) gradually adds increasing
levels of Gaussian noise to the target fluorescence image y0 according to a noise schedule
𝛽1, . . . , 𝛽𝑇 until y𝑇 ∼ N(0,I). This process in the simplest case has no learnable pa-
rameters and is defined as the product of the conditional probabilities 𝑄(y𝑡 |y𝑡−1). For a
given 𝑡, y𝑡 is sampled from a normal distribution with a mean of the previous time step
and new variance. The reverse inference process P (right to left) iteratively denoises the
target image conditioned on a source image x and the time step embedding 𝑡 to produce a
denoised image at 𝑡 − 1. This process is repeated until it reaches a denoised prediction for
the original input image ŷ0

Following the works of [28, 29, 36, 37] we now explain how the forward and reverse

process of cDDPMs works in more detail. To avoid confusion with time indexes we omit

the index i for both bright-field x𝑖 and fluorescence image y𝑖, referring to each as x and y.

The forward process, progressively adds increasing levels of Gaussian noise to a

fluorescence image y (which we refer to as y0 because it has zero added Gaussian noise)

over a sequence of time steps 𝑇 according to a noise schedule 𝛽1, ..., 𝛽𝑇 until we have

random noise mimicking a sample from a standard Gaussian distribution. More formally,
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as in [28] the forward process is defined as:

𝑄(y1:𝑇 |y0) :=
𝑇∏
𝑡=1

𝑄(y𝑡 |y𝑡−1), (2.12)

where𝑄(y1:𝑇 |y0) is the product of the conditional probabilities𝑄(y𝑡 |y𝑡−1) from 𝑡 = 1 : 𝑇 .

As in [28] to transition from y𝑡−1 to y𝑡 the following distribution is defined:

𝑄(y𝑡 |y𝑡−1) := N(y𝑡 |
√︁

1 − 𝛽𝑡y𝑡−1,
√︁
𝛽𝑡I), (2.13)

whereby y𝑡 can be viewed as some scaled version of y𝑡−1 + additional noise.

At time point 𝑇 , we want to end up with 𝑦𝑇 ∼ N(0, I), meaning the contribution

of y𝑡−1 and as a consequence y0 to 𝑦𝑇 should be close to 0 while the contribution of

the noise should be close to 1. With a sufficient number of time steps 𝑇 , the scaling

applied in Equation 2.13 can be viewed as the smooth diffusion of a sample y0 from a

complex distribution to a simple Gaussian distribution. That is, as 𝛽𝑡 increases, the weight

of y𝑡−1 decreases while the weight of the noise increases. Because each time point t is

only dependent on the previous time point, as outlined in [28], the forward process is a

stochastic Markov chain.

Importantly, one can characterize the distribution of any y𝑡 given the clean image

y0 which we refer to as the posterior distribution of 𝑄(y𝑡 |y0) by marginalizing out the

intermediate steps [36] as:

y𝑡 =
√︁

1 − 𝛽𝑡y𝑡−1 +
√
𝛽𝑡N(0, I), 𝛼𝑡 = 1 − 𝛽𝑡

y𝑡 =
√
𝛼𝑡y𝑡−1 +

√
1 − 𝛼𝑡𝜖, 𝜖 ∼ N(0, I)

(2.14)

Where 𝜖 is a noise sample from a standard Gaussian distribution. In Equation 2.14 where
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y𝑡 is expressed in terms of y𝑡−1 we can also express y𝑡 in terms of y𝑡−1 and y𝑡−2 as:

y𝑡 =
√
𝛼𝑡 y𝑡−1︸︷︷︸

(1)

+
√

1 − 𝛼𝑡𝜖𝑡 .

y𝑡 =
√
𝛼𝑡 (

√
𝛼𝑡−1y𝑡−2 +

√︁
1 − 𝛼𝑡𝜖𝑡−1︸                          ︷︷                          ︸

(2)

) +
√

1 − 𝛼𝑡𝜖𝑡
(2.15)

where we replace (1) with (2). Then by separating the y𝑡−2 term we have:

y𝑡 =
√
𝛼𝑡
√
𝛼𝑡−1y𝑡−2 +

√
𝛼𝑡
√︁

1 − 𝛼𝑡−1𝜖𝑡−1︸                ︷︷                ︸
(1)

+
√︁

1 − 𝛼𝑡𝜖𝑡 .︸      ︷︷      ︸
(2)

(2.16)

Terms (1) and (2) are two independent Gaussian noises with variance 𝛼𝑡 − 𝛼𝑡𝛼𝑡−1 in (1)

and 1 − 𝛼𝑡 in (2). These can be rewritten as one Gaussian:

y𝑡 =
√
𝛼𝑡𝛼𝑡−1y𝑡−2 +

√
1 − 𝛼𝑡 + 𝛼𝑡 − 𝛼𝑡𝛼𝑡−1𝜖

y𝑡 =
√
𝛼𝑡𝛼𝑡−1y𝑡−2 +

√
1 − 𝛼𝑡𝛼𝑡−1𝜖 .

(2.17)

We can then repeat this process by substituting y𝑡−3 for y𝑡−2 until 𝑇 steps where we are left

with:
y𝑡 =

√︄
𝛼𝑡𝛼𝑡−1𝛼𝑡−2 . . . 𝛼2𝛼1︸                   ︷︷                   ︸

(1)

y0 +
√︄

1 − 𝛼𝑡𝛼𝑡−1𝛼𝑡−2 . . . 𝛼2𝛼1︸                   ︷︷                   ︸
(2)

𝜖
(2.18)

where (1) = (2) and
∏𝑡
𝑖=1 𝛼𝑖 = 𝛼𝑡 we can then rewrite Equation 2.18 as:

y𝑡 =
√
𝛼𝑡y0 +

√
1 − 𝛼𝑡𝜖 (2.19)

and access any y𝑡 given a clean image y0 and 𝛼𝑡 which can be computed through y0 and a

sample 𝜖 ∼ N(0, I).

This posterior distribution 𝑄(y𝑡 |y0) is important when parameterising the reverse

process and formulating a variational lower bound on the log-likelihood [28], which we

discuss in the following section.

The reverse process tries to undo the forward process, enabling the generation of

images from noise. The reverse process is also a stochastic Markov chain that can be
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viewed as a sequence of 𝑇 denoising steps, with Gaussian transitions that have the same

form as the forward process outlined in Equation 2.13. In addition, the reverse process

also conditions on the bright-field image x. Formally, the reverse process is defined as:

𝑃(y0:𝑇 ) := 𝑃(y𝑇 )
𝑇∏
𝑡=1

𝑃(y𝑡−1 |y𝑡 , x). (2.20)

Sampling from Equation 2.20 is intractable because when computing the distribution

𝑃(y𝑡−1 |y𝑡 , x), y𝑡 is derived from the forward process 2.12 which is derived from the input

image y0 which the reverse process doesn’t have access to. However, we can use a neural

network with parameters 𝜃 to learn an approximate parametrised form of the distribution

on which we can sample. This distribution can be written as

𝑃𝜃 (y0:𝑇 ) := 𝑃(y𝑇 )
𝑇∏
𝑡=1

𝑃𝜃 (y𝑡−1 |y𝑡 , x). (2.21)

To transition from y𝑡 to y𝑡−1 the following distribution is defined:

𝑃𝜃 (y𝑡−1 |y𝑡 , x) := N(y𝑡 ; 𝜇𝜃 (x, y𝑡 , 𝑡), Σ(y𝑡 , 𝑡). (2.22)

As outlined in the forward process, in the simplest of cases, the noise schedule is

known, so the values of 𝜇 are what we are interested in learning. The goal of approximating

an intractable distribution via a neural network is similar to the cVAE case (discussed in

Section 2.1), where we want to generate images as close to the data distribution as possible

by explicitly optimising the conditional log-likelihood over the observed data. This can

be written for cVAEs and cDDPM as follows:

log 𝑃(y|x) =
∫

𝑃(y|𝑧, x)𝑑𝑧︸                               ︷︷                               ︸
cVAE

≡ log 𝑃(y0 |x) = log
∫

𝑃(y0:𝑇 |x)𝑑𝑦1:𝑇︸                                          ︷︷                                          ︸
cDDPM - Reverse Process

.
(2.23)

Instead of conditioning on a single latent variable 𝑧 for cVAEs, for the reverse diffusion

process, we move through a sequence of latent variables z = y1:𝑇 which corresponds to

all noisy versions of y, where 𝑄𝜃 (z|y, x) in the cVAE case is ≡ 𝑄(y𝑡 |y𝑡−1) but 𝑄 is fixed

25



Chapter 2. Background

with no learnable parameters. As stated in Section 2.1 Equation 2.2 for cVAEs we can

compute

log 𝑃(y0 |x) = logE𝑄 𝜃 (z|y,x)

[
𝑃𝜃 (y|z, x)
𝑄𝜃 (z|x, y)

]
, (2.24)

the corresponding equation for cDDPM can be viewed as:

log 𝑃(y0 |x) = logE𝑄(y1:𝑇 |y0,x)

[
𝑃𝜃 (y0:𝑇 |x)
𝑄(y1:𝑇 |y0)

]
, (2.25)

where the denominator is the forward process and the numerator is the reverse process.

Given that the forward and reverse processes are Markov chains we can view the term

within the expectation of Equation 2.25 as the product of the conditional probabilities:

log 𝑃(y0 |x) = logE𝑄(y1:𝑇 |y0)

[
𝑃(y𝑇 )

∏𝑇
𝑡=1 𝑃𝜃 (y𝑡−1 |y𝑡 , x)

𝑄(y1 |y0)
∏𝑇
𝑡=2𝑄(y𝑡 |y𝑡−1)

]
. (2.26)

Notice, the term t = 1 is pulled out from the product in the denominator, which starts at

t = 2. The authors [28] do this to avoid numerical issues when applying Bayes theorem to

𝑄(y1 |y0). Instead, they apply Bayes theorem to the contents of the product from t = 2 to

obtain:

𝑄(y1 |y0)
𝑇∏
𝑡=2

𝑄(y𝑡 |y𝑡−1) = 𝑄(y1 |y0)
𝑇∏
𝑡=2

𝑄(y𝑡−1 |y𝑡 , y0)𝑄(y𝑡 |y0)
𝑄(y𝑡−1 |y0)

. (2.27)

After expanding the product in Equation 2.27 and removing all cancelled-out terms, we

have:

𝑄(y1 |y0)
∏𝑇
𝑡=2𝑄(y𝑡 |y𝑡−1) = 𝑄(y𝑇 |y0)

∏𝑇
𝑡=2𝑄(y𝑡−1 |y𝑡 , y0). (2.28)

Substituting the right-hand side back into the denominator in Equation 2.26 and separating

out the t = 1 within the product from the numerator, we have:

log 𝑃(y0 |x) = logE𝑄(y1:𝑇 |y0)

[
𝑃(y𝑇 )𝑃𝜃 (y0 |y1, x)

∏𝑇
𝑡=2 𝑃𝜃 (y𝑡−1 |y𝑡 , x)

𝑄(y𝑇 |y0)
∏𝑇
𝑡=2𝑄(y𝑡−1 |y𝑡 , y0)

]
. (2.29)

As shown in the cVAE case via Equation 2.3, by moving the log inside of the expec-
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tation, we can get a lower bound on log 𝑃(y0 |x):

log 𝑃(y0 |x) ≥ E𝑄(y1:𝑇 |y0)


log

𝑃(y𝑇 )
𝑄(y𝑇 |y0)︸          ︷︷          ︸

(1)

+ log 𝑃𝜃 (y0 |y1, x)︸              ︷︷              ︸
(2)

+
𝑇∑︁
𝑡=2

log
𝑃𝜃 (y𝑡−1 |y𝑡 , x)
𝑄(y𝑡−1 |y𝑡 , y0)︸                      ︷︷                      ︸

(3)


,

(2.30)

which is very similar to the lower bound of the cVAE in Equation 2.9.

Term (1) is similar to the KLD term over the 𝑃(𝑧) in cVAE, but as 𝑄 is fixed with no

learnable parameters this is ignored during training. Term (2) is the reconstruction of y0

given the last reverse step y1 and bright-fied image x which is the same as 𝑃(y𝑖 |z, x) in

Equation 2.9 for cVAEs. Finally, term (3), is the sum of the KL divergences between the

intermediate Gaussians produced by the reverse and forward processes, which are now of

the same form. Note that𝑄 has access to y0, which makes the denoising process far easier,

and so 𝑃𝜃 given access to x is trying to mimic 𝑄. As shown in [28] for the unconditional

setting, for the conditional setting, term (3) can be written as:

E𝑄(y1:𝑇 |y0)KLD[N (y𝑡−1; 𝜇𝜃 (y𝑡 |x), Σ𝑄 (𝑡)) | |N (y𝑡−1; 𝜇𝑄 (y𝑡), Σ𝑄 (𝑡))]

= 1
2𝜎2

𝑄

𝛽2
𝑡

(1−𝛼𝑡 ) (𝛼𝑡 ) | | (𝜖𝜃 − 𝜖)
2
2 | |.

(2.31)

Term (2) in Equation 2.30 is also modelled under Equation 2.31 by approximating the

noise 𝜖 that was added at y0 to get to y1 as 𝜖𝜃 . In practice, in the unconditional setting,

authors [28] ignore the scaling factor and therefore, in the conditional setting, the loss that

is optimised is:

Lsimple(𝜃) := Ex,𝑡,y0,𝜖

| |𝜖𝜃 (
√
𝛼̄𝑡y0 +

√︁
1 − 𝛼̄𝑡𝜖︸                 ︷︷                 ︸

(1)

, x, 𝑡) − 𝜖 | |2
 , (2.32)

where term (1) is y𝑡 which along with the bright-field image x𝑖 and time point 𝑡 is used as

input to the neural network parametierised by 𝜃 to predict noise 𝜖 .
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2.3 Conditional Generative Adversarial Networks (cGANs)

Paired Samples

Predicted probability 

that ෝ𝒚𝒊 is real

Predicted probability 

that 𝒚𝒊 is real

𝐺𝜃 𝒙𝒊

𝐷𝜑

𝒙𝒊 ෝ𝒚𝒊

𝒍𝟏 (𝑮𝜽 ) = 𝑬𝒙,𝒚[||𝒚𝒊 −𝑮𝜽 𝒙𝒊 ||𝟏]

𝒍𝒄𝑮𝑨𝑵 = 𝑬𝒙,𝒚 𝑙𝑜𝑔𝑫𝝋 𝒙𝒊 , 𝒚𝒊 + 𝑬𝒙 𝑙𝑜𝑔(𝟏 − 𝑫𝝋 𝒙𝒊 , 𝑮𝜽 (𝒙𝒊

Concatenate 𝒙𝒊 with 𝒚𝒊

Concatenate 𝒙𝒊 with ෝ𝒚𝒊

Final objective is:

𝜽∗ = 𝒂𝒓𝒈𝒎𝒊𝒏𝜽𝒎𝒂𝒙𝝋 𝒍𝒄𝑮𝑨𝑵 𝑮𝜽 ,𝑫𝜽 + 𝜸𝒍𝟏 (𝑮𝜽 )
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.
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𝒚𝒊

𝒚𝒊

Figure 2.3: Conditional Generative Adversarial Network (cGAN) architecture and
loss function. The generator 𝐺𝜃 (typically a U-net with residual connections and dropout
for stochasticity) takes the bright-field x𝑖 as input and generates a virtual staining prediction
ŷ𝑖. The discriminator 𝐷𝜑 (also typically a U-net with residual connections) then receives
two inputs, either ŷ𝑖 or y𝑖 concatenated with the conditional input x𝑖. The combined input is
passed through 𝐷𝜑 to produce a probability value indicating whether the input was the true
fluorescence stain or a virtual staining prediction. We show both scenarios in the figure.
The objective of the L𝑐𝐺𝐴𝑁 is shown where 𝐺𝜃 tries to minimise this objective against an
adversarial 𝐷𝜑 that tries to maximise it. To improve performance an L1 reconstruction
loss term is introduced between the virtual staining prediction and the target fluorescence
stain. The contribution of the L1 is determined via the parameter 𝛾

Conditional Generative Adversarial Networks (cGANs) [7, 24, 35] are implicit generative

models. Unlike cVAE and cDDPM, which are conditioned on both x𝑖 and Gaussian noise

𝑧 cGAN implementations [7] showed that the model learnt to ignore the noise. Noise was

only introduced into the generator during training via dropout and via MC-Dropout [38]

applied during inference, limiting the variability of the model predictions [7]. Additionally,

cGANs do not explicitly optimise the posterior distribution 𝑃(y𝑖 |x𝑖) or its lower bound but

instead learn to sample from its PDF.

cGANs do this by simultaneously training a generative model 𝐺𝑌
𝜃

and a discriminative

model 𝐷𝑦

𝜃
. 𝐺𝑦

𝜃
captures the data distribution 𝑃(y𝑖 |x𝑖) via 𝑃̂(y𝑖 |x𝑖), and 𝐷𝑦

𝜃
estimates the

probability that a sample came from 𝑃(y𝑖 |x𝑖) rather than 𝐺𝑦

𝜃
[35].

𝐷
𝑦

𝜃
is trained to maximise the log-likelihood of correctly distinguishing real samples

from the generator outputs. 𝐺𝑦

𝜃
is trained to minimise 𝐷𝑦

𝜃
’s ability to distinguish real from
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fake samples. Both 𝐷𝑦

𝜃
and 𝐺𝑦

𝜃
are trained following a min-max objective function;

L𝑐𝐺𝐴𝑁 = min
𝐺

𝑦

𝜃

max
𝐷

𝑦

𝜃

𝑉 (𝐷𝑦

𝜃
, 𝐺

𝑦

𝜃
) = E𝑥,𝑦 [log𝐷𝑦

𝜃
(x𝑖, y𝑖)] + Ex𝑖 [log(1 − 𝐷𝑦

𝜃
(x𝑖, 𝐺𝑦

𝜃
(x𝑖))],

(2.33)

where 𝐺𝑦

𝜃
tries to minimise this objective against an adversarial 𝐷𝑦

𝜃
that tries to maximise

it taking the concatenation of x𝑖 and y𝑖. 𝐷
𝑦

𝜃
aims to classify the concatenation of the source

image x𝑖 and its corresponding target image y𝑖 as real, 𝐷𝑦

𝜃
(x𝑖, y𝑖) = 1 , while classifying

y𝑖 and ŷ𝑖 as fake, 𝐷𝑦

𝜃
(ŷ𝑖, y𝑖, x𝑖) = 0.

Nevertheless, cGANs that rely solely on Equation 2.33 do not produce consistent

results. More specifically, the virtual staining sample may not share a similar global

structure as the desired target image [39]. To counteract this issue, a pixel reconstruction

loss, such as the L1 loss, is incorporated [7, 40]. This is achieved by calculating the mean

absolute error (MAE) between the target and predicted images:

L1 = E𝑥,𝑦,𝑧
[
| |y𝑖 − 𝐺

𝑦

𝜃
(x𝑖) | |1

]
(2.34)

such that the final training objective is given by:

min
𝐺𝑦

max
𝐷𝑦

L𝑐𝐺𝐴𝑁 + 𝛾L1, (2.35)

with 𝛾 > 0 as a weighting hyperparameter.
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2.4 Practical implications of approaches

From a practical standpoint, each generative modelling approach presents a unique trade-

off between speed, quality, and robustness—factors that significantly impact their deploy-

ability in real-world virtual staining workflows. Table 2.1 summarises cVAEs, cGANs

and cDDPM across 6 practical measurement criteria.

Measurement cVAEs cGANs cDDPM
Inference Speed Fast Fast Slow

Pixel Quality Medium High High
Perceptual Quality Medium High High

Population Distribution Quality Med-High High High
Training Stability High Low High

Condition Sensitivity Medium Low High
Table 2.1: Comparison of the practical implications of cVAEs, cGANs and cDDPM.
Across the majority of metrics, cDDPM demonstrates the highest performance but it
is limited by its inference speed. cGANs appear very suitable for practical scenarios
where speed and quality are most important, but caution must be taken around training
instabilities and condition sensitivity. Finally, cVAEs offer fast inference and high training
stability, making them appealing to requirements that require real-time, diverse outputs.

cVAEs, offer fast inference and high training stability, making them appealing for

resource-constrained environments or applications that require real-time outputs. How-

ever, their moderate pixel and perceptual quality may limit their use in high-fidelity

diagnostic scenarios, where visual accuracy is paramount. Their medium condition sensi-

tivity suggests moderate responsiveness to input conditions (e.g. bright-field, cell type and

phenotype), which could necessitate further tuning to maintain reliability across diverse

biological settings.

In contrast, cGANs excel in both pixel and perceptual fidelity, making them well-suited

for applications where visual realism is critical, such as pathology workflows involving

expert human interpretation. However, their low training stability can pose significant

engineering challenges, often requiring extensive hyperparameter tuning, early stopping

and regularisation to avoid mode collapse or convergence issues. Additionally, they are

prone to hallucinations that, if not correctly quantified, can lead to inaccurate, highly

realistic false positives. Furthermore, cGANs low condition sensitivity, specifically to the

bright-field, may hinder their ability to produce virtually stained outputs that, on a per-
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cell level, contain accurate biological feature values specific found in the corresponding

fluorescence-stained cell.

Finally, cDDPMs offer state-of-the-art quality across all output dimensions, including

population-level distribution matching, but their slow inference speed makes them less

practical for high-throughput scenarios. Their high condition sensitivity, however, enables

precise control over generated outputs, which can be highly advantageous in settings

where reproducibility and specificity are critical. Whilst they produce the same pixel and

perceptual quality as cGANs they are e

2.5 Conclusion

In conclusion, while each of the three modelling paradigms brings distinct strengths, none

offers a fully satisfactory solution for virtual staining when all practical dimensions are

considered simultaneously. This reveals a clear gap in current methodologies: existing

models either compromise on inference speed or robustness, or require trade-offs in bio-

logical precision and controllability. Addressing this gap is critical for advancing virtual

staining from proof-of-concept demonstrations toward reliable, real-world diagnostic and

screening tools. Future work should thus focus on hybrid architectures, architectural

optimisations, or knowledge-distillation-based methods that retain the quality and control-

lability of diffusion models while achieving the speed and stability of cVAEs or cGANs.

Moreover, there remains an unmet need for deeper understanding of how these models

generalise to common HTS data distribution shifts, such as, cell types, phenotypes, and

technical settings—a prerequisite for widespread clinical adoption. This raises a natural

question: if all three models can generate virtually stained bright-field images that are

ultimately used to quantify biological features, could we instead train a model to predict

those biological features directly from the original bright-field images?

Within Chapter 3, we provide a comprehensive review of a broad range of extensions

to the three core algorithms (cVAEs, cDDPM, cGANs) explored in this section. Then

in Chapters 4 and 5, we explore the use of cGANs for several virtual staining tasks

within HTS. We then introduce cDDPM and compare its performance against a cGAN in
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Chapter 6 and introduce Bright2Bio-Net, which is a novel method that learns to predict

these biological features directly from the bright-field image.
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Literature Review

As outlined in Chapters 1 and 2, image-to-image translation can be approached as a

regression problem or by using conditional generative models. Section 3.1 of this Chapter

begins by reviewing how approaches to image-to-image translation have evolved from early

regression-based models [4, 10] to the more recent generative modelling approaches [7,

8, 11, 19, 24, 27, 28, 39, 41–48]. While maintaining the focus on approaches to image-

to-image translation, we also include new architectures and improvements that were first

developed for unconditional generative models and later adapted to conditional generative

models.

Despite the considerable improvements in approaches to image-to-image translation,

the development of evaluation protocols for determining these methods’ performance re-

mains far less explored. As these methods have evolved, so have the axioms on which

we need to evaluate their performance. Early regression-based approaches were predomi-

nantly evaluated in the pixel space with access to some ground truth target, where we want

to compare it pixel-by-pixel to our prediction. As techniques have evolved into probabilis-

tic methods, we are now measuring distributions as well as sample quality. Furthermore,

as I2I is applied to specific applications, such as virtual staining for HTS, metrics that

provide meaningful insights to answering specific application-related questions are also

of vital importance. In Section 3.2 of this Chapter, we aim to critically review evaluation

protocols for generative models and discuss their trade-offs.

The combination of improved I2I methods and advancements in developing accu-
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rate quantitative measures that reflect the nuances between different generative modelling

approaches are in part responsible for the increased interest in these techniques within

industrial applications. However, a key consideration for large-scale applications is scal-

ability. Devising strategies for training generalisable models is an under-explored area

of research within I2I and the wider machine learning (ML) community. In Section 3.3

we aim to critically review current works on generalizable I2I models, including virtual

staining models as well as generalizable models within ML more broadly.

3.1 Approaches to image-to-image translation

We begin as previously outlined in Chapter 1 with access to a finite set of i.i.d training

sample pairs (x1, y1) · · · (x𝑁 , y𝑁 ) from a source and a target domain such as the bright-field

and the fluorescence domains. We are interested in learning a parametric approximation to

𝑃(y𝑖 |x𝑖) that enables for sampling y𝑖 given a single x𝑖. The task of learning this parametric

approximation we term image-to-image translation (I2I).

One of the simplest approaches to I2I is to view the task as a regression problem where

the aim is to learn a function 𝑔𝜃 (x) = ŷ ≈ y with parameters 𝜃 via a neural network, that

maps the training (x1, y1) · · · (x𝑁 , y𝑁 ) pairs, 𝑔𝜃 : 𝑋 → 𝑌 .

A number of approaches have been explored for virtual staining, but none have specif-

ically focused on high-throughput screening. Early virtual staining works [4, 10] in

applications such as transmitted light and fluorescence microscopy minimised a quadratic

loss function via a U-Net [49] and predictions were shown to produce pixel values corre-

lated with those found in the real fluorescence images [4]. However, predictions contained

blurry results [4, 10] because virtual staining is an ill-posed problem. No such function

exists, given the training data, because each label-free input image could have many corre-

sponding fluorescence images. Regressing to the mean possible virtual staining prediction

is a compromise across the different virtual staining predictions. The true unknown set of

possible virtual staining solutions can be viewed as the posterior distribution 𝑃(y𝑖 |x𝑖) of

potential fluorescence images y𝑖 that could occur given the label-free input image x𝑖.

Conditional generative models (CGMs) [7, 8, 11, 19, 41] learn to approximate this
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posterior distribution. These methods have outperformed regression-based approaches for

I2I in virtual staining and other domain areas, which have led to dramatic performance

improvements on natural image datasets [50, 51] and other bioimaging applications [9].

Unlike regression-based approaches to virtual staining which learn a deterministic direct

mapping from the input to output, conditional generative models learn to approximate the

posterior distribution 𝑃(y𝑖 |x𝑖) which can be used to sample virtual staining solutions ŷ𝑖.

Many of the design improvements to CGMs for image-to-image translation, such

as vector quantization [42] or spectral normalization [52] that have led to performance

improvements, were first explored for unconditional generative models. In light of this, in

the following section, where this is the case, we explore the development of the method

in the unconditional setting first and then review how these methods were adapted to the

conditional setting.

One of the early generative modelling approaches was Auto-regressive models (ARMs) [53–

55] which directly model the log-likelihood of the training data by progressively predict-

ing each pixel based on previous pixels. ARMs were shown to have strong distribution

coverage [54]. However, the sequential generation of pixels makes for slow image gen-

eration, limiting the scalability of ARMs. Normalizing flows [56–58] and VAEs [25, 34,

59] (discussed in detail in Chapter 2) improved sampling speed but early approaches were

unable to produce the quality of samples from generative adversarial networks (GANs).

In light of this, Vector Quantised Variational Auto Encoders (VQ-VAE) [42] present

several changes to VAEs to reduce blurriness and improve sample quality. First, a discrete

latent encoding is introduced via a code book instead of the continuous latent representation

used in VAEs (as discussed in Chapter 2). In short, the encoder 𝐸𝜃 takes as input x𝑖 and

produces a vector quantized representation 𝑧 = 𝐸𝜃 (x𝑖) to which each pixel within x𝑖 is

mapped to 1 of 𝐶 code book embedding vectors by taking L2 norm between 𝑧 at each

pixel and the nearest codebook embedding vector z𝑐 producing the 𝑄(z = c|x𝑖). The

quantised representation 𝑄(z|x𝑖) is then used as input to the decoder, which outputs the

reconstruction of y𝑖. During inference, the decoder only needs to look up the nearest

codebook entry, which can be faster than sampling from the continuous latent distribution
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of VAEs [42].

Instead of using the VAE KL divergence term (as outlined in Chapter 2 Equation 2.8)

between 𝑃(𝑧) and 𝑄𝜃 (z|x𝑖, y𝑖) VQ-VAEs use an additional auto-regressive model; Pixel-

CNN [53] to learn the appropriate distribution 𝑃(𝑧) of each codebook entry using ancestral

sampling [22]. When using VQ-VAEs the bias introduced by VAEs of enforcing the latent

space to be similar to the standard Gaussian distribution is removed because the additional

PixelCNN can learn the appropriate distribution tailored to the input data. VQ-VAEs do

not suffer from the issue of "posterior collapse" in VAEs, i.e., the latents are ignored as

the decoder is powerful enough to model the input data perfectly [42]. This is analogous

to the challenges with GANs [7] whereby the generator can ignore the conditional noisy

input [7]. However, some of the samples produced by VQ-VAE are still blurry [42] and not

as realistic compared to GANs [7]. VQ-VAE2 [43] was later introduced to address these

challenges. VQ-VAE2 is very similar to VQ-VAE but instead uses a hierarchical-VAE [60]

approach, generating multi-scale vector quantised codes, each with learnt prior distribu-

tions. This approach enables modelling local and global information separately as well as

each PixelCNN [53] learning the appropriate distribution 𝑃(𝑧) tailored to the correlations

that exist at different scales [43]. The authors [43] qualitatively show reduced blurriness

in image samples and quantitative performance improvements compared to VQ-VAE [42].

VQ-VAEs were later adapted for image-to-image translation. Named VQ-I2I [44], both

x𝑖 and y𝑖 pairs are encoded using a shared encoder that produces separate quantised code

books for x𝑖 and y𝑖. These are then used as input into separate decoder networks for x𝑖 and

y𝑖 to produce both translated outputs. In addition, VQ-I2I [44] also has two discriminator

networks (𝐷𝑥
𝜃
, 𝐷

𝑦

𝜃
) for x𝑖 and y𝑖, two style encoders (𝑆𝑥

𝜃
, 𝑆

𝑦

𝜃
), one for each domain, used to

extract style codes 𝑆𝑦
𝜃
(y𝑖) and 𝑆𝑥

𝜃
(x𝑖) from the input images. The same style encoders are

then used to extract the style codes from the predicted x̂𝑖 and ŷ𝑖 as 𝑆𝑥
𝜃
(x̂𝑖), 𝑆𝑦𝜃 (ŷ𝑖). During

training, the L1 norm between the styles obtained from the real input data compared to the

decoder outputs is computed. Similarly to VQ-VAE, the codebook loss, which is L2 norm

of the encoder output and the nearest codebook embedding vector 𝑧𝑐 is computed [44].

In contrast to VQ-VAE, the codebook loss is encouraged to learn the domain-invariant
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content information while the style vectors learn the style information. Qualitative re-

sults showed sharper predictions and fewer repeating patterns compared to the benchmark

supervised methods [7, 61]. However, quantitative measurements including Frechét in-

ception distance (FID) [62] and the natural image quality evaluator (NIQE) [63] showed

that performance was still not as good pix2pix GAN [7].

3.1.1 Pix2pix GANs

Pix2pix GAN is an implicit generative model and was the first conditional generative

adversarial network (cGAN) (discussed in Chapter 2) used for image-to-image translation.

It explored I2I of 8-bit low-resolution natural images with results showing improved

realism and less blurriness [35] compared to previous regression-based approaches [4, 10]

and VQ-I2I [44]. However, despite these improvements, pix2pix GAN suffered from mode

collapse [7, 35] whereby the model failed to capture the full target posterior distribution.

While producing sharper images, pix2pix GAN was prone to hallucinating realistic spatial

structure even where it did not exist in the input image [7]. Pix2pix GAN also suffered

from unstable training [7].

cVAE-GAN [64] sought to combine the quality of pix2pix GAN samples with the

distribution capturing properties of VAEs. By using a cVAE as the generator, cVAE-GAN

produced smaller distances between its predicted population and the target population dis-

tributions compared to pix2pix GAN whilst retaining high fidelity samples [64]. However,

cVAE-GAN [64] had a very complex architecture and loss functions, which meant the

balance between the generator and discriminator components was difficult to maintain,

leading to training instability and potential mode collapse [65]. Another challenge with

pix2pix GAN and cVAE-GAN was that performance would decline at high resolution [24,

64]. One reason, highlighted by [24] was that the L1 reconstruction loss failed to capture

the perceptual judgement humans exhibit. For example, if two identical images are shifted

by one or two pixels, the reconstruction loss would be high when in fact, as humans, we

would still recognise the similarities [66].

Stemming from this, Pix2pixHD GAN [24] was developed. The method introduced a
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perceptual loss function [66] that corresponded to the L1 loss between feature represen-

tations obtained for the virtual staining predictions and feature representations obtained

for the target images. During training, these representations were extracted from different

layers of a pre-trained VGG network, and the L1 between the virtual staining representa-

tion and target representation averaged over all layers was minimised. The authors also

used 2 discriminators instead of the single discriminator used in pix2pix GAN. Each

discriminator was identical in design, except one performed its task on down-sampled

versions of the training data. Maintaining the same receptive field of both discriminators

and down-sampling the training data used by one mimicked using a larger receptive field

for one discriminator, enabling both fine-grained detail and more global structure to be

captured [24]. Predictions from both scales were then aggregated to improve performance

at high resolution. This approach resulted in the removal of large incorrect recurring

patterns observed when only a single discriminator was used with the original image res-

olution [24]. Additionally, the authors introduced a multi-resolution generator, composed

of two component networks, a global and a local generator network. This approach was

used to aggregate global and local information for the image synthesis task [24] and was

shown to lead to improved quantitative performance compared to pix2pix GAN [24].

Multi-resolution pipelines are a well-established practice in computer vision [67] with

early works suggesting two scales are often enough [68]. However, MedGAN [39], which

explored I2I for PET-CT translation, introduced CasNet. CasNet [39] is a cascaded gen-

erator architecture that concatenates 6 pix2pix generators into a single generator network.

Here, the output of the first generator is passed as the input to the second generator until

the 6th generator produces the final prediction. This approach is similar to the stacked

U-nets adopted by [69] and the progressive GAN framework [70, 71]. Results showed

that this progressive refinement of predictions led to considerable improvements in struc-

tural similarity index measure (SSIM) and peak signal-to-noise ratio (PSNR) compared

to pix2pix [39].

Another line of improvements to pix2pix GANs focused on constraining the dis-

criminator through gradient penalties [72–74] and spectral normalization [52]. Spectral
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normalisation enforces a bound on the weights of each layer of the discriminator by nor-

malising the weights by the largest singular weight matrix value (spectral norm). This

helps the weights not grow too large during training, aiming to reduce mode collapse and

improve training stability with little additional computational effort [45]. Following this,

other works introduced self-attention blocks from [75] to produce Self Attention GAN (SA-

GAN) [45], which used spectral normalisation with self-attention in both the discriminator

and generator to help improve the modelling of global structure. Other works [46] explored

methods for scaling up cGANs training to benefit from larger batches and model capacity.

Results on ImageNet, a dataset containing 1.2 million RGB images from 1000 classes

showed that increasing the batch size by a factor of 8 improved the state-of-the-art (SOTA)

Inception Score (IS) [76] by 46% and increasing the models capacity via increasing the

number of channels in each layer by 50% further improved the IS by 21% [46]. However,

this increased scale came at the cost of high GPU resource requirements, environmental

impact and training instability with models often requiring early stopping before training

would collapse [46].

Until 2021, GANs [46] held the state of the art for image generation when measured

for sample quality via commonly used metrics such as FID [62] and IS [76]. However,

as previously discussed GANs are prone to mode collapse, and it has been shown in [43]

that GANs capture less diversity than VQ-VAE [42], VQ-VAE2 [43] and other likelihood-

based methods [28, 47]. Since the log-likelihood that explicit likelihood-based models

assign to all training examples is minimised, likelihood-based models, in principle, cover

all modes of the data, and do not suffer from the problems of mode collapse [35] seen

in GAN samples. This presents a trade-off between distribution coverage and sample

quality. As a result, much work has been done to achieve GAN-like sample quality from

likelihood-based models, in particular through diffusion models.

3.1.2 Diffusion models

Diffusion models are a class of likelihood models that, when compared to GANs have

been shown to produce images of high quality [27, 28] whilst also obtaining increased
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distribution coverage and training stability. We discuss the core mathematical principles

of diffusion models, in particular, the conditional denoising diffusion probabilistic model

(cDDPM) in Chapter 2. The original DDPM [28] was also adapted to the conditional

setting for the I2I task of image super-resolution, in which the aim is to learn to translate

low-resolution images to a high-resolution version of the same image. Super-resolution

via repeated refinement (SR3) [36] was shown to produce samples that achieved a higher

fool rate (percentage of times a subject picks a model output over the true image) than

cGAN and regression-based samples. Palette [8] was later introduced, which explored

several image-to-image translation tasks (colourisation, inpainting, uncropping, and JPEG

restoration), outperforming cGAN and regression baselines, producing diverse and high-

fidelity outputs. Both Palette and SR3 required a large number of denoising steps during

sampling, which meant far slower inference speed compared to cGAN sampling. Syn-

diff [77] explored MRI-CT translation and introduced an additional discriminator network

and an adversarial loss term used in the denoising process. This was the same form as [7]

but the discriminator would distinguish between the noise at a time point t from the forward

compared to the predicted noise model of the generator at time point t. The key difference

is that the size of the step used in the reverse process was much larger with Syndiff, and

therefore the total steps during inference were reduced, improving sampling speed whilst

maintaining strong PSNR and SSIM in its predictions relative to cGAN baselines [77].

Improvements to DDPM were later explored by [47] as improved denoising diffusion

probabilistic model (IDDPM) this included a faster sampling procedure, which reduced

the total steps from 2k to 250 without compromising on FID and the need for an ad-

ditional discriminator or adversarial loss term. However, the FID was still higher than

the benchmark SOTA cGAN. In addition, despite claims in [28] that parameterising the

variance schedule had no positive effect on performance, authors [47] showed it improved

the likelihood results, making them closer to VQ-VAE2 [43].

Following this, authors [48] later published a set of diffusion model architecture

improvements and a scheme for balancing sample quality with distribution coverage that

led to diffusion models, for the first time, outperforming SOTA GANs [46] on image
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generation tasks using ImageNet. In principle, the model architecture improvements were

similar to the scaling up of cGANs in [46] and other improvements [45, 52] applied to

pix2pix GAN [7], such as increasing the depth of the models, increasing the number of

self-attention heads and using self-attention at different resolutions. The scheme in [48]

was centred on using a classifier, like a discriminator in cGANs to improve the denoising

process. The classifier-guided diffusion model [48] predicted the previous noisy image

given the current noisy image and the class of the original image.

In practice, a classifier was pre-trained with class labels and noisy images from the

same noise distribution as the diffusion model [48]. This pre-trained classifier was used

during the reverse process to predict the class label given the noisy input. For a given time

step, the generated image and the known class label are fed into the pre-trained classifier

and the gradient of the log probability of the classifier is obtained and used to guide

the prediction of the noise input in the previous timestep. Despite these improvements,

classifier guidance [48] was restricted to labelled datasets, it introduced complexities into

the training of the model and was viewed as improving performance because it resembled

techniques used by GANs rather than purely using diffusion [78].

Classifier-free guidance [78] was later introduced which instead of using a pre-trained

classifier, or mimicking techniques used by GANs, trained a single neural network which

mixes estimates of noise 𝜖 from an unconditional denoising diffusion model and noise 𝜖

from a class conditional denoising diffusion model. Sampling is performed using a linear

combination of the conditional and unconditional score estimates [78]. The authors’ results

show that boosting IS and FID metrics can be accomplished without the integration of

pre-trained classifier model weights in a non-adversarial way [78]. However, due to

sampling from two diffusion models (unconditional and conditional), the sampling speed

was considerably slower than the single classifier-guided diffusion model.

3.1.3 Latent diffusion models

Latent diffusion models(LDMs) [79] were later introduced for performing diffusion with

high-resolution images. LDMs perform diffusion within a compressed latent space rather
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than the image space used in [28, 47, 48, 78]. Much like an Autoencoder, an additional

encoder network is used to map the input into the latent space and then a decoder net-

work to map back to the image space. This made the generation of high-resolution and

high-fidelity samples more computationally efficient than previous [78] as the diffusion

process is happening in a much lower-dimensional space [79]. Despite these improve-

ments, LDMs have a more complex architecture, which can make the training process

more challenging and require more careful optimisation compared to simpler generative

models [79]. Termed foundational diffusion models for image synthesis by [80], this

approach was later improved further by replacing all convolution neural networks with

purely transformer-based [81] architectures [82].

3.1.4 Conclusion

Image-to-image translation (I2I) involves learning the conditional distribution 𝑃(y𝑖 |x𝑖),

such as mapping bright-field microscopy to fluorescence images as explored within this

thesis. We summarise the model architectures, loss functions, inference speeds and

training requirements explore within this section in Table 3.1.

Model Generator
Architecture

Loss
Terms

Total
Params Optimizer Training Time

(512x512)
Training
Compute

Inference Speed
(512x512) [s]

F-Net [4] U-Net with 5 layers L1 loss ∼58M Adam with LR 0.001 ∼1-2 days Single GPU (V100) or greater ∼0.06 s per image
cVAE [34] U-Net with 5 layers + MLP Reconstruction loss (L1/L2) +

Kullback-Liebler divergence
(KLD)

∼62M Adam with LR 0.0002 ∼2-3 days Single GPU (V100) or greater ∼0.06 s per image

VQ-I2I [44] Res-Net 9 blocks + VQ Reconstruction loss + VQ
codebook loss

∼13–15M Adam with LR 0.0002 ∼1-2 days Single GPU (V100) or greater ∼10.00 s per image

Pix2Pix [7] U-Net with 5 layers with in-
stance normalisation

adversarial loss + L1 loss ∼17M Adam with LR 0.0002 and linear decay policy ∼1-2 days Single GPU (V100) or greater ∼0.07 s per image

Pix2PixHD [24] 2 (local+global) U-Nets with
5 layers residual connections

adversarial loss + perceptual
loss

∼62–77M Adam with LR 0.0002 and linear decay policy ∼2-4 days Multi GPU (V100) or greater ∼0.08 s per image

cVAE-GAN [64] U-Nets with 5 blocks Reconstruction loss + KLD +
adversarial loss

∼50-80M Adam with LR 0.0002 ∼1-2 days Single GPU (V100) or greater ∼ 0.07 s per image

MedGAN [39] CasNet (U-Net ×3) L1 loss + adversarial loss +
perceptual loss

∼45M Adam with LR 0.0002 ∼3-5 days Multi GPU (V100) or greater ∼0.1–1 s per image

cDDPM U-Net [49] (time and input
conditioned)

Denoising score matching
loss (MSE)

∼120–150M Adamax with LR 0.002 ∼5-10 days Multi GPU (V100) or greater ∼ 40-42 s per image

LDM [79] U-Net [49](time and input
conditioned) + Autoencoder

Denoising loss (in latent
space) + Perceptual loss

∼ 140–200M Adam with LR 0.0002 ∼7-12 days Multi GPU (RTX 6000) or greater ∼40-45 s per image

SR3 [83] U-Net + self-attention Denoising score matching
loss

∼ 300M Adam with LR 0.0002 ∼7-12 days Multi GPU (RTX 6000) or greater ∼45-55 s per image

Palette [8] U-Net + self-attention Denoising score matching
loss

∼ 552M Adam with LR 0.0002 ∼7-10 days Single TPU ∼0.8 s per image

Syndiff [77] U-Net + Autoencoder Denoising score matching
loss + adversarial loss

∼ 140–200M Adam with LR 0.0002 ∼5-10 days Multi GPU (RTX 6000) or greater ∼40-45 s per image

Table 3.1: Comparison of image-to-image translation models core training, archi-
tecture and inference speeds Summary of model architectures, loss functions, training
times, hardware requirements, parameter sizes, and inference speeds for 512×512 resolu-
tion inputs. Details obtained where possible from original papers and GitHub repositories.

Early approaches [4, 10] used regression-based U-Nets with pixel-wise losses, but often

produced blurry outputs due to the ill-posed nature of the task. Conditional generative

models (CGMs) were introduced to model the full posterior distribution rather than just
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its mean. Likelihood-based models like auto-regressive methods [53–55], VAEs [25,

34, 59], and normalising flows [56–58] offered theoretical grounding but initially lacked

image quality or efficient sampling. Discrete latent variable models like VQ-VAE [42]

and VQ-I2I [44] improved training stability and sharpness, though they still lagged behind

GAN-based methods on standard quality metrics.

GAN-based models, starting with pix2pix [7], greatly improved image sharpness

without compromising on inference speed, but faced issues like mode collapse and hal-

lucinated features. Later enhancements, including pix2pixHD [24], MedGAN [39], and

SA-GAN [45] focused on architectural scaling, perceptual losses [66], and attention mech-

anisms [81] to increase realism at higher resolution, although often at the cost of stability,

training time and compute resources. More recently, diffusion models [28, 84] such

as DDPM [28], SR3 [36] and Palette [8] have emerged as strong alternatives, offering

better distribution coverage and training stability, albeit with slower inference. Hybrid

approaches like Syndiff [36] attempt to blend the strengths of diffusion and adversarial

training. Latent diffusion models (LDMs) [79] were then introduced to overcome the chal-

lenges of using diffusion with high-resolution images by performing diffusion in a latent

space, reducing computational requirements without compromising on sample fidelity.

In this thesis, motivated in part by a collaboration with GSK, we focus on three

representative classes of generative models: a regression-based model, a conditional

GAN (cGAN), and a conditional denoising diffusion probabilistic model (cDDPM). These

models are selected to balance simplicity, output realism, and the capacity to capture

uncertainty, with the overarching goals of achieving high perceptual and pixel-level quality

in virtual staining, while also maintaining tractable inference time.

Beginning with the regression-based model as a baseline enables a straightforward

evaluation of how well a direct pixel-wise mapping from bright-field to fluorescence

stained images performs. This model helps assess the learnability of the task, given the

GSK dataset, without the added complexity of generative components. Then exploring a

cGAN, to encourage more realistic and sharper outputs, which is particularly important in

capturing high-frequency features present in fluorescence staining. Finally, I investigate a
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cDDPM, a class of diffusion-based models that excels at modelling complex posteriors and

producing high-fidelity results, albeit at a higher computational cost and slower inference

speeds.

Rather than starting with more complex models such as diffusion models, I adopt a

bottom-up strategy, beginning with simpler, interpretable approaches and progressively

increasing model complexity. This is especially relevant given the variability in the quality

of bright-field inputs; a better input signal often reduces the need for model complexity.

This incremental approach allows me to systematically benchmark how each model class

performs across criteria such as reconstruction accuracy, perceptual quality, and inference

speed.

In parallel to these I2I models, I introduce an alternative learning task: bypassing vir-

tual staining altogether by directly predicting biological features directly from bright-field

images. For this, I train a U-Net using both mean squared error (MSE) and negative log-

likelihood (NLL) losses to learn a mapping from images to feature space. This approach

enables the extraction of biologically meaningful information without the intermediate

step of generating stained images, offering a potentially faster and more direct route for

downstream analysis.

3.2 Evaluation of image-to-image translation approaches

As outlined in the previous section, generative modelling approaches such as diffusion

models, GANs, and variational auto-encoders have made considerable performance leaps

compared to regression-based methods. Despite these achievements, the development of

quantitative evaluation measurements remains less explored. Choosing the right evaluation

metric based on the chosen method and application remains a challenging task.

Early regression-based approaches [4, 10] to virtual staining evaluated the intensity of

virtual staining predictions using pixel/patch-based measurements between the intensity

of the target fluorescence and the virtual staining prediction. These standard image quality

measurements included; the Pearson correlation coefficient [85], the peak signal-to-

noise ratio (PSNR) [17] and the structural similarity index measure (SSIM) [18]. When

44



Chapter 3. Literature Review

quantifying performance using the Pearson correlation coefficient, the metric does not

punish the scale of the predicted pixel intensity value relative to the target intensity value.

This means that the Pearson coefficient could suggest a strong correlation when in fact

the pixel values are very different, which within virtual staining is not a desired property.

Additionally, when using these intensity measurements the uniform background pixels

can positively skew the results due to high performance when translating background to

background.

Our early work [86] found despite reasonably high performance for SSIM and PSNR,

these scores do not give a good indication of whether or not the virtually stained chan-

nel could be used instead of the real fluorescence channel. Recent works [12] devised

evaluation pipelines that provided biologically meaningful measurements of generative

model performance. Such measurements were used to further explore the suitability of

generative models for virtual staining in specific bioimaging applications.

More broadly, one very common measurement considered the standard evaluation

approach [87] for quantifying generative modelling performance is the average log-

likelihood, which measures the likelihood of the true data under the generated data

distribution. More formally the average log-likelihood can be written as

L =
1
𝑁

𝑁∑︁
𝑖=1

log 𝑃𝜃 (y𝑖). (3.1)

As previously highlighted, the log-likelihood for many generative models is intractable

which makes it a challenging evaluation metric. For some models, evaluating generated

samples is more feasible and, in principle, should provide information about the log-

likelihood.

The Parzen window approach [22] to density estimation works by taking a finite set

of samples generated by a model and then using those as the centroids of a mixture

of Gaussian model [9]. The log-likelihood of the unseen examples is then computed

under the mixture of Gaussian model. Even with a large number of samples, the Parzen

window estimates can fall short in approximating a model’s true log-likelihood when the

data dimensionality is high [9]. Comparing log-likelihoods has received some criticism
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because one can achieve poor log-likelihood, but high image quality such as in the case

of a mixture of Gaussian model where the standard deviations are very small producing

high-quality samples but a poor log-likelihood. Conversely, it is also possible to have a

high log-likelihood and poor image quality as shown in [88]. These findings show that in

some cases, the log-likelihood and image sample quality are moderately unrelated.

Often, generative models are formulated as density estimators whereby each image is

treated as a continuous random variable. Whether using natural images stored as 8-bit

integers or biological images typically stored as 16-bit integers, modelling these discrete

data distributions using densities can impact log-likelihood results [89]. If the right

amount of uniform noise is added, the log-likelihood of the continuous model on the now

de-quantised data is closely related to the log-likelihood of a discrete model on the discrete

data [89–91].

Another method for evaluating the quality of generative models is the Inception Score

(IS) [92], which uses the Inception V3 [59] pre-trained on ImageNet [51], a dataset

containing 1.2 million RGB images from 1000 classes to calculate:

IS = expEŷ𝑖∼𝑃𝐺
[
KL(𝑃𝜃 (𝑐 |ŷ𝑖) | |𝑃𝜃 (𝑐)

]
, (3.2)

where ŷ𝑖 ∼ 𝑃𝐺 is a generated image, 𝑃𝜃 (𝑐 |ŷ𝑖) is the conditional class distribution com-

puted via the inception network, and 𝑃𝜃 (𝑐) =
∫
𝑃𝜃 (𝑐 |ŷ𝑖)𝑃𝐺 (ŷ𝑖)𝑑𝑐 is the marginal class

distribution.

As highlighted by [93] the two key qualities this metric seeks to capture are: (i) the

generative model should produce a diverse range of images across all classes in ImageNet,

meaning that 𝑃𝜃 (𝑐) should be uniform, and (ii) the generated images should feature distinct

objects, implying that the predicted probabilities 𝑃𝜃 (𝑐 |ŷ𝑖) should resemble a one-hot vector

with low entropy. When both of these qualities are met, the KL divergence between 𝑃(𝑐)

and 𝑃𝜃 (𝑐 |ŷ𝑖) is maximised. Consequently, a higher Inception Score (IS) indicates better

performance [93].

When evaluating generative models using ImageNet, IS was shown to have a reasonable

correlation with the quality and diversity of generated images [92]. IS was also shown to
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correlate well with human scoring of the realism of generated images from the CIFAR-10

dataset [92]. However, the metric presents many limitations. Firstly, it is specific to the

natural image domain and RGB images, making it unusable in many other image-generative

model applications, such as biomedical imaging. More specifically, the Inception model

classifies images into the 1,000 ImageNet classes none of which are relevant to biomedical

tasks. Second, it requires class labels, which are costly to acquire. Thirdly, as shown in [94]

the IS can be influenced by the weights from different training runs or implementations.

For example, the mean Inception Score is 3.5% higher for ImageNet validation images,

and 11.5% higher for CIFAR validation images, depending on whether a Keras or Torch

implementation of the Inception Network is used, both of which have almost identical

classification accuracy. Finally, it fails to capture when a learnt distribution has collapsed

into a smaller number of modes, a common challenge faced with cGANs.

The Frechét Inception Distance [95] embeds data into the feature space given by a

specific layer of the inception network (viewed as a multivariate Gaussian). The generated

samples and real data are embedded separately, and the mean and covariance are estimated.

The Frechét distance between these two Gaussians (which is the same as the Wasserstein

distance) is then used to quantify the quality of generated samples

FID(𝑟, 𝑔) = | |𝜇𝑟 − 𝜇𝑔 | |22 + Tr
(
Σ𝑟 + Σ𝑔 − 2(Σ𝑟 + Σ𝑔)1/2

)
, (3.3)

where (𝜇𝑟 , Σ𝑟) and (𝜇𝑔, Σ𝑔) are the means and covariances of a mixture of Gaussian model

for the real and generated samples.

In contrast to the IS, the FID presents a number of improvements. First, it does not

require labelled class data because it compares the intermediate feature representations

obtained from ground truth and predicted images, not just class probabilities as in IS. Sec-

ond, IS can miss certain image artefacts if they do not impact the classification result while

FID detects more subtle distribution differences. Finally, FID is sensitive to hallucinated,

but realistic modes as well as to mode collapse, as shown in [96].

The FID has been adapted for specific tasks: Class-aware FID [97], Frechét ChemNet

distance for molecules imagery [62] or the Frechét video distance for video [98].
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More recently the FID has been adapted to the conditional image generation setting,

the Conditional Frechét Inception Distance (cFID) [99], despite the common use of the

FID for evaluating image-to-image translation which is a conditional image generation

task, the measurement itself was not originally designed for the conditional setting. A

good cFID score signals that the model succeeded in its two tasks: generating a diverse set

of samples that fully capture the underlying output distribution; and generating realistic

outputs that correspond to the correct input [99].

Both the IS, FID and the outlined variants share a crucial weakness: since they yield a

one-dimensional score, they are unable to distinguish between different failure cases [100].

One solution proposed by [100] is to disentangle the divergence of the predicted distribu-

tion 𝑃𝜃 (y𝑖 |x𝑖) and target distribution 𝑃(y𝑖 |x𝑖)into two components: precision and recall

which was later improved by [101].

For a given image sample the corresponding activation vector after the second fully

connected layer is extracted from a pre-trained VGG-16 classifier [102]. For each feature

set, a manifold is approximated by calculating pairwise Euclidean distances between all

feature vectors in the set and, for each feature vector, forming a hypersphere with radius

equal to the distance to its kth nearest neighbour [101]. Here precision is defined as how

much of 𝑃𝜃 (y𝑖 |x𝑖) manifold lies within 𝑃(y𝑖 |x𝑖) manifold while recall should measure how

much of 𝑃(y𝑖 |x𝑖) manifold lies within 𝑃𝜃 (y𝑖 |x𝑖) manifold. A low FID may indicate high

precision (realistic images), high recall (a large amount of variation), or anything in be-

tween [101]. As observed in [101], recall was very low for certain classes implying much

variation had been missed, but FID was nonetheless good for both. There are limitations

evidenced in [103] such as the arbitrary picking of k, the number of samples as well as

the measurements not being robust to outliers. The framework and algorithmic clarity

were later improved by [103] who modelled notions of Density and Coverage, still using

nearest neighbour-based comparison, but still lacked a formal proof for the measurements

relation to population level properties [104].

All of the explored metrics metrics provides a way to assess the overall quality of a

48



Chapter 3. Literature Review

population of generated images, in some cases it yields only a binary result for an individual

sample [101, 103, 104] for the majority only a result for the entire population [22, 62,

92, 95, 97–101, 103, 104] and therefore is not suitable for ranking images and at a more

granular level the instances within images by their quality.

3.3 Generalization of image-to-image translation approaches

As shown in Section 3.1 virtual staining using I2I has been widely explored using ap-

proaches based on a regression-loss [4, 10], conditional generative adversarial network

(cGANs) [11, 70] and diffusion-based approaches [11, 12]. While these works have

shown the significant potential of virtual staining, the ability of virtual staining models

to generalise to images containing variations not present in the training data remains

under-explored. In practice, HTS imaging data is highly diverse, being generated across

different imaging systems, experiments, cell types, and phenotypes. This is known as the

generalisation gap [105] and has been identified as a key reason for the lack of reusable

virtual staining models, limiting its potential impact within large-scale applications. These

challenges are analogous to those in DNA sequence modelling [106], where models are

typically trained on specific cell types and fail to generalise to new cell types. In offline

reinforcement learning [107–109] where datasets predominantly focus on solving the task

in the same environment, limiting the evaluation of generalisation to unseen environments.

Across these methods, when tested on samples similar to those in the training sets,

virtual staining predictions have been shown to consistently and reliably produce high-

quality images at the pixel-level [4, 10, 11, 70] that preserve the majority of biological

information found in fluorescence images [12, 86]. In order to determine the usability of

virtual staining at scale, these systems need to be able to generalise under various data

distribution shifts

Despite improvements in virtual staining, very few models [110, 111] are known to

have been integrated into routine clinical workflows in part due to the need for regulatory

approval. A recent review [105] of 161 peer-reviewed computational pathology articles

identified a core reason being the generalisation gap; models failing to maintain perfor-
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mance for unseen data with a shifted distribution. Nevertheless, in real-world applications,

encountering unseen data is very common. For example in high-throughput screenings

(HTS) [1] a single imaging machine, among many in a lab, generates imaging data for

large numbers of compounds at different concentration levels tested on cell cultures of

different cell types (lung or breast) composed of different cell lines (H1299, HCC827).

Early virtual staining works [4] showed models trained on images of hiPSC cells did

not perform as well when generalising to HEK-293, cardiomyocytes and HT-1080 cells.

Although gross image features were visually comparable, morphological detail improved

when the model was trained on data of the same cell type. Meanwhile, other virtual

staining works [10] showed that when trained separately on images containing cortical

and motor neuron cells, generalising to a single well of a breast cell line (MDE-MD-231),

sourced from a new laboratory and new transmitted-light technology, led to an increase in

pixel-level performance. Similarly, authors in [12] trained virtual staining models utilising

a diverse set of 290 cell types and phenotypes from the JUMP Cell Painting Dataset [112],

also testing on a single hold-out plate, providing limited exploration of performance under

domain shift. The question of whether virtual staining models can generalise at scale

remains underexplored.

A trivial solution to generalisation would be to train virtual staining models using

samples from each domain shift, but in practice, training this number of models is compu-

tationally very expensive and not scalable. Alternatively, domain adaptation methods for

I2I such as DAI2I [113] and 0ST [114] have been shown to improve out-of-distribution

performance on natural image datasets. None of the aforementioned approaches to bridg-

ing the generalisation gap have focused on whether certain image domains, when used as

training sets, are better able to learn domain-invariant features compared to others.
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Can virtual staining accurately

represent the biological information

within individual cells found in the

fluorescence channels?

Aspects of the Chapter 4 were published in 2023 IEEE 20th International Symposium on

Biomedical Imaging (ISBI) [86] with collaborations from Chih-Yang Hsu, Steve Hood,

Ryan Musso, Ceridwen Hopely, Steve Titus and Minh Doan from GSK and supervisory

support from my supervisors Alexander Krull, and Iain Styles from the University of

Birmingham. GSK collaborators provided the dataset itself, industrial knowledge about

the dataset, aspects of code used for running the experiments in GSK high-performance

computing environment and the computational resources required to run my experiments.

Alex and Iain provided guidance on the different image-to-image translation approaches

as well as feedback for experimental design, aided in analysing results, and gave feedback

on my written paper submission. I conducted all experiments, reviewed and analysed all

results, and was the lead author on all paper contents.
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individual cells found in the fluorescence channels?

This Chapter is composed of two parts. In part 1, we begin by benchmarking one

regression-based and three conditional generative modelling approaches to virtual nuclei

staining. Each approach is then evaluated using pixel-level and nuclei-detection measure-

ments. For the top 2 performing methods, we then explore how this performance improves

as more training data is introduced. In part 2, in addition to the virtual nuclei staining

task, we also explore the virtual cytoplasm and virtual DNA-damage tasks. We utilise

the best-performing virtual staining approach identified in part 1. We present our evalua-

tion pipeline and explore the extent to which virtual staining can accurately represent the

biological information within individual cells found in different fluorescence channels.

4.1 cGANs outperform regression-based approaches

We begin by benchmarking four approaches to virtual staining; F-Net a regression-based

method [4], pix2pix GAN [7], pix2PixHD GAN [24] two supervised generative models

and CycleGAN [23] an unsupervised generative model. At the time of conducting these

experiments, F-Net [4] had previously been used for virtual staining applications, pix2pix

was the first GAN implementation for image-to-image translation with improved realism

compared to regression-based approaches and pix2pixHD was shown to demonstrate

performance gains at high-resolution compared to pix2pix. CycleGAN, was implemented

to explore performance given unpaired training data. However, CycleGAN was unable to

generate virtual staining predictions that were visually similar to the ground truth so we

only report the average scores without any visualisations for this method.

Dataset & Training: A subset of the already mentioned dataset in 1.6 was used.

This included 7,000 bright-field and nuclei stain image pairs randomly sampled across 50

plates and 6 lung cell lines. The data was split 70% for training, 10% for validation and

20% for test. Hyperparameters such as the number of layers, total parameters, optimizer

and learning rates can be found in Table 3.1

Evaluation: Each method was evaluated using image quality metrics SSIM [18] (with

a patch size of 11x11) and PSNR [17] and for nuclei segmentation using Jaccard in-

dex [115] and F1 score [116]. Nuclei masks were obtained for the fluorescence stain and
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the virtual nuclei stains using Cellpose’s [117] pre-trained nuclei segmentation model.

All stains were pre-processed with a gamma correction of 0.3 before the Cellpose mask

was generated. This was identified to positively improve the masks generated by Cellpose

during a process of evaluating the quality of the Cellpose [117] masks for the fluorescence

stains. After the gamma correction, the Cellpose masks were verified and had an average

acceptance rate of 97%. Please see Appendix X for the full analysis that led to this outcome.

Figure 4.1: Ground truth fluorescence vs. virtual nuclei stain for F-net, Pix2pix and
Pix2PixHD. SSIM and PSNR for the 256x256 region of interest (ROI) are reported.
The deterministic F-net prediction, despite having consistently high PSNR, shows clear
differences to the fluorescence stain, including missing nuclei, and the predicted nuclei
appear blurry. Meanwhile, samples from both GAN-based methods appear sharp, and the
general shape of the nuclei are reproduced well.

Upon visual inspection of Figure 4.1 we observe for pix2pix and pix2pixHD, the

virtual stains appear to localise a large proportion of nuclei but exhibit differences in

cellular morphology and intensity values compared to the fluorescence stain target. In
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contrast, the virtual stains produced by F-Net appear blurry and lack the sharpness and

diversity of intracellular structure observed from pix2pix and pix2pixHD, supporting

previous findings [4]. The observations for pix2pix and pix2pixHD are verified by the

SSIM and PSNR shown for each of the three virtual stains. However, when looking at

the PSNR results for F-net one can observe very high scores despite visually clear signs

that information has been lost. One might interpret this as incorrect or misaligned but the

high PSNR is due to the regression loss being the mean-squared error (MSE) as outlined

in Chapter 1 which forms a component of PSNR. The model has learned to minimize the

MSE but the averaging of pixels is causing the lack of clear nuclei boundaries.

Figure 4.2 shows the nuclei segmentation performance of all three methods with

Jaccard Index and F1 score results. Despite the blurry predictions of F-Net, Cellpose is

able to predict a small subset of nuclei. However, in comparison to pix2pix and pix2pixHD,

significantly fewer nuclei are translated demonstrated by the high amount of false negatives

shown in red exhibited in the nuclei mask errors. Meanwhile, pix2pix and pix2pixHD

achieved similar results with a large proportion of nuclei being accurately predicted. The

error plots of Figure 4.2 show that for pix2pix and pix2pixHD, a small proportion of nuclei

are completely missed. Looking at the bright-field input it is clear that this is caused by

an artifact in the bright-field image which obscures the nuclei. These artefacts are not

uncommon in high-throughput screening and as shown can make it very challenging to

predict the virtual staining. It can also be seen in blue false positive nuclei shapes for

both pix2pix and pix2pixHD where despite the edges looking sharp and realistic they are

different from the target fluorescence stain.
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Figure 4.2: Ground truth mask vs. virtual nuclei mask for F-net, Pix2pix and
Pix2pixHD. Nuclei masks obtained from Cellpose [117] pre-trained nuclei segmentation
model for the ground truth fluorescence and each virtual nuclei stain. The systematic
review of Cellpose pretrained nuclei model can be found in Appendix A. Jaccard index
and F1 score for the 256x256 region of interest are reported along with segmentation
errors. An intersection over union (IoU) threshold of 0.7 was used to determine a true
positive, false positive (blue), and false negative (red) predicted pixels are highlighted. The
mask obtained from the F-net prediction shows the highest level of false negatives, with
multiple nuclei missing in part due to the blurry nature of the virtual stain. Meanwhile,
both GAN-based methods show similar decreased levels of false negatives compared to
F-net but in contrast show hallucinations of areas of predicted nuclei not present in the
fluorescence stain.

Table 4.1 shows the average performance for all methods across the 1,400 test set

images. The highest SSIM was 0.94 ± 0.05 equally achieved by pix2pix and pix2pixHD.

For all other metrics pix2pix achieved the highest performance with a PSNR of 34.6 ± 8.8,

F1 score of 0.73 ± 0.18, Jaccard index of 0.72 ± 0.11 F-Net scored on average the lowest for

all metrics out of the three supervised methods with an SSIM of 0.7 ± 0.01, PSNR of 30.0

± 5.8, F1 score of 0.18 ± 0.15, Jaccard index of 0.37 ± 0.19. The full list of results can be

seen in Table 4.1. Consistently, when evaluating virtual staining using pixel/patch-based

and instance-based metrics, we observed the superiority of GAN-based methods compared

to regression-based approaches. Both pix2pix and pix2pixHD produced virtual staining
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Method SSIM PSNR Jaccard Index F1 Score
F-Net 0.50 ± 0.01 30 ± 5.8 0.37 ± 0.19 0.18 ± 0.15

Pix2pix GAN 0.94 ± 0.05 34.8 ± 3.8 0.72 ± 0.18 0.73 ± 0.18
Pix2pixHD GAN 0.94 ± 0.05 34.5 ± 4 0.71 ± 0.12 0.70 ± 0.18

CycleGAN 0.18 ± 0.06 14.5 ± 2.0 0.28 ± 0.1 0.27 ± 0.21

Table 4.1: Average scores on 1,400 test set images for Fnet, pix2pix GAN, Pix2pixHD
GAN and CycleGAN. Across all metrics we observe Pix2pix GAN achieves the highest
performance while Pix2pixHD GAN achieves equal SSIM and very similar performance
across all other metrics. F-net (regression-based) shows considerably lower performance
across all metrics except for PSNR, where the performance is lower but still good due to
the overlap between the mean squared error (MSE) term in PSNR and the MSE regression
loss. CycleGAN shows poor performance across all metrics due to the lack of supervision.

predictions with greater pixel-wise sharpness and realism compared to the regression-

based approach which led to higher SSIM and PSNR results. When evaluating virtual

staining predictions at the instance level both GAN-based predictions enabled Cellpose

to consistently localize the large majority of nuclei which when compared to the masks

obtained from the real fluorescence image led to higher average F1 scores compared to

the regression-based approach. An additional observation for the GAN-based methods

is that despite at the pixel level, certain nuclei appearing sharp and realistic when the

Jaccard Index and F1 score were computed hallucinations were observed in Figure 4.2.

This suggests further analysis is required around the quantification of uncertainty of the

GAN-based method predictions.

In order, to determine if virtual staining is a suitable alternative imaging method for

high-throughput screening, We also explored the performance of GAN-based methods

given access to limited dataset sizes. As most ML applications in the sciences require

dedicated experimental data generation, we wanted to show what the performance expec-

tation could be given access to a range of paired sample sets. Furthermore, we wanted to

explore whether pix2pix and pix2pixHD GAN performance would increase as we scaled

the training set size from 3,600 up to 15,000 paired samples. To explore this we randomly

sampled 9 training sets; containing 70, 140, 280, 560, 1120, 2240, 4,900, 10,500 and

15,000 bright-field and nuclei stain pairs from lung cell lines. Both pix2pix GAN and

pix2pixHD GAN were then trained independently on all 9 training sets and evaluated on
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the previously used 1,400 test set images.

Figure 4.3 shows the SSIM, PSNR, Jaccard index, and F1 score for pix2pix and

pix2pixHD on the virtual nuclei staining with each of the 9 training set sizes. Pix2pix

outperforms pix2pixHD with training set sizes less than 4,900 across all metrics but as the

training set size increases to 10,500 plus pix2pixHD outperforms pix2pix across all metrics

while pix2pix performance begins to plateau. We observed significant performance gains

from training a model with training sets in the 100s compared to training sets in the 1000s

as the training set increases beyond 10,00 the performance gains become much smaller.
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Figure 4.3: Average SSIM, PSNR, Jaccard Index and F1 Score results when training
Pix2pix and Pix2pixHD on different dataset sizes and evaluating on the same test set
of 1,400 images. Pix2pix consistently outperforms Pix2pixHD with training set sizes of
less than 4,900 across all metrics. As the training set size increases to 10,500 and 21,000
Pix2pixHD begins to outperform Pix2pix across all metrics and shows an upward pattern
of performance improvement, while Pix2pix performance begins to plateau.
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4.2 Virtually stained nuclei and cytoplasm images often

consistently and faithfully reproduce the information

found in fluorescence microscopy, virtually stained

images of DNA-damage are usually less accurate

Here, we will for the first time, systematically investigate which biological features are

consistently reproduced accurately in virtual staining via pix2pixHD and which are likely

to be lost, opening the door to potential wide-spread future applications in drug discovery.

To achieve robust quantitative results, we leverage the GSK HTS dataset containing

more than 1.6 million individual high-resolution images from six lung, six ovarian, and

six breast cell lines consisting of paired bright-field and fluorescent channels showing

cytoplasm, nuclei and DNA-damage.

Figure 4.4 shows the first version of our evaluation pipeline. Level 1, considers the

established pixel/patch-level metrics (SSIM [18], PSNR [17]) and examines the variability

in virtual staining predictions. Level 3, uses the software Columbus [21] to compute 50

morphological, textural and intensity features that are frequently used in HTS. The results

are compared between the real fluorescence channels and those obtained for different

virtual staining. Finally, in level 3, a common HTS assay quality metric, robust Z prime

(RZ’) factor [118] is computed on the feature values obtained from real and virtually

stained images.

Dataset: Our experiments are based on the same pool of 1,631,232 individual images

generated as part of a GSK HTS assay. The data comprises 118 16x24 well plates each

of which contains negative and positive controls along with 10 GSK compounds screened

for toxicity with one of three cell types; lung, ovarian and breast. Every well consists of

9 fields of view each containing a bright-field and three co-registered fluorescent stains;

fluorescein (FITC) for cytoplasm, 6-diamidino-2-phenylindole (DAPI) for nuclei detection

and Cyanine (Cy5) for DNA-damage. Each cell type was represented by six different cell

lines.
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Figure 4.4: Virtual staining evaluation pipeline Version 1.
Level 1. Pixel / Patch Performance: SSIM and PSNR are calculated between the virtual
staining and fluorescent stains. One way to determine the level of confidence a GAN has
in its prediction is to sample multiple solutions via MC-dropout [119] during inference.
We use this technique to produce 400 solutions on which the pixel-wise standard deviation
was calculated to visualise prediction variability, i.e., lack of confidence.
Level 2. Biological Feature Performance: Nuclei segmentation masks are generated
from the real and virtual nuclei channels using Cellpose [117]. To obtain high-quality
segmentations, we apply a gamma correction of 0.3 before feeding the images to Cellpose.
The value of 0.3 was validated by manually checking a subset of random nuclei and
cytoplasm fluorescence images and the Cellpose segmentation masks. The ground truth
and virtually stained plates with instance masks are used as input to Columbus [21] feature
extraction pipeline to generate scores per image for 50 biological features. The MAE
between fluorescence feature scores and each virtual staining stage are computed and then
normalised by the standard deviation found in the ground truth feature scores to give a
normalise- MAE (N-MAE).
Level 3. Drug Effect: Ground truth and virtually stained feature scores are used to
generate feature-wise RZ’ factors [118]. This method compares for each feature the
distribution in negative and positive control sections of the plate, producing a value in the
range of (−∞ ≤ 𝑅𝑍′ ≤ 1). A value close to 1 indicates the feature distributions are very
dissimilar, and this feature provides a potentially strong measurement for cell damage. We
compute the change in RZ’ factor for each feature between the values obtained from the
fluorescence stain and each virtual stain.

Training: For each cell type, three models were independently trained to translate from

bright-field to fluorescent stain. For each cell type, 30,000 bright-field and fluorescence

stain image pairs were sampled and split 70% for train, 20% for validation and 10% for

testing. In addition, for each cell type, a single plate, excluded from any training or

validation sets, was used as a test set for levels 2 and 3 of the analysis. This work used

the pix2pixHD [24] architecture adapted for our image resolution via rescaling. The same

hyper-parameters as [24] were used, after tuning we found 3 discriminators instead of the

default 2 and a batch size of 16 achieved the best performance on the validation set. Each

model was trained for a maximum of 100 epochs using early stopping.
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4.2.1 Level 1 - Visual Inspection & Pixel/Patch-level Performance

Figure 4.5: Ground truth fluorescence vs. virtual stains for a high cell density region
of interest (ROI) in a lung cell line. SSIM and PSNR for the ROI as well as prediction
variability maps (VMAP), computed as the pixel-wise standard deviation of multiple
predictions generated from the same bright-field input using dropout [120]. Each VMAP
is normalised by the standard deviation of the ground truth fluorescence image. The
general shape of nuclei and cells are reproduced well. Despite virtual staining appearing
plausible, certain biological features, DNA-damage spots and cytoplasm intensity show
clear differences and subsequent high prediction variability. Examples are shown at yellow
arrowheads.

Upon visual inspection (Figure 4.5), the general shape of the nuclei and cytoplasm

are represented well in the virtual stains. However, aspects such as the position of DNA-

damage spots or the intensity of the cytoplasm are visually plausible but incorrect. This is

because the required information is simply not contained in the bright-field channel. One

way to determine the level of confidence a cGAN has in its prediction is to sample multiple

solutions via dropout [119] during inference. This technique was used to produce 400

solutions on which the pixel-wise standard deviation was calculated to visualize prediction

variability, i.e., lack of confidence. Figure 4.5 shows the highest variability in the DNA-
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Damage spots and areas of high intensity in the cytoplasm channel suggesting high levels

of uncertainty.

Our first step to quantitatively evaluate our virtual staining is to use pixel/patch-level

metrics. In contrast to previous virtual staining work [4, 10] that evaluated its predictions

using the Pearson correlation between the real and virtual pixel intensities, two well-

established image quality metrics were used to compare our virtually stained images to

the real fluorescence stains.

PSNR [17] was selected as it is sensitive to shift and scale of pixel intensities and

SSIM [18] because it is invariant in that respect and it. Across all cell types, virtual

nuclei stain and virtual cytoplasm achieved very similar average SSIM scores of 0.96

± 0.02 and 0.95 ± 0.02 while virtual DNA-damage scored 0.87 ± 0.10. Similarly, for

PSNR, virtual nuclei and cytoplasm achieved an average of 35.2 ± 1.6 and 35.1 ± 2.8,

respectively, while virtual DNA damage achieved 34.9 ± 3.1. Compared to the results

from image restoration [121] these numbers indicate good quality. However, microscopy

images contain large areas of uniform background leading to overstated pixel-level quality.

Both metrics dramatically drop when considering a smaller region of interest with less

background (Figure 4.5).

These results show that virtual nuclei and virtual cytoplasm are reproduced more

accurately compared to the virtual DNA-damage. Despite appearing visually plausible

and achieving relatively high performance for SSIM and PSNR, it can be seen that certain

biological structures in this channel are reproduced with low confidence and differ from

the real fluorescence channels.
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4.2.2 Level 2 - Biological Feature Representation

Figure 4.6: Normalised MAE (N-MAE) between fluorescence feature scores and
each virtual staining stage for 50 biological features across all three cell types. The
nuclei channel feature distributions appear very similar, the cytoplasm feature distributions
are moderately different when the virtual cytoplasm is introduced, meanwhile the two
remaining DNA-damage spot features show considerable differences when the virtual
DNA-damage channel is used.

In HTS, the toxicity of compounds is often evaluated by computing quantitative mor-

phological, textual and intensity features for each cell and comparing their statistics to

positive and negative controls. For I2I to be useful for HTS it must faithfully translate

biological features of interest. As shown in Figure 4.4 Columbus [21] was utilized for

the feature extraction pipeline, designed for the original HTS assay to see if these feature

statistics are reproduced in our virtually stained images. The Columbus pipeline takes a
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complete HTS plate as input. Here, a held-out plate of each cell type that was not used

for training or validation was used. The feature extraction begins with the segmentation

of the nuclei, which then enables the segmentation of the cytoplasm and DNA-damage

spots. Based on these segmentation outputs the scores for 50 features are then computed

from their respective channel, see Figure 4.6. The feature score is computed per well by

first quantifying the score across all cells per field of view and then averaging across all

nine fields of view for all features.

To evaluate our virtual staining, we first generated feature scores from the real fluores-

cence channels and then introduced the virtual staining in 3 stages; stage 1 involved virtual

nuclei only, stage 2 virtual nuclei and virtual cytoplasm and in stage 3 all virtually stained

channels were used. For each cell type, feature and stage, the mean absolute error (MAE)

between the real fluorescence and virtual staining feature scores was computed over all

wells. To enable the comparison and interpretation of MAE across different feature ranges

the resulting MAE for each feature was normalised (N-MAE) by the standard deviation of

the real fluorescence feature score.

Stage 1 with virtual nuclei only, achieved an average N-MAE score of 0.22 ± 0.2.

Remarkably, a large proportion of features have produced stable N-MAE across the dif-

ferent cell types. As highlighted in Figure 4.6 the "Nuclei Count" feature from the nuclei

channel, consistently scores the lowest N-MAE across all cell types, verifying the qual-

itative observations of the virtual nuclei channel in Figure 4.5. The largest errors are

observed for the nuclei channel features associated with "Nucleus Threshold Compactness

%", which measures nuclei shape at different intensity thresholds. This finding aligns with

the uncertainty in shape shown for the nuclei channel in Figure 4.5.

In stage 2, as the virtual cytoplasm is introduced the average N-MAE rises to 0.27 ±

0.22. The increase in error is predominantly driven by features that rely on cytoplasm

intensity or cell shape. Figure 4.6 shows an intensity-based feature, "Intensity Cell Mean"

which, is not reproduced well for all cell types and in particular for the lung. The problem of

incorrect cell intensity was also visible in Figure 4.5. Finally, in stage 3, when all virtually

stained channels are used a dramatic increase in error for many features extracted from
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the DNA-damage channel can be observed, resulting in the average N-MAE increasing to

0.63 ± 0.51. In Figure 4.6, two examples of this are highlighted; "Spots Haralick Sum

Variance 2µm" and "Spots SER Edge 3.4µm" which are both measurements for the texture

of DNA-damage spots.

Figure 4.7: Distribution of feature scores highlighted for fluorescence and virtual
staining stages. On average, the virtual nuclei and virtual cytoplasm achieved lower
N-MAE compared to virtual DNA-damage. One nuclei, one cytoplasm and two DNA-
damage spot features are highlighted.

For each of the features highlighted in Figure 4.6, it can be seen in Figure 4.7 the

distribution of values at each virtual staining stage compared to the distribution of the real

fluorescence values. For the nuclei channel feature, the virtual nuclei distribution is almost

indistinguishable from the real fluorescence distribution and remains unchanged through-

out. The distributions of feature scores for the cytoplasm and DNA-damage features are

visually impacted when the corresponding virtual channel is introduced suggesting that

any measurements based on them are no longer reliable.
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4.2.3 Level 3 - RZ’ Factor

Figure 4.8: Highest 10 RZ’ factor obtained with fluorescence and the change in RZ’
factor with the progressive virtually staining stages for lung and ovarian plates. For
both ovarian and lung, we begin on the left-hand side with the highest RZ’ factor scores
obtained from the ground truth images. We then plot as a line for each virtual staining
stage, the change in RZ’ score. In the perfect scenario, there would be no change and
we would observe a straight line. However, for virtual nuclei and cytoplasm, we observe
small changes in RZ’ factor. But, as the virtual DNA-damage is introduced the RZ’ factor
for the majority of features plummets, indicating that these features are no longer usable
for HTS.

In HTS assay screening pipelines for cell damage, after biological features of each

plate have been extracted, the plate quality is checked using the RZ’ factor [118].The

method compares the feature distributions in negative and positive control sections of the

plate. The RZ’ factor is a value in the range of (−∞ ≤ 𝑅𝑍′ ≤ 1) that is computed for

each feature. A value close to 1 indicates the feature distributions are very dissimilar

and that this feature provides a potentially strong measurement for cell damage. Often an

HTS study will focus on the features with the highest RZ’ factors. A value close to 0 or

negative suggests that the feature distributions are highly similar and therefore not suitable
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for measuring cell damage.

The RZ’ factors is computer and the ten features with the highest scores from the real

fluorescence images are selected to compare with the RZ’ factors from all stages of virtual

staining. For the breast plate analysed, all RZ’ factors were negative, indicating that they

are not suitable for HTS and as such they were excluded from further analysis.

For the lung and ovarian plates the highest 10 RZ’ factors all rely on the DNA-damage

channel. Figure 4.8 shows remarkably small changes occur for many features when the

virtual nuclei and virtual cytoplasm channels are used. However, the introduction of virtual

DNA-damage leads to a substantial reduction in the majority of RZ’ factors, indicating

that they are no longer usable in the toxicity study. We again highlight "Spots Haralick

Sum Variance 2µm" in Figure 4.8 as an example, where the drop in RZ’ factor aligns

with the increases in N-MAE shown in Figure 4.6 and the distorted distribution shown in

Figure 4.7. The same pattern can be seen for the "Spots SER Edge 3.4µm" feature in the

lung cell type. However, unexpectedly, an increased RZ’ factor in the ovarian cell line as

the virtual DNA-damage is introduced can be observed. One might naively interpret this

as an improvement introduced by virtual staining. However, considering the increased

error for ovarian and the deformed distribution in Figure 4.7 We believe that this simply

reflects inaccuracies in the translation that are systematically different in the positive and

negative controls.

4.2.4 Discussion

Here, we have investigated I2I as a technique to extract information from the bright-

field usually requiring fluorescence staining in HTS. Remarkably, across all three levels

of our analysis, both virtual nuclei and virtual cytoplasm have consistently performed

well; achieving high pixel/patch-level quality, producing similar scores for the majority of

features found in the real fluorescence channels and leading to relatively small changes in

RZ’ factor outcomes compared to the fluorescence. As such, we believe that the use of

virtual nuclei and virtual cytoplasm stains as a non-invasive imaging method could become

a viable alternative to nuclei and cytoplasm fluorescence staining. These findings suggest
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a potential reduction in imaging time for the two labels, as high-throughput screening

with virtual staining eliminates the need for multiple plates across incubation periods,

requiring only a single plate, and generates stained samples within minutes rather than

days. The removal of these stains from fluorescence staining could also enable new

multiplex imaging combinations. Using only a single plate with no fluorescence staining

enables the use of live-cell imaging and removes plate effects, improving the consistency

and physiological relevance of experimental results. In addition, these findings suggest

that virtual nuclei and cytoplasm staining could be used as a low-cost pre-requisite stage

before a large-scale HTS study is conducted to give a preliminary indication of biological

feature representation and drug effect outcomes.

In contrast, the virtual DNA-damage channel has consistently shown relatively higher

errors across all levels of analysis and cell types. In particular, the DNA-damage spots

showed high variability and considerable losses of information for DNA-damage features

such as "Spots SER Edge 3.4µm" and large changes in RZ’ factor compared to the other

two virtual channels. We believe it is not possible to predict the precise spot location

because this information is not present in the bright-field image. Despite this, features

such as “Spot Count” still achieved a low N-MAE for certain cell types as they are invariant

to the precise spot location. One limitation of this component of our analysis is its inability

to evaluate N-MAE per instance instead of averaging over all instances per well which

would help improve the accuracy with which we evaluate virtual staining.

We saw that the use of the virtual DNA-damage channel could lead to an improved RZ’

factor for individual features even when the error of the feature values had increased. This

is unexpected because an increased RZ’ factor indicates a potentially improved ability to

distinguish between negative and positive controls which should be negatively correlated

with increased errors of feature values. Ultimately, the positive correlation arises from

incorrect I2I and its applicability should be subject to further scrutiny.
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Chapter 5

Can virtual staining for

high-throughput screening generalise?

Aspects of Chapter 5 were published to Arxiv [122] and the Bioimaging Computing

Workshop at ECCV 2024 with collaborations from Cuong Nguyen, Steve Hood, Ryan

Musso, Ceridwen Hopely, Steve Titus and Minh Doan from GSK and supervisory support

from my supervisors Alexander Krull, and Iain Styles from the University of Birmingham.

GSK collaborators provided the dataset itself, industrial knowledge about the dataset,

aspects of code used for running the experiments in GSK high-performance computing

environment, and the computational resources required to run my experiments. Alex and

Iain provided guidance on the experimental design, aided in analysing results, and gave

feedback on my written paper submission. I conducted all experiments, reviewed and

analysed all results, and was the lead author on all paper contents.

The findings in Chapter 4 revealed that the use of virtual nuclei and virtual cytoplasm

stains as a non-invasive imaging method could become a viable alternative to nuclei

and cytoplasm fluorescence staining. While these findings and other recent works [11,

12, 19, 86, 123] have shown promising results they have all been limited to evaluating

virtual staining performance on images sampled from the same distribution as the images

the model was trained on. Within HTS, in order for virtual staining to be considered a

viable image alternative to fluorescence microscopy virtual staining models must be able
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Figure 5.1: Visualisation of total virtual staining models required to train and main-
tain when using only 2 dimensions of possible biological settings (cell type and phe-
notype) with 3 cell types and 2 phenotypes across 3 staining tasks. Training and
maintaining setting specific virtual staining models is not scalable. Exploring generali-
sation and whether subsets of HTS can lead to more generalisable models can drastically
reduce the number of virtual staining models required as shown in rows 2-4. However,
little is known about whether subsets of HTS data can lead to more generalisable models.

to generalise to unseen data from different distributions from that of its training data.

Without generalisable virtual staining models the question of whether virtual staining is

suitable for HTS remains in doubt.
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Within this Chapter, we provide the first large-scale, data-centric approach to determine

the extent to which virtual staining can generalise under three common data distribution

shifts within HTS.

The results of this analysis serve a three-fold purpose. First, as most ML applications

in the sciences require dedicated experimental data generation, this Chapter would like to

guide the best way to generate data that would produce maximally generalisable models.

Second, by systematically exploring if certain biological or technical setting specific

training sets lead to more generaliable models we can drastically reduce the number of

virtual staining models required to train and maintain (as shown in Figure 5.1). Finally, as

scientists need to extract biological insights from virtual stains, a framework is required

to quantify the domain of applicability of virtual staining.

In this Chapter, we explore the generalisability of virtual staining models under three

common

• Task 1: Generalising to new phenotypes

• Task 2: Generalising to new cell types

• Task 3: Generalising to new phenotypes & cell types

We first discuss the general points about the dataset, training, inference and evaluation

procedures and then the three generalisation tasks.

Dataset: To investigate these three tasks, 772,416 HTS images, consisting of bright-

field and 3 co-registered widely used fluorescence stains; fluorescein (FITC) for cytoplasm,

6-diamidino-2-phenylindole (DAPI) for nuclei detection and Cyanine (Cy5) for DNA-

damage with 3 cell types (ovarian, lung, breast) and 2 phenotypes that correspond to

the conditions under which the cells have been cultured (toxic, non-toxic). The wells

that contain DMSO (negative control) and the three lowest levels of concentration for

10 GSK prospective compounds are defined as being non-toxic, and the three highest

concentrations of each compound as well as etoposide and staurosporine (positive controls)

are toxic. Example bright-field and fluorescence stain images of non-toxic and toxic sample

conditions for each cell type are shown in Figure 5.2.
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Figure 5.2: GSK HTS dataset comprised of three different cell types; ovarian, breast,
and lung and two phenotypes; non-toxic and toxic. 2x3 image grid with each grid
point comprised of 4 randomly selected bright-field and fluorescence stain image pairs
(shown as a composite image) for the cell type and phenotype combination. The composite
image shows the nuclei stain (DAPI) in red, the cytoplasm stain (FITC) in cyan, and the
DNA-damage stain (Cy5) in yellow. Within the dataset, we observe variability within the
toxic and non-toxic samples of each cell type, as well as anatomical differences between
the different cell types. We also observe higher levels of cell state heterogeneity in the
non-toxic samples compared to more homogeneity in the toxic samples. In this work,
we explore the generalisation performance across all three virtual staining tasks for three
common HTS data distribution shifts; generalising to an unseen phenotype, generalising
to unseen cell types, and generalising to an unseen phenotype and cell types combined.

For each cell type and stain, 27,000 bright-field and fluorescence image pairs were

sampled from toxic and non-toxic labeled wells separately, with 21,000 image pairs used

for training and 6,000 image pairs used for validation. Random samples for each cell type

and labelled wells can be seen in Figure 5.2. In addition, for each cell type, three plates,

excluded from any training or validation sets, were used to sample toxic and non-toxic

test sets. The test sets for both lung and ovarian toxic were 5,562 and for non-toxic were

4,806, while breast toxic was 3,510 and non-toxic was 6,856.

Training & Inference: Using the non-toxic and toxic samples for each cell type,

three models were independently trained with different random initialisations of weights

to translate from bright-field to each fluorescence stain. In the following, all performance

metrics are computed as the mean performance over all three seeds.
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Figure 5.3: Virtual staining evaluation pipeline Version 2 (Version 1 in Figure 4.4).
Level 1. Pixel / Patch Performance: We evaluate performance using two established
pixel patch-level metrics (SSIM [18], PSNR [17]). No change from version 1.
Level 2. Object Performance: I evaluate the instance segmentation quality that can
be obtained from virtually stained nuclei (DAPI) and cytoplasm (FITC) channels. I
compare the masks generated from the fluorescence and virtual staining using common
segmentation metrics; Jaccard Index [124] for instance-wise pixel area quality and F1
score [116] for object detection. To compute the F1 score, we use a Jaccard Index [124]
threshold of 0.7 in alignment with previous nuclei detection works [125].
Level 3. Biological Feature Performance:we utilise Cellprofiler [20], which given an
input image and a corresponding segmentation mask (which delineates individual cells
or structures), performs instance-level analysis for a collection of 209 morphological,
intensity and textural, among other features frequently used in HTS. The segmentation
masks are validated to have 98% acceptance rate as shown in Appendix A Using a random
forest-based feature selection method similar to [126] we extract the 20 most informative
features identified on each of the fluorescence test sets and compare the results between the
fluorescence channels and those obtained from virtual staining. The mean absolute error
(MAE) between the fluorescence and virtual staining feature scores is computed over all
instances, building on previous works [86]. To enable the comparison and interpretation
of MAE across different feature ranges, the resulting MAE for each feature is normalised
(N-MAE) by the standard deviation of the fluorescence feature score. Finally, across all
three levels of evaluation, we report the difference between the mean score obtained for
each of the trained models and the baseline model trained on images sampled from the
same distribution as the test set. This enables us to compare the change in performance
across the different cell type and phenotype combinations relative to each task’s virtual
staining baseline.

This resulted in a total of 54 models being trained; one model for each of the 2 pheno-

types × 3 cell types × 3 channels × 3 initialisations. This work used the pix2pixHD [24]

architecture adapted for our image resolution via rescaling [86].

The same hyperparameters as Chapter 4 experiments were used. Each model was

trained for a maximum of 200 epochs using early stopping. A total of 243 individual infer-

ence runs were completed each corresponding to the different train and test combinations.

For task 1, 27 models were trained (× 3 cell types × 3 stains × 3 initialisations) for each
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model. For each model, inference was performed on the non-toxic and toxic test sets,

producing 54 inference runs in total. For task 2, 27 models were trained and inference

was run on the two different cell type test sets, producing 54 runs in total. Finally, for task

3, 9 models were trained for each cell type and phenotype (3 stains × 3 initialisations),

for the toxic phenotype models we ran inference on all three toxic cell type test sets, and

for the non-toxic, only the two toxic test sets with different cell types. This led to 45

inference runs per cell type, totalling 135, plus the 108 from tasks 1 and 2, giving a total

of 243 runs. Each was evaluated at three levels: pixel/patch-based, instance-based and

biological-feature-based. The complete table of results for each inference run across all

three levels of evaluation can be found in Appendix B.

Evaluation: In level 1, performance is evaluated using two established pixel/patch-

level metrics (SSIM [18] with a patch size of 11x11 and PSNR [17]).

In level 2 we evaluate the instance segmentation quality that can be obtained from

virtually stained nuclei (DAPI) and cytoplasm (FITC) channels. Cellpose [117] is used

to generate instance masks for the fluorescence and virtual staining channels. To obtain

high-quality segmentations, we apply a gamma correction of 0.3 before feeding the images

to Cellpose. The value of 0.3 was validated by manually checking a subset of random

nuclei and cytoplasm fluorescence images and the Cellpose segmentation masks. The

masks generated from the fluorescence and virtual staining are then compared using com-

mon segmentation metrics; Jaccard index [124] for instance-wise pixel area quality and

F1 score [116] for object detection. To compute the F1 score, an intersection-over-union

threshold of 0.7 is used in alignment with previous nuclei detection works [125].

In level 3, We utilise a Cellprofiler [20] pipeline that takes the intensity image and

Cellpose masks as input to compute instance-wise scores for a collection of 209 morpho-

logical, intensity and textural, among other features frequently used in HTS. The types of

features are similar to those used in [86], but by extracting these from Cellprofiler [20]

we can compute values for each instance instead of a single mean value over all instances

in an image Using a random forest-based feature selection method similar to previous

works [126] we extract the twenty most informative features identified on each of the
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fluorescence test sets and compare the results between the fluorescence channels and those

obtained from virtual staining. The mean absolute error (MAE) between the fluorescence

and virtual staining feature scores is computed over each instance, building on previous

works [86]. To enable the comparison and interpretation of MAE across different feature

ranges, the resulting MAE for each feature is normalised (N-MAE) by the standard devi-

ation of the fluorescence feature score. Finally, across all three levels of evaluation, the

difference between the mean score obtained for each of the trained models and the baseline

model trained on images sampled from the same distribution as the test set is reported.

This enables us to compare the change in performance across the different cell types and

phenotype combinations relative to each task’s virtual staining baseline. This can be seen

in Figure 5.3.

5.1 Training on non-toxic vs toxic samples improves vir-

tual staining performance in particular for ovarian

cell lines

We begin by exploring, for each cell type, how virtual staining models trained on images

containing samples of one phenotype, non-toxic, perform on images containing samples

of a different phenotype, toxic. The difference in performance across the three levels

of evaluation between the virtual staining models trained on non-toxic samples and the

virtual staining models trained on toxic samples of the same cell type is reported.

Notably, across all three levels of evaluation, all three cell types, and all three virtual

staining tasks shown in Figure 5.4, we find training on non-toxic samples can lead to

improved results for several metrics compared to training on toxic samples of the same cell

type. In particular, for all virtual staining tasks we see consistently improved performance

in PSNR, Jaccard Index, and F1 score across all cell types as well as a majority showing

improved performances in SSIM and N-MAE. However, in test sets, such as lung toxic for

the virtual cytoplasm consistently we observe improved performance in levels 1 and 2 but
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worsening results in level 3.
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Figure 5.4: Generalisation performance of virtual staining models to an unseen
phenotype across three levels of evaluation. Each chart represents the results for that
metric. Within the chart, all virtual stain channels are shown separately and grouped by
cell type. Each bar shows the average difference between the virtual stain models trained
on non-toxic and the baseline virtual stain models trained on toxic samples. For all three
cell types and virtual stain tasks, the PSNR, Jaccard Index and F1 Score results reveal
improved performance from training on non-toxic samples compared to training on toxic
samples. Consistently across all metrics, training on ovarian non-toxic leads to improved
performance when generalising to images of ovarian toxic cells.

We believe this is in part due to the heterogeneity of cell expression that occurs

in non-toxic healthy cells, providing an increase in the diversity of cell states to train

generalisable virtual staining models on. In contrast, the toxic cells are induced into

specific homogeneous cell states, leading to potentially less diversity in training data,

leading to less generalisable models. Some evidence of this can be seen in Figure 5.2,

where despite being non-toxic, small amounts of naturally occurring DNA-damage signal
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in all non-toxic cell types images are shown.

N
u

c
le

i

Bright-field

Ovarian Toxic

Fluorescence

Train Ovarian Toxic

Baseline

Train Ovarian Non-toxic

Non- Toxic

C
y

to
p

la
s
m

Ovarian Toxic Ovarian Toxic Train Ovarian Toxic

D
N

A
-d

a
m

a
g

e

Ovarian Toxic Train Ovarian Toxic Train Ovarian Non-toxic

Train Ovarian Non-toxic

Figure 5.5: Qualitative results for the task of generalising to an unseen phenotype;
ovarian toxic from ovarian non-toxic. Randomly selected bright-field and paired flu-
orescence for nuclei, cytoplasm and DNA-damage stains alongside the virtual staining
predictions from each of the virtual stain models trained on ovarian toxic samples and the
virtual stain models trained on ovarian non-toxic samples. We observe that the general
shape of nuclei and cells are reproduced well relative to the baseline and fluorescence
stain. The DNA-damage spots are considerably different from the fluorescence stain for
both the baseline and the model trained on non-toxic samples. Examples for all three
virtual stain tasks are shown by yellow arrows.

Across all measurements and virtual staining channels, when generalising to ovarian

toxic samples, training on ovarian non-toxic samples leads to improved performance

compared to training on ovarian toxic samples. Upon visual inspection of Figure 5.5 for

the virtual nuclei and virtual cytoplasm stains, both the baseline and non-toxic models

have produced predictions that replicate the general shape and intensity of a large number

of cells seen in the fluorescence.

The prediction of the virtual nuclei trained on non-toxic is almost indistinguishable

from the prediction of the virtual nuclei trained on toxic. However, upon closer inspection,

as shown in yellow for certain nuclei the intensity profile and shape of the non-toxic nuclei
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more closely resembles that found in the fluorescence. Similar findings are highlighted

for the cytoplasm intensity profile of individual cells. In contrast, the virtual DNA-

damage prediction for both trained models is very similar to each other, with the model

trained on non-toxic showing a small number of DNA-damage spots, but they both display

considerable losses of information compared to the fluorescence stain.

Figure 5.6 shows the N-MAE obtained for the 20 most informative biological features
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Figure 5.6: N-MAE values of the virtual stain models trained on ovarian non-toxic and
ovarian toxic samples for the 20 CellProfiler features identified on the fluorescence
stain. A N-MAE of 0.1 is equivalent to 10% of one standard deviation identified in the
fluorescence stain. The green line shows the average N-MAE for the virtual stain models
trained on ovarian non-toxic samples and the yellow line shows the average N-MAE for
the virtual stain models trained on ovarian toxic samples. Across a diverse set of feature
training on ovarian non-toxic leads to a biological feature representation that more closely
aligns with that found in the fluorescence stains compared to training on ovarian toxic.

for the virtual staining models trained on ovarian toxic and ovarian non-toxic samples.

Across all virtual staining tasks, a reduction in the average N-MAE when training on

images of ovarian non-toxic is observed. Consistently, it can be observed that this result

is not driven by a small number of outliers, but by reductions in N-MAE across a diverse

set of biological features. These findings support the previously shown results that virtual

nuclei and cytoplasm models trained on non-toxic samples of specific cell types, such as

ovarian, when generalising to toxic samples of the same cell type, can learn meaningful

and diverse biological feature representations that more closely align with the fluorescence

stains.

78



Chapter 5. Can virtual staining for high-throughput screening generalise?

5.2 Generalising to new cell types is complex

Having explored the generalisation to an unseen phenotype, in this section, we focus on

the second task of generating virtually stained samples of bright-field images of a different

cell type to the images the virtual staining models were trained on.
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Figure 5.7: Qualitative results for the task of generalising to unseen cell types. Ran-
domly selected bright-field and fluorescence for nuclei, cytoplasm and DNA-Damage
stains with the virtual stain from the baseline model and the virtual stain models that gen-
eralise well and generalise poorly. Both the virtual nuclei and virtual cytoplasm trained on
images of ovarian non-toxic cells can reproduce the general shape of the lung cells and, in
some cases, the intensity profile well relative to the baseline model trained on images of
lung cells. Meanwhile, the models trained on images of breast cells show a considerable
number of nuclei and cytoplasm missing, as well as incorrect morphology. For the virtual
DNA-damage although the model trained on lung does well relative to the model trained
on breast, there are still very clear differences in intensity and DNA-damage spot locations
between all three virtual stain predictions and the fluorescence stain.

Upon visual inspection of Figure 5.7, it shows that for the virtual nuclei and virtual

cytoplasm task, the model trained on ovarian cells can reproduce the general shape of the

lung nuclei and cytoplasm compared to the baseline model trained on images of lung cells.

Although gross image features can be visually seen to be comparable, performance for
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morphological detail improved when the model was trained on data of the same cell type,

as also seen in previous works [4, 10]. The model trained on the breast images is unable

to reproduce several nuclei and cytoplasm that can be seen in the fluorescence stain. For

the virtual nuclei staining task, across the entire lung non-toxic test set, we can see very

similar patterns in Figure 5.8. When training on ovarian non-toxic images compared to

training on breast non-toxic, we observe considerably higher image scores. Here, we can

observe that this performance is consistent across the entire test set and not driven by a

small number of outlines.

Figure 5.8: Scatterplots of SSIM, PSNR, F1 Score and Jaccard Index for generali-
sation to lung of the virtual ovarian and breast nuclei models. Along the x-axis, we
have the values obtained from the model trained on lung (baseline) and on the y-axis
the corresponding values obtained from ovarian (green), breast (red) and lung (shown as
diagonal).

What is also interesting to note is that for a number of images, the scores for both the

models trained on breast and the models trained on ovarian are higher than the baseline

model trained on lung non-toxic. This considerably reduces when we evaluate performance

at the instance level, providing further evidence of the importance of evaluating virtual

staining beyond pixel/patch-level measurements. Similar performance can be seen for the

virtual cytoplasm task in Appendix B Figure B.6.

Figure 5.9a shows the different train and test cell type combinations explored for this
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generalisation task and the mean scores for the virtual nuclei and cytoplasm models for

each level of evaluation. In general, some high-level patterns of consistently good and bad

generalisation performance can be seen across the different train and test combinations for

levels 1 and 2 of our evaluation pipeline.

For all metrics in levels 1 and 2, the virtual nuclei and virtual cytoplasm models trained

on images of ovarian cells consistently outperform the corresponding virtual staining

models trained on images of breast cells when testing on images of lung cells (shown in row

1) and, in some cases leads to a very small positive effect compared to the baseline model.

However, when evaluating the biological features in level 3, there is a substantial increase in

N-MAE, highlighting the importance of evaluating virtual staining in the biological feature

space as opposed to using only common pixel/patch-level and instance-level metrics.

Interestingly, despite virtual models trained on images of ovarian cells, they performed

well on images of lung cells. Figure 5.9a shows this is not true for the majority of metrics

for generalising to images of breast cells, providing further evidence that the generalisation

to multiple different cell types is complex and that generalisation performance to one cell

type does not necessarily mean the same generalisation performance to a different cell

type.

In contrast to the virtual staining models trained on images of ovarian cells, for all

three levels of evaluation, the virtual nuclei and cytoplasm models trained on images of

breast cells produce scores that show the largest difference in performance compared to

the baselines when testing on images of ovarian and lung cells.

We also note that generalising to images of breast cells from models trained on images

of ovarian or lung cells leads to the lowest generalisation performance. This suggests

that images of breast cells are not as good as lung or ovarian cells for training virtual

staining models that generalise well to unseen cell types, and they are also difficult to

generalise to. Finally, for the virtual nuclei and virtual cytoplasm results, there is a lack

of symmetry in performance across the different cell types for each of the measurements.

The large majority of results do not show that performance when training on one cell type

and testing on another is very similar if the train and test cell types are interchanged. For
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matting scales are the same as Figure 5.9a. The
values along the diagonal represent the results
from generalising to an unseen phenotype and
are kept in for completion. We observe similar
patterns of performance when training and test-
ing on images of breast cells to the generalisa-
tion to unseen cell types as well as considerable
improvements in PSNR and N-MAE for several
train and test combinations.

Figure 5.9: Generalisation performance of virtual nuclei and virtual cytoplasm mod-
els. Both (a) and (b) have 5 heatmaps with each showing the average results for each
metric within the 3 levels of evaluation. Each heatmap shows the cell type train and test set
combinations. The metric values are the differences between the models and the baseline
model. For each metric, conditional formatting is centred at 0 and scaled to the worst
performance across tasks 2 and 3 (to allow for comparison) and it’s negative, with red
indicating bad generalisation performance changes and blue positive.

the virtual DNA-damage models (not shown in Figure 5.9a), similar to virtual nuclei and

cytoplasm, training on images of breast cells and testing on images of ovarian and lung

cells consistently leads to large differences across all metrics. Meanwhile, training on

images of lung cells when testing on images of ovarian and breast cells leads to small

positive effects across PSNR and SSIM, as well as a very small increase in N-MAE.

Examining the individual test set image scores for each cell type generalisation task across

all three virtual staining models, for all metrics, we find that the differences are consistent
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across multiple images and not driven by a small number of outliers.

5.3 Generalisation to new cell types and phenotypes shows

good generalisation performance

In the final section, the task combines the two previous distribution shifts and explores

how virtual staining models trained on images of non-toxic cells of one cell type generalise

to images of toxic cells of another cell type.

We report the difference in performance across the three levels of evaluation between

the virtual staining models trained on non-toxic samples and the virtual staining models

trained on toxic samples of the same cell type.

Generally good generalisation performance In a similar approach to Figure 5.9a,

Figure 5.9b shows the different non-toxic training and toxic test cell type image set

combinations explored for this generalisation task and the corresponding mean scores for

the virtual nuclei and virtual cytoplasm models for each of the three levels of evaluation.

Similar differences between the performance results within levels 1 and 2 against

level 3 are found in task 1. When training on non-toxic lung cells and testing on toxic

ovarian improvements in pixel/patch-wise and instance-wise metrics relative to the base-

line, increases in N-MAE when evaluating the biological feature representation can be

observed.

In general, there are considerable improvements across all metrics compared to those

shown in Figure 5.9a which supports our findings from the phenotype generalisation task.

In particular, the increase of positive PSNR results and the reduction of the highest N-MAE

from 0.3 to 0.18. However, in some cases, such as when testing on ovarian toxic where an

increase in N-MAE was shown. For levels 1 and 2, similar generalisation difficulties are

observed when training and testing on images of breast cells.
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5.4 Discussion

Here, we have investigated the generalisation performance of virtual nuclei, virtual cy-

toplasm and virtual DNA-damage models for three common HTS generalisation tasks.

Firstly, generalising to an unseen phenotype. Secondly, generalising to unseen cell types.

Finally, generalising to an unseen phenotype and cell types combined. Performance has

been evaluated using metrics at the pixel/patch level, instance level and biological feature

level.

For the first generalisation task, for both virtual nuclei and virtual cytoplasm, train-

ing on non-toxic samples leads to not only good generalisation but improved performance

relative to training on toxic samples across all levels of evaluation. In particular, when test-

ing on toxic ovarian samples training on non-toxic ovarian samples produced predictions

that achieved higher pixel/patch-level quality, more accurate instance-wise translation and

scores for the majority of biological features that more closely represented the score found

in the fluorescence channels.

Previous work on the generation of The JUMP Cell Painting Dataset [83] suggests it

is necessary to have training sets with a high diversity of phenotypes to effectively train

machine learning models. However, these results demonstrate that for this specific HTS

dataset and the explored virtual staining tasks, training on non-toxic samples alone can

lead to not only good generalisation but also performance improvements when measured

using a variety of evaluation metrics. As such, we believe that for virtual nuclei and virtual

cytoplasm staining of toxic samples training on widely available non-toxic samples is a

viable alternative to training on toxic samples. These findings could lead to a reduction

in the number of cell- and phenotype-specific models needed to efficiently utilise virtual

staining for diverse HTS datasets.

For the second generalisation task, we find generalising to unseen cell types is complex.

We identify for pixel/patch-wise and instance-based metrics, training on ovarian and testing

on lung led to good generalisation performance for the virtual nuclei and virtual cytoplasm.

However, when evaluating at the biological feature level, we observed relatively high

differences in N-MAE values. These results reveal that determining the correct evaluation
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metric for a chosen virtual staining application is important to effectively evaluate whether

certain cell-type-specific training sets can better generalise compared to other cell types.

Additionally, we find that good generalisation to one unseen cell type does not necessarily

mean the same can be expected for another cell type. In contrast, we observe that training

on images of breast cells consistently leads to bad generalisation performance across all

levels of evaluation. We also found that models trained on other cell types were poor at

generalising to images of breast cells. Further analysis into the three non-toxic cell type

data sets revealed, after a manual inspection of a random subset of 5,000 images from

each cell type, that breast cells are distributed more sparsely than the other cell types

(Figure 5.2). The average number of cells in the inspected breast images was less than half

of that in ovarian and a third of that in lung. This corresponds to the anatomical function

of breast cells, which require more fat in their surroundings [127], reducing the number

of cells in any image as shown in Figure 5.2.

On the other hand, endocrine signaling [128] of ovarian cells requires that they be

closely packed together, and the vital role of lung cells to exchange gas, in principle,

requires more cells. We believe that these structural differences are responsible for

the poor generalisation performance of images of breast cells. An additional possible

explanation could be that the lower density of breast cells corresponds to a smaller volume

of training data for the virtual staining models.

For the final generalisation task, we see the same challenges when training on and gen-

eralising to images of breast cells for the virtual nuclei and virtual cytoplasm. However, in

general, across all levels of evaluation and the explored celltype and phenotype combina-

tions, we find that training on non-toxic is preferable even when additionally generalising

to toxic samples of an unseen cell type (See Figure 5.9b compared to Figure 5.9a). We

saw particular improvements in PSNR and N-MAE and relatively similar performance for

SSIM, F1 Score and Jaccard Index.

Despite what appears to be good virtual DNA-damage generalisation performance

across certain evaluation metrics for all three generalisation tasks, when examining the

absolute values, the results are poor compared to virtual nuclei and virtual cytoplasm,
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affirming the findings from previous work [86]. This becomes clear qualitatively in

Figure 5.5 and Figure 5.7 and quantitatively in Figure 5.6, where the N-MAE values are

noticeably larger than in the other two channels.

Future work should explore the generalisation performance to a broader selection

of unseen cell types and investigate further the issues with producing accurate virtual

DNA-damage stains.
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Chapter 6

Can virtual staining models correctly

capture the distribution of possible

fluorescence images and biological

feature values for each cell?

Chapters 4 and 5 explore how to evaluate virtual staining within HTS pipelines, with

all experiments evaluating the performance of a single virtual staining prediction given

the corresponding bright-field image. However, as outlined in Chapter 1, virtual staining

is an ill-posed problem; given an image such as a bright-field with inherent noise and

lack of contrast between the background and the structures of interest, there does not

exist a single virtual staining solution. In fact, it is impossible to know exactly what the

corresponding fluorescence image looks like based purely on the bright field image, i.e.

there is a posterior distribution 𝑃(y𝑖 |x𝑖) of possible fluorescence images and therefore a

posterior distribution of virtual staining solutions 𝑃𝜃 (y𝑖 |x𝑖) that could correspond to the

same bright-field.

When virtual staining is approached as a regression problem like F-net [4] previously

explored in Chapter 4, the virtual staining predictions produce blurry results as shown

in Figure 4.1, tending towards to the mean of possible fluorescence images according to
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c. HTS Pipeline with Bright2Bio Net Direct Prediction of Instance-wise Biological Feature Posterior Distribution
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Figure 6.1: Evolution of high-throughput screening pipelines. a. Traditional HTS
pipeline: Perform fluorescence staining on the bright-field image, generate instance
masks, and use fluorescence images and instance masks to extract instance-wise biologi-
cal features from CellProfiler. b. HTS pipeline with virtual staining. A virtual staining
network takes a bright-field image as input and generates multiple virtual staining samples.
Instance masks are obtained for samples using Cellpose. Samples and masks are used to
generate instance-wise biological features from Cellprofiler, which then form an approx-
imate posterior distribution and can be compared to the known ground truth biological
feature value.c. HTS pipeline with direct prediction of instance-wise biological feature
posterior distribution. Bright2Bio-Net takes the bright-field as input and performs two
tasks; instance detection and direct prediction of pixel-wise biological feature posterior
distribution.

𝑃(y𝑖 |x𝑖).

Conditional generative models, such as those explored in Chapters 4 and 5 learn to

approximate this distribution as 𝑃𝜃 (y𝑖 |x𝑖) ≈ 𝑃(y𝑖 |x𝑖). This is why the virtual staining

samples from GAN-based approaches appear sharper and more realistic than regression-

based results.

By extracting multiple samples ŷ𝑖 ∼ 𝑃𝜃 (y𝑖 |x𝑖) and applying instance detection as

shown in Figure 6.1b we obtain a set of instance samples ŷ𝑖. Explicitly, within this

chapter, an instance refers to a nucleus, we use both terms interchangeably.

For a given biological feature 𝑓 we can compute the feature values 𝑦̂𝑙
𝑖, 𝑗

= 𝑓 (ŷ𝑙
𝑖, 𝑗
) for

each sample 𝑙 and each instance 𝑗 in image 𝑖.
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We can use the samples 𝑦̂𝑙
𝑖, 𝑗

with a density estimator; 𝑃𝜃 (𝑦𝑖, 𝑗 |x𝑖, 𝑗 ) ≈ 𝑃(𝑦𝑖, 𝑗 |x𝑖, 𝑗 ) the

posterior distribution of instance biological feature values.

It is then natural to ask if we could predict the posterior distributions of the biological

features 𝑃(𝑦𝑖, 𝑗 |x𝑖, 𝑗 ) directly from the unstained bright-field image without explicitly gener-

ating virtual fluorescence images? Such an approach would remove the reliance on external

instance detection and feature extraction pipelines and enable direct quantification of the

biological features of interest (like in [129]) from the bright-field alone. To investigate

this problem, we designed Bright2Bio-Net (B2B-Net) (See Figure 6.1c), a convolutional

neural network (CNN) architecture to directly predict the biological feature posterior dis-

tributions from unstained bright-field microscopy images. The network learns to perform

two tasks; instance detection and a pixel-wise prediction of the biological feature posterior

distributions, each parameterised as a mixture of Gaussian models. We introduce the

newly proposed concept in section 6.1, but as this is early work we do not evaluate its

performance. An important question is how can we quantify the quality of predicted

posterior distributions 𝑃𝜃 (𝑦𝑖, 𝑗 |x𝑖, 𝑗 ), whether derived from samples or predicted directly

from B2B-Net? In other words, how can we check if 𝑃𝜃 (𝑦𝑖, 𝑗 |x𝑖, 𝑗 ) closely approximates

𝑃(𝑦𝑖, 𝑗 |x𝑖, 𝑗 )?

While we have direct access to the former PDF, we do not have direct access to the

latter. Instead, we only have access to is a single sample 𝑦𝑖, 𝑗 from 𝑃(𝑦𝑖, 𝑗 |x𝑖, 𝑗 ) but how can

we use this sample to evaluate the predicted posterior distribution 𝑃𝜃 (𝑦𝑖, 𝑗 |x𝑖, 𝑗 )?

In Chapter 4 we avoid this problem by combining the samples 𝑦𝑖, 𝑗 as an approximation

of 𝑃(𝑦), the true prior distribution over feature values, which we term the true population

distribution. We then compare this population distribution with the predicted population

distribution 𝑃𝜃 (𝑦) obtained by combining all predicted samples 𝑦̂𝑖, 𝑗 thus ignoring the

correspondents between input x𝑖, 𝑗 and feature values 𝑦𝑖, 𝑗 .

Quantitatively, these two distributions can be compared using common metrics such as

the Wasserstein distance (WDist) and the Kullback-Leibler divergence (KLD) computed

between the predicted and target populations to quantify their difference. Related works

on inverse problems in computer vision [36, 130] follow similar approaches.
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Figure 6.2: How can we evaluate a predicted posterior distribution with access to
only a single sample from the true posterior distribution? Given the bright-feild
alone, it is impossible to know what the true fluorescence stain is, there is a posterior
distribution 𝑃(𝑦 |𝑥) of possible solutions. Typically, we have access to a single sample 𝑦
from this distribution which we can pass through a feature extraction algorithm to generate
a corresponding sample Y for the instance wise biological feature posterior distribution
𝑃(Y𝑖, 𝑗 |x𝑖, 𝑗 ) for image 𝑖 instance 𝑗 . Probabilistic generative models such as cGANs or as we
explore in this chapter diffusion models can be used to extract 𝑙 samples 𝑦̂𝑙 ∼ 𝑃𝜃 (𝑦𝑖, 𝑗 |x𝑖, 𝑗 )
which can then be passed into the feature extractor to produce a biological feature posterior
distribution 𝑃𝜃 (Y𝑖, 𝑗 |x𝑖, 𝑗 ) for that bright-field instance shown here as a histogram. One
challenge remains: how can we evaluate a predicted posterior distribution with only a
target single sample?

The total population can be viewed as a hierarchical structure, such as a pyramid, with

each level representing levels of granularity or sub-population present in the training data,

like cell types, and phenotypes, through to individual biological structures such as cell

nuclei. We argue in this work that yes, we want the overall population distributions, i.e.

the predicted and target pyramids to be similar, but it is important that in principle, they

are similar because of similarities within the population at different levels of granularity.

In particular, we focus on individual nucleus results and argue that accurate instance

posterior distributions should result in at least as good or better population distributions;

however, the reverse is not always true. Evaluating the populations as a whole could lead

to assumptions about the similarity at more granular levels of the data. It also does not

enable the quantification of feature combinations for new or very rare cellular events that

can not be observed just by looking at the population distributions.

Currently, there does not exist a well-understood and commonly used metric that
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enables the comparison of a distribution to a single sample value such as 𝑃𝜃 (𝑦𝑖, 𝑗 |x𝑖, 𝑗 )

compared to 𝑦𝑖, 𝑗 from 𝑃(𝑦𝑖, 𝑗 |x𝑖, 𝑗 ). For this application, a good metric should capture the

uncertainty in the predicted posterior distribution and quantify how close it is to the true

posterior distribution.

In section 6.2, we present three new evaluation metrics to measure the quality of the

predicted biological feature posterior distributions when only a single ground truth sample

is available. Namely, the average log-likelihood, the Wasserstein distance (Wdist) between

the standard scores and N(0, 1) and Wdist between the percentile ranks and 𝑈 (0, 100).

We will for the first time, analyse the advantages of these new metrics compared to com-

mon population metrics, including the WDist and the KLD computed over the predicted

and target biological feature populations. The predicted feature populations will be ex-

tracted from virtual staining samples obtained from two conditional generative models;

Denoising Diffusion Probabilistic model (DDPM) [28], adapted for the conditional setting

to form cDDPM (as discussed in Chapter 2) and the previously explored pix2pixHD [86].

In summary, the contributions are as follows:

• Early principled works into Bright2BioNet, a novel deep learning-based method

for predicting biological feature posterior distributions directly from an unstained

bright-field.

• Three new evaluation metrics for computing the similarity of an instance predicted

posterior distribution to a single sample from the true posterior.

• A thorough analysis of these new evaluation metrics compared to common popu-

lation measurements for two conditional generative models pre-trained for virtual

staining.
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6.1 Bright2Bio-Net (B2B-Net) - a direct method for pre-

dicting the posterior distribution of instance-wise bi-

ological features

In this section, we propose the design of B2B-Net –an ML technique– to directly translate

label-free bright-field microscopy images into instance biological feature posterior dis-

tributions. Compared to previous virtual staining works, B2B-Net removes the reliance

on external instance detection and feature extraction pipelines and enables direct quan-

tification of the biological features of interest from the label-free bright-field microscopy

images alone. B2B-Net, as shown in Figure 6.3, is a convolutional neural network (CNN)

Bright-field

Bright2Bio 
Net

Task A. 
Predict Instance-wise 
Distance Transform

Task B. 
Predict Dense 
pixel-wise prediction 
for mixture of k 
gaussians MOG(μk,
σk,βk) for each 
biological feature

Find local maximum for 
instance distance 
transform (centre)

Locate predicted 
biological feature value 
parameterized by 
MOG(μk,σk, k).

Predicted probability density 
function (PDF) for predicted 
instance-wise biological feature

Output = n_gaussians * n_features * 3

.

Figure 6.3: Bright2Bio Net. Takes a bright-field as input and learns two tasks. Task
A - instance detection by minimising the mean squared error (MSE) between a predicted
and target distance transform. Task B - a dense per-pixel prediction of 34 biological
feature posterior distributions, each parameterised by a mixture of Gaussians and learnt
by minimising the negative log-likelihood. For each instance, the local maximum of the
predicted distance transform is used to determine the predicted feature distributions from
task B.

architecture that learns to perform two tasks; instance detection and a dense pixel-wise

prediction of the biological feature posterior distributions, parametrised as a Gaussian

mixture model. The network takes as input a batch of bright-field images and produces

an output for each task. The output for task A is a predicted distance transform of each

nucleus concerning its boundary, and the output for task B is a pixel-wise prediction of

individual biological feature posterior distributions parametrised as a mixture of Gaussian

models. As shown in Figure 6.3, during inference, the predicted centre (local maximum)
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of each instance corresponding to the nucleus that the pixel belongs to is identified from

the predicted distance transform of task A. The pixel location is then used to determine

the pixel for the predicted pixel-wise biological feature posterior distribution.

The architecture of B2B-Net is based on a U-Net [49] starting with 64 filters and the

number of filters increases by 2n to a depth of 4. Each encoder block produces two

outputs; the traditional feature maps plus attention maps that are passed through the skip

connections to be concatenated with the corresponding decoder block.

The final number of output channels is equal to (the number of Gaussian components ∗

the number of features ∗ 3 channels; one for each mixture of Gaussian parameter) + 1 for the

distance transform. For example, 3 Gaussian components leads to 172((3 ∗ 18 ∗ 3) + 1)

output channels.

Among the different hyper-parameters of the network, one core design choice was the

number of Gaussian components to use. Although this may appear to only directly impact

task B in practice we found this to indirectly impact task A. By design, increasing the

number of Gaussians makes the learning of task B more complex, which, without any

additional regularisation led to the weights of the network being optimised more towards

task B, negatively impacting task A. Introducing weights to both loss terms helped with

balancing the two tasks. The value of this weight would vary depending on the number of

Gaussians used for task B and would require further investigation.

Task A. Instance detection early investigation into suitable loss functions explored

the binary cross-entropy loss with binary instance masks. However, during training, we

observed that when nuclei were dividing or touching the network would produce predicted

nuclei masks that had merged incorrectly. Additionally, for this particular setting, the goal

is not to produce a semantic segmentation mask over all nuclei pixels but to locate nuclei

centres so that the x and y coordinates can be used to localise the predicted pixel-wise

biological feature posterior distributions obtained in task B. In light of this, for task A, the

network uses the Mean-squared error loss,

MSE =
1
𝑁

𝑁∑︁
𝑖=1

(yi − ŷi)2, (6.1)
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where yi is the target distance transform and ŷi is the predicted distance transform. The

distance transform pixel values represent the distance from that pixel to the nearest edge

of an instance. The distance transform was applied recursively, one instance at a time, so

that the central pixel(s) are set to 1 and there is a border of 2 pixels between neighbouring

nuclei. At inference time, the local instance maxima in x and y are obtained from the

predicted distance transform and used to localise the predictions from task B.

The performance of task A can be evaluated using accuracy, precision, recall and the

F1 score. We determine a true positive to be a single predicted local maximum in the

instance distance transform that lies within the border of the known target distance trans-

form. False positives are predicted local maxima outside of any instance border or any

duplicates (ie an instance border that has already been identified as a true positive). False

negatives are labelled as any target instances where no local maximum was predicted.

Task B - pixel-wise prediction of biological feature posterior distributions B2B-

Net learns to predict a pixel-wise estimation of the predicted posterior distribution,

parametrised as a mixture of Gaussian models for 18 biological features. Given a mixture

of Gaussian models with K components, for an input bright-field image x and predicted

parameters: wk weight of the k-th mixing coefficient, 𝜇𝑘 the mean of the k-th Gaussian

component and 𝜎2
k the variance of the k-th, the predicted probability density function of

the mixture is:

𝑃(ŷ|𝑤, 𝜇, 𝜎) =
𝐾∑︁
𝑘=1

𝑤𝑘 · N (x; 𝜇𝑘 , 𝜎2
𝑘 ),

where N(x; 𝜇𝑘 , 𝜎2
𝑘
) is the Gaussian probability density function for component k:

N(x; 𝜇𝑘 , 𝜎2
𝑘 ) =

1√︃
2𝜋𝜎2

𝑘

exp− (x − 𝜇𝑘 )2

2𝜎2
𝑘

.

The network is trained via the

Negative Log-likelihood (NLL) = − log
𝐾∑︁
𝑘=1

𝑤𝑘 · N (x; 𝜇𝑘 , 𝜎2
𝑘 ).
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6.2 How can we evaluate a predicted posterior with only

a single ground truth sample from the true posterior

distribution?

We begin with access to a collection of bright-field images (x1 · · · x𝑁 ) where each x𝑖, 𝑗

corresponds to an instance 𝑗 in the bright-field image 𝑖. We also have access to a single

biological feature value for each instance sampled from the true posterior distribution

Y𝑖, 𝑗 ∼ 𝑃(Y𝑖, 𝑗 |x𝑖, 𝑗 ). We can approximate 𝑃(Y𝑖, 𝑗 |x𝑖, 𝑗 ) as 𝑃𝜃 (Y𝑖, 𝑗 |x𝑖, 𝑗 ) either directly or via

a conditional generative model as outlined in the previous section. However, how can we

evaluate a distribution to a single known value? In the following section, we introduce

three novel evaluation metrics for precisely this task; quantifying the similarity between

𝑃𝜃 (Y𝑖, 𝑗 |x𝑖, 𝑗 ) and Y𝑖, 𝑗 ∼ 𝑃(Y𝑖, 𝑗 |x𝑖, 𝑗 ).

Average Log-Likelihood

The first proposed metric is the

Average Log-Likelihood =
1
𝑁

𝑁∑︁
𝑗=1

log 𝑃𝜃 (Y𝑖, 𝑗 |x𝑖, 𝑗 ), (6.2)

where 𝑃𝜃 (Y𝑖, 𝑗 |x𝑖, 𝑗 ) is the density estimation of the predicted biological feature posterior

distribution 𝑃(Y𝑖, 𝑗 |x𝑖, 𝑗 ) for a given bright-field image 𝑖 and instance 𝑗 .

Motivated by this, we show that the average log-likelihood is a substitute for the

average KLD over the dataset. We show this by first writing the formula for the average

Kullback-Leibler divergence as

1
𝑁

𝑁∑︁
𝑗=1

𝐷KL(𝑃(Y|x𝑖, 𝑗 ) | |𝑃𝜃 (Y|x𝑖, 𝑗 )) =
1
𝑁

𝑁∑︁
𝑗=1

∫
𝑃(Y|x𝑖, 𝑗 ) · log(

𝑃(Y|x𝑖, 𝑗 )
𝑃𝜃 (Y|x𝑖, 𝑗 )

)𝑑Y, (6.3)

We can rewrite Equation 6.3 as the expectation over all instances 𝑗 and feature values Y
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as

=
1
𝑁

𝑁∑︁
𝑗=1

∫
𝑃(Y|x𝑖, 𝑗 ) · log 𝑃(Y|x𝑖, 𝑗 )𝑑Y︸                                    ︷︷                                    ︸

(1)

−
∫

𝑃(Y|x𝑖, 𝑗 ) · log 𝑃𝜃 (Y|x𝑖, 𝑗 )𝑑Y︸                                     ︷︷                                     ︸
(2)

. (6.4)

We can observe that term (1) is negative entropy of 𝑃(Y|x𝑖, 𝑗 ) and it is not dependent on

𝑃𝜃 (Y|x𝑖, 𝑗 ) but instead remains constant.

= constant︸   ︷︷   ︸
(1)

− 1
𝑁

𝑁∑︁
𝑗=1

∫
𝑃(Y|x𝑖, 𝑗 ) · log 𝑃𝜃 (Y|x𝑖, 𝑗 )𝑑Y︸                                     ︷︷                                     ︸

(2)

. (6.5)

Term (2) can be interpreted as the expected value of log 𝑃𝜃 (Y|x𝑖, 𝑗 ) with respect to the

distribution 𝑃(Y|x𝑖, 𝑗 ), which can be approximated using samples from the true posterior

𝑃(Y|x𝑖, 𝑗 ). Here, we approximate it using the single sample we have available in the

dataset Y𝑖, 𝑗 as

= constant − 1
𝑁

𝑁∑︁
𝑗=1

log 𝑃𝜃 (Y𝑖, 𝑗 |x𝑖, 𝑗 ) − error𝑖, 𝑗 . (6.6)

The error𝑖, 𝑗 for different instances 𝑗 is defined as

error𝑖, 𝑗 = log 𝑃𝜃 (Y|x𝑖, 𝑗 ) −
∫

𝑃(Y|x𝑖, 𝑗 ) · log 𝑃𝜃 (Y|x𝑖, 𝑗 )𝑑Y. (6.7)

Since the samples log 𝑃𝜃 (Y|x𝑖, 𝑗 ) are by definition centred around the expected value∫
𝑃(Y|x𝑖, 𝑗 ) · log 𝑃𝜃 (Y|x𝑖, 𝑗 ), the distributions of error𝑖, 𝑗 must be centred around 0. By

rewriting Equation 6.6 as

constant︸   ︷︷   ︸
(1)

− 1
𝑁

𝑁∑︁
𝑗=1

log 𝑃𝜃 (Y|x𝑖, 𝑗 )︸                     ︷︷                     ︸
(2a)

+ 1
𝑁

𝑁∑︁
𝑗=1

error𝑖, 𝑗︸          ︷︷          ︸
(2b)

, (6.8)

we can see for large 𝑁 , 2b within Equation 6.8 will go to 0 and we can indeed use
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Equation 6.2 to approximate Equation 6.3 up to a constant shift

1
𝑁

𝑁∑︁
𝑗=1

log 𝑃𝜃 (Y|x𝑖, 𝑗 ) ≈ constant − 1
𝑁

𝑁∑︁
𝑗=1

𝐷KL
(
𝑃(Y|x𝑖, 𝑗 ) | |𝑃𝜃 (Y|x𝑖, 𝑗 )

)
. (6.9)

In practice, 𝑃(Y|x𝑖, 𝑗 ) and 𝑃𝜃 (Y|x𝑖, 𝑗 ) can be any kernel density estimators, in our ap-

plication we use a mixture of Gaussian models fitted to the true and predicted posterior

samples.

Standard Scores

The first measurement is the WDist [131] between the distribution of standard scores

and N(0, 1). The

Standard Score =
(Yi,j − 𝜇̂𝑖, 𝑗 )

𝜎̂𝑖, 𝑗
, (6.10)

where Y𝑖, 𝑗 is the target feature value, for instance, 𝑗 in fluorescence image 𝑖 and 𝜇̂𝑖, 𝑗

and 𝜎̂𝑖, 𝑗 are the mean and standard deviations of the predicted posterior distribution

𝑃𝜃 (Y𝑖, 𝑗𝑃 |x 𝑗 ) for the same instance 𝑗 in fluorescence image 𝑖 computed for a given x𝑖, 𝑗 .

The standard score quantifies how many standard deviations the sample target feature value

is from the predicted posterior distribution. We compute this over all instances and plot

the distribution of standard scores. If the predicted posterior closely resembles the real

feature values, the distribution of standard scores should resemble aN(0, 1), indicating the

predicted posterior distributions are very similar to the target sample value. We measure

this similarity using the WDist between the feature standard scores and the N(0, 1).

Percentile Ranks

Percentile Rank = 𝐹 (Y𝑖, 𝑗 ) × 100 (6.11)

where 𝐹 (Y𝑖, 𝑗 ) is the cumulative distribution function(CDF) for 𝑃𝜃 (Y𝑖, 𝑗 |x𝑖, 𝑗 ) the predicted

instance posterior distribution for a target feature value Y𝑖, 𝑗 scaled by 100 to convert into

percentages. The CDF can be approximated by sampling a large number of values from
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the distribution 𝑃𝜃 (Y𝑖, 𝑗 |x𝑖, 𝑗 ):

Percentile Rank =
Number of samples less than 𝑦 𝑗 in 𝑃𝜃 (Y𝑖, 𝑗 |x𝑖, 𝑗 ) (+ 1)

Number of samples
× 100, (6.12)

𝑃𝜃 (Y𝑖, 𝑗 |x𝑖, 𝑗 ) The percentile rank quantifies the percentage of values in 𝑃𝜃 (Y𝑖, 𝑗 |x𝑖, 𝑗 ) that

are less than the sample target feature value Y𝑖, 𝑗 . A percentile rank of 0 indicates that the

minimum value in the predicted posterior distribution (Ŷ𝑗 ) is lower than or equal to the

true sample value (Y𝑖, 𝑗 ). A percentile rank of 100 indicates that the minimum value in

the predicted posterior distribution is higher than the true sample value. For each feature,

across all instances, if the predicted posterior distribution closely resembles the real feature

values, the distribution of percentile ranks should resemble a U(0, 100). We measure this

similarity using the Wdist between the feature percentile ranks and the U(0, 100).

We analyse the Wdist from the standard score and percentile rank for each feature,

comparing them to the Wdist computed over the entire population of biological feature

values.

6.2.1 Experiments & Results

Dataset: The experiments are based on a pool of 76,707 individual images. 50,944 images

were generated as part of the same GSK HTS dataset used in Chapters 4 and 5; the images

are 1080x108 and composed of bright-field and 6-diamidino-2-phenylindole (DAPI) pairs

for nuclei detection. The data is randomly sampled from 49 16x24 well plates containing

a combination of 6 different ovarian cell lines. 25,472 images are nucleus instance masks

generated from the DAPI training and validation sets via Cellpose [117]. To obtain high-

quality masks, we apply the same gamma correction of 0.3 applied in previous Chapters

before inputting the images into Cellpose [117]. We then use the same evaluation pipeline

as in Chapter 5, Figure 5.3 with Cellprofiler [20] that takes the DAPI fluorescence images

and masks as input to compute instance-wise scores for a collection of 18 biological

features frequently used in HTS. The types of features include a range of intensity and

radial distribution measurements. For Bright2Bio-Net, we utilise the same pipeline to
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extract the biological feature values for the training and validation sets. We also compute

the distance transform for the Cellpose instance masks.

The remaining 291 images are comprised of 97 bright-field, 97 DAPI fluorescence and

97 Cellpose masks used as a test set sampled from a single plate not used in any training

of validation sets.

Training & Inference: This work uses the pix2pixHD [24] architecture adapted for

previous virtual staining works [86] in Chapters 4 and 5 with the use of MC-Dropout [132]

to enable sampling of virtual staining solutions. The network was trained on the full

1080x1080 image resolution with random affine data augmentation applied during data

loading. The network was trained using the same hyperparameters outlined in Chapter 5

for a maximum of 200 epochs using early stopping. Previous works [48, 133–135] have

shown the superiority of Diffusion-based models compared to GANs for a range of image-

related tasks. Unlike diffusion, the distribution learnt by GANs has been shown to suffer

from mode collapse [35], so evaluating two sampling methods with different characteristics

should enable a deeper understanding of how our proposed evaluation metrics work.

De-noising Diffusion Probabilistic model (DDPM) [28] based on its interpretation

ability and performance for image generative tasks. DDPM adapted to work for conditional

image generation by performing the forward pass on the fluorescence image and then

conditioning the decoder on the bright-field at each time point 𝑡 during the reverse process.

Conditional DDPM (cDDPM) was trained on random crops of 256x256, with random

affine data augmentation applied. A learning rate of 0.00001 with an exponential moving

average decay was used alongside an Adam [136] optimiser. cDDPM was based on

the U-Net [49], starting with 64 filters and the number of filters increasing by 2n to a

depth of 4. Denoising Diffusion Implicit (DDIM) sampling [84] was used to improve

inference speed,d reducing the number of sampling steps from 1,000 to 250. The network

was trained for a maximum of 200 epochs with a batch size of 16 using early stopping.

1000 time steps were used, Both baselines were trained to translate from bright-field to

6-diamidino-2-phenylindole (DAPI) nuclei on the same image pairs.

During inference, for each test set bright-field image Bright2Bio-Net outputs predicted
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biological feature posterior distributions, while both baseline virtual staining methods

generated 1,000 virtual staining samples, to which nuclei instance masks and biological

features were extracted to approximate the same biological feature posterior distributions.

The samples were then processed as shown in Figure 6.1b to produce instance-wise

predicted posterior distributions over 18 biological features (see Appendix C Table C.1

for the full breakdown of features).

In practice, to ensure an accurate approximation of the predicted posterior via sampling,

only instances that occurred in all 1,000 samples for both baselines were evaluated. This

ensures that when exploring the proposed evaluation metrics, the results are not skewed by

insufficient sampling. The population distribution of a feature for each method is defined

as the collection of all 1,000 samples across all instances.

6.2.2 Can the log-likelihood, standard score & percentile rank com-

puted over the predicted posterior distributions reveal new in-

sights compared to population metrics?

In this section we explore the performance across the predicted sample population for

cDDPM and pix2pixHD using two population measurements; the Wdist between the

target and predicted population distributions and the KLD between a mixture of Gaussian

model fitted to the same population distributions.

The number of Gaussians was determined for each feature based on the ELBO of the

Akaike Information Criterion (AIC) and the Bayes Information Criterion (BIC) obtained

on the real feature population. The ELBO describes the point at which the gradient of the

BIC and AIC scores with respect to an increasing number of components begins to level

out. Typically, both AIC and BIC would behave similarly. However, when this was not

the case because the BIC (log likelihood + k log(𝑁)) takes into consideration the sample

size N where AIC (log likelihood+2k) does not and given this was being computed on the

entire population with a large sample size we take the number of Gaussians at the ELBO

of BIC.

The population measurement results for cDDPM and pix2pixHD are then compared to
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the newly proposed instance posterior distribution measurements discussed in Section 6.2;

the average log-likelihood, the Wdist of the standard scores and N(0, 1), and the Wdist of

the percentile ranks and U(0, 100).
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Figure 6.4: Scatter plots of cDDPM and Pix2pixHD performance across all biological
features for both population measurements and the three proposed measurement
combinations. We highlight three example features and show the performance of
both methods. For the negative average log-likelihood (NLL), there is a shift in clustering
of results in the x-axis that can not be seen in the y-axis. This suggests that for a number
of biological features, there are things that can not be observed when evaluating at the
population level compared to when using the NLL to evaluate the posterior distributions at
the instance level. In particular, this can be seen in the "Upper Quartile Intensity" and the
"Std Intensity" features. A similar but less extreme pattern can be observed for the Wdist
of the standard scores, where the performance gap between cDDPM and Pix2pixHD is
considerably larger on the x-axis compared to the y-axis.

Figure 6.4 shows the relationship between the performance of cDDPM and pix2pixHD

for both population measurements and the proposed average log-likelihood, Wdist of

standard scores and Wdit of percentile ranks. For the proposed average log-likelihood,

there is a clear right shift along the x-axis of pix2pixHD results compared to cDDPM that

can not be seen in the y-axis. In particular, the highlighted "Upper Quartile Intensity",

"Std Intensity" and "Radial Distribution Mean Frac 3of4" show very small differences

in performance along the population measurements (y-axis) relative to the difference in

average log-likelihood (x-axis). This suggests that for several features, when evaluating

only at the population level cDDPM and pix2pixHD perform similarly but when evaluating

at the instance level using the average log-likelihood, there appear to be performance
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differences that would otherwise go unnoticed using population measurements. This

pattern, although less obvious, can also be seen in the results for the WDist of standard

scores, where the scale of the performance difference is larger in the Wdist of standard

scores (x-axis) than in the population measurements (y-axis).

How can it be that the performance at the population level is different from the instance

level and what can the proposed measurements tell us about why this is happening?

To explore these questions, we now deep-dive into the results for a subset of biological

features. Figure 6.5 visualises the distribution of results for both population measure-

ments and the proposed instance posterior distribution measurements as well as each

measurement statistic.

For the previously mentioned "Upper Quartile Intensity" feature, when measuring the

performance across the two population measurements, for both the Wdist and the KLD

pix2pixHD performs better than cDDPM, producing a Wdist of 0.029 compared to 0.031

for cDDPM and a KLD of 0.08 compared to 0.09 for cDDPM. Visually, the population

distribution of cDDPM appears to have more values on its right tail as well as less of a

central peak compared to pix2pixHD, the 𝜇 of the population distribution for cDDPM

is 1.18 ± 0.8 compared to 1.20 ± 1.07 for pix2pixHD and 1.21 ± 1.14 for the target

distribution.

In contrast, when looking at the distribution of log-likelihoods, computed over the

instance posterior distributions, pix2pixHD has a considerably longer left tail compared to

cDDPM suggesting for many instances, the probability of the true sample value occurring

within the predicted posterior is very low.

The highlighted average log-likelihood of cDDPM is considerably higher than pix2pixHD,

despite cDDPM producing lower Wdist and KLD at the population level. For a range of

additional intensity and radial distribution features within Figure 6.5, we observe a similar

pattern of small performance differences at the population level despite several pix2pixHD

instance posterior predictions producing low log-likelihood results (shown in the left tails).

These findings led to the following questions: Are there some biological feature values

found in fluorescence microscopy that never occur in the pix2pixHD virtual staining
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Figure 6.5: Feature population distribution measurements vs. the proposed instance
feature posterior distribution measurements. Population distributions and statistics
are shown in columns 1 and 2 and the proposed instance posterior distributions and
statistics are shown in columns 3, 4 and 5. Log-likelihood left tails have been truncated
for visualisation purposes. The population measurements show similar performance for
both cDDPM and pix2pixHD. The Log-likelihood distributions show considerably longer
left tails for pix2pixHD compared to cDDPM, showing at the population level cDDPM
and pix2pixHD appear very similar, but at the instance level, this appears not to be the
case. Similar but less extreme patterns can be seen in the standard score distributions and
the spikes at 0 and 100 in the percentile rank distributions.
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samples that do occur in cDDPM virtual staining samples? In other words, is pix2pixHD

unable to produce specific biological features in its virtual staining samples that cDDPM

can? Or are they just occurring for the wrong instances?

In the case where the biological feature values never occur for pix2pixHD, we would

observe poor performance when using both the traditional population measurements as

well as our newly proposed instance posterior criterion. However, this is not the case.

What these results provide evidence of is that while pix2pixHD appears to produce

an approximately correct distribution of feature values at the population level, paradox-

ically we observe for several instance feature values this is not the case, suggesting that

pix2pixHD is predicting the instance feature values but not for the right instances.

In principle, the average log-likelihood and the KLD should be the same up to a shift

as derived in Equation 6.9. As an additional experiment for both cDDPM and pix2pixHD,

we compute the log-likelihoods of the target value according to the Gaussian mixture

model fitted to the predicted population distribution. Figure 6.6 explicitly compares the

distribution of log-likelihoods computed over the population to the log-likelihood results

computed over the instance posterior distributions. Here, we can directly compare both

log-likelihood distributions for a subset of the biological features.

Looking at the population log-likelihoods, as already shown for the Wdist and KLD

computed over the population distributions in columns 1 and 2 of Figure 6.5 pix2pixHD

performs reasonably compared to cDDPM. We can observe features such as "Std Intensity"

where cDDPM produces an average population log-likelihood of 2.1 ± 0.72 compared to

pix2pixHD which produces 2.13 ± 1.22 or the "Median Intensity" feature where cDDPM

produces an average population log-likelihood of 0.69 ± 0.5 compared to pix2pixHD which

produces 0.71 ± 0.77. For the same features, when the log-likelihood is computed on the

instance posterior distributions, we can observe in row 1 compared to row 2 of Figure 6.6

the longer left tail of the negative log-likelihoods for the instance posterior distributions

compared to the concentrated population distributions. On average, we can observe that

for pix2pixHD, the instance posterior log-likelihood results for the previously mentioned

"Std Intensity" and "Median Intensity" are -2.13 ± 13.25 and -10.96 ± 76.35. It can also
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Figure 6.6: Log-Likelihood of Predicted Posteriors vs Log Log-likelihood over Pop-
ulation. For multiple biological features, we can observe that when we compute the
log-likelihood over the population, we see reasonable performance for pix2pixHD, but
when we compute the log-likelihood over each instance pix2pixHD in many cases is un-
able to produce an accurate prediction for the predicted posterior. cDDPM also shows a
similar pattern but the scale of the difference is far greater for pix2pixHD.

be seen for cDDPM for the "Median Intensity" feature that despite having higher instance

posterior log-likelihoods compared to pix2pixHD, when evaluating at the instance level we

still observe considerably longer tails compared the population log-likelihoods showing

for many instances the probability of the true sample value occurring within the predicted

posterior of cDDPM is very low. By directly comparing the log-likelihoods at the instance

level to those at the population level, we can explicitly observe that when evaluating

generative models, while the output may be accurate at the population level, it may not

be correct for individual instances, and this discrepancy often goes unnoticed when only

considering population statistics. We discuss whether population-level statistics alone are

enough when making decisions in section 6.3.
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Looking at the proposed Wdist of standard scores and the standard score distributions

in column 4 of Figure 6.5, although less pronounced than the log-likelihood distributions

shown in column 3, the longer left distribution tails for pix2pixHD compared to cDDPM

can also be seen. For example, the "Std Intensity" and the "Median Intensity" features

show evidence that for many instances, the true feature value is considerably different

(more than ± 5 𝜎) from the predicted posterior distribution of pix2pixHD. Yet, when

we look at both the scale of the difference between the Wdist of standard scores and the

average log-likelihood as well as the long tails of the two distributions for pix2pixHD we

observe considerably larger differences for the log-likelihood. In principle, the instances

that have produced the long left tail of log-likelihoods should correspond to the instances

that are outside of the N(0, 1) in the standard score plots. Consistently, across all features,

the average log-likelihood in Figure 6.5 column 3 is always higher for cDDPM, while this

is not the case for the Wdist of standard scores as shown for the "Radial Distribution

FracAtd 1of4" in Figure 6.5 column 4 and for 3 other features in Appendix C Table C.1.

This suggests that the log-likelihood is more heavily penalising some of the target values

compared to the standard score.

One thing to note is that this long tail can not be seen in the percentile rank distribution

due to the hard cut-off at 0 and 100. When using the percentile rank, for target feature

values that fall outside of the predicted posterior distribution it is not possible to know how

far away the real sample value is from the predicted posterior beyond it being greater than

the largest value or smaller than the smallest value. This leads to the peeks of values at 0

and 100 as can be observed in all the percentile rank distribution plots in the final column

of Figure 6.5. The measurements’ inability to quantify the full scale of performance could

negatively impact its interpretation, as can be observed for the "Std Intensity" in Figure 6.5.

Here, the Wdist of percentile ranks for pix2pixHD is lower than that of cDDPM which

also aligns with the population statistics in columns 1 and 2 despite cDDPM having a

lower Wdist of standard scores and a higher average log-likelihood. This is because the

Wdist of percentile ranks is treating a large number of values with rank 0 (shown by the

peak at 0) to be the same.
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Having identified the long left tail of the log-likelihood distributions, how do the

predicted posterior distributions of instances along these tails compare to the target fea-

ture value and qualitatively how do the virtual staining samples compare to the target

fluorescence? Figure 6.7 highlights for the "Upper Quartile Intensity" and "Radial Distri-

bution Mean Frac 3of4" features three instance posterior log-likelihood results within the

log-likelihood distribution, the corresponding instance within the bright-field input, the

corresponding instance predicted posterior distributions as well as the instance highlighted

in the median sample for cDDPM and pix2pixHD and the target fluorescence image (ad-

ditional feature results can be found in the Appendix C Figure C.1 and C.2)). For each

row, the instance reviewed scores a progressively improved log-likelihood for pix2pixHD

as shown by the dashed purple line compared to cDDPM shown by a dashed orange line.
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Figure 6.7: Individual instance feature performance vs qualitative results. For each
row for both cDDPM and pix2pixHD, we highlight the instance result within the dis-
tribution of log-likelihoods, the bright-field input and corresponding instance, and the
predicted instance posterior distributions. We also highlight the median values of both
methods versus the target value and qualitatively show the median virtual staining instance
sample versus the target fluorescence instance. Each feature contains three rows, each with
improved instance log-likelihood results for pix2pixHD. The predicted posterior distribu-
tions of cDDPM are much wider than pix2pixHD and are always closer to the target value.
We can observe for both feature types as the log-likelihood improves, the pix2pixHD
predicted posterior distribution moves closer to the target value. Qualitatively, we can
see that for both features pix2pixhd either over and under-saturates the instance intensity
compared to cDDPM.
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In general, across both features the posterior distributions of pix2pixHD progressively

move closer to the target value as the log-likelihood result improves. The posterior dis-

tributions of pix2pixHD are much more narrow than cDDPM which aligns with known

challenges with cGANs of mode collapse [35].

When looking at the predicted posterior distribution in Figure 6.7 column 3 of

pix2pixHD, for the lowest log-likelihood results pix2pixHD completely misses the tar-

get value while cDDPM is far closer. The median value of cDDPM is also much closer

to the target compared to pix2pixHD. Visually, for the "Upper Quartile Intensity" and

the "Radial Distribution FractAtd 3of4" features we can observe the median sample of

pix2pixHD is more saturated than cDDPM which appears to more closely resemble the

target instance intensity.

Looking at the improved log-likelihood results in Figure 6.7 from row 1 to row 3 for

each feature we can observe the predicted posterior distributions of pix2pixHD move to-

wards the target value but across all examples, we still observe under or over-saturation of

intensity values compared to cDDPM which produces an over smoothed intensity profile.

In particular, for the "Radial Distribution FractAtd 3of4" it is the width of the distribution

that leads to an improved log-likelihood score compared to pix2pixHD.

What these findings show is that pix2pixHD does produce the correct distribution of

biological feature values at the population level, but when we focus on values specific to

individual instances we observe for several different features and instances pix2pixHD is

far less able to reproduce a predicted posterior distribution that fits well to the target feature

value. This suggests that pix2pixHD is unable to know for which bright-field instance it

should produce the biological feature values but in general knows it should occur with a

specific distribution across the population. pix2pixHD often gets the per instance feature

prediction wrong, but coincidentally across the entire instance population the value exists.

When we evaluate only at the population level this can not be observed and can mislead

us into believing that the biological feature values are very similar when in fact on an

instance basis this is not the case.
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6.3 Discussion

Here, we have presented the concept of Bright2Bio-Net a novel idea for predicting instance-

wise biological feature posterior distributions given a label-free bright-field input. The

early exploration of Bright2Bio-Net showcases ideas for an alternative approach to pre-

vious virtual staining works that directly predicts instance-wise posterior distributions of

biological features without the need for virtual staining or external evaluation pipelines.

Future work will look to evaluate the performance of this method compared to the explored

virtual staining sampling methods.

Additionally, we have presented three new evaluation criteria; the average log-likelihood,

the WDist of standard scores andN(0, 1) and the Wdist of percentile ranks with U(1, 100),

all of which provide a quantitative similarity measurement between a predicted posterior

distribution and a single true posterior sample. In general, we observe qualitatively

and quantitatively that cDDPM performs better than pix2pixHD in generating accurate

instance posterior distributions. When examining the proposed evaluation criterion a

high-level Figure 6.4 showed when evaluating the two explored generative models; cD-

DPM and pix2pixHD the average log-likelihood revealed performance insights that would

otherwise go unnoticed using population measurements. Examining the distribution of

log-likelihoods showed long tails of the distribution for a broad range of intensity and radial

distribution features for pix2pixHD compared to cDDPM showing that the probability of

numerous true sample values occurring within the predicted posterior of pix2pixHD was

very low. Using the same log-likelihood measurement on the population as explored on the

instance posterior distributions directly showed the difference in performance outcomes

depending on whether evaluating at the population or the instance level.

What these findings show is that paradoxically, when evaluating generative models

the predictions may be accurate at the population level but are not always accurate for

individual instances across a number of biological features. The question then becomes

whether performance at the population level is enough? Is it the case for some situations

that it is? Perhaps, but in principle, knowing that the performance is good at the popula-

tion level because subsets of the population distribution, such as the individual instance
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posterior distributions, are accurate, can only result in as good or even better population

statistics. The ability to evaluate instance biological feature posterior distributions could

improve our understanding of virtual staining performance in unseen populations of cells

and aid in the identification of rare events that can not be observed just by looking at the

population distributions.

Although less prominent, similar long tails shown in the log-likelihood distributions

could be observed in the distribution of standard scores with a number of instances

producing standard scores ± 5𝜎 from the target value despite very similar population-level

performance. Unfortunately, the same clear pattern could not be seen for the percentile

rank distributions due to the hard cut-off at 0 and 100 which limited the ability of the

measurement to quantify how far above or below the true sample was from the predicted

posterior distribution.

Why is it that the log-likelihood appears to penalise the target values more than the

standard score and percentile rank? In the extreme case, if the generative model ignores the

input and instead of predicting a posterior distribution predicts the population distribution

then of course the target value will sit within the predicted "posterior" distribution and the

standard scores would fit a N(0, 1) and percentile ranks would fit a U(0, 100) producing

Wdist scores of 0.

If we use the analogy of a simplified roulette table, where the population corresponds

to the total number of possible bets which would be values from 0-36. Theoretically,

predicting the population can be viewed as equally spreading your total bet across the 37

numbers, corresponding to a wider distribution with lower reward and lower punishment.

In comparison, placing the same total bet on a subset of numbers could produce a higher

reward but also a higher punishment. This spread can be viewed as the 𝜎 in the standard

score shown in Equation 6.10 which normalises the bet with respect to the risk taken

when placing the bet. Similarly, the percentile rank can only evaluate the bet within the

spread of the bet itself (1,100). In contrast, for the average log-likelihood as formulated in

Equation 6.9 no normalisation is specific to the bet of the predicted posterior distribution.

Instead, the correct normalisation is the unknown constant term; the negative entropy
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of the true posterior 𝑃(Y|x 𝑗 ) which is why it is more heavily penalising the predicted

posterior distribution compared to the standard score and percentile rank measurements.

In addition, because the constant term is the same for all generative models (as derived

in section 6.2) the metric still holds when comparing different generative models. However,

because it is unknown, the metric is unable to, in absolute terms, quantify how close the

predicted posterior distribution is to the target feature value. Future work could explore

the use of the negative entropy of the predicted posterior distribution, but as previously

mentioned, this would then restrict the measurement as derived in Equation 6.9 from being

able to compare different generative models.

Future work could also explore rather than computing the Wdist of the standard scores

and a N(0, 1) instead of computing the KLD of the standard scores and a N(0, 1). In

comparison to the Wdist, the KLD would produce much higher distance scores, for the

pix2pixHD instance values outside of the target N(0, 1) shown for features such as the

"Std Intensity" or the "Median Intensity" features in Figure 6.5 column 4 which could

produce similar long tails as shown in the Figure 6.5 column 3.

One question that remains is how do the proposed measurements perform when we

have access to the true posterior distribution rather than just a single sample? This would

then make the unknown constant known, enabling the average log-likelihood to provide

results in absolute terms. It would also mean that the standard score and percentile rank

measurements could be reformulated so that the normalisation is computed over the 𝜎 of

the true posterior distribution.

Future work could explore a simulated regime in which we will build a probabilistic

bright-field simulator that generates bright-field images containing biological features on

which we can use Bayes theorem to obtain an analytical solution to the simulated tar-

get posterior distribution. We can then compute either the KLD between the predicted

and simulated true posterior distributions and compare the results to our proposed mea-

surements to see if the results are similar. Furthermore, future work will extend the

proposed measurements to other inverse problems such as image de-noising to determine

the suitability of the measurements in evaluating generative models for other tasks.
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Conclusion

At the start of this research, high-throughput screening pipelines mainly relied on fluores-

cence staining to quantify cellular characteristics to compare drug effects across compound

perturbations. These methods, while effective, were costly, time-consuming, and prone

to plate effects when repeated across multiple time points. Meanwhile, image-to-image

translation methods were gaining attention in the natural image domain for their visually

striking results, but their potential for translating label-free bright-field images into virtual

fluorescence channels, what we term virtual staining, remained largely unexplored.

This thesis represents a comprehensive exploration of the evaluation of different image-

to-image translation methods used for virtual staining within high-throughput screening

(HTS). We present a number of novel quantitative measurements for measuring the perfor-

mance of virtual staining as well as a new method for directly predicting biological feature

distributions from label-free bright-field images. We provide analysis with mathematical

derivations to compare and contrast three commonly used architectures and loss functions

within Chapter 2 and provide a cohesive review of the literature on the many variants in

Chapter 3. In Chapter 1, we introduce three questions in sections 1.3, 1.4 and 1.5 that

this thesis addresses in Chapters 4, 5 and 6 . Those questions are now reinstated along

with summarised answers.
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7.0.1 Can virtual staining accurately represent the biological infor-

mation within individual cells found in the fluorescence chan-

nels?

Within Chapter 4 we benchmark a number of image-to-image translation methods for

virtual staining and present a novel evaluation pipeline that evaluates the performance of

virtual staining at three levels; pixel/patch level, biological feature level and drug effect.

We demonstrate that not only do virtual nuclei and virtual cytoplasm staining predic-

tions have high pixel-level results and visually striking appearance, but the samples can

also reproduce biologically meaningful information found in the fluorescence channels

and lead to relatively small changes in drug effect outcomes compared to fluorescence

channels. In contrast, virtually stained DNA-damage showed high prediction variability,

unrealistic biological features and notable inaccuracies in drug effect.

The evaluation techniques and findings present important steps forward in quantify-

ing the suitability of different virtual staining tasks as a viable imaging alternative to

fluorescence staining within HTS, leading to a number of tangible benefits. Firstly, the

use of virtual nuclei and cytoplasm models instead of fluorescence channels enables the

quantification of dynamic live cell bright-field imaging over time. Secondly, it reduces the

number of HTS plates required for nuclei and cytoplasm staining from the total number of

incubation periods to a single plate, saving time and unwanted plate variability. Thirdly,

substituting fluorescence nuclei and cytoplasm markers for virtual staining can free up

fluorescence channel space, enabling new multi-plex imaging combinations. Finally, the

time required to perform nuclei and cytoplasm staining of HTS plates reduces from ∼7

days to minutes.

The techniques presented to evaluate virtual staining and the findings shown within

this thesis have led to the adoption of virtual nuclei and cytoplasm models within GSK for

HTS and have also been extended to other image modalities, such as tissue imaging.
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7.0.2 Can virtual staining models for HTS generalise?

Having trained and tested virtual staining models on subsets of HTS data from a single

biological setting in Chapter 4, in Chapter 5, we explored whether particular subsets of HTS

data, when used as training sets, could lead to more generalisable virtual staining models.

We explored three generalisation tasks: generalising to new phenotypes, generalising

to new cell types and generalising to new cell types and phenotypes combined. After

conducting a large-scale investigation, we identified several interesting findings.

Firstly, across all three levels of evaluation, cell types, and virtual nuclei and cytoplasm

staining tasks, we found that when testing on toxic samples, training on non-toxic samples

can not only generalise well, but also lead to improved results for several metrics compared

to training on toxic samples of the same cell type. We believe these results are driven by

the heterogeneity of cell expression that occurs in non-toxic healthy cells compared to the

more homogeneous cell states in toxic samples, leading to less diversity in training data

and subsequently worse generalisation performance.

Secondly, when generalising to new cell types, we found the task to be more complex,

with different outcomes depending on the level of evaluation used, good generalisation to

one cell type was not indicative of good generalisation to another cell type and consistently

breast cells were challenging to generalise too and not good for training generalisble

models. We believe that structural differences across cell types, such as the anatomical

function of breast cells or the endocrine signalling [128] of ovarian cells, make for a much

more challenging generalisation task.

Finally, for the final generalisation task, we observed similar challenges when training

on and generalising to images of breast cells for the virtual nuclei and virtual cytoplasm.

However, in general, across all levels of evaluation and the explored cell type and phenotype

combinations, we find that training on non-toxic is preferable even when additionally

generalising to toxic samples of an unseen cell type.

As non-toxic samples are typically more readily available and less expensive to acquire

compared to specific toxic samples, this could lead to a reduction in the barriers to

entry for HTS labs looking to apply virtual staining on specific toxic phenotype datasets.

115



Chapter 7. Conclusion

Furthermore, in the context of GSK it led to a 50% reduction in the number of setting-

specific virtual staining models necessary to train and maintain, whilst also providing

valuable feedback into the ongoing strategy of data generation for future virtual staining

models.

7.0.3 Can virtual staining models correctly capture the distribution

of possible fluorescence images and biological feature values for

each cell?

Despite the scale of the generalisation experiments in Chapter 5 and the use of pix2pixHD,

to the virtual staining tasks, the evaluation of virtual staining performance was based

on quantifying how a single virtual staining sample performed when compared to the

corresponding fluorescence image. However, virtual staining is an ill-posed problem,

meaning there is a posterior distribution of possible virtual staining solutions that could

have come from the bright-field.

In Chapter 6 we explored the performance of the predicted posterior distributions of

biological features computed via multiple virtual staining samples for the already explored

pix2pixHD with the use of MC-dropout [132] and a more recent sampling-based generative

model, cDDPM [28]. However, one challenge remained, given any kernel density estimate,

how can we evaluate a predicted posterior distribution with access to only a single sample

from the target posterior distribution?

We presented three novel evaluation metrics; the average log-likelihood, the Wasser-

stein distance (Wdist) of the standard scores and N(0, 1) and the Wdist of the percentile

ranks and U(1, 100). We showed that the average log-likelihood is the same as the

KLD between the predicted and true posterior distributions up to a constant shift that is

independent of the predicted posterior distribution. We then compared the performance

of our proposed instance posterior measurements to commonly used population measure-

ments. We identified for pix2pixHD GAN that, despite similar population distributions

to the ground truth population (as shown in Chapter A 4.7 and in Chapter 6 Figure 6.6),

for many cells and biological features the probability of numerous true sample values
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occurring within the predicted cell posterior of Pix2pixHD was very low. This suggests

that the model, in many cases, can reproduce the biological features, but does not know

for which instance within the bright-field input it should occur. Paradoxically, this could

not be observed when looking at the population distribution alone, only from our newly

proposed measurements.

The findings from our proposed measurements, improve our understanding of virtual

staining performance at an instance level and can be applied to any kernel density estimator.

We also posed a further question of can we bypass virtual staining and design a method

to directly predict the distribution of biological features for each cell from the bright-

field? We presented early principled works into the design of a novel deep-learning based

method: Bright2Bio-Net, which is able to perform this task.

7.1 Future work

7.1.1 Further development and evaluation of Bright2Bio-Net

Chapter 6 presents the early development of Brigh2Bio-Net, a novel architecture based on

a convolutional neural network. Given a bright-field as input, the model directly predicts

instance-wise posterior distributions for a range of biological features. Future work would

benefit from developing this method further and evaluating its performance using the

evaluation metrics explored within Chapter 6 compared to the indirect sampling methods

explored within this thesis. If this approach yields promising results, it could be used

in conjunction with or to replace virtual staining as a faster way to quantify biological

information within cells.

7.1.2 Further evaluation of proposed measurements in Chapter 6

section 6.2 using a simulated posterior distribution

The three metrics proposed within chapter 6 section 6.2 used to evaluate cDDPM and

pix2pixHD could be further validated by exploring a simulated regime. Currently, the
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metrics are designed to quantify the quality of a predicted posterior distribution with access

to only one sample from the true posterior distribution. By using simulation, we would be

able to analytically compute the true posterior of a feature of interest and compare it to the

predicted posterior distribution. This would also allow us to further check if the results of

the proposed measurements correspond to the results obtained using the simulation and if

the difference between he true KLD and the equation 6.5 corresponds to a constant shift.

To achieve this, we could define prior probability distributions 𝑃(Y𝑖, 𝑗 ) over each

biological feature. Since we’re operating in a simulated environment, we know the

analytical likelihood function 𝑃(𝑥𝑖, 𝑗 |Y𝑖, 𝑗 ) of observing a bright-field sample given feature

values sampled from the prior probabilities. This could include rendering the cell, applying

filters to simulate optics as well as a statistical model of the noise. Combining both the

prior and likelihood function using Bayes theorem we can transform 𝑃(𝑥𝑖, 𝑗 |Y𝑖, 𝑗 ) and obtain

a true biological feature posterior distribution for our simulation

𝑃(Y𝑖, 𝑗 |𝑥𝑖, 𝑗 ) =
𝑃(𝑥𝑖, 𝑗 |Y𝑖, 𝑗 ) ∗ 𝑃(Y𝑖, 𝑗 )

𝑃(𝑥𝑖, 𝑗 )
(7.1)
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A.1 Evaluation of Cellpose masks for use in virtual stain-

ing evaluation pipeline

Cellpose [117] provides a generalist segmentation solution that accurately delineates cell

bodies, membranes, and nuclei across diverse microscopy image types without retraining

or parameter tweaking. Utilising the pre-trained nuclei and cytoplasm models within

our evaluation pipeline (shown in Figure 4.4 & Figure 5.3), enabled the cell nuclei and

cell cytoplasm of virtual staining predictions and fluorescence microscopy images to be

detected and then evaluated. However, by using these models, we introduce additional

models into our pipeline therefore, we felt it necessary to systematically evaluate Cellpose

model performance to ensure that it did not skew our downstream results.

Figure A.1: Histogram of F1 scores for virtual nuclei staining of images of lung cell
lines. We randomly sampled images from the bottom 15% of F1 scores shown in red. On
several examples, we identified errors coming from the masks generated by Cellpose.

In Chapter 4 Table 4.1, we show the nuclei segmentation results for Pix2PixHD GAN

trained on bright-field and DAPI image pairs from lung cell lines. The results show an

average F1 score of 0.70 ± 0.18. Despite this being promising, we examine the distribution

of F1 score results as a histogram in Figure A.1 to further understand what the types of

error are that are causing the lowest scoring results. After randomly sampling images from

the bottom 15% of F1 scores shown in red we identified errors not coming from the virtual
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staining but from the masks generated by CellPose. In Figure A.2 (shown in yellow), we

observe areas where Cellpose has not been able to detect the object in both cases, this is an

error in Cellpose, but it doesn’t adversely impact our virtual staining evaluation. However,

as shown in blue, when the mask obtained from the ground truth image is missing cells

that can clearly be seen in the ground truth fluorescence and have otherwise been detected

from the mask obtained from the virtual stain this negatively impacted our results. When

evaluated against the ground truth mask, these cells are classified as false positives when

they are in fact true positives.

Figure A.2: Qualitatively show two types of error coming from Cellpose masks. Show
a randomly sampled bright-field input image, the corresponding ground truth DAPI stain
and the Cellpose mask obtained from the ground truth DAPI stain as well as the virtual
DAPI stain and the corresponding Cellpose mask. The pre-trained nuclei Cellpose model
was used for both inputs. We then show the segmentation error. We highlight two types
of error, firstly, in yellow, where there exists a prediction in both ground truth and virtual
DAPI stain, but no nuclei masks are predicted. Secondly, highlighted in blue, we show
two examples where the mask obtained from the ground truth stain is missing nuclei that
have otherwise been detected from the mask obtained from the virtual DAPI stain. When
evaluated against the ground truth mask, these cells are classified as false positives (shown
in blue) when they are true positives, which negatively skews the results.

Based on these findings we further evaluated the masks generated from Cellpose using

ground truth DAPI fluorescence images. We uniformly sampled 1,152 DAPI and CellPose

mask patches of size 70x70 across 3 plates (1 sample from each of the 384 wells) and

manually labelled the mask and image pair as "Accept" or "Reject" based on whether
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they correctly identified all nuclei in the DAPI image. We identified on average, CellPose

segmentation masks were rejected for 11% ± 1% of cases. Upon examining the rejected

Figure A.3: Percentage of rejected samples by compound. After evaluating 1,152
uniformly sampled DAPI and Cellpose mask pairs across a fixed compound layout of 3
plates, we identified an 11% ± 1% rejection rate. Here we plot the rejection percentage
per compound and show over 74% rejection for C4+ and 37% for C4. Removal of these
compounds led to a 0.04 increase in average F1 score to 0.74. However, segmenting
these compounds was critical for the experiment, so we proceeded to explore alternative
solutions.

11% we identified that the proportion of rejected samples out of the total samples for

each compound varied considerably (as shown in Figure A.3). We identified that 74%

of samples from compound C4+ and 37% of samples from compound C4 were rejected.

Removal of these examples led to a 0.04 improvement in F1 score to 0.74 but segmenting

of these compounds was critical for the experiment, so an alternative solution was required

to reduce the rejection rate.

We explored several possible preprocessing tasks that included transforming the Cell-

pose input from 16-bit to 8-bit to help bring the distribution closer to a Gaussian, but saw

no improvement. We then explored the preprocessing step of gamma correction [137],

which applies a nonlinear transformation to the pixel values where a value < 1 brightens

dark regions and compresses highlights, reducing intensity variance. Figure A.4 qualita-

tively shows for randomly selected rejected C4+ samples the improvement in the Cellpose

mask after performing gamma correction (𝛾 = 1/3). Based on these findings, we conducted

further analysis to observe how the use of gamma correction across all compounds would

impact the rejection rating of 11%. Through the use of a GUI (as shown in Figure A.5),
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Figure A.4: Qualitative improvement in Cellpose Mask generation when using a
gamma correction of 1/3 as a preprocessing step for the DAPI input image. We
show two examples of the poorly performing C4+ compound, where by using a gamma
correction of 1/3, we show considerable improvements in the generated Cellpose mask.

1,152 DAPI image patches were re-sampled, each DAPI image sample was displayed along

with a gamma corrected DAPI image and a Cellpose mask. The mask displayed could be

either the mask obtained from the original DAPI image or the gamma corrected image,

with the likelihood of either being equal.

For the 1,152 image patches, 85 were rejected, and of those 85, only 10 rejections came

from the gamma-corrected mask, producing on average a 2% rejection rate (10/576). For

the 10 gamma rejections, 8/10 came from the C4 and C4+ compounds previously identified.

The rejection rate for C4+ reduced from 74% to 20% and the rejection rate for C4 reduced

from 37% to 11%.

In conclusion, by using a gamma correction of 𝛾 = 1/3 we were able to systematically

reduce the rejection rate from 11% to 2% which meant that with 98% confidence in the

Cellpose mask and the use of gamma correction we were able to improve the F1 score

from 0.70 ± 0.18 to 0.81 ± 0.17. The gamma correction improved the intensity profile

of cell nuclei in both the ground truth images and virtual staining, which reduced the

misclassification of nuclei as shown as discussed in Figure A.2, ultimately leading to more
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reliable and accurate object-level performance evaluation. These tests were replicated

Figure A.5: Evaluating the use of gamma correction as a preprocessing step for
improving Cellpose mask generation. For 1,000 images, a patch from the ground truth
DAPI and the gamma corrected DAPI were displayed along with a Cellpose mask. The
mask could have been generated from either dapi image (the likelihood of each being
equal) but this was not known. The user was asked to "Accept" or "Reject" the mask based
on either dapi image.

with breast and ovarian cell lines. For breast cell line images, an average of 15% of masks

were rejected, and only 4% of those came from the gamma corrected mask, while for

ovarian, 14% of masks observed were rejected, and only 3% of those rejected came from

the gamma corrected mask. This conclusively demonstrates that with a gamma correction

of 𝛾 = 1/3, we can be confident that the Cellpose outputs are representative and that our

object-level metrics are calculated correctly.
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ID stain seed train 
cell 
type

train 
phenotype

test 
cell 
type

test 
phenotype

PSNR SSIM F1 score Jaccard 
Index

1 fitc 42 breast nontoxic breast nontoxic 35 ± 2.15 0.84 ± 0.04 0.29 ± 0.21 0.39 ± 0.26

2 fitc 123 breast nontoxic breast nontoxic 35.1 ± 2.2 0.81 ± 0.05 0.32 ± 0.18 0.43 ± 0.27

3 fitc 42 breast nontoxic breast toxic 35.6 ± 2.36 0.8 ± 0.10 0.44 ± 0.16 0.58 ± 0.11

4 fitc 123 breast nontoxic breast toxic 35.1 ± 2.39 0.75 ± 0.12 0.43 ± 0.15 0.57 ± 0.11

5 fitc 72 breast nontoxic breast toxic 35.8 ± 2.77 0.85 ± 0.05 0.46 ± 0.16 0.59 ± 0.12

6 fitc 72 breast nontoxic breast nontoxic 30.4 ± 3.3 0.9 ± 0.06 0.41 ± 0.14 0.53 ± 0.13

7 fitc 72 breast toxic breast toxic 31.5 ± 3.5 0.91 ± 0.05 0.42 ± 0.15 0.54 ± 0.13

8 fitc 42 breast nontoxic lung nontoxic 33 ± 2.34 0.74 ± 0.08 0.17 ± 0.16 0.34 ± 0.25

9 fitc 123 breast nontoxic lung nontoxic 34.2 ± 2.98 0.74 ± 0.12 0.24 ± 0.16 0.46 ± 0.18

10 fitc 42 breast nontoxic lung toxic 35.6 ± 3.38 0.74 ± 0.12 0.31 ± 0.18 0.52 ± 0.17

11 fitc 123 breast nontoxic lung toxic 34.4 ± 2.95 0.67 ± 0.14 0.33 ± 0.17 0.54 ± 0.16

12 fitc 123 breast nontoxic ovarian nontoxic 35.1 ± 2.28 0.75 ± 0.08 0.18 ± 0.15 0.33 ± 0.25

13 fitc 42 breast nontoxic ovarian nontoxic 37.2 ± 2.1 0.8 ± 0.07 0.34 ± 0.15 0.46 ± 0.21

14 fitc 72 lung nontoxic breast toxic 33.8 ± 2.78 0.72 ± 0.10 0.34 ± 0.16 0.53 ± 0.12

15 fitc 72 lung nontoxic breast nontoxic 26.9 ± 3.6 0.83 ± 0.09 0.3 ± 0.15 0.5 ± 0.15

16 fitc 72 lung toxic breast toxic 27.5 ± 3.6 0.86 ± 0.06 0.31 ± 0.14 0.52 ± 0.13

17 fitc 42 breast nontoxic ovarian toxic 36 ± 2.47 0.71 ± 0.13 0.27 ± 0.13 0.5 ± 0.12

18 fitc 123 breast nontoxic ovarian toxic 34.9 ± 2.24 0.63 ± 0.16 0.28 ± 0.12 0.5 ± 0.11

19 fitc 42 lung nontoxic breast nontoxic 34 ± 2.3 0.66 ± 0.12 0.25 ± 0.11 0.4 ± 0.21

20 fitc 123 lung nontoxic breast nontoxic 33.1 ± 2.27 0.69 ± 0.10 0.2 ± 0.17 0.35 ± 0.24

21 fitc 123 lung nontoxic breast toxic 33.3 ± 2.64 0.64 ± 0.14 0.31 ± 0.15 0.51 ± 0.11

22 fitc 42 lung nontoxic breast toxic 32.8 ± 2.47 0.61 ± 0.15 0.34 ± 0.16 0.52 ± 0.12

23 fitc 72 ovarian toxic breast toxic 27.4 ± 3.9 0.82 ± 0.08 0.27 ± 0.14 0.47 ± 0.15

24 fitc 42 lung nontoxic lung nontoxic 34.2 ± 2.99 0.79 ± 0.10 0.27 ± 0.22 0.38 ± 0.27

25 fitc 123 lung nontoxic lung nontoxic 33.1 ± 2.78 0.81 ± 0.12 0.38 ± 0.21 0.5 ± 0.3

26 fitc 72 ovarian nontoxic breast toxic 34.2 ± 2.61 0.76 ± 0.08 0.37 ± 0.15 0.53 ± 0.12

27 fitc 72 ovarian nontoxic breast nontoxic 26.6 ± 3.6 0.82 ± 0.08 0.25 ± 0.13 0.44 ± 0.14

28 fitc 42 lung nontoxic lung toxic 36.4 ± 3.66 0.77 ± 0.14 0.55 ± 0.19 0.63 ± 0.15

29 fitc 123 lung nontoxic lung toxic 35.8 ± 4.04 0.75 ± 0.17 0.49 ± 0.18 0.59 ± 0.14

30 fitc 42 lung nontoxic ovarian nontoxic 35.6 ± 2.74 0.78 ± 0.09 0.27 ± 0.22 0.36 ± 0.28

31 fitc 123 lung nontoxic ovarian nontoxic 34.2 ± 3.9 0.8 ± 0.08 0.31 ± 0.21 0.41 ± 0.18

32 fitc 42 lung nontoxic ovarian toxic 35.6 ± 3.04 0.68 ± 0.17 0.44 ± 0.15 0.58 ± 0.11

33 fitc 123 lung nontoxic ovarian toxic 35.9 ± 3.46 0.7 ± 0.18 0.37 ± 0.15 0.54 ± 0.11

34 fitc 123 ovarian nontoxic breast nontoxic 31.2 ± 2.8 0.7 ± 0.10 0.25 ± 0.14 0.38 ± 0.26

35 fitc 42 ovarian nontoxic breast nontoxic 33.4 ± 2.22 0.73 ± 0.09 0.23 ± 0.18 0.35 ± 0.24

36 fitc 72 breast nontoxic lung toxic 35.9 ± 3.83 0.78 ± 0.10 0.32 ± 0.17 0.52 ± 0.16

37 fitc 72 breast nontoxic lung nontoxic 31.7 ± 4.2 0.89 ± 0.06 0.35 ± 0.14 0.55 ± 0.1

38 fitc 72 breast toxic lung toxic 31.5 ± 3.5 0.92 ± 0.4 0.41 ± 0.14 0.53 ± 0.13

39 fitc 123 ovarian nontoxic breast toxic 31.4 ± 3.51 0.5 ± 0.19 0.32 ± 0.15 0.5 ± 0.12

40 fitc 42 ovarian nontoxic breast toxic 33.9 ± 2.41 0.68 ± 0.11 0.31 ± 0.16 0.5 ± 0.13

41 fitc 123 ovarian nontoxic lung nontoxic 33.3 ± 2.55 0.77 ± 0.09 0.23 ± 0.21 0.37 ± 0.27

42 fitc 42 ovarian nontoxic lung nontoxic 34.2 ± 2.61 0.8 ± 0.12 0.4 ± 0.22 0.45 ± 0.25

43 fitc 42 ovarian nontoxic lung toxic 36 ± 3.41 0.77 ± 0.11 0.38 ± 0.21 0.55 ± 0.18

44 fitc 123 ovarian nontoxic lung toxic 33.3 ± 4.82 0.61 ± 0.22 0.41 ± 0.19 0.55 ± 0.15

45 fitc 123 ovarian nontoxic ovarian nontoxic 36.6 ± 3 0.85 ± 0.08 0.34 ± 0.27 0.4 ± 0.31

46 fitc 42 ovarian nontoxic ovarian nontoxic 38.2 ± 2.85 0.87 ± 0.09 0.41 ± 0.18 0.45 ± 0.28

47 fitc 72 lung nontoxic lung toxic 37.4 ± 4.36 0.85 ± 0.09 0.49 ± 0.18 0.61 ± 0.14

Figure B.1: Page 1. Individual results for 243 inference runs for Chapter 2. Evalu-
ating how well does virtual staining generalises? Each row shows the scores for pixel
level, instance level and biological feature level.
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ID stain seed train 
cell 
type

train 
phenotype

test 
cell 
type

test 
phenotype

PSNR SSIM F1 score Jaccard 
Index

62 fitc 42 breast toxic breast toxic 27.6 ± 1.3 0.25 ± 0.12 0.41 ± 0.16 0.55 ± 0.11

63 fitc 123 breast toxic lung toxic 34.3 ± 2.75 0.66 ± 0.15 0.32 ± 0.16 0.55 ± 0.14

64 fitc 42 breast toxic lung toxic 27.6 ± 1.16 0.21 ± 0.14 0.29 ± 0.17 0.51 ± 0.16

65 fitc 123 breast toxic ovarian toxic 34.7 ± 2.28 0.62 ± 0.17 0.27 ± 0.11 0.51 ± 0.1

66 fitc 42 breast toxic ovarian toxic 27.6 ± 1.23 0.17 ± 0.12 0.23 ± 0.12 0.46 ± 0.13

67 fitc 123 lung toxic breast toxic 32.6 ± 2.24 0.59 ± 0.14 0.28 ± 0.15 0.5 ± 0.13

68 fitc 42 lung toxic breast toxic 32.7 ± 2.58 0.59 ± 0.16 0.31 ± 0.17 0.49 ± 0.13

69 fitc 72 ovarian toxic ovarian toxic 35.2 ± 4 0.94 ± 0.05 0.51 ± 0.18 0.6 ± 0.15

70 fitc 123 lung toxic lung toxic 35.5 ± 3.47 0.74 ± 0.15 0.46 ± 0.18 0.59 ± 0.14

71 fitc 42 lung toxic lung toxic 36 ± 3.52 0.73 ± 0.15 0.46 ± 0.18 0.58 ± 0.14

72 fitc 72 ovarian nontoxic ovarian toxic 37.7 ± 3.27 0.85 ± 0.08 0.51 ± 0.17 0.62 ± 0.11

73 fitc 72 ovarian nontoxic ovarian nontoxic 32.8 ± 4.1 0.9 ± 0.08 0.48 ± 0.14 0.6 ± 0.12

74 fitc 123 lung toxic ovarian toxic 35.3 ± 2.86 0.67 ± 0.17 0.36 ± 0.15 0.55 ± 0.11

75 fitc 42 lung toxic ovarian toxic 35.7 ± 3.16 0.66 ± 0.18 0.36 ± 0.14 0.53 ± 0.11

76 fitc 123 ovarian toxic breast toxic 32.8 ± 2.06 0.56 ± 0.13 0.25 ± 0.14 0.46 ± 0.13

77 fitc 42 ovarian toxic breast toxic 32.7 ± 2.13 0.58 ± 0.16 0.32 ± 0.17 0.5 ± 0.14

78 fitc 123 ovarian toxic lung toxic 35.4 ± 3.11 0.71 ± 0.13 0.35 ± 0.2 0.52 ± 0.17

79 fitc 42 ovarian toxic lung toxic 35.2 ± 3.03 0.71 ± 0.13 0.37 ± 0.23 0.53 ± 0.19

80 fitc 123 ovarian toxic ovarian toxic 35.8 ± 2.64 0.66 ± 0.15 0.42 ± 0.15 0.56 ± 0.12

81 fitc 42 ovarian toxic ovarian toxic 35.5 ± 3.18 0.66 ± 0.16 0.47 ± 0.16 0.6 ± 0.12

82 dna 42 breast nontoxic breast nontoxic 37.1 ± 2.1 0.85 ± 0.07 0.81 ± 0.11 0.78 ± 0.1

83 dna 123 breast nontoxic breast nontoxic 37.5 ± 2.21 0.88 ± 0.05 0.84 ± 0.13 0.78 ± 0.1

84 dna 42 breast nontoxic breast toxic 37.4 ± 1.99 0.81 ± 0.11 0.73 ± 0.19 0.72 ± 0.15

85 dna 123 breast nontoxic breast toxic 37.8 ± 2.32 0.89 ± 0.05 0.67 ± 0.19 0.68 ± 0.14

86 dna 42 breast nontoxic lung nontoxic 36 ± 2.04 0.8 ± 0.07 0.7 ± 0.11 0.74 ± 0.06

87 dna 123 breast nontoxic lung nontoxic 36.3 ± 1.99 0.81 ± 0.05 0.71 ± 0.08 0.74 ± 0.06

88 dna 42 breast nontoxic lung toxic 36.5 ± 2.58 0.67 ± 0.22 0.54 ± 0.28 0.6 ± 0.26

89 dna 123 breast nontoxic lung toxic 38.7 ± 3.36 0.85 ± 0.08 0.47 ± 0.26 0.57 ± 0.24

90 dna 123 breast nontoxic ovarian nontoxic 38.9 ± 1.8 0.82 ± 0.09 0.78 ± 0.11 0.73 ± 0.2

91 dna 42 breast nontoxic ovarian toxic 38.6 ± 2.69 0.78 ± 0.19 0.68 ± 0.25 0.67 ± 0.21

92 dna 123 breast nontoxic ovarian toxic 40.3 ± 2.05 0.9 ± 0.07 0.62 ± 0.24 0.64 ± 0.2

93 dna 72 breast nontoxic breast toxic 38.1 ± 2.56 0.86 ± 0.07 0.75 ± 0.19 0.73 ± 0.14

94 dna 72 breast nontoxic breast nontoxic 32.6 ± 3.3 0.96 ± 0.02 0.7 ± 0.22 0.72 ± 0.17

95 dna 72 breast toxic breast toxic 34.2 ± 3.5 0.97 ± 0.02 0.64 ± 0.24 0.67 ± 0.18

96 dna 42 lung nontoxic breast nontoxic 36.4 ± 2.6 0.82 ± 0.08 0.72 ± 0.14 0.72 ± 0.09

97 dna 123 lung nontoxic breast nontoxic 37 ± 2.5 0.81 ± 0.07 0.68 ± 0.11 0.68 ± 0.1

98 dna 42 lung nontoxic breast toxic 37.4 ± 2.61 0.84 ± 0.08 0.6 ± 0.19 0.64 ± 0.14

99 dna 123 lung nontoxic breast toxic 37.2 ± 2.5 0.84 ± 0.08 0.55 ± 0.19 0.63 ± 0.15

100 dna 42 lung nontoxic lung nontoxic 38.4 ± 2.17 0.92 ± 0.03 0.81 ± 0.09 0.78 ± 0.05

101 dna 123 lung nontoxic lung nontoxic 39.1 ± 2.45 0.9 ± 0.05 0.78 ± 0.08 0.7 ± 0.09

102 dna 42 lung nontoxic lung toxic 40.1 ± 2.96 0.86 ± 0.12 0.67 ± 0.29 0.67 ± 0.22

103 dna 123 lung nontoxic lung toxic 40 ± 2.88 0.87 ± 0.11 0.63 ± 0.28 0.65 ± 0.22

104 dna 72 lung nontoxic breast toxic 37.6 ± 2.91 0.84 ± 0.08 0.65 ± 0.19 0.68 ± 0.14

105 dna 72 lung nontoxic breast nontoxic 29.8 ± 3.6 0.75 ± 0.07 0.57 ± 0.25 0.63 ± 0.18

106 dna 72 lung toxic breast toxic 31.3 ± 3.7 0.96 ± 0.03 0.57 ± 0.25 0.62 ± 0.18

107 dna 42 lung nontoxic ovarian nontoxic 39.8 ± 2.29 0.83 ± 0.1 0.85 ± 0.12 0.78 ± 0.09

108 dna 123 lung nontoxic ovarian nontoxic 39.8 ± 2.4 0.83 ± 0.1 0.85 ± 0.12 0.78 ± 0.09

Figure B.2: Page 2. Individual results for 243 inference runs for Chapter 2. Evalu-
ating how well does virtual staining generalises? Each row shows the scores for pixel
level, instance level and biological feature level.
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ID stain seed train 
cell 
type

train 
phenotype

test 
cell 
type

test 
phenotype

PSNR SSIM F1 score Jaccard 
Index

125 dna 42 ovarian nontoxic ovarian toxic 40.8 ± 2.31 0.88 ± 0.1 0.72 ± 0.24 0.7 ± 0.2

126 dna 123 ovarian nontoxic ovarian toxic 40.9 ± 2.1 0.9 ± 0.06 0.72 ± 0.24 0.68 ± 0.22

127 dna 72 lung nontoxic lung toxic 41.3 ± 3.48 0.93 ± 0.04 0.67 ± 0.29 0.67 ± 0.23

128 dna 72 lung nontoxic lung nontoxic 33.8 ± 4.9 0.76 ± 0.09 0.73 ± 0.25 0.71 ± 0.19

129 dna 72 lung toxic lung toxic 35.3 ± 3.7 0.98 ± 0.1 0.6 ± 0.27 0.64 ± 0.19

130 dna 72 ovarian toxic lung toxic 38.2 ± 3.1 0.98 ± 0.01 0.62 ± 0.03 0.68 ± 0.17

131 dna 72 ovarian nontoxic lung toxic 40.2 ± 3.25 0.89 ± 0.07 0.61 ± 0.27 0.64 ± 0.22

132 dna 72 ovarian nontoxic lung nontoxic 37.2 ± 4 0.98 ± 0.01 0.72 ± 0.25 0.72 ± 0.18

133 dna 123 breast toxic breast toxic 37.6 ± 2.05 0.81 ± 0.09 0.72 ± 0.19 0.71 ± 0.14

134 dna 42 breast toxic breast toxic 38.6 ± 2.74 0.92 ± 0.04 0.73 ± 0.19 0.71 ± 0.14

135 dna 72 breast nontoxic ovarian toxic 40.7 ± 2.19 0.89 ± 0.09 0.68 ± 0.25 0.69 ± 0.2

136 dna 72 breast nontoxic ovarian nontoxic 30.1 ± 4.5 0.94 ± 0.06 0.59 ± 0.23 0.68 ± 0.15

137 dna 72 breast toxic ovarian toxic 34.7 ± 5.1 0.97 ± 0.02 0.5 ± 0.27 0.59 ± 0.23

138 dna 123 breast toxic lung toxic 38.3 ± 2.79 0.77 ± 0.14 0.54 ± 0.27 0.61 ± 0.23

139 dna 42 breast toxic lung toxic 39.6 ± 3.51 0.89 ± 0.07 0.54 ± 0.27 0.61 ± 0.24

140 dna 123 breast toxic ovarian toxic 40.5 ± 2.2 0.88 ± 0.1 0.68 ± 0.24 0.68 ± 0.19

141 dna 42 breast toxic ovarian toxic 41 ± 2.58 0.91 ± 0.07 0.68 ± 0.25 0.67 ± 0.2

142 dna 123 lung toxic breast toxic 37.5 ± 2.54 0.85 ± 0.08 0.63 ± 0.2 0.66 ± 0.15

143 dna 42 lung toxic breast toxic 37.6 ± 2.81 0.87 ± 0.07 0.62 ± 0.19 0.65 ± 0.14

144 dna 72 lung nontoxic ovarian toxic 40.9 ± 2.84 0.82 ± 0.12 0.75 ± 0.24 0.71 ± 0.19

145 dna 72 lung nontoxic ovarian nontoxic 33.8 ± 4.9 0.77 ± 0.09 0.75 ± 0.18 0.75 ± 0.11

146 dna 72 lung toxic ovarian toxic 31.7 ± 4.8 0.97 ± 0.02 0.69 ± 0.27 0.67 ± 0.21

147 dna 123 lung toxic lung toxic 39.5 ± 2.75 0.83 ± 0.16 0.66 ± 0.29 0.66 ± 0.22

148 dna 42 lung toxic lung toxic 39.9 ± 3.15 0.87 ± 0.16 0.67 ± 0.28 0.67 ± 0.22

149 dna 123 lung toxic ovarian toxic 41.1 ± 2.51 0.9 ± 0.11 0.74 ± 0.24 0.7 ± 0.18

150 dna 42 lung toxic ovarian toxic 41 ± 2.6 0.89 ± 0.1 0.74 ± 0.24 0.69 ± 0.18

151 dna 123 ovarian toxic breast toxic 37.1 ± 2.4 0.85 ± 0.06 0.51 ± 0.18 0.56 ± 0.15

152 dna 42 ovarian toxic breast toxic 34.7 ± 1.91 0.61 ± 0.16 0.58 ± 0.19 0.64 ± 0.15

153 dna 123 ovarian toxic lung toxic 39.1 ± 3.54 0.86 ± 0.09 0.5 ± 0.24 0.55 ± 0.21

154 dna 42 ovarian toxic lung toxic 33.9 ± 2.52 0.47 ± 0.2 0.55 ± 0.27 0.62 ± 0.23

155 dna 72 ovarian toxic ovarian toxic 38.2 ± 3.7 0.98 ± 0.02 0.61 ± 0.28 0.66 ± 0.21

156 dna 72 ovarian nontoxic ovarian toxic 42.1 ± 2.35 0.94 ± 0.05 0.76 ± 0.24 0.73 ± 0.19

157 dna 72 ovarian nontoxic ovarian nontoxic 34.3 ± 4.2 0.96 ± 0.04 0.71 ± 0.21 0.73 ± 0.14

158 dna 123 ovarian toxic ovarian toxic 40.9 ± 2.4 0.92 ± 0.07 0.68 ± 0.23 0.64 ± 0.19

159 dna 42 ovarian toxic ovarian toxic 34.5 ± 3.32 0.57 ± 0.2 0.72 ± 0.25 0.71 ± 0.21

160 dna 42 breast nontoxic ovarian nontoxic 39.6 ± 1.9 0.9 ± 0.06 0.81 ± 0.13 0.77 ± 0.1

161 dna 42 ovarian nontoxic ovarian nontoxic 38.1 ± 2.01 0.95 ± 0.03 0.79 ± 0.14 0.78 ± 0.11

162 dna 123 ovarian nontoxic ovarian nontoxic 41.1 ± 2.08 0.94 ± 0.04 0.87 ± 0.12 0.8 ± 0.1

163 cy5 42 breast nontoxic breast nontoxic 35.4 ± 5.26 0.65 ± 0.22 n/a n/a

164 cy5 123 breast nontoxic breast nontoxic 31.2 ± 5.1 0.61 ± 0.18 n/a n/a

165 cy5 72 breast nontoxic breast toxic 39.2 ± 4.46 0.78 ± 0.19 n/a n/a

166 cy5 123 breast nontoxic breast toxic 28.8 ± 2.87 0.37 ± 0.24 n/a n/a

167 cy5 42 breast nontoxic breast toxic 38.3 ± 4.27 0.81 ± 0.17 n/a n/a

168 cy5 42 breast nontoxic lung nontoxic 37.1 ± 6.97 0.6 ± 0.31 n/a n/a

169 cy5 123 breast nontoxic lung nontoxic 25.2 ± 5.87 0.5 ± 0.21 n/a n/a

170 cy5 42 breast nontoxic lung toxic 36.8 ± 5.65 0.66 ± 0.24 n/a n/a

171 cy5 123 breast nontoxic lung toxic 29.7 ± 3.31 0.41 ± 0.3 n/a n/a

Figure B.3: Page 3. Individual results for 243 inference runs for Chapter 2. Evalu-
ating how well does virtual staining generalises? Each row shows the scores for pixel
level, instance level and biological feature level.
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ID stain seed train 
cell 
type

train 
phenotype

test 
cell 
type

test 
phenotype

PSNR SSIM F1 score Jaccard 
Index

Average NMAE 
for Top 20 
features

188 cy5 123 lung nontoxic ovarian nontoxic 34 ± 6.46 0.58 ± 0.3 n/a n/a 1.52

189 cy5 42 lung nontoxic ovarian toxic 35.1 ± 6.21 0.59 ± 0.3 n/a n/a 0.92

190 cy5 123 lung nontoxic ovarian toxic 35.7 ± 6.12 0.61 ± 0.29 n/a n/a 0.92

191 cy5 72 breast nontoxic lung toxic 38.3 ± 6.73 0.64 ± 0.31 n/a n/a 0.63

192 cy5 123 ovarian nontoxic breast nontoxic 34.2 ± 4.35 0.62 ± 0.25 n/a n/a 1.27

193 cy5 42 ovarian nontoxic breast nontoxic 31.6 ± 4.2 0.59 ± 0.21 n/a n/a 1.27

194 cy5 123 breast toxic lung toxic 37 ± 5.92 0.66 ± 0.25 n/a n/a 0.64

195 cy5 123 ovarian nontoxic breast toxic 36.9 ± 5 0.71 ± 0.23 n/a n/a 1.28

196 cy5 42 ovarian nontoxic breast toxic 35.3 ± 5.08 0.66 ± 0.25 n/a n/a 1.32

197 cy5 42 ovarian nontoxic lung nontoxic 34 ± 4.9 0.63 ± 0.25 n/a n/a 1.57

198 cy5 123 ovarian nontoxic lung nontoxic 34.8 ± 5.68 0.63 ± 0.2 n/a n/a 1.57

199 cy5 42 ovarian nontoxic lung toxic 36.1 ± 6.47 0.64 ± 0.28 n/a n/a 0.63

200 cy5 123 ovarian nontoxic lung toxic 37.4 ± 6.92 0.66 ± 0.27 n/a n/a 0.62

201 cy5 42 ovarian nontoxic ovarian nontoxic 36.4 ± 6.69 0.65 ± 0.26 n/a n/a 1.44

202 cy5 123 ovarian nontoxic ovarian nontoxic 36.4 ± 5.4 0.66 ± 0.2 n/a n/a 1.42

203 cy5 72 lung nontoxic lung toxic 36.2 ± 7.25 0.65 ± 0.3 n/a n/a 0.58

204 cy5 42 ovarian nontoxic ovarian toxic 38.4 ± 6.67 0.7 ± 0.26 n/a n/a 1.01

205 cy5 123 ovarian nontoxic ovarian toxic 39.1 ± 7.04 0.71 ± 0.26 n/a n/a 0.99

206 cy5 42 breast toxic lung toxic 28.3 ± 3.06 0.14 ± 0.16 n/a n/a 0.65

207 cy5 72 breast toxic ovarian toxic 34.2 ± 6.6 0.72 ± 0.14 n/a n/a 6.54

208 cy5 72 ovarian nontoxic lung toxic 37.3 ± 6.64 0.65 ± 0.26 n/a n/a 0.60

209 cy5 72 breast nontoxic ovarian toxic 39.6 ± 6.66 0.66 ± 0.3 n/a n/a 0.98

210 cy5 123 breast toxic ovarian toxic 38.4 ± 5.96 0.7 ± 0.24 n/a n/a 1.02

211 cy5 42 breast toxic ovarian toxic 28 ± 2.66 0.12 ± 0.12 n/a n/a 1.03

212 cy5 72 lung toxic breast toxic 34.2 ± 5.1 0.96 ± 0.03 n/a n/a 0.20

213 cy5 72 lung toxic lung toxic 39.3 ± 5.4 0.98 ± 0.1 n/a n/a 5.50

214 cy5 123 lung toxic breast toxic 36.1 ± 5.59 0.66 ± 0.26 n/a n/a 1.19

215 cy5 42 lung toxic breast toxic 28.5 ± 2.23 0.29 ± 0.22 n/a n/a 1.15

216 cy5 123 lung toxic lung toxic 36.1 ± 7.12 0.65 ± 0.29 n/a n/a 0.57

217 cy5 72 lung nontoxic ovarian toxic 35.1 ± 6.89 0.57 ± 0.31 n/a n/a 0.94

218 cy5 42 lung toxic lung toxic 28.5 ± 2.41 0.29 ± 0.25 n/a n/a 0.56

219 cy5 72 lung toxic ovarian toxic 39.2 ± 5.6 0.97 ± 0.02 n/a n/a 6.64

220 cy5 123 lung toxic ovarian toxic 34.1 ± 6.66 0.53 ± 0.32 n/a n/a 0.92

221 cy5 42 lung toxic ovarian toxic 28.4 ± 2.51 0.26 ± 0.26 n/a n/a 0.91

222 cy5 72 ovarian toxic lung toxic 34.1 ± 6.3 0.68 ± 0.13 n/a n/a 5.54

223 cy5 123 ovarian toxic lung toxic 32.4 ± 6.18 0.49 ± 0.32 n/a n/a 0.64

224 cy5 42 ovarian toxic lung toxic 34.9 ± 6.26 0.6 ± 0.29 n/a n/a 0.62

225 cy5 42 ovarian toxic ovarian toxic 36.7 ± 6.66 0.65 ± 0.28 n/a n/a 1.01

226 cy5 123 ovarian toxic ovarian toxic 33.9 ± 6.9 0.53 ± 0.32 n/a n/a 1.03

227 cy5 72 ovarian toxic ovarian toxic 34.1 ± 6.4 0.72 ± 0.15 n/a n/a 6.65

228 cy5 72 ovarian nontoxic ovarian toxic 38.5 ± 6.89 0.68 ± 0.27 n/a n/a 0.94

229 cy5 72 breast nontoxic breast nontoxic 27.5 ± 6 0.57 ± 0.1 n/a n/a 1.21

230 cy5 72 lung nontoxic breast nontoxic 33 ± 5.1 0.95 ± 0.03 n/a n/a 1.27

231 cy5 72 ovarian nontoxic breast nontoxic 26.4 ± 6.1 0.52 ± 0.1 n/a n/a 1.28

232 cy5 72 breast nontoxic lung nontoxic 31.9 ± 7.3 0.67 ± 0.15 n/a n/a 6.80

233 cy5 72 lung nontoxic lung nontoxic 39.5 ± 5.3 0.98 ± 0.02 n/a n/a 6.14

234 cy5 72 ovarian nontoxic lung nontoxic 33.8 ± 6.9 0.7 ± 0.14 n/a n/a 6.66

235 cy5 72 breast nontoxic ovarian nontoxic 32.3 ± 7.6 0.67 ± 0.15 n/a n/a 7.34

236 cy5 72 lung nontoxic ovarian nontoxic 39.2 ± 6.2 0.98 ± 0.03 n/a n/a 7.40

237 cy5 72 ovarian nontoxic ovarian nontoxic 33.9 ± 7 0.68 ± 0.14 n/a n/a 7.39

238 cy5 42 breast toxic breast toxic 28.3 ± 2.59 0.1 ± 0.06 n/a n/a 1.21

239 cy5 123 breast toxic breast toxic 38.5 ± 4.6 0.81 ± 0.18 n/a n/a 1.23

240 cy5 42 ovarian toxic breast toxic 36.3 ± 4.87 0.69 ± 0.23 n/a n/a 1.28

241 cy5 123 ovarian toxic breast toxic 31.8 ± 5 0.49 ± 0.28 n/a n/a 1.36

242 cy5 72 ovarian toxic breast toxic 34.2 ± 6.6 0.72 ± 0.14 n/a n/a 0.41

243 cy5 72 breast toxic breast toxic 29.2 ± 6.1 0.62 ± 0.1 n/a n/a 0.12

Figure B.4: Page 4. Individual results for 243 inference runs for Chapter 2. Evalu-
ating how well does virtual staining generalises? Each row shows the scores for pixel
level, instance level and biological feature level.
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Figure B.5: N-MAE values of the virtual stain models trained on non-toxic and toxic
samples for lung, breast and ovarian samples. N-MAE is obtained for the 20 most
informative biological features identified on the fluorescence stain. A N-MAE of 0.1
is equivalent to 10% of the standard deviation identified in the fluorescence stain. The
green line represents the average N-MAE for the virtual stain models trained on non-toxic
samples, and the yellow line represents the average N-MAE for the virtual stain models
trained on toxic samples. Across a diverse set of feature types training on non-toxic
leads to a biological feature representation that more closely aligns with that found in the
fluorescence stains compared to training on toxic.
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Figure B.6: Scatterplots of SSIM, PSNR, F1 Score and Jaccard Index for generali-
sation to lung of the virtual ovarian and breast cytoplasm models. Along the x-axis,
we have the values obtained from the model trained on lung (baseline) and on the y-axis
the corresponding values obtained from ovarian (green) breast (red) and lung (shown as
diagonal).
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Feature Method Population Measurements Proposed Metrics

WassersteinDistance
Population Values

KL Divergence
Population Values
fitted to GMM

Average Log-likelihoods
Wasserstein Distance
Standard Scores
&∼N (0,1)

Wasserstein Distance
Percentile Ranks
&∼U(1,100)

LowerQuartileIntensity cDDPM 0.02 0.12 0.17 0.81 44.1
Pix2PixHD 0.03 0.11 -8.30 0.82 47.3

MeanIntensityEdge cDDPM 0.01 0.04 0.23 0.86 43.0
Pix2PixHD 0.04 0.17 -12.74 0.65 48.7

MeanIntensity cDDPM 0.02 0.09 0.14 0.81 43.1
Pix2PixHD 0.03 0.09 -10.71 0.83 44.9

MedianIntensity cDDPM 0.03 0.11 -0.37 0.79 42.2
Pix2PixHD 0.03 0.09 -10.96 0.86 43.6

StdIntensityEdge cDDPM 0.02 0.14 1.45 1.38 16.6
Pix2PixHD 0.01 0.15 -2.09 2.06 14.7

StdIntensity cDDPM 0.01 0.11 1.57 0.82 35.8
Pix2PixHD 0.01 0.09 -2.13 1.23 29.7

UpperQuartileIntensity cDDPM 0.03 0.09 -0.16 0.76 41.4
Pix2PixHD 0.03 0.08 -10.72 0.84 42.0

RadialDistribution_FracAtD_1of4 cDDPM 0.004 0.071 2.85 0.74 69.0
Pix2PixHD 0.003 0.051 1.65 0.62 64.0

RadialDistribution_FracAtD_2of4 cDDPM 0.007 0.038 2.25 0.55 66.8
Pix2PixHD 0.002 0.012 1.51 0.17 55.6

RadialDistribution_FracAtD_3of4 cDDPM 0.008 0.067 2.51 0.60 31.0
Pix2PixHD 0.005 0.067 1.96 0.63 35.4

RadialDistribution_FracAtD_4of4 cDDPM 0.014 0.052 1.97 0.31 40.7
Pix2PixHD 0.003 0.014 1.03 0.17 48.3

RadialDistribution_MeanFrac_1of4 cDDPM 0.032 0.032 0.51 0.37 59.4
Pix2PixHD 0.023 0.025 -0.93 0.31 54.6

RadialDistribution_MeanFrac_2of4 cDDPM 0.038 0.084 1.05 0.12 48.9
Pix2PixHD 0.039 0.119 -0.39 0.62 37.6

RadialDistribution_MeanFrac_3of4 cDDPM 0.038 0.272 1.51 1.09 19.9
Pix2PixHD 0.031 0.362 -0.40 1.15 24.5

RadialDistribution_MeanFrac_4of4 cDDPM 0.039 0.080 1.45 0.26 57.2
Pix2PixHD 0.034 0.270 -0.08 0.64 65.4

RadialDistribution_RadialCV_1of4 cDDPM 0.019 0.080 1.01 0.52 62.0
Pix2PixHD 0.023 0.130 0.002 0.55 43.0

RadialDistribution_RadialCV_2of4 cDDPM 0.020 0.071 1.53 0.19 51.3
Pix2PixHD 0.008 0.020 0.71 0.38 44.5

RadialDistribution_RadialCV_3of4 cDDPM 0.030 0.085 1.62 0.27 48.6
Pix2PixHD 0.006 0.019 0.71 0.33 44.7

Table C.1: Traditional population measurements vs. the newly proposed metrics
for measuring 18 biological features obtained via virtual staining samples from
cDDPM and Pix2pixHD. Traditional distance measurements are the Wasserstein dis-
tance across the entire sample population and the KL-divergence of the same sample
population fitted to a Gaussian mixture model. The newly proposed measurements com-
puted for each instance-wise biological feature posterior distribution (approximated with
1,000 virtual staining samples) with respect to the single known ground truth sample;
the log-likelihood, the standard score and the percentile rank. Features such as "Up-
perQuantileIntensity, "RadialDistribution_Radial_MeanFrac_3of4" and "RadialDistribu-
tion_Radial_MeanFrac_4of4" show that our proposed metrics reveal conflicting outcomes
compared to the population metrics due to observations at the instance level that can not
be observed at the population level. For features such as "MeanIntensity" quantifying
performance at the instance-level compared to the population level leads to the same over-
all outcome but the scale of the outcome is far clearer. The percentile rank is shown to
conflict with the log-likelihood and standard score results for a number of features.
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Figure C.1: See below caption
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Figure C.2: Individual instance feature performance vs qualitative results. For each
row for both cDDPM and pix2pixHD, we highlight the instance result within the distri-
bution of log-likelihoods, the bright-field input and corresponding instance, the predicted
instance posterior distributions. We also highlight the median values of both methods
versus the target value and qualitatively show the median virtual staining instance sample
versus the target fluorescence instance. Each feature contains three rows each with improv-
ing instance log-likelihood results for pix2pixHD. The predicted posterior distributions of
cDDPM are much wider than pix2pixHD and are always much closer to the target value.
We can observe for both feature types, as the log-likelihood improves, the pix2pixHD
predicted posterior distribution moves closer to the target value. Qualitatively, we can see
for both features pix2pixhd either over and under saturates the instance intensity compared
to cDDPM.
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