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Abstract

The automotive industry is undergoing a transformative shift driven by advancements in

connectivity, intelligence, and electrification. While the rise of connected and autonomous

vehicles (CAVs) and plug-in hybrid electric vehicles (PHEVs) presents new opportunities, it also

introduces challenges including maintaining efficient inter-vehicle communication in dynamic

traffic environments, coordinating energy flow among multiple propulsion sources under varying

operating conditions, and ensuring the control effectiveness and practical applicability of hybrid

powertrains. This research addresses these challenges by developing a reinforcement learning

(RL) framework that integrates macro-level cooperative adaptive cruise control (CACC) and

micro-level energy management strategies (EMSs) for multi-mode PHEVs, enabling intelligent

and scalable energy optimization.

At the macro (traffic) level, CACC is critical for ensuring the stability and energy efficiency of

CAV platoons. A fully-decentralized multi-agent reinforcement learning (MARL) framework is

introduced to enhance communication efficiency by incorporating the quantified stochastic

gradient descent (QSGD) and a binary differential consensus (BDC) method. Compared to

existing state-of-the-art MARL approaches, BDC-MARL achieves a 5.8% improvement in

energy efficiency, maintains an average velocity of 15.26 m/s, and ensures consistent inter-

vehicle spacing (IVS) of 20.76 m. Validation using real-world OpenACC data demonstrates its

ability to balance platoon stability with energy optimization effectively.

At the micro (vehicle) level, multi-mode PHEVs face the challenge of managing complex multi-

input and multi-output (MIMO) energy flows, often leading to oversimplified and suboptimal

solutions. To overcome this, a novel MARL-based framework is proposed by incorporating a

hand-shaking strategy with a relevance ratio to improve coordination among energy control

agents. By fine-tuning parameters such as learning rates and network configurations, this

system achieves up to 4% energy savings compared to single-agent systems and up to 23.54%

compared to traditional rule-based methods, validated in real-world driving conditions.
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From a theoretical perspective, this research further refines RL methods in EMSs for PHEVs

by addressing overestimation bias. An ensemble strategy with in-target minimization and an

update-to-data (UTD) mechanism reduces the bias from 1.18 to 5.2× 10−4 while achieving up

to 15.59% energy savings compared to conventional methods. Through theoretical analysis,

bias visualization, and extensive testing on software-in-the-loop (SiL) and hardware-in-the-loop

(HiL) platforms under real-world driving conditions, the practical applicability in improving

energy savings is validated.

By integrating macro and micro perspectives and aligning applications with theoretical analyses,

this research provides efficient solutions for improving energy efficiency in CACC and PHEVs,

contributing to the development of a sustainable and intelligent future in mobility.
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CHAPTER 1

Introduction

1.1 | Background

The automotive industry is undergoing a profound transformation driven by three major

trends: connectivity, intelligence, and electrification [1]. These developments are reshaping

not only how vehicles operate individually but also how they interact with each other and

their environment, leading to significant improvements in safety, efficiency, and environmental

sustainability [2].

1.1.1 The connectivity of vehicles

Vehicle connectivity represents a transformative leap in modern transportation, revolutionizing

how vehicles interact with their environment and each other [3, 4]. As illustrated in Fig.

1.1, the global connected vehicles market is projected to grow significantly, from USD 75.2

billion in 2023 to USD 446.6 billion by 2033, reflecting a robust compound annual growth

rate (CAGR) of 19.5% [5]. This growth is driven by various communication technologies,

including vehicle-to-vehicle (V2V), vehicle-to-infrastructure (V2I), vehicle-to-pedestrian (V2P),

and vehicle-to-device (V2D) communications, collectively forming the vehicle-to-everything

(V2X) ecosystem [6]. The emergence of 5G technology has been pivotal in enabling connected

vehicles, providing faster connectivity and reduced latency crucial for real-time communication

and decision-making. This advancement is particularly significant for V2V communication,

which accounted for a dominant market share of 41.1% in 2023 [7]. V2V communication

plays a critical role in enhancing road safety and traffic management by facilitating real-time

data exchange between vehicles. Similarly, V2I communication facilitates interaction between

vehicles and road infrastructure, such as traffic lights and signs, optimizing traffic flow and
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improving overall transportation efficiency. Moreover, the integration of V2P communications

has become increasingly important in urban environments, where it enhances the safety of

vulnerable road users through advanced alert systems [8].

Fig. 1.1. Global connected vehicles market size by communication type, 2023-2033 [5].

Significant investments and policy support highlight the growing importance of vehicle connec-

tivity. Governments worldwide are actively promoting the development of V2X technologies

through substantial funding aimed at improving road safety and enhancing mobility [9]. These

efforts increasingly emphasize cellular connectivity, which dominated the market with a 40.3%

share in 2023, supported by widespread 4G Long-Term Evolution (LTE) networks and the

ongoing deployment of 5G technology [10]. The integration of these advanced communication

systems enables real-time vehicle diagnostics, automatic software updates, and enhanced info-

tainment services, fundamentally transforming the driving experience and laying the foundation

for the future of connected and autonomous vehicles (CAVs) [11].

Original equipment manufacturers (OEMs) are playing a pivotal role in accelerating the

adoption of connected vehicle technologies, accounting for 81.2% of the total market share

within the connected vehicle ecosystem [12]. This market dominance reflects the growing

integration of advanced V2X communication capabilities directly into vehicle platforms. OEMs

are increasingly investing in embedded solutions that provide enhanced cybersecurity, real-time

diagnostics, and over-the-air (OTA) updates. These technological advancements are not merely
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conceptual but have already been translated into tangible deployments. Leading manufacturers

such as Toyota, Audi, and Ford have launched V2X-equipped production vehicles capable of

supporting critical safety applications, including intersection movement assist, left-turn assist,

and real-time hazard warnings [13].

Simultaneously, the Asia-Pacific region is emerging as a global leader in this domain, capturing

46.6% of the market (USD 35.0 billion in 2023) driven by strategic investments from countries

such as China, Japan, and South Korea in both automotive innovation and smart city develop-

ment [14]. In parallel, smart mobility initiatives in countries like China, the United States, and

Germany are actively integrating vehicle-to-infrastructure (V2I) communications into urban

traffic management systems [15]. These systems enable adaptive signal control and congestion

mitigation based on real-time data exchange. Furthermore, in commercial transportation and

logistics, V2V-enabled coordinated platooning is being adopted to reduce fuel consumption,

improve aerodynamic efficiency, and optimize highway capacity, marking a significant shift

toward cooperative and efficient vehicular operation [16].

Despite these advancements, several challenges persist in the widespread deployment of

connected vehicle technologies. First, interoperability remains a major issue, as different OEMs

and infrastructure providers adopt heterogeneous communication protocols and standards.

Second, ensuring data privacy and cybersecurity is critical, given the sensitive and real-time

nature of vehicle communication. Third, maintaining communication reliability and low latency

in dense urban or high-speed environments is technically challenging, particularly under variable

network conditions. Moreover, the integration of connectivity with control algorithms introduces

additional complexity, requiring real-time synchronization and resilience to packet loss or delays.

1.1.2 The intelligence of vehicles

The intelligence of vehicles has emerged as a critical solution to address the mounting challenges

in the automotive field [17]. With rapid urbanization and growing vehicle populations, cities

worldwide face severe issues including traffic congestion, accidents, parking difficulties, and

environmental pollution. For instance, studies reveal that average urban commute times have

surged by 20% globally over the past decade, exacerbating both economic and social challenges

[18]. Traffic accidents also remain a leading cause of fatalities, with approximately 1.3 million
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lives lost annually and millions more injured, as reported by the World Health Organization

(WHO) [19]. The environmental impact is equally concerning, with vehicle emissions of 𝑆𝑂2,

𝑁𝑂𝑥, 𝐶𝑂, 𝐶𝑂2, and particulate matter contributing significantly to air quality degradation,

accounting for nearly 24% of global 𝐶𝑂2 emissions from energy use [20].

Artificial intelligence (AI) has emerged as a transformative technology to address these

challenges through various applications. The integration of AI in vehicles enables intelligent

traffic management systems that can optimize traffic flow and reduce congestion [21]. Advanced

driver assistance systems (ADAS) and autonomous driving technologies help prevent accidents

by enhancing vehicle safety capabilities [22]. AI-powered parking systems assist in efficient

parking spot allocation and navigation, addressing the time-consuming challenge of finding

parking spaces in urban areas. Additionally, AI optimization of vehicle powertrain operations

and route planning helps reduce emissions and environmental impact.

As shown in Fig. 1.2, the development of vehicle intelligence is driven by four main factors:

(1) The strategic needs of the economy emphasize the importance of integrating advanced

manufacturing processes with intelligent systems. (2) The society needs of automobiles reflect

the growing demand for efficient and safe transportation solutions in increasingly congested

urban environments. (3) The advancement of AI, particularly in areas such as machine

learning and computer vision, provides the technological foundation for intelligent vehicles.

(4) New business models are emerging that leverage vehicle intelligence to create innovative

transportation services and mobility solutions [23]. These intelligent systems utilize multiple

AI technologies, including computer vision for environmental perception, deep learning for

decision-making, and reinforcement learning for adaptive behavior. As these technologies

continue to evolve, they promise to transform urban mobility by creating safer, more efficient,

and environmentally sustainable transportation systems [24].

The vehicle intelligence system market demonstrates robust growth trajectories, with projections

indicating significant expansion from USD 9.57 billion in 2024 to USD 21.50 billion by 2032,

representing a CAGR of 11.2% [23], as shown in Fig. 1.3. This remarkable growth reflects

increasing demand for ADAS, rising safety concerns in the automotive sector, and the growing

integration of AI-powered systems in modern vehicles. These trends align with the widespread
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Fig. 1.2. Four main factors that accelerate the need for the intelligence of vehicles [23].

Fig. 1.3. Vehicle intelligence system market growth [23].

adoption of vehicle intelligence technologies and the implementation of stringent safety

regulations, driving the industry’s rapid development [25].

AI-driven vehicle intelligence is transforming modern transportation by addressing critical

challenges such as congestion, safety, and environmental impact. While these advancements

have greatly enhanced mobility systems, significant challenges persist in achieving scalability,

real-time adaptability, and integration with other technologies to enable safer and more

energy-efficient transportation solutions.
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1.1.3 The electrification of vehicles

The automotive industry has undergone significant transformation in its drive toward sustainable

transportation, marked by the evolution of vehicle powertrains [26], as shown in Fig. 1.4. This

evolution began with traditional internal combustion engine (ICE) vehicles powered solely by

fossil fuels. As environmental concerns grew, manufacturers developed hybrid electric vehicles

(HEVs) that combine fossil fuel engines with electric motors and batteries, improving overall

efficiency while reducing emissions [27]. This technology evolved further with plug-in hybrid

electric vehicles (PHEVs), which feature larger battery capacity and the ability to charge

from external power sources, offering the flexibility to run on electricity or fossil fuel. The

latest advancement is the battery electric vehicle (BEV), which charges from renewable energy

sources to eliminate fossil fuel dependency by operating exclusively on electric power through

batteries and motors [28].

Fig. 1.4. Evolution of vehicle powertrains from conventional ICE to fully electric vehicles [26].

The adoption of electrified vehicles has accelerated globally, driven by technological progress and

policy support. As shown in Fig. 1.5, the global electric vehicle stock has grown exponentially

from 2010 to 2023, with particularly strong growth in China, Europe, and the United States. By

the end of 2023, the global electric car fleet had reached approximately 40 million vehicles. This

remarkable growth is evidenced by the fact that over 250,000 new electric cars were sold every
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week in 2023, surpassing the total annual sales from just a decade ago. China has maintained

its position as the world’s largest electric vehicle market, with BEVs and PHEVs together

accounting for nearly 60% of global electric car sales in 2023 [29]. The country’s success in

electric vehicle adoption can be attributed to comprehensive policy support and a maturing

industrial ecosystem. Chinese manufacturers have demonstrated increasing competitiveness,

producing more than half of all electric cars sold globally in 2023, despite accounting for

just 10% of global ICE vehicle sales [30]. Europe has emerged as the second-largest market

for electric vehicles, with electric cars representing approximately 25% of all car sales in the

region in 2023. Countries like Norway have shown exceptional progress, with electric vehicles

accounting for nearly 95% of new car sales. This success has been driven by strong regulatory

frameworks, including emissions standards and incentive programs, alongside growing consumer

acceptance of electric mobility solutions [31].

Fig. 1.5. Global electrified car stock trends, 2010-2023 (passenger cars only) [29].

The rapid growth of vehicle electrification is driven by continuous advancements in battery

technology and powertrain systems, alongside supportive government policies and incentives

globally [32]. Stricter emission regulations and rising environmental awareness have further

accelerated this transition, while the steady decline in battery costs and significant improvements

in charging infrastructure have made electrified vehicles increasingly accessible to mainstream

consumers [33].

However, the transition to electrified mobility also introduces several technical and economic

challenges. A central concern is powertrain efficiency, particularly in hybrid configurations.

While series hybrid systems are theoretically capable of maintaining the engine at its optimal
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operating point, their real-world efficiency is often compromised by transient engine behavior,

multiple energy conversion stages (from engine to generator, then to battery and motor),

and suboptimal energy management strategies [34, 35]. For example, a comparative study of

hybrid systems found that the series configuration exhibited higher fuel consumption (4.4 g/s)

than the parallel setup (3.45 g/s) under peak load conditions, suggesting that series hybrids

may underperform in high-demand scenarios despite their theoretical advantages [36].

Another persistent challenge lies in drivetrain adaptability across diverse driving conditions.

BEVs and PHEVs may exhibit reduced efficiency under high-speed or low-temperature condi-

tions, where battery performance and thermal management become critical [37]. Moreover,

battery degradation, range anxiety, and long charging times remain concerns for many con-

sumers, especially in regions lacking fast-charging infrastructure.

From a systems perspective, integrating electrification with connected and intelligent technolo-

gies (e.g., V2X-enabled EMS) adds further complexity. These require real-time coordination

between powertrain control and external data sources, which imposes strict demands on com-

putation, communication latency, and algorithm robustness [38]. Addressing these challenges

is essential for unlocking the full potential of electrified mobility.

1.1.4 Current development of powertrains for electrified vehicles

Building on this foundation, the development of powertrains for electrified vehicles has

progressed significantly, driven by global environmental regulations and the growing demand

for sustainable transportation [39]. Traditional ICE powertrains, which rely solely on fossil

fuels, served as the starting point for this evolution. To address increasing concerns over

fuel economy and CO2 emissions, the automotive industry introduced HEVs, which integrate

ICEs with electric motors and batteries. These systems improve efficiency, reduce emissions,

and offer a transition toward electrification [40]. Generally, HEVs are categorized into four

key configurations based on their mechanical architecture and power flow: series, parallel,

power-split, and multi-mode [41].
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Series hybrids

Series HEVs primarily rely on traction motors to drive the vehicle, while the ICE is connected

solely to a generator, as illustrated in Fig. 1.6. The traction motors are powered by both

the battery and the generator and can be installed on the front, rear, or both axles, enabling

electric all-wheel-drive capability.

A key feature of series hybrids is the absence of a mechanical connection between the ICE

and the drive axle. This allows the ICE to operate independently of vehicle speed or driver

power demands, consistently running within its optimal efficiency range. The traction motors,

with their broader operating range and higher efficiency compared to the ICE, further enhance

overall system performance. Additionally, the simplified powertrain design eliminates the

need for a conventional transmission, reducing mechanical complexity and improving energy

management efficiency [42].

Fig. 1.6. Configuration of series HEVs [41].

Parallel hybrids

Parallel HEVs in Fig. 1.7 combine the ICE and motor-generator (MG) in a mechanically

connected system, allowing them to work together or independently based on driving conditions.

This design enhances power delivery flexibility and improves energy efficiency by redistributing

power demands. The MG operates as a generator during low power demand to recover energy

and as a motor during high power demand to assist the ICE, enabling it to run more efficiently.

This results in reduced fuel consumption and emissions compared to conventional vehicles.
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Additionally, a transmission system is incorporated to align the high-speed operation of the

ICE with the lower speed requirements of the vehicle, ensuring smooth power transfer [43].

Fig. 1.7. Configuration of parallel HEVs [41].

Parallel hybrid powertrains can be categorized into five subtypes based on the location and

size of the MG: P0, P1, P2, P3, and P4, as shown in Fig. 1.8. The P0 uses a belt-driven

starter/generator located before the ICE, which supports only basic functions like start-stop

due to its torque limitations. In the P1, the motor is integrated into the engine’s crankshaft,

allowing for regenerative braking and acceleration assistance, though its size limits torque

output. P2 and P3 with motors placed at the transmission input and output, respectively,

support higher speeds and better regenerative braking, offering superior efficiency. P4 integrates

the motor into the drive shaft or wheel hubs, often combined with P2 or P3 for four-wheel

drive applications. P2 and P3 are the most widely adopted due to their balance of performance

and efficiency [44].

Power-split hybrids

Power-split HEVs utilize one or more planetary gear (PG) sets, also known as power split

devices (PSDs), to connect the ICE, two MGs, and the driveshaft, as illustrated in Fig. 1.9.

These PG sets are central to the power-split hybrid system, acting as an electronic continuously

variable transmission (E-CVT). This decoupling of the ICE from vehicle speed enables efficient

engine operation across various driving conditions, particularly in urban environments, where

power-split HEVs often outperform series and parallel HEVs in fuel economy [45].
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Fig. 1.8. Configurations of subtypes P0 to P4 in parallel HEVs [41].

The PSD allows power to flow through two main paths: the mechanical path and the electrical

path. In the electrical path, the system functions like a series hybrid, where part of the ICE

power is converted into electricity via a generator to drive the motor or charge the battery. In

the mechanical path, the system operates like a parallel hybrid, with the ICE directly powering

the driveshaft. This dual capability allows power-split HEVs to combine the strengths of

series and parallel hybrids for improved efficiency and performance [46]. A key advantage of

power-split architectures is their operational flexibility. The system can operate in multiple

modes depending on driving conditions and power demands. For instance, at low speeds

or light loads, the vehicle runs solely on electric power, with the motor using energy from

the battery while the ICE remains off. When higher power is needed at low speeds, the ICE

operates at its optimal efficiency point, generating electricity through the generator to power

the motor. During highway cruising, the ICE directly drives the wheels through the mechanical

path, which is more efficient for steady-state operation [47].

Multi-mode hybrids

Multi-mode HEVs enhance flexibility and efficiency by incorporating clutches into parallel or

power-split systems, enabling transitions between series, parallel, and power-split configurations

[48], as shown in Fig. 1.10. This adaptability allows the system to optimize energy efficiency and

performance across varying driving conditions by leveraging the strengths of each configuration.

There are two main configurations, including series-parallel and PG coupling. Series-

parallel systems, like Honda’s i-MMD, use clutches to switch between EV, series, and
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Fig. 1.9. Configurations of power-split HEVs [41].

parallel modes, employing two motor generators to optimize efficiency [49]. PG coupling

configurations, such as GM’s Advanced Hybrid System (AHS), expand power-split systems

by introducing clutches between planetary gear nodes, allowing high torque at low speeds

(input-split) and better efficiency at high speeds (compound-split). GM’s Voltec system and

Toyota’s multi-stage hybrids further enhance these designs with advanced gear arrangements

and multi-speed transmissions for improved performance. While multi-mode hybrids offer

significant benefits in efficiency and flexibility, their increased system complexity and cost

present design challenges. Despite this, they remain a crucial innovation in hybrid technology,

combining the strengths of multiple configurations for sustainability and performance [50].

Fig. 1.10. Configurations of multi-mode HEVs [41].

Electrified powertrains have evolved from hybrid systems to sophisticated multi-mode configu-

rations, achieving significant improvements in energy efficiency and emissions reduction. When

combined with connectivity and intelligent technologies, these innovations pave the way for
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cleaner and more efficient mobility. However, fully realizing their potential requires overcoming

key challenges in energy optimization, particularly in integrating these technologies across

multiple vehicles and diverse power sources.

1.2 | Motivation

This PhD research addresses energy optimization challenges in the modern automotive industry,

driven by the transformative trends of connectivity, intelligence, and electrification. The growing

adoption of CAVs with electrified powertrains is fundamentally reshaping the transportation

landscape, driving the need for more efficient and sustainable mobility solutions [51]. As these

technologies continue to evolve, there is a critical demand for advanced energy management

strategies (EMSs) that effectively integrate these three trends and leverage reinforcement

learning (RL) to operate efficiently across both macro (traffic) level and micro (vehicle) levels.

At the macro-level scenario, multiple vehicles are coordinated to enhance stability and minimize

energy waste. At the micro-level scenario, they optimize individual powertrain operation and

driving strategies for maximum efficiency. Bridging these two levels is essential for achieving

a scalable and intelligent energy optimization framework. Therefore, the motivation for this

research stems from three interconnected areas:

1. Energy Management for Multiple Vehicles: Connectivity is enabling vehicles to

interact with one another and with infrastructure through technologies such as V2V

communication. These advancements create opportunities for vehicles to collaborate in

reducing energy consumption, improving traffic flow, and enhancing safety. However,

many existing methods fail to fully exploit the potential of connectivity for cooperative

energy optimization. This research is motivated by the need to leverage connectivity

for joint energy and stability optimization in multi-vehicle systems. It introduces a

multi-agent reinforcement learning (MARL)-based decentralized control framework that

enables vehicles to learn cooperative driving policies that minimize energy consumption

while maintaining platoon performance.

2. Energy Management in Multi-Mode Powertrains: Electrification has introduced

hybrid architectures that combine ICEs, electric motors, and batteries into multi-mode
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systems. Managing energy flow across these modes is inherently complex, especially under

dynamic driving conditions. However, efficiently managing energy across these modes

is a key challenge, as traditional methods often treat these components independently,

leading to inefficiencies. This research is motivated by the need for a more adaptive

and integrated energy management solution. It proposes a MARL-based EMS that

dynamically allocates energy across modes through a multiple-input multiple-output

(MIMO) control framework, improving efficiency under driving variability.

3. Energy Management in Specified-Mode Powertrain: As EMSs evolve, intelligence

becomes essential for enabling adaptive, generalizable, and robust control. Studying

specified-mode powertrains allows for focused analysis of core RL challenges such as

overestimation bias and training stability. This research is motivated by the need to

establish a practical and robust RL-based EMS, combining theoretical analysis and

real-time validation. It supports the broader objective of embedding learning-based

intelligence into practical EMS design, complementing the more complex scenarios in

earlier chapters.

The overall motivation for this research is to create a unified framework that integrates

energy optimization at both the macro (traffic) and micro (vehicle) levels, as illustrated in Fig.

1.11. By addressing energy optimization for multi-vehicle systems, multi-mode PHEVs, and

specified-mode PHEVs, this research contributes the development of the automobile industry to

becoming more energy-efficient, sustainable, and intelligent. Ultimately, this research aims to

support global efforts to reduce energy consumption and environmental impact while enhancing

the performance of future connected, intelligent, and electrified technologies.

1.3 | Aims and Objectives

The aim of this PhD research is to develop advanced energy optimization frameworks that

improve the efficiency and sustainability of the modern automobile industry. By addressing both

macro-level and micro-level energy management challenges, this research seeks to contribute

to the advancement of intelligent, connected, and electrified vehicles. To achieve this aim, the

research focuses on the following specific objectives:
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Fig. 1.11. Illustration of the macro-micro energy management system control framework.

1. To develop energy-efficient and scalable decentralized cooperative systems by integrating

energy efficiency and improving communication strategies, enabling robust and sustainable

operations in the CACC scenario.

2. To develop advanced EMSs for multi-mode PHEVs that address the complexity of multi-input,

multi-output (MIMO) control. The research aims to optimize energy allocation across diverse

driving scenarios, improving fuel efficiency and bridging the gap between traffic coordination

and powertrain optimization.

3. To develop ensemble RL frameworks that enhance self-learning stability, adaptability,

and reliability by addressing challenges such as overestimation bias and the exploration-to-

exploitation trade-off, ensuring practicality and robustness through validation using software-

in-the-loop (SiL) and hardware-in-the-loop (HiL) platforms in dynamic driving conditions.

1.4 | Thesis Outline

This thesis is organized into six main sections: a literature review, a methodology and platform,

three core chapters presenting the primary research contributions, and a concluding chapter

that summarizes findings and discusses future directions.
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Chapter 2 provides a comprehensive review of the advancements in cooperative control and

EMSs for electrified vehicles. It begins with an exploration of strategies for the CACC of CAVs,

focusing on optimizing traffic flow, energy efficiency, and safety through coordinated behaviors.

The chapter then examines the application of RL techniques, including deep reinforcement

learning (DRL) and Q-learning, in EMS for electrified vehicles. DRL is highlighted for its ability

to operate effectively in complex and dynamic environments, while Q-learning offers a practical,

model-free solution for real-time energy optimization. Finally, the chapter summarizes the key

research gaps, providing a foundation for further investigation.

Chapter 3 outlines the research methodology and experimental framework, beginning with

the preliminaries of RL and extending to MARL. It provides a detailed description of the

development of multi-vehicle testing platforms, data collection methods, and vehicle modeling

approaches, which form the foundation for the proposed strategies. The chapter introduces

simulation environments for the optimization control, providing the foundation for testing

the proposed strategies. Additionally, it describes the experimental facilities, including a HiL

system, which enables real-time validation and ensures the practical applicability of the methods

under realistic driving conditions. By integrating simulation and real-world testing, this chapter

establishes a robust framework for developing and validating advanced EMSs.

Chapter 4 focuses on integrating energy optimization into CACC frameworks for CAVs,

addressing gaps such as the lack of energy efficiency considerations and communication

optimization. The research makes significant contributions by developing a decentralized

MARL approach with a multi-objective reward function to balance energy efficiency, stability,

and safety. It also enhances communication efficiency through quantized stochastic gradient

descent (QSGD) and binary differential consensus (BDC) methods, validated across diverse

platoon sizes and conditions. Finally, the research validates its practical effectiveness using real-

world OpenACC data, demonstrating the model’s robustness and applicability in actual CACC

operations, with a particular focus on achieving improved energy efficiency while maintaining

stability and safety.

Chapter 5 investigates the application of multi-agent deep reinforcement learning (MADRL)

in EMS for multi-mode PHEVs, addressing the challenges of MIMO control. The research first
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conducts extensive parametric studies to optimize deep deterministic policy gradient (DDPG)

agent configurations, including network layers, learning rates, and policy noise parameters.

Building on this foundation, it develops an innovative hand-shaking strategy that introduces a

relevance ratio to facilitate effective collaboration and synchronization among DDPG agents

toward achieving global objectives. Finally, the proposed system successfully manages multiple

objectives, including minimizing fuel consumption and maintaining battery state of charge

(SoC), establishing a robust framework for applying MADRL to PHEV energy optimization.

Chapter 6 introduces advanced ensemble learning methods to improve energy management

for hybrid powertrains. Two main approaches are developed. The first is a supervisory en-

semble system with a learning automata module, which integrates distinct ensemble methods

(maximum-based, random-based, and weighted-based) for final action determination. The

second is an ensemble learning framework designed to address overestimation bias in Q-learning.

This framework introduces an update-to-data (UTD) mechanism, improving computational

efficiency and convergence speed. Additionally, the research proposes different decay functions

for exploration-to-exploitation (E2E) trajectory management in RL, enabling more efficient

energy optimization. The study also includes theoretical proofs to validate the effectiveness

of the proposed framework in mitigating overestimation bias and provides visualization of

the reduced bias, offering insights into the robustness of the improved policy. These meth-

ods are validated through extensive SiL and HiL testing under real-world driving scenarios,

demonstrating significant advancements in hybrid powertrain energy management.

Chapter 7 summarises the key findings and implications of this research, discusses the results

in depth, and proposes directions for future investigation.
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CHAPTER 2

Literature Review

This chapter primarily presents some recent advances in intelligent EMSs, from the viewpoints of

connectivity, intelligence, and electrification of electrified vehicles. The literature review follows

a recent progression from macro-level cooperation to micro-level powertrain optimization.

The review begins by examining CACC, and exploring how CAVs leverage communication

technologies to optimize stability and energy savings. This macro-level coordination directly

influences vehicle energy consumption patterns, naturally leading to the subsequent focus on

microscopic energy management. At this micro level, EMSs for various electrified powertrain

configurations have been studied, supported by mathematical foundations and theoretical

analysis of learning-based control methods. By bridging V2V cooperation with individual

powertrain optimization, the chapter offers a thorough understanding of both the broader

traffic dynamics and the specific challenges in electrified vehicle energy management. This

chapter has been accepted in International Journal of Automotive Manufacturing and Materials

and has been submitted in IEEE Transactions on Automation Science and Engineering.

2.1 | Cooperative adaptive cruise control of CAVs

The development of CAVs has emerged as a promising solution to enhance transportation

efficiency, safety, and environmental sustainability. Operating within networked environments,

CAVs engage in interactions with multiple vehicles, promoting cooperative driving [52, 53].

Through these connections, CAVs can coordinate their behaviors for merging, intersection

management, and other driving scenarios, leading to improved traffic safety and efficiency [54].
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2.1.1 General problem formulation

CACC represents a fundamental application of vehicle cooperation, focusing on longitudinal

control where CAVs maintain close formations to improve efficiency, safety, and energy

consumption by optimizing platoon formation, speed, and spacing [55], thereby contributing to

safer and more sustainable transportation systems [56, 57]. As shown in Fig. 2.1, the optimal

problem aims to ensure a safe, fuel-efficient, and smooth vehicle following operations, while

also maximizing the advantages of driving in close formation [58].

Fig. 2.1. Cooperative adaptive cruise control scenario.

Given 𝑁 vehicles in a platoon, the control objective is to maintain a desired spacing 𝐿𝑖 between

vehicle 𝑖 and its preceding vehicle 𝑖 − 1, while ensuring velocity matching. The state vector [59]

for each vehicle 𝑖 at time 𝑡 is defined as 𝑠𝑖 (𝑡) = [𝑥𝑖 (𝑡) 𝑣𝑖 (𝑡)]𝑇 , where 𝑥𝑖 (𝑡) and 𝑣𝑖 (𝑡) represent

the position and velocity of vehicle 𝑖 at time 𝑡, respectively. This state vector captures the

longitudinal motion of the vehicle and serves as the basis for the control design. Therefore,

the dynamics of each vehicle can then be expressed as Eq. 2.1:

¤s𝑖 (𝑡) =

0 1

0 0

 s𝑖 (𝑡) +

0

1

 𝑢𝑖 (𝑡), (2.1)

where 𝑢𝑖 (𝑡) is the control input, defined by a feedback control law that accounts for both position

and velocity errors relative to the preceding vehicle 𝑖 − 1: 𝑢𝑖 (𝑡) = 𝑘 𝑝
(
𝑥𝑖−1(𝑡) − 𝑥𝑖 (𝑡) − 𝐿𝑖

)
+

𝑘𝑑
(
𝑣𝑖−1(𝑡) − 𝑣𝑖 (𝑡)

)
with 𝑘 𝑝 and 𝑘𝑑 being the proportional and derivative gains for the spacing

and velocity errors, respectively.
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To optimize the platoon behavior over a time horizon 𝑇 , a cost function 𝐽 is defined to penalize

both the spacing error and the velocity mismatch:

𝐽 =

𝑁∑︁
𝑖=1

∫ 𝑇

0

(
𝛼𝑒2𝑥,𝑖 (𝑡) + 𝛽𝑒2𝑣,𝑖 (𝑡)

)
𝑑𝑡, (2.2)

where 𝑒𝑥,𝑖 (𝑡) = (𝑥𝑖−1(𝑡) − 𝑥𝑖 (𝑡)) − 𝐿𝑖 and 𝑒𝑣,𝑖 (𝑡) = 𝑣𝑖−1(𝑡) − 𝑣𝑖 (𝑡) denote the position and

velocity errors, and 𝛼, 𝛽 are weighting coefficients that balance their respective contributions

in the objective. In cooperative vehicle control, these parameters are crucial, as position

optimization ensures safety and aerodynamic benefits, while velocity optimization contributes

to ride comfort and energy efficiency. Thus, cooperative strategies would be developed to

achieve the collective goal, adapting their behaviors in response to the actions of other vehicles

within the network.

2.1.2 Control approches

Control approaches for CACC in CAVs can be broadly categorized into three major groups:

classical control methods, learning-based methods, and hybrid methods.

Classical control methods

Classical control methods include well-established approaches that are typically deterministic

and analytically grounded. These methods are subdivided into the following categories:

a) Rule-based methods for CACC in CAVs

Ding et al. proposed a rule-based adjusting algorithm to efficiently and safely coordinate

CAVs in CACC. Simulation results demonstrated its effectiveness and robustness across various

conditions, outperforming traditional rule-based and optimization-based methods in throughput,

delay, computational cost, and fuel consumption [60]. He et al. compared five cooperative

driving strategies for CACC in CAVs, recommending dynamic programming (DP)-based,

grouping-based, and rule-based methods for their efficiency and practicality, while noting a

trade-off between traffic efficiency and fairness [61]. Gao et al. proposed a fuzzy rule-based

control strategy selection approach for CAVs, utilizing fuzzy reasoning Petri nets for system

modeling and parallel reasoning. The method enables quick selection of the most dependable

sensor data for control in dynamic environments, with case studies validating its effectiveness
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[62]. Rule-based methods are characterized by their simplicity and ease of implementation.

These approaches rely on predefined rules and heuristics to manage vehicle behaviors, making

them computationally efficient. However, they often lack the adaptability required to handle

dynamic and complex traffic environments, which limits their effectiveness in scenarios with

high variability or uncertainty.

b) Optimization-based methods for CACC in CAVs

Optimization-based methods leverage sophisticated mathematical formulations to achieve

optimal solutions for multiple control objectives in CACC systems. These approaches, primarily

founded on optimal control theory (e.g., model predictive control (MPC)), systematically

calculate optimal velocities for platoon vehicles while balancing multiple objectives such as

energy efficiency, safety maintenance, and travel time reduction [63–65].

Recent advances in optimization-based CACC have demonstrated promising results across

various applications. In terms of multi-objective optimization, Zhong et al. proposed a

comprehensive multi-objective optimization (MOOP)-CACC framework that effectively balances

mobility, safety, driver comfort, and fuel consumption. Their simulations showed remarkable

improvements, including 98% reduction in time headway deviation, 93% reduction in unsafe

conditions, 42% reduction in jitter, and 33% reduction in fuel consumption compared to

conventional CACC systems [66]. Building on this multi-objective approach, Zhao et al.

developed a data-driven MPC framework that leverages V2V communication to ensure stability,

safety, and efficiency under uncertain traffic conditions [67]. Energy efficiency has been a

particular focus of optimization-based methods. Park et al. introduced a predictive eco-cruise

control system that achieved up to 15% fuel savings by incorporating roadway topographic

data from high-resolution digital maps [68]. Similarly, Ma et al proposed an ecological CACC

(eCACC) strategy, based on nonlinear MPC (NMPC), demonstrated up to 16.1% energy

savings while maintaining improved stability and comfort compared to existing controllers

[69]. In the context of emission reduction, Wang et al. developed an NMPC framework that

effectively stabilized traffic flow and reduced emissions in congested platoons, with benefits

scaling with the penetration rate of CAVs [70].

Despite these impressive achievements and theoretical elegance, optimization-based methods

face several practical challenges. A fundamental limitation lies in their reliance on simplified
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assumptions, such as constant or predetermined lead vehicle velocities, which rarely hold

in dynamic real-world conditions. Moreover, the computational complexity of solving high-

dimensional optimization problems in real-time poses significant implementation challenges

for vehicle onboard control units [71], particularly in scenarios involving large-scale platoons

or rapidly changing traffic conditions. As the system scales, this computational burden

can compromise real-time performance, making implementation increasingly difficult. These

limitations have motivated research into alternative approaches, such as learning-based methods,

which offer greater computational efficiency while maintaining robust performance in dynamic

environments.

Learning-based methods for CACC in CAVs

Learning-based methods, leveraging advanced AI techniques such as deep learning (DL) and

RL, have emerged as promising solutions for CACC systems due to their superior adaptability

and self-optimization capabilities [72]. These approaches can learn optimal control strategies

directly from experience, enabling them to handle complex and dynamic traffic scenarios more

effectively than traditional methods.

a) Single-agent learning methods

Recent research has demonstrated significant achievements in single-agent learning approaches,

which can be generally categorized into DL, RL, and hybrid approaches.

DL-based methods leverage neural networks to achieve end-to-end vehicle control and

enable sophisticated prediction and planning capabilities, allowing vehicles to learn directly

from raw sensory inputs. Long Short-Term Memory (LSTM) networks have shown particular

promise in CACC applications. Tian et al. proposed an LSTM-based method for CACC

platoons that predicts preceding vehicle acceleration using radar data, effectively addressing

the impact of wireless communication delays on string stability. Their simulations with NGSIM

data demonstrated that LSTM control successfully compensates for delays exceeding 0.115

seconds while maintaining stability [73]. Similarly, Hao et al. developed an advanced framework

combining LSTM networks with risk prediction to enhance platoon stability and safety. Their

approach incorporates innovative strategies, such as platoon splitting and additional leader

identification, to enhance smoothness and safety during abnormal driving conditions [74]. RL-
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based methods enable vehicles to learn optimal control policies through continuous interaction

with the environment, demonstrating superior adaptability in dynamic traffic scenarios. A

notable example is the DDPG-based controller from Lin et al., which achieved remarkable

improvements in control performance, reducing episode costs by up to 5.8% compared to

conventional MPC approaches [75]. This improvement highlights the potential of DL and

RL in optimizing vehicle control strategies. Alves Neto et al. also proposed the DDPG

approach for vehicular platoons that generalizes training across different network topologies

and incorporates integral action in acceleration commands to address disturbance rejection.

Experiments demonstrated improved robustness to uncertain parameters and external forces,

outperforming state-of-the-art methods in reducing steady-state errors and overshoot, offering

insights into the generalization and resilience of RL-based platoon control [76]. Kanipakam et

al. further advanced the field by introducing an innovative intent-sharing mechanism in CACC

(I-CACC) using RL, demonstrating superior performance across multiple metrics including safety,

comfort, string stability, and gap-keeping behavior [77]. Ke et al. developed an integrated

CACC system combining lidar and V2V communication with deep Q network (DQN) learning.

Their experimental results showed a substantial 44.74% reduction in inter-vehicle spacing

compared to conventional ACC, with DQN contributing an additional 40.19% improvement

while maintaining minimal communication latency of 1 ms through WiFi implementation [78].

Liu et al. introduced a multi-timescale control and communication (MTCC) framework for

platoon control, addressing observation delays with an augmented Markov decision process

(MDP) and training in realistic V2X delay environments. The approach outperformed baseline

DRL methods in multi-timescale control and communication optimization [79]. Building

on these foundations, hybrid approaches combine multiple paradigms to leverage their

complementary strengths. Fu et al. integrated DRL with expert systems (ESs) to enhance

control accuracy, adaptability, and interpretability for CAVs while leveraging blockchain-based

driving rule sharing to ensure privacy and security [80]. These hybrid solutions excel in balancing

the data-driven advantages of learning methods with the established robustness of conventional

control strategies, representing a promising direction for future CACC development.

Despite these promising results, single-agent learning methods face several challenges. DL-based

methods often require large amounts of training data and may struggle with generalization
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across different traffic scenarios. RL-based approaches frequently encounter issues with sample

efficiency and training stability, particularly in complex real-world environments. Even hybrid

approaches, while addressing some limitations, still face challenges in balancing computational

efficiency with real-time performance requirements. Additionally, these methods typically focus

on individual vehicle performance without fully considering the collective behavior of multiple

vehicles in dynamic traffic environments.

b) Advanced learning methods

Advanced learning methods in CACC systems represent cutting-edge approaches that address

specific challenges in real-world deployment. Transfer learning (TL) enables knowledge

sharing across different traffic scenarios and conditions, allowing control strategies learned

in one environment to be effectively adapted to new situations. Albeaik et al. developed a

gray-box DL model and DRL framework for CACC in heavy-duty trucks, achieving stable,

accurate performance with zero-shot field transferability and improved speed and time-gap

error variance compared to benchmarks [81]. Meta learning techniques enhance the system’s

adaptability by enabling rapid adjustment to novel driving scenarios and facilitating the learning

of optimal control strategies with minimal data. Wang et al. developed an implicit quantile

network and meta-learning to learn continuous control and to enhance bus system efficiency

and reliability by addressing uncertainties and extreme events, outperforming existing models

in simulations [82]. Federated learning addresses privacy and security concerns in connected

vehicle networks by enabling distributed learning across multiple vehicles while keeping sensitive

data local, allowing collaborative model training without compromising individual vehicle data

privacy [83]. Parvini et al. addressed decentralized subchannel allocation and power control in

CACC systems, leveraging federated learning to enhance string stability, and V2V link reliability,

outperforming centralized methods [84].

These advanced methods collectively enhance the practicality and robustness of learning-based

CACC systems, particularly in handling diverse traffic conditions and scaling to large vehicle

networks. However, as vehicle platoons grow in size and complexity, the need for coordinated

decision-making and collaborative learning becomes increasingly critical. This necessitates

moving beyond single-agent and advanced learning paradigms to approaches that can explicitly

model and optimize multi-agent interactions.
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c) Multi-agent learning

Among learning-based methods, MARL has demonstrated superiority over single-agent RL and

other advanced approaches in various domains, including industrial robotics and autonomous

driving [85]. MARL enables multiple agents to learn collaborative or competitive behaviors in

shared environments, significantly enhancing their ability to handle complex tasks and improve

overall system performance [86]. Recent developments in MARL-based CACC strategies

have primarily focused on two key aspects: efficient learning algorithms and communication

protocols.

Regarding learning algorithms, researchers have made significant strides in enhancing traffic

efficiency and safety. Han et al. further advanced this field by implementing a MARL framework

with a safe actor-critic algorithm that leverages bounded-error neighbor data to enhance both

traffic efficiency and safety [87]. Zhang et al. proposed a MARL framework by using Markov

games and LSTM networks to capture platoon dynamics, while asynchronous RL enables

knowledge sharing among vehicles to enhance collaboration and efficiency. Simulations showed

a 19.2% reduction in fuel consumption compared to rule-based methods [88]. Zhang et

al. introduced multi-agent model predictive shielding (MAMPS), an algorithm that ensures

safety for learned policies by switching to a backup policy when safety cannot be guaranteed.

Simulations demonstrated that MAMPS maintains safety while achieving strong performance

in multi-agent environments [89]. Du et al. proposed a decentralized model-based policy

optimization framework (DMPO) to improve data efficiency in multi-agent control tasks.

Each agent learns a dynamic model for state prediction and communicates locally, with

myopic rollouts reducing model bias. The approach maintains policy independence with

an extended value function and achieves comparable performance to model-free methods

while using significantly fewer samples [90]. Chen et al. proposed a GuidDDPG algorithm

for vehicle platoon collaborative control, integrating ACC guidance to improve convergence

speed and efficiency. Simulations demonstrated superior performance compared to DDPG and

twin delayed deep deterministic policy gradient (TD3) [91]. Gangopadhyay et al. proposed

a counterexample-guided refinement method for MARL policies to ensure safety in critical

applications. The algorithm identifies and eliminates counterexamples through targeted gradient

updates, refining policies to meet safety specifications. Empirical validation showed improved
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safety in various cooperative multi-agent tasks [92]. These advances in learning algorithms

demonstrate a clear trend toward integrating safety mechanisms, efficiency improvements, and

collaborative learning strategies, with particular emphasis on practical implementations that

can handle real-world driving scenarios while maintaining robust performance guarantees.

Efficient communication among CAVs in platooning control also poses a fundamental

challenge in achieving seamless coordination and maintaining the desired following properties,

such as precise inter-vehicle spacing and synchronized maneuvers. MARL has shown promising

results in addressing this challenge through various innovative approaches [93]. Peake et

al. introduced a MARL system utilizing a robust LSTM-based communication protocol for

stable CACC control [94]. Song et al. proposed a state-shared MADRL framework that

enables CAV platoons to share and periodically update state information between neighboring

vehicles, leading to enhanced travel efficiency and reduced environmental impact through

coordinated decision-making [95]. Chen et al. proposed a fully decentralized MARL framework

for CACC, enhancing efficiency and scalability without relying on centralized communication.

A quantization-based scheme reduces communication overhead by transmitting only quantized

non-zero information [96]. Li et al. developed the communication proximal policy optimization

(CommPPO) algorithm, which incorporates a predecessor-leader-follower communication

protocol to manage both global and local state information. Notably, CommPPO’s novel

reward communication channel effectively addresses common MARL challenges such as spurious

rewards and lazy agents [97]. Chu et al. approached the platooning control problem by

formulating it as a spatiotemporal MDP, introducing both a spatial discount factor for local

agents and a differentiable communication protocol (NeurComm) that improves learning

efficiency by mitigating non-stationarity [98]. Communication-based approaches can also

leverage V2V information sharing and graph neural networks (GNN) to enhance vehicle

coordination. For instance, Liu et al. introduced a multi-agent hierarchical attention RL

(MAHARL) framework, which incorporates the GNN at each hierarchical level to account for

the reciprocal influences between agents. The hierarchical architecture of MAHARL empowers

agents with foresight, enabling them to make favorable decisions, even in the absence of

immediate incentives, and consider long-term rewards [99]. These methods enable sophisticated

information exchange and processing, where each vehicle can learn optimal strategies while
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considering the states and actions of neighboring vehicles. The integration of MARL with

advanced communication architectures has proven especially effective in handling complex

scenarios requiring synchronized movements and collective decision-making in vehicle platoons.

Hybrid methods

While MARL has shown promising results in CACC applications, the complexity of real-world

scenarios has motivated researchers to explore hybrid approaches that combine MARL with

other methodologies to leverage their complementary strengths. These hybrid methods aim

to address challenges that single approaches, including MARL, struggle to handle effectively,

particularly in situations involving incomplete information, multiple objectives, or complex

vehicle interactions. Among these hybrid approaches, game-theoretic methods and mixed

platooning control strategies have emerged as particularly promising directions.

a) Game-theoretic methods

Additionally, in scenarios where complete information is lacking, Li et al. [100] developed a

game-theoretic framework to capture the strategic interactions between the leading vehicle and

the following vehicles. To overcome the absence of full information, the equilibrium solution in

platooning control is identified through backward induction, coupled with information collection

from the following vehicles. Zohdy et al. developed a game-theoretic heuristic optimization

algorithm for CACC-equipped vehicles, minimizing total delay through collaboration with a

70% average delay reduction compared to traditional stop control [101].

While game-theoretic approaches provide effective solutions for strategic decision-making in

vehicle platoons, the increasing complexity of real-world traffic scenarios demands consideration

of more diverse vehicle interactions [102]. Particularly, the coexistence of multiple platoons

and different vehicle types in practical transportation systems introduces new challenges that

require specialized control strategies.

b) Mixed platooning control methods

Mixed platooning control involves the simultaneous presence of multiple vehicle platoons

within a network, necessitating a sophisticated level of coordination and communication both

within (intra-platoon) and between (inter-platooning) these platoons [103]. Parvini et al.

introduced two advanced MARL algorithms specifically designed to address the challenges
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of mixed platooning control. These include the modified multi-agent DDPG (MADDPG)

and its variant, the modified MADDPG with task decomposition. In these frameworks, the

leaders of the platoons are treated as independent agents interacting with the environment

to determine the most effective policies for platoon management. Notably, these algorithms

employ multiple critics to estimate both global and local rewards, thereby fostering cooperative

behavior among the agents. In the second algorithm, individual rewards are further decomposed

into task-specific sub-reward functions, offering insights into their work as detailed in [104].

Even though CAVs have made significant advancements, there will be an extended period

during which CAVs will coexist with human-driven vehicles (HDVs), a situation commonly

referred to as mixed-traffic scenarios [105]. Different penetration rates can be assessed to

understand the impact of mixed traffic. In the study presented in [106], the impact of the

penetration rate of CAVs on the energy efficiency of the traffic network is examined, with a

specific emphasis on a cooperative eco-driving system that utilizes longitudinal control. A

noteworthy aspect of this research is the introduction of a role transition protocol for CAVs,

enabling them to smoothly transition between leading and following positions within a vehicle

string. Lu et al. enhanced the evaluation by integrating several key elements, including altruism

control, a quantitative car-following strategy, a refined platoon reward function, and a collision

avoidance method, as outlined in their work [107]. In [108], the authors introduced the concept

of characterizing consecutive HDVs as a collective entity, referred to as AHDV, to minimize

stochastic variability and leverage macroscopic characteristics for the control of following CAVs.

They employ a control strategy built on distributed proximal policy optimization (DPPO) to

anticipate disturbances and downstream traffic conditions in mixed traffic scenarios.

The field of CACC for CAVs continues to evolve rapidly, with learning-based approaches,

particularly MARL, showing promising results. Future research should focus on addressing the

challenges of energy efficiency, scalability, and robust performance while maintaining safety

guarantees.

2.1.3 Challenges

Despite significant advancements in CACC, several key challenges remain unresolved, limiting

its practical deployment in various scenarios [56]. The reliance on V2V and V2I communication
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is compromised by delays, bandwidth constraints, and cybersecurity risks, affecting reliability

and safety [109]. Ensuring control stability in heterogeneous traffic is challenging due to

nonlinear vehicle dynamics, inter-vehicle delays, and uncertain maneuvers [110]. Additionally,

centralized control frameworks struggle with scalability in large platoons, leading to high

computational overhead and vulnerability to single-point failures [111, 112]. Furthermore, while

energy optimization is a critical goal in CACC, achieving fuel efficiency and emissions reduction

in dynamic and uncertain environments remains challenging, particularly in the presence of

frequent accelerations and decelerations caused by platoon instability [106].

These challenges highlight the need for solutions ensuring robust communication, stable co-

ordination, adaptability, and energy efficiency. Traditional methods, such as rule-based and

optimization-based approaches, provide foundational insights but often fall short in addressing

real-world complexities, particularly in balancing energy consumption with safety and perfor-

mance. Learning-based approaches, especially MARL, show promise by enabling decentralized,

adaptive decision-making and optimization across multiple objectives [113, 114]. However,

MARL approaches still face challenges such as inefficient communication protocols, scalability

limitations, and energy efficiency in dynamically changing conditions [98, 115, 116]. Addressing

these gaps requires a decentralized MARL framework that minimizes reliance on global obser-

vations, ensures robust communication, and integrates energy optimization alongside other

control objectives. By incorporating advanced learning algorithms and communication-efficient

protocols, the framework addresses the limitations of centralized and existing learning-based

methods. This approach aims to bridge the gap between theoretical advances and the practical

demands of sustainable and energy-efficient transportation systems.

2.2 | Deep reinforcement learning of EMSs for elec-

trified vehicles

Traditional EMSs for electrified vehicles mainly rely on rule-based and optimization-based

approaches. While computationally efficient, rule-based methods depend on predefined thresh-

olds, limiting adaptability to dynamic conditions [117, 118]. Optimization-based methods,

such as DP and MPC, provide greater adaptability by solving mathematical optimization
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problems, enhancing fuel economy and energy distribution [119]. However, their computational

complexity and reliance on accurate system models make real-time implementation challenging,

particularly in large-scale or rapidly changing environments [120].

To overcome these limitations, DRL has emerged as the transformative approach for EMSs in

electrified vehicles, effectively overcoming the constraints of traditional control methods [121].

By integrating the decision-making capabilities of RL with the powerful function approximation

of deep neural networks, DRL excels in handling high-dimensional state spaces and complex

energy management configurations, making it well-suited for dynamic driving scenarios.

2.2.1 General Problem Formulation

The energy management problem using DRL can be formulated as a MDP defined by the tuple

(S,A,P,R, 𝛾):

• S: The state space, representing the system’s current status, such as battery state-of-

charge (SoC), vehicle speed, and power demand.

• A: The action space, defining the control actions, such as power split ratio, motor

torque, or gear position.

• P(𝑠′|𝑠, 𝑎): The transition probability, capturing the system’s dynamics and describing

the probability of transitioning to state 𝑠′ from state 𝑠 after taking action 𝑎.

• R(𝑠, 𝑎): The reward function, quantifying the immediate benefit or cost of taking action

𝑎 in state 𝑠. Common objectives include minimizing fuel consumption, emissions, or

battery degradation.

• 𝛾 ∈ [0, 1]: The discount factor, reflecting the trade-off between immediate and future

rewards.

The objective of the DRL agent is to learn a policy 𝜋 : S → A that maximizes the expected

cumulative discounted reward, defined as:

𝐽 (𝜋) = E𝜋


∞∑︁
𝑡=0

𝛾𝑡R(𝑠𝑡 , 𝑎𝑡)
 , (2.3)
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where 𝑠𝑡 and 𝑎𝑡 denote the state and action at time step 𝑡. The policy 𝜋(𝑎 |𝑠) determines the

probability of selecting action 𝑎 given state 𝑠.

DRL approximates the optimal policy 𝜋∗ or the corresponding state-action value function

𝑄∗(𝑠, 𝑎) using neural networks. The value function 𝑄𝜋 (𝑠, 𝑎) is defined as:

𝑄𝜋 (𝑠, 𝑎) = E𝜋


∞∑︁
𝑡=0

𝛾𝑡R(𝑠𝑡 , 𝑎𝑡)
���𝑠0 = 𝑠, 𝑎0 = 𝑎 . (2.4)

The optimal value function satisfies the Bellman optimality equation:

𝑄∗(𝑠, 𝑎) = R(𝑠, 𝑎) + 𝛾E𝑠′
[
max
𝑎′

𝑄∗(𝑠′, 𝑎′)
]
, (2.5)

where 𝑠′ represents the next state, and 𝑎′ denotes possible future actions.

In DRL, neural networks parameterized by 𝜃 are used to approximate 𝑄∗(𝑠, 𝑎) or 𝜋∗(𝑎 |𝑠). The

training process involves minimizing a loss function L(𝜃), such as the mean squared error for

𝑄-learning:

L(𝜃) = E(𝑠,𝑎,𝑟,𝑠′)
[ (
𝑄𝜃 (𝑠, 𝑎) − 𝑦

)2]
, (2.6)

where the target value 𝑦 is defined as:

𝑦 = R(𝑠, 𝑎) + 𝛾max
𝑎′

𝑄𝜃− (𝑠′, 𝑎′), (2.7)

where 𝜃− denotes the parameters of a target network, used to stabilize training.

This formulation enables DRL to handle complex, dynamic EMS tasks such as optimizing

power split, managing battery usage, and leveraging regenerative braking, all while adapting

to variable driving conditions.

2.2.2 Applications of DRL in EMSs

The applications of DRL in EMSs can be categorized into three main approaches based on the

algorithmic developments:
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Value-based methods

The initial applications of value-based methods primarily focused on DQN. DQN utilizes neural

networks to estimate Q-values for different actions in given states, allowing it to process

continuous state inputs. This approach reduces storage requirements and eliminates the need

for state discretization. As an off-policy algorithm, DQN could utilize experience replay to

accelerate convergence. Studies have shown that DQN-based EMSs with experience replay

can achieve better optimization results than traditional Q-learning when applied to unfamiliar

driving environments. Wu et al. developed a DQN-based strategy for energy management in

hybrid electric buses, effectively addressing state dimensionality challenges and outperforming

Q-learning in efficiency and convergence. The DQN approach achieved 89% of the fuel

economy attained by DP and successfully managed battery SoC under varying conditions

[122]. Qi et al. pioneered the application of DQN to optimize EMSs for power-split PHEVs.

Their approach utilized fixed commuting routes for both training and application, leveraging

historical driving data collected from these predetermined paths. The implementation yielded

impressive results, achieving fuel consumption reductions of 12.0% and 16.5% compared to

conventional rule-based strategies [123]. Building upon this success, the team further enhanced

their methodology by introducing a Dueling DQN architecture, which significantly accelerated

convergence rates. This improvement stemmed from the innovative decomposition of the

Q-value function into two components: a state-value function (V-value) estimating the inherent

value of each state, and an advantage function quantifying the marginal benefit of specific

actions within given states. This architectural refinement enabled more stable training and

improved sample efficiency [124]. Hu et al. demonstrated the adaptability of DQN-based EMSs

for parallel HEVs. Their study showed that EMSs trained on the Urban Dynamometer Driving

Schedule (UDDS) could effectively transfer to the New European Driving Cycle (NEDC),

achieving a 10.29% fuel reduction compared to rule-based strategies. This work proved the

neural network’s capability to generalize across different driving cycles in real-time applications

[125]. Han et al. proposed a double deep Q-learning (DDQN)-based EMS for a series hybrid

tracked vehicle, incorporating lateral dynamics in the vehicle model. Results showed that the

DDQN-based EMS achieved a 7.1% reduction in fuel consumption compared to DQN and
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reached 93.23% of the optimization performance of DP. The DDQN framework addresses

the overoptimistic policy value estimation in conventional DQN, achieving faster convergence

and improved optimization performance [126]. He et al. developed a DQN-based EMS for

series HEVs, utilizing 1000-second natural driving profiles for both training and testing. Their

approach achieved a 5.96% fuel consumption reduction compared to traditional RL methods

while demonstrating superior generalization to new driving scenarios [127]. Following this

work, Du et al. conducted a comparative study between Dyna and DQN algorithms, revealing

DQN’s superior performance in approximating DP results and better adaptability. The team

further enhanced DQN’s performance through experience replay and NAG-Adam optimization

techniques. Their final improvement employed DDQN to address Q-value overestimation,

yielding an additional 2.52% reduction in fuel consumption compared to standard DQN [128–

131]. Zhang et al. developed a hierarchical EMS for a power-split PHEV. The upper layer used

DP to plan engine modes and SoC trajectories, while the lower layer applied DQN for real-time

control. Training was conducted on standard driving cycles, and testing used real-world road

data. Results demonstrated real-time control capability, with fuel consumption reductions of

4% and 10% compared to adaptive equivalent consumption minimization strategy (A-ECMS)

and rule-based control strategies, respectively [132]. Several examples of DRL in EMSs of

electrified vehicles are summarized in Table 2.1. The table categorizes works by vehicle type,

DRL method, state variables, actions, and rewards, offering a concise overview of diverse

approaches in EMSs.

Value-based methods, particularly DQN and its variants (double DQN and dueling DQN),

have demonstrated significant success in EMS optimization across various HEV architectures.

These approaches have consistently achieved impressive results, including fuel consumption

reductions of 10-16% compared to rule-based strategies and performance levels reaching up to

93% of DP. The evolution from basic DQN to advanced architectures like DDQN and Dueling

DQN has addressed key challenges such as Q-value overestimation and training efficiency.

Notable strengths include the ability to handle high-dimensional state spaces, generalization to

unfamiliar driving cycles, and real-time control capabilities. However, while these methods have

proven effective, their fundamental limitation of requiring discrete action spaces has motivated
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the development of alternative approaches for continuous control applications in HEV energy

management.

Table 2.1
Comparison of value-based methods in EMSs for typical works

Work Type Method State Action Reward
Wu et al. [122] Power-

split
DQN SoC, engine current

power, velocity, acceler-
ation

engine power in-
crement

fuel consumption,
SoC stability

Qi et al. [124] Power-
split

dueling
DQN
(DDQN)

power demand, distance
to destination, SoC

engine power out-
put

reciprocal of fuel con-
sumption

Hu et al. [125] parallel DQN total torque demand,
SoC

torque-split ratio
between engine
and battery

reciprocal of fuel con-
sumption

Han et al. [126] series double deep
Q-learning
(DDQN)

power demand, velocity,
acceleration, SoC, angu-
lar speed

engine rotating
speed

fuel consumption,
SoC stability

Du et al. [131] series DQN SoC, power demand,
generator speed

engine throttle fuel consumption,
SoC stability

Actor-critic methods

While value-based methods show promise, they are limited to discrete action spaces. Actor-critic

(AC) methods emerged to handle continuous control variables common in HEV control (e.g.,

engine speed, torque) [122]. These methods combined the advantages of both policy-based and

value-based approaches. Li et al. addressed the discretization problem in DQN by employing

the AC algorithm to optimize the EMS of a simplified P1 PHEV. Results showed that fuel

consumption increased by only 2.76% compared to DP, while computational load decreased by

88.7% [133]. This study marked the first use of the AC framework for EMSs in continuous

action spaces, achieving significant results and establishing the AC framework as a focus for

future EMS research.

Despite their advantages, AC methods, as on-policy algorithms, are limited in their ability

to utilize historical sampling data and are prone to value overestimation, similar to DQN.

To overcome these limitations, advanced algorithms such as proximal policy optimization

(PPO) and DDPG were developed. PPO leverages importance sampling to enhance sample

efficiency [134], while DDPG combines the strengths of AC and DQN, offering higher efficiency

in utilizing historical data [135]. Building on these advancements, Zhang et al. introduced

a PPO-LSTM-based EMS for a parallel electric-hydraulic HEV, optimizing mode switching
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and balancing performance with Shannon entropy evaluation. The strategy reduced energy

consumption by 18.51% (WLTC) and 15.74% (NEDC) while maintaining dynamic performance,

showcasing its efficiency and robustness [136]. Wu et al. used DDPG as the optimization

algorithm, while considering battery thermal safety and degradation. The total driving energy

consumption was further reduced by 23.9% compared to DQN [137]. Zhang et al. applied

DDPG with prioritized experience replay (PER) to optimize the EMS of a series HEV. The

resulting EMS achieved 93.9% of DP performance and enabled real-time online control [138].

Furthermore, Zhang et al. developed enhanced DDPG-based EMSs for HEVs, integrating

locality sensitive hashing (LSH) for better state exploration and PER for improved learning

efficiency. It reduced lithium battery power consumption by 8.5%, increased supercapacitor

recovery by 6.25%, and cut battery current fluctuations by 15.7% compared to DDPG, DQN,

and Q-Learning EMSs [136]. Li et al. proposed a DDPG-based EMS for a series HEV, achieving

a 96.5% fuel economy of DP and outperforming MPC-based EMS. It reduced engine start times

and demonstrated real-time applicability with a 0.001 s computation speed, adaptable to various

HEV types [139]. Hu et al. combined DDPG with an equivalent consumption minimization

strategy (ECMS) for a parallel HEV. DDPG optimized the equivalent fuel consumption factor

in ECMS while the primary control remained ECMS-based. This approach achieved near-DP

optimization results, outperforming standalone ECMS and RL methods while ensuring safe

exploration during early training with ECMS’s prior knowledge [140]. Chen et al. used DDPG

to optimize the EMS of a series-parallel HEV, initializing DDPG with DP results and real-world

engine operation data. This approach significantly reduced exploration time during training.

Tests using UDDS and real-world driving data showed DDPG outperformed DQN and achieved

results close to DP [141].

Additionally, Lian et al. proposed a transfer learning (TL) method [142] to enhance the

efficiency of developing DDPG-based EMSs for different HEV types. Knowledge from the

DRL-trained EMS for a Prius was transferred to the EMS for a power-split bus, a series

vehicle, and a series-parallel bus, followed by fine-tuning on small datasets. Simulations

showed TL improved convergence efficiency by 70% and enabled cross-type knowledge transfer,

significantly accelerating EMS development for structurally diverse HEVs [143].
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While DDPG marked a substantial improvement [144], it is sensitive to hyperparameters and

prone to training instability due to Q-value overestimation. To address these challenges, twin

delayed DDPG (TD3) was developed, incorporating dual critic networks, delayed updates, and

robust noise addition, making it a superior alternative [145]. Zhou et al. used TD3 to optimize

the EMS of a P2 parallel HEV, enriching training environments with speed, mass, and gradient

variations. Results showed TD3 outperformed DDPG, DQN, Double DQN, and Dueling DQN,

achieving 94% of DP optimization performance [146]. Huang et al. utilized TD3 to optimize

an EMS for a power-split hybrid electric bus, incorporating battery health considerations. Their

approach reduced energy consumption by 9.58% compared to DDPG and 17.29% compared

to DDQN, while improving computational efficiency by 10.98% [147]. Liu et al. developed a

DRL-based EMS for a power-split HEVs using TD3 with a novel reward function that penalizes

irrational actions based on a rough vehicle model. Simulations showed the TD3-based EMS

outperformed DDPG, reducing computation time by 10% and fuel consumption by 7.28% in

complex tasks involving physical constraints, while achieving comparable results in simpler

tasks [148]. Niu et al. proposed TD3-based EMS for a HEV with a novel experience replay

mechanism that selects samples via an evaluation network to enhance learning efficiency and

convergence. Compared to traditional TD3-based EMS, the proposed method reduced training

time by 8.73% and improved fuel economy by 2.14% [149].

To tackle the simultaneous optimization of mode switching and power distribution in series-

parallel HEVs, Tan et al. proposed a novel AC framework for energy management in a HEV,

addressing challenges like large search space and complex driving conditions. The framework

employs an actor network to generate continuous control signals and a critic network to evaluate

them, optimizing directly in the continuous space and reducing computation load. Simulation

results showed the AC method outperformed discretization-based strategies, surpassing the

baseline DP by 94.5%, 97.1%, and 90.5% in CTUDC, WVUCITY, and WVUSUB driving

cycles, respectively, with only one-tenth of the computational cost [150]. However, the discrete

clutch control in series-parallel systems involves only a single-dimensional action. When

multiple discrete actions coexist with continuous actions, two alternative approaches have

been developed, Li et al. proposed a terrain-informed EMS for power-split hybrid electric

buses using the DDPG algorithm. The method handles hybrid action spaces, combining two
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continuous actions for the engine and four discrete actions for powertrain mode selection

[151]. Tang et al. introduced a DRL-based EMS and a double DRL (DDRL) framework for

HEVs, combining DQN for gear-shifting and DDPG for throttle control. The DDRL framework

achieved multiobjective synchronization and demonstrated strong potential for optimizing fuel

economy and ensuring real-time performance [152].

Table 2.2
Comparison of actor-critic based methods in EMSs for typical works

Work Type Method State Action Reward
Li et al. [133] Power-

split
Deep AC
network

Velocity, acceleration,
SoC

Engine torque,
engine speed,
power split factor

Fuel consumption

Zhang et al.
[136]

Parallel PPO Velocity, accelerator
pedal opening, brake
pedal opening, SoC,
voltage, motor speed,
motor torque, HPA
pressure, LPA pressure

Typical working
modes

Velocity deviation,
SoC deviation

Li et al. [139] Series DDPG Velocity, acceleration,
SoC, engine power, trav-
eled distance, SoC devi-
ation

Increment of en-
gine power

Fuel consumption
rate, SoC deviation

Lian et al. [143] Four
types of
struc-
tures

DDPG-TL Velocity, acceleration,
SoC

Engine torque,
engine speed,
motor torque

Fuel consumption
rate, SoC deviation

Zhou et al. [146] Parallel TD3 Velocity, acceleration,
SoC

Engine torque Fuel consumption,
SOC stability

Liu et al. [148] Power-
split

TD3 Velocity, acceleration,
SoC

Engine power Fuel consumption
rate, SoC deviation

Several works are summarized in Table 2.2. The table categorizes these studies by vehicle

type, method, state variables, actions, and rewards, providing a comprehensive overview of

their approaches. It demonstrates the versatility of AC methods such as Deep AC, PPO,

DDPG, and TD3 in optimizing EMSs for different vehicle powertrain configurations. Actor-

critic methods, particularly DDPG and its advanced variant TD3, have revolutionized EMS

optimization by effectively addressing continuous action space challenges. These algorithms

have demonstrated remarkable improvements in fuel economy and computational efficiency,

with TD3 achieving up to 94% of DP performance. The progression from basic AC to DDPG

and TD3 has systematically resolved challenges such as sample efficiency, training stability, and

hyperparameter sensitivity. Integrating these methods with classical techniques (e.g., ECMS),
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incorporating battery health considerations, and extending their applicability across diverse

HEV architectures highlight their transformative potential in EMS optimization.

Distributed policy optimization methods

Distributed policy optimization methods emerged as a breakthrough solution to address the

computational bottlenecks in EMS development and optimization processes. These approaches

fundamentally revolutionized the training efficiency of DRL algorithms through parallel comput-

ing architectures. The two prominent algorithms, named asynchronous advantage actor-critic

(A3C) [153] and DPPO [154], demonstrated remarkable improvements in both computational

efficiency and optimization performance. Zhou et al. leveraged A3C to enhance simulation

efficiency, reducing the computational load to just one-eighth of that required by DDPG, while

maintaining superior optimization performance and enabling real-time control in simulation

environments [155]. Biswas et al. applied A3C to develop an online EMS for a power-split

HEV, using Markov Chain models and historical data for future driving cycle prediction. The

A3C-trained EMS achieved near-DP performance on familiar cycles and 94% of DP performance

on unfamiliar ones, outperforming PPO [156]. Huang et al. developed distributed a DRL-based

EMS for a fuel cell HEV (FCHEV) using the A3C with multi-process parallel computation.

It improved convergence speed by over 87% and reduced operating costs by up to 44%,

optimizing resource use and hydrogen efficiency [157]. Similarly, Tang et al. developed an EMS

for a parallel HEV, combining rule-based shift strategies with DQN, A3C, and DPPO. A3C

and DPPO achieved 94% of DP optimization performance with four times the computational

efficiency of DQN, demonstrating the benefits of distributed computing [158].

These distributed methods proved particularly valuable in simulation platform optimization,

where rapid iteration and development cycles are crucial. The success of these distributed

approaches not only accelerates the development process but also opens new possibilities for

implementing more complex and sophisticated EMSs that would have been computationally

prohibitive with traditional methods [159]. Their ability to maintain high performance while

significantly reducing computational overhead has made them increasingly popular in both

research and practical applications, especially in scenarios requiring rapid prototyping and

testing of EMSs.
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DRL-based EMSs have evolved significantly through multiple generations of algorithms, each

addressing specific challenges in EMSs of electrified vehicles. Early AC methods demonstrated

strong adaptability in unfamiliar environments, while DDPG emerged as a breakthrough by

combining the advantages of both DQN and AC frameworks to improve historical sample

efficiency. The development of TD3 further refined these capabilities by addressing the

stability issues and hyperparameter sensitivity inherent in DDPG. Meanwhile, distributed

approaches like A3C have shown promise in reducing computational overhead while maintaining

optimization quality. However, fundamental trade-offs persist between algorithms: stochastic

policy methods (AC, A3C, PPO) offer superior environmental adaptability but lower sample

efficiency, while deterministic approaches (DDPG, TD3) excel in sample efficiency but may

struggle with environmental generalization. Some hybrid approaches that effectively balance

these competing objectives may leverage advanced techniques such as TL, multi-agent systems,

or the integration of domain knowledge. These methods can enhance adaptability and efficiency,

enabling superior performance across diverse driving scenarios.

2.2.3 Challenges

The demand for decarbonization and enhanced vehicle performance has accelerated the shift

towards electrification, with EVs like PHEVs, BEVs, and FCEVs leading this transition [160].

EMSs are vital for optimizing energy efficiency and maintaining powertrain health [161].

Multi-mode PHEVs, capable of operating in pure battery, series hybrid, or parallel hybrid

modes, introduce unique challenges due to their complex MIMO control requirements, unlike

traditional single-input single-output (SISO) systems [162, 163]. DRL has shown promise for

EMS optimization, effectively managing high-dimensional inputs such as SoC, power demand,

and vehicle velocity [164]. However, its deployment faces significant challenges, including high

computational complexity, real-time decision-making constraints, and limited generalization

to dynamic and uncertain environments. Models often require substantial resources, struggle

to adapt to unfamiliar driving conditions and fail to ensure optimal performance in varying

scenarios.

Existing approaches using independent DRL agents for tasks like gear shifting or throttle

control [152] lack communication and coordination, limiting global optimization. Recent
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MARL frameworks show potential for multi-objective EMSs [165, 166], but challenges in agent

collaboration and robustness remain. To address these limitations and build on previous MARL

applications in CACC, a MADRL framework can be applied to multi-mode PHEVs, enabling

cooperative agent interaction in MIMO control to enhance to improve energy efficiency and

control performance in electrified vehicles.

2.3 | Q learning of EMSs for electrified vehicles

Q-learning has emerged as a promising EMS approach for electrified vehicles due to its

adaptability, efficiency, and practicality. First, when the hybrid powertrain structure is not

overly complex and operates in a specific mode, Q-learning serves as a viable alternative to

traditional optimization methods, delivering competitive performance. Second, its discrete

action space aligns naturally with power split decisions, where control actions involve selecting

from a finite set of power distribution options. Third, the simple architecture of Q learning

facilitates straightforward implementation and verification in real vehicle systems, making

it practically appealing for automotive applications. Moreover, Q-learning’s ability to learn

optimal policies through direct interaction with the environment allows it to adapt to varying

driving conditions, while its low computational requirements make it suitable for real-time

control applications. Combined with its proven convergence properties, Q-learning is particularly

effective for energy management in HEVs, where system complexity remains within manageable

bounds.

2.3.1 General problem formulation in Q learning

Problem formulation

Based on MDP defined by (S,A,R, 𝛾), the core objective of Q-learning in EMSs is to estimate

the optimal action-value function 𝑄∗(𝑠, 𝑎), representing the long-term reward of taking action

𝑎 in state 𝑠 and following the optimal policy.

Q-learning learns 𝑄∗(𝑠, 𝑎) iteratively using the Bellman equation:

𝑄∗(𝑠, 𝑎) = R(𝑠, 𝑎) + 𝛾max
𝑎′

𝑄∗(𝑠′, 𝑎′), (2.8)
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where 𝑠′ is the next state and 𝑎′ represents possible future actions.

The Q-value update rule is:

𝑄(𝑠, 𝑎) ← 𝑄(𝑠, 𝑎) + 𝛼
[
R(𝑠, 𝑎) + 𝛾max

𝑎′
𝑄(𝑠′, 𝑎′) −𝑄(𝑠, 𝑎)

]
, (2.9)

where 𝛼 is the learning rate. This iterative approach refines the Q-values based on environmental

feedback, gradually converging to the optimal policy. Q-learning converges to the optimal

Q-function 𝑄∗ with probability 1 under three key conditions:

1) The state and action spaces are finite, which naturally aligns with the discrete control

nature of power split decisions in PHEVs.

2) Every state-action pair is visited infinitely often, ensuring comprehensive exploration of all

possible vehicle operating conditions.

3) The learning rate 𝛼𝑡 (𝑠, 𝑎) follows a specific decay pattern:
∑∞
𝑡=0 𝛼𝑡 (𝑠, 𝑎) = ∞ and

∑∞
𝑡=0 𝛼

2
𝑡 (𝑠, 𝑎) <

∞.

This condition ensures sufficient learning while gradually stabilizing the learned policy.

The convergence of Q-learning in EMS applications can be established through theoretical

analysis, demonstrating its ability to reliably learn optimal energy management policies for

electrified vehicles. This analysis validates its effectiveness while also offering insights into

hyperparameter tuning, enabling performance optimization and stability in real-world implemen-

tations. In the application-specific chapters, we will further present corresponding theoretical

analyses that build on this foundation.

2.3.2 Applications of Q-learning in EMSs

Following the theoretical foundation established above, the practical applications of Q-learning

in EMSs have demonstrated its effectiveness across diverse electrified vehicle scenarios. These

implementations have evolved from basic table-based approaches to sophisticated variants,

each addressing specific challenges in energy management optimization. The following sections

examine this evolution, beginning with basic Q-learning methods that established the

fundamental framework for RL in EMSs, progressing through enhanced Q-learning variants
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that addressed early limitations, and culminating in hybrid approaches that combine Q-

learning with other control strategies.

Basic Q-learning methods

The foundational implementation of Q-learning in EMSs utilized a traditional state-action

table approach, providing a straightforward solution for discrete action spaces in hybrid vehicle

control by mapping system states (e.g., battery SoC and power demand) to control actions

through a Q-table. This tabular RL algorithm stores Q-values for different actions in each state

and updates them iteratively through interactions between the agent and environment, using a

greedy approach to select actions with the highest reward. While this method demonstrats

the feasibility of RL in EMSs and achieves real-time optimization control with adaptability to

unfamiliar driving scenarios, it faces limitations in handling complex state spaces and significant

storage requirements [167]. Despite these constraints, these early applications established a

critical foundation for more advanced Q-learning-based EMS implementations, which have since

proven superior to traditional EMS methods in both optimization performance and real-time

capabilities [168].

Relevant studies have examined the effectiveness of Q-learning in EMSs by addressing four key

aspects: state and action selection, state and action discretization, action exploration, and

learning experience selection. These early works primarily focused on improving system perfor-

mance by refining fundamental aspects such as the choice of states and actions, discretization

techniques, and learning rates, providing valuable insights into the intrinsic properties of

Q-learning for EMSs. Such studies have significantly influenced subsequent advancements in

Q-learning methods and their optimization for more complex hybrid vehicle systems.

The selection of states and actions plays a pivotal role in Q-learning-based EMSs as it directly

impacts the performance of the learning algorithm. The summarized selections in Table 2.3

highlight the most commonly used state variables, including SoC, power demand, vehicle speed,

and acceleration.

The discretization of states and actions is another critical aspect of early Q-learning applications.

Tabular RL methods, as highlighted by Sutton et al. [174], are effective for small state-action

spaces, where exact optimal value functions and policies can be determined. However, as
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Table 2.3
Several works in Q-learning Based EMSs

Work Type States Action Reward
Xiong et al. [169] Power-

split
SoC, ultracapacitor voltage,
power demand

current of the bat-
tery pack

Total energy loss

Liu et al. [170] Parallel SoC, power demand, remaining
distance to travel

engine torque, gear
shifting

fuel consumption,
battery energy usage
cost

Zou et al. [171] Series SoC, engine speed SoC,engine torque Fuel consumption
Fang et al. [172] Parallel SoC, velocity, acceleration, ve-

hicle location
Motor torque Fuel consumption,

SoC deviation
Qi et al. [173] Power-

split
SoC, power demand engine power fuel consumption

state and action spaces grow, tabular methods face scalability issues, requiring approximate

RL methods to handle the complexity. Xu et al. conducted a parametric study to examine

the impact of state-action discretization, and learning experience selection on RL-based EMS

performance. The study revealed that finer action discretization improves fuel economy, while

excessive state discretization may increase fuel consumption [168]. Yuan et al. demonstrated

the trade-off between finer discretization and computational efficiency, adopting 200 action

values to optimize EMS performance in HEVs [175]. Cao et al. emphasized the importance

of balancing exploration and exploitation, particularly in discretized action spaces, to achieve

better learning outcomes [176].

For action exploration and learning experience selection, advancements in these areas have

significantly improved the efficiency and adaptability of Q-learning-based EMSs. These

foundational developments have paved the way for numerous enhanced Q-learning methods,

addressing the limitations of basic Q-learning in handling complex state-action spaces and

achieving better real-time performance, which will be discussed in the following section.

Enhanced Q-learning methods

Based on the basic Q-learning review, enhanced Q-learning methods have emerged to address

the limitations of basic implementations, particularly in handling complex state-action spaces,

improving convergence, and balancing exploration-exploitation trade-offs. These advancements

can be broadly categorized into three key areas: exploration strategies, learning process

optimization, and ensemble methods, each focusing on improving the efficiency, robustness,

and adaptability of Q-learning-based EMSs.
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Exploration strategies is a fundamental challenge in Q-learning, requiring a balance between

discovering new policies (exploration) and optimizing known policies (exploitation). Early

studies used simple strategies such as fixed or decaying 𝜖-greedy approaches, which control

the probability of random action selection. Xu et al. implemented Q-learning with a fixed

exploration-to-exploitation ratio (E2E) of 0.25 in a 48V mild parallel HEV, demonstrating its

efficacy in mid-sized systems [177]. Qi et al. used an E2E ratio of 0.7 to prioritize exploration

for real-time fuel consumption optimization in PHEVs [173]. Liu et al. adopted an E2E ratio of

0.1 for RL-based EMSs with trip information, achieving significant fuel economy improvements

by leveraging GPS-derived travel distances [170]. Adaptive exploration strategies, such as

exponential decay functions, were later introduced to dynamically adjust E2E ratios throughout

the learning process, improving efficiency across different learning stages [178]. Fayyazi et

al. proposed a self-adaptive Q-learning (SAQ-learning) EMS to optimize energy consumption

and emissions in real-time. The method introduces a novel exploration strategy, replacing

traditional decayed 𝜖-greedy, enabling the system to adapt to unknown situations efficiently.

Simulations demonstrated that SAQ-learning improves operational time by 23% over standard

Q-learning and outperforms DP and fuzzy logic methods [179].

Optimizing the learning process has been a focus of enhanced methods, targeting issues

such as overestimation bias, slow convergence, and suboptimal updates [124, 168]. The bias

estimation due to the maximization in Q-learning has long been recognized as a significant

challenge to effective learning. This issue was first brought to attention by [180], and [181]

later introduced double Q-learning to address this bias in the tabular case, demonstrating that

it generally leads to an under-estimation bias. Hasselt et al. introduced double Q-learning to

address the overestimation bias in traditional Q-learning. By decoupling action selection and

evaluation during Q-value updates, double Q-learning reduces bias and enhances policy stability,

particularly in environments with high uncertainty [181]. Meng et al. proposed a double

Q-learning-based EMS for FC hybrid systems to address the overestimation issues in traditional

Q-learning and DQN algorithms, which cause instability and poor performance. Simulations

demonstrated the effectiveness of the proposed strategy in improving energy efficiency and

reducing overall energy consumption [182]. Han et al. proposed an EMS for a HEV based on

double Q-learning to optimize energy distribution between the engine and battery, ensuring the
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engine operates in a high-efficiency zone. By addressing the maximization bias in Q-learning,

the double Q-learning EMS achieved better control performance. Simulations comparing

double Q-learning, rule-based, and Q-learning strategies showed that the proposed method

improved fuel economy and maintained SoC stability effectively [183]. Second strategies, such

as weighted Q-value estimates and correction terms, further refine the Q-value updates [184].

These approaches mitigate error propagation and improve convergence rates, making them

suitable for dynamic EMS applications [185, 186]. The third method is the multi-step method,

multi-step temporal difference (TD) learning improves learning efficiency by propagating

rewards over multiple steps, enhancing the agent’s ability to learn long-term dependencies in

complex environments [187]. Zhou et al. developed model-free predictive EMS for electrified

off-highway vehicles using a multi-step RL algorithm. Tests showed a 71% longer prediction

horizon and 7.8% energy savings compared to model-based methods, with efficiency improving

from 34% to 44% in 5 hours [188]. The fourth one is prioritized experience replay (PER). By

prioritizing transitions with high TD errors during training, PER ensures that the agent focuses

on critical experiences, accelerating convergence and improving learning efficiency in EMSs

[189]. Du et al. proposed a novel RL framework for the EMS in a series HEV using double

Q-learning with modified prioritized experience replay (MPER). It achieved higher efficiency,

reduced energy consumption, and near-optimal fuel economy while demonstrating robustness

across driving cycles [131].

Ensemble methods have further enhanced Q-learning-based EMSs by leveraging multiple

agents or policies to optimize performance [190, 191]. For Q-learning-based approaches [192]

demonstrated that averaging multiple Q estimates can reduce variance [193] introduced random

ensemble mixture, which enforces optimal Bellman consistency by combining random convex

mixtures of multiple Q estimates. Xu et al. proposed an ensemble RL strategy to enhance fuel

economy in parallel hybrid electric vehicles. The method combines multiple Q-learning agents

with different state combinations and integrates thermostatic and equivalent consumption

minimization strategies as individual agents. Actions are determined by a weighted average

of decisions from all agents, with Q-values updated after each driving cycle. Compared to

a single RL agent, the ensemble strategy improved fuel economy by 3.2% [194]. Yang et

al. proposed a multi-objective EMS for a HEV using multi-agent Q-learning to optimize fuel
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economy, maintain SoC, reduce battery degradation, and constrain ultracapacitor SoC. Viewing

the engine–generator set and hybrid energy storage system as intelligent agents in a stochastic

game, MARL ensures a balance of objectives by achieving Nash equilibrium. Simulations showed

that the MARL-based EMS outperformed single-agent RL and DP in optimizing multiple

objectives [195]. Lan et al. introduced Maxmin Q-learning, which significantly improved

learning stability by maintaining multiple Q-value estimates and using their minimum value for

action selection. This method proved particularly effective in mitigating overestimation bias in

discrete action spaces [196]. While subsequent research has shown that the update-to-data

(UTD) ratio method can substantially enhance performance, the theoretical foundations and

experimental validations explaining these improvements remain limited [197].

Table 2.4
Detailed comparison of enhanced Q-learning methods

Method Cate-
gory

Key Techniques Main Advantages Research Outcomes

Exploration
Strategies

· Fixed/Decaying 𝜖-
greedy
· Adaptive E2E ratios
· SAQ-learning

· Balance exploration and
exploitation
· Dynamic adaptation to
varying conditions
· Enhanced capability in
handling unknown scenar-
ios

· Fuel economy improve-
ments
· Better torque generation
· Route-based optimiza-
tion improvements

Learning Pro-
cess Optimiza-
tion

· Double Q-learning
· Bias correction
· Multi-step TD
· Prioritized Experience
Replay (PER)
· Clipped-double Q-
learning

·Mitigates overestimation
bias
· Faster convergence
· Improved long-term de-
pendencies
· Focused learning on crit-
ical experiences
· Enhanced stability for
EMS control

· Enhanced energy effi-
ciency
· Reduced error propaga-
tion
· Convergence accelera-
tion

Ensemble
Methods

· Q-value averaging
· Random ensemble mix-
tures
· Multi-agent Q
· Maxmin Q-learning
· UTD methods

· Variance reduction
· Improved Bellman con-
sistency
· Optimization across mul-
tiple objectives
· Stabilized learning in
complex environments

· Fuel economy improve-
ment
· Superior SoC mainte-
nance
· Reduced battery degra-
dation
· Enhanced stability in dis-
crete action spaces
· Superior to single-agent
RL frameworks
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Table 2.4 summarizes key advancements in enhanced Q-learning methods for EMSs, highlighting

techniques, advantages, and outcomes in hybrid vehicle applications. These advancements

remain within the framework of traditional Q-learning, addressing its key challenges such as

overestimation bias, inefficient learning from experiences, and slow convergence. By refining

these aspects, Q-learning has been made more reliable and adaptable for EMSs in HEVs,

particularly in scenarios with moderate state-action spaces and discrete control tasks.

Hybrid methods

The integration of Q-learning with complementary techniques represents a significant advance-

ment in EMSs. By combining the adaptive learning capabilities of Q-learning with established

control strategies, these hybrid methods address the limitations of pure Q-learning [198], such as

slow convergence and limited adaptability. This approach enhances real-time performance, fuel

efficiency, and operational stability, making it highly effective for HEVs. Key strategies include

the integration of Q-learning with rule-based methods, genetic algorithms (GA), MPC, and

optimization techniques, all of which have demonstrated significant performance improvements

in various applications.

Li et al. developed a Q-learning-based EMS for a HEV, incorporating deterministic rules for

real-time power allocation. This integration reduced fuel consumption and minimized fuel cell

current fluctuations, showcasing its effectiveness for improving operational stability in hybrid

systems [199]. Similarly, Ghaderi et al. proposed a three-layer EMS for a recreational vehicle,

combining Q-learning with online estimators and rule-based activation. This method achieved

up to a 13.08% reduction in trip costs compared to other online strategies, emphasizing its

efficiency in cost-sensitive applications [200].

In another approach, Tao et al. introduced a novel fuzzy EMS combining Q-learning with GA op-

timization for a HEV. The GA optimized initial Q-table values, enabling better adaptability with-

out requiring prior knowledge of driving patterns. Simulation results demonstrated significant

reductions in current fluctuations (6.9%–41.5%) and hydrogen consumption (0.35%–6.08%),

while maintaining the SoC within safe limits, thus ensuring system reliability [201]. Chen et

al. integrated double Q-learning with MPC in an EMS for a PHEV, leveraging an Elman

neural network for vehicle speed prediction. This hybrid method enabled rolling optimization
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of battery output, achieving fuel economy comparable to stochastic dynamic programming

(SDP) while maintaining adaptability to various SoC reference trajectories [202]. Yin et al.

further enhanced a Q-learning-based EMS by developing a hierarchical MPC strategy for HEV

platoons. Using V2V communication, this approach maintained safe spacing and low-speed

errors while reducing computation time by 23% compared to SDP, making it suitable for

dynamic driving conditions [203]. Similarly, Shen et al. combined double-delay Q-learning with

MPC and a CNN-based speed predictor for a PHEV, achieving near-optimal fuel consumption

with a computation time under 23 ms, demonstrating its real-time feasibility [204].

Zhang et al. applied a Q-learning multi-objective particle swarm optimization (QMOPSO)

algorithm for a connected FCHV, addressing high-dimensional optimization challenges. The

QMOPSO method improved population initialization and subpopulation division, leading

to enhanced tracking stability (50.20%), fuel economy (6.10%), and reduced power source

degradation (2.04%) compared to standard PSO approaches [205]. Mortabit et al. integrated

ECMS with Q-learning for torque estimation in the P4 HEV. The integration achieved torque

estimates comparable to ECMS under new driving cycles while highlighting the potential of

combining machine learning with traditional methods to improve control efficiency [206]. Lin et

al. developed an online recursive EMS for PHEV using Q-learning with a cosine similarity-based

update mechanism. The strategy adopted to varying driving conditions and outperformed

rule-based and equivalent consumption minimization strategies, achieving significant energy

savings over long distances [207]. Xiong et al. developed a RL-based EMS for a PHEV. Using

a Markov-based power transition probability matrix (TPM) and KL divergence for adaptive

updates, the strategy reduced energy loss by 16.8% compared to rule-based methods. It limits

battery discharge, reduces charging frequency, and adapts to varying conditions, enhancing

system efficiency [169]. Zou et al. developed a RL-based EMS for a hybrid tracked vehicle,

optimizing energy allocation between the engine-generator and battery. Using a Markov chain

algorithm with KL divergence for real-time updates, the strategy improved fuel efficiency

and demonstrated robust performance under field-tested driving schedules [171]. Liu et al.

proposed transfer RL-based adaptive EMSs for parallel HEVs. The bi-level approach involved

driving cycle transformations using TPM and introduced matrix norm (IMN) to adapt Q-value

tables and determine control strategies [208].
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Table 2.5
Summary of hybrid methods in EMSs

Works Performance Powertrain
types

Hybrid techniques

[202, 203, 209] Optimization effect HEV, PHEV MPC
[201] Optimization effect FCHEV,

PHEV
GA

[199, 200] Optimization effect FCHEV, HEV RB
[210] Optimization effect PHEV Neuro-DP
[206] Optimization effect HEV ECMS
[205] Optimization effect PHEV PSO
[169, 208] Convergence rate PHEB MC & TPM
[208] Convergence rate HEV TL
[171] Real-time performance /

adaptability
HEV MC & KL divergence

[204] Real-time performance /
adaptability

Plug-in FCEV,
PHEV

NNs

[207, 211] Real-time performance /
adaptability

PHEV Cosine similarity and
forgetting factor

These hybrid Q-learning methods demonstrate their effectiveness in enhancing EMSs for HEVs,

as summarized in Table 2.5. By leveraging hybrid techniques, these approaches address critical

challenges, such as improving real-time adaptability, optimization efficiency, and convergence

rate, while maintaining system reliability and stability in dynamic driving conditions.

2.3.3 Challenges in Q-Learning for EMSs

Q-learning offers great potential for EMSs in electrified vehicles, but several challenges limit

its practical application. One key issue is the overestimation problem in value function

approximation, which often leads to suboptimal policies. Although techniques like double

Q-learning [181] and clipped-double Q-learning [145] have mitigated these biases, ensuring

robust performance across diverse driving scenarios remains difficult. Scalability is another

major limitation, as traditional Q-learning struggles with high-dimensional state-action spaces

in complex vehicle models, such as those involving SoC, power demand, and traffic conditions.

Additionally, convergence issues caused by the exploration-exploitation trade-off and adaptability

to real-world uncertainties, such as sensor noise and dynamic traffic conditions, further hinder

its effectiveness.
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Advancements like ensemble methods [192], weighted Bellman updates [187], and Maxmin

Q-learning [196] have improved robustness and stability, while end-to-end learning approaches

simplify control pipelines [212]. However, these methods often lack generalization to multi-

objective, real-world EMS problems. To address these gaps, hybrid Q-learning frameworks

incorporating ensemble learning, bias correction, and sample efficiency are needed to ensure

adaptability, real-time, and robust energy management for electrified vehicles.

2.4 | Summary and research gap

This chapter reviewed recent advancements in intelligent energy management for electrified

vehicles, focusing on CACC for CAVs and RL-based EMS methods, including DRL and

Q-learning. CACC strategies, ranging from rule-based to optimization-based and learning-

based approaches were shown to improve traffic stability, safety, and energy efficiency. DRL

demonstrates exceptional flexibility in optimizing complex EMS tasks in dynamic environments,

while Q-learning offers efficient solutions for simpler problems. The existing literature highlights

the key projected trends and associated research gaps in these areas, which can be summarized

as follows:

(1) While significant advancements have been made in decentralized cooperative frameworks,

such as MARL, current approaches predominantly focus on improving traffic efficiency and

safety. However, critical aspects such as energy consumption and communication efficiency

have been largely overlooked. The lack of energy-aware strategies and effective communication

protocols hinders the potential of these systems to deliver holistic benefits, particularly in

scenarios involving high vehicle density or real-time dynamic interactions. Addressing these

gaps is essential to ensure that decentralized cooperative systems are both energy-efficient

and scalable in dynamic environments.

(2) Current EMSs for hybrid powertrains, especially multi-mode PHEVs, struggle to address

the challenges of MIMO control. Traditional single-agent strategies cannot adequately handle

the complex interactions required to balance multiple objectives, such as fuel economy, and

emissions reduction. Additionally, research on RL-based EMSs for multi-mode PHEVs remains

limited, with most studies focusing on simpler powertrain configurations. The lack of robust
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frameworks for simultaneous optimization of multiple objectives in complex hybrid systems

represents a significant gap that must be addressed to fully exploit the potential of these

advanced powertrains.

(3) Ensemble methods in RL have shown promise for enhancing stability and robustness by

leveraging multiple base agents to represent and learn value functions. However, a critical

challenge lies in determining the optimal coordination and distribution of responsibilities among

these agents, as traditional ensemble frameworks often assume equal separation power for all

agents. Additionally, the role of the E2E ratio within ensemble configurations remains poorly

understood, limiting the effectiveness of these methods in addressing complex, real-time energy

management tasks. Overestimation bias, a persistent issue in Q-learning-based approaches,

further complicates the design of ensemble frameworks, as it can degrade policy reliability in

real-world applications. These gaps underscore the need for ensemble RL frameworks that

not only address coordination and bias mitigation but also ensure robust performance across

diverse driving conditions.

(4) While many intelligent control strategies demonstrate promising results in simulation

environments, their practical deployment faces significant challenges. Moreover, the scalability

and adaptability of these strategies in diverse driving scenarios and traffic networks remain

underexamined. Comprehensive validation frameworks are needed to bridge the gap between

theoretical development and practical application, ensuring the reliability, scalability, and

effectiveness of these systems.
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CHAPTER 3

Methodology and Facility

3.1 | Methodologies

In this section, we begin with a comprehensive overview of the fundamental principles of RL.

We then delve into various prominent MARL algorithms, establishing the context to enhance

the understanding of our methodologies.

3.1.1 Research target

The primary research target of this PhD study is to develop an energy-efficient and stable control

in CAVs and PHEVs, as illustrated in Fig. 3.1. This study is structured both top-down (from

macro-level cooperative control to micro-level energy management) and left-to-right (from

application to theory analysis), reflecting a progressive transition from fleet-level coordination

to component-level optimization and real-world deployment.

The overall research is divided into three interconnected parts, each following a consistent

methodology pipeline including vehicle modelling, optimization problem formulation, control

strategy design, and validation: 1) At the macro level, this part first focuses on the co-

optimization of platoon stability and energy efficiency within CACC systems. This is achieved

through the development of a MARL framework that models traffic scenarios, formulates

decentralized decision-making problems, and designs a communication-efficient mechanism;

2) building upon this, this part transitions to the micro level, where it explores EMS for

PHEVs. For multi-mode PHEVs, a MARL-based EMS is proposed, incorporating multiple-

input multiple-output (MIMO) optimization and a hand-shaking mechanism to manage mode

transitions and interaction between different power sources. This design addresses the inherent

complexity of multi-mode operation and enables more coordinated energy control; 3) finally, for
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specified-mode PHEVs, RL is employed to optimize EMS under various operating conditions.

This part focuses on resolving algorithmic limitations, such as overestimation bias and inefficient

learning, through theoretical analysis and HiL validation. These methods are validated through

real-world data, theoretical analysis, and HiL testing, enhancing the practical implementation

and efficiency of EMSs in electrified vehicles.

Fig. 3.1. The overview framework of the whole PhD research.

3.1.2 Preliminaries of RL

RL, frequently modeled through a mathematical framework known as a MDP, has risen as

an effective method for data-driven sequential decision-making [213]. Recently, deep neural

networks (DNN) have substantially elevated the capability of RL to manage complex problems

[214]. Key developments include sophisticated algorithms such as the DQN[214], DDPG

[135], and A2C [215]. For instance, the AlphaStar, which operates on principles similar

to DQN, marked a significant milestone by outperforming professional esports players in

StarCraft II, illustrating the power of RL in strategic game environments [216]. Moreover, the

development of the autonomous driving system by leveraging DDPG exemplifies the potential

of RL, showcasing how vehicles can autonomously navigate through environments with dynamic

obstacles [217].

In the context of a RL framework (as shown in Fig. 6.1), a learner known as the agent

navigates through the environment using a process of trial and error. This agent assesses
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situations, undertakes specific actions in the environment, and consequently receives feedback

in the form of a reward signal and a new state. The feedback, provided by the environment,

serves as an indicator to the agent about the effectiveness of its actions, signaling whether they

have a positive or negative impact. Many RL problems are framed as MDP, which provides a

mathematical framework for modeling decision-making where outcomes are partly random and

partly under the control of a decision-maker.

Fig. 3.2. Illustration of RL.

In the following subsections, we will explore three prevalent RL algorithms, including value-

based methods, policy-based methods, and actor-critic methods.

Value-based methods

In the domain of value-based methods within RL, the Q-function, represented as 𝑄𝜃 , is usually

parameterized by a set of parameters denoted as 𝜃. This parameterization facilitates using

different function approximators for estimating Q-values, including traditional Q-tables [218]

and the complex DNN [214]. The core mechanism for updating these parameters relies on the

temporal difference (TD), expressed as (T𝑄𝜃− −𝑄𝜃) (𝑠𝑡 , 𝑎𝑡), where T signifies the dynamic

programming operator and 𝑄𝜃− represents a version of the model parameters 𝜃− that is

temporarily fixed to stabilize updates [72]. To mitigate the variance in Q-value estimates and

enhance the exploration ability of the algorithm, strategies such as the 𝜖 − greedy method and

experience replay mechanism are frequently employed within deep Q-learning frameworks [219].

The optimal action 𝑎∗(𝑠) can be described as:

𝑎∗(𝑠) = argmax
𝑎
{𝑄∗(𝑠𝑡 = 𝑠, 𝑎𝑡 = 𝑎)}, (3.1)
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Some widely recognized deep Q-learning-based algorithms include DQN [220], DDQN [221],

and hindsight experience replay (HER) [222].

Policy-based methods

Diverging from the value-based Q-learning approach, policy-based methods prioritize direct

manipulation of the policy itself, denoted as 𝜋𝜃 , via a distinct set of parameters 𝜃. The primary

goal of adjusting 𝜃 revolves around amplifying the probability of selected actions and the

overall accumulation of rewards. This process is guided by a specifically defined loss function,

which is mathematically represented as:

∇𝜃L(𝜋𝜃) = E
𝜏∼𝜋𝜃
[
𝑇∑︁
𝑡=0

∇𝜃 log 𝜋𝜃 (𝑎𝑡 |𝑠𝑡)𝑅𝑡], (3.2)

Subsequently, the parameters of the policy network are updated by employing stochastic

gradient ascent, facilitating an iterative improvement of the policy, as detailed by

𝜃𝑘+1 = 𝜃𝑘 + 𝛼∇𝜃L(𝜋𝜃), (3.3)

In contrast to Q-learning methods, policy gradient techniques demonstrate enhanced resilience

to the non-stationary dynamics characterizing individual trajectories, albeit at the cost of

potentially higher variance in outcomes [223]. Among the most prominent algorithms that

embody the principles of policy gradients are DDPG [135], Soft Actor-Critic (SAC) [224], and

Asynchronous Advantage Actor-Critic (A3C) [215].

Actor-critic methods

Actor-critic methods aim to mitigate the high variability in outcomes often seen with policy

gradient techniques by integrating an advantage function. This function enhances the policy

gradient methodology by utilizing both the policy update (Actor) and a value estimation

function (Critic) [215]. The advantage function, a pivotal element in this approach, is defined

as:

𝐴𝜋 (𝑠𝑡 , 𝑎𝑡) = 𝑄𝜋𝜃 (𝑠𝑡 , 𝑎𝑡) −𝑉𝑤 (𝑠𝑡), (3.4)
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where the update of parameters 𝜃 is guided by a policy loss function articulated as:

∇𝜃L = E
𝜋𝜃
[
𝑇∑︁
𝑡=0

∇𝜃 log 𝜋𝜃 (𝑎𝑡 |𝑠𝑡)𝐴𝑡], (3.5)

Concurrently, the critic value function is refined through:

L = min
𝑤

E
D
[(𝑅𝑡 + 𝛾𝑉𝑤− (𝑠𝑡) −𝑉𝑤 (𝑠𝑡))2], (3.6)

with D denoting the experience replay buffer, a repository for history experiences. This buffer,

in collaboration with parameters from preceding iterations often employed within a target

network, facilitates the learning process [225].

Despite considerable advancements, single-agent RL algorithms frequently encounter scalability

challenges, especially in complex, real-world physical environments that involve multiple

agents. These difficulties stem from inherent non-stationarities and the partial observability

characteristic of multi-agent scenarios [98].

3.1.3 Preliminaries of MARL

In systems with multiple agents in Fig. 3.3, not only the reward agents themselves but also the

reward of their neighbors will be influenced by their actions. MARL has been widely used in

various complex systems, including managing traffic [223], strategic gameplay [226], optimizing

wireless network resources [227], and configuring power grids [228], to highlight a few areas.

A fundamental approach within this field is independent Q-learning (IQL), where each agent’s

Q-function is primarily developed based on local actions, as 𝑄𝑖 (𝑠, 𝑎) ≈ 𝑄𝑖 (𝑠, 𝑎𝑖), simplifying

the learning process. Similarly, the independent advantage actor-critic (IA2C) [72] represents a

variant of MARL, indicating the breadth of strategies explored in this space. However, both

IQL and IA2C face challenges in applications due to the partial observability and dynamic

environment, as they operate under the assumption that all other agents’ actions are part of

the environment, which complicates learning when agents’ strategies continually evolve [223].

Multi-agent systems are often treated as networks G = (𝜈,𝜀) without a central controller

[223, 228], where agents 𝑖 ∈ 𝜈 communicate with nearby peers N𝑖 := { 𝑗 |𝜀𝑖 𝑗 ∈ 𝜀)} via

the edge connections 𝜀𝑖 𝑗 , 𝑖 ≠ 𝑗 . This decentralized framework, in which each agent has a
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limited perception of the environment, closely mirrors real-world scenarios. This structure

effectively simulates the dynamic environment as a partially observable MDP (POMDP)

MG = ({A𝑖,S𝑖,R𝑖}𝑖⊆𝜈,P), with the system’s behavior determined by the collective actions

(A = A1 × A2 × · · · × A𝑁) of all agents and the state transitions (with the state: S =

S1 × S2 × · · · × S𝑁) governed by probability distributions P(𝑠′|𝑠, 𝑎). Rewards play a crucial

role in guiding agents towards achieving goals, which vary across cooperative, competitive,

and mixed scenarios. In cooperative environments, agents work together towards a common

goal, possibly sharing a uniform reward (R1 = R2 = · · · = R𝑁) or aiming to optimize an

average reward that accommodates differences among agents (team-average reward [229]).

Conversely, competitive scenarios feature agents with individualistic goals, often modeled

as zero-sum games (R̄ = 1
𝑁

∑
𝑖∈𝜈 R𝑖 (𝑠, 𝑎, 𝑠′)), where one agent’s gain is the loss of another.

Mixed environments (also known as general sum game settings) allow for both cooperation

and competition, with agents pursuing individual yet not directly conflicting objectives.

Fig. 3.3. Illustration of MARL.

3.1.4 Training and execution strategies in MARL

In MARL settings, different approaches and frameworks are employed to tackle the complex

challenges of coordinating and training agents in decentralized environments. This subsection

explores two fundamental paradigms: Centralized Training with Decentralized Execution

(CTDE) and Decentralized Training with Decentralized Execution (DTDE), each offering

distinct insights and trade-offs in the pursuit of effective multi-agent learning [230–232].

Centralized training with decentralized execution (CTDE)

In this framework, the decentralized problem is initially transformed into a centralized one,

solvable by a central controller, which gathers essential training information, e.g., observation,

57



reward, and global state information, for the training process. Following this data collection,

the centralized value functions are learned based on the information of all agents, and then

the gradient from the centralized value function is used to train the policy of each agent. But

in the process of execution, each agent outputs action according to its individual observation

(see Fig. 3.4).

It is important to acknowledge the inherent trade-offs of the CTDE. One significant strength is

the enhanced learning stability enabled by centralized training, which can result in more robust

policies [233]. However, it is crucial to recognize that maintaining a centralized controller

comes with its own set of challenges. Firstly, it can be prohibitively expensive and infeasible in

certain scenarios, particularly in large-scale or resource-constrained environments. Additionally,

the centralized controller introduces privacy concerns, as it necessitates the sharing of sensitive

information among agents. Moreover, the central controller becomes a single point of failure,

rendering the whole system vulnerable to disruptions. These trade-offs highlight the need

for careful consideration of the CTDE framework’s suitability in specific MARL applications,

taking into account the advantages and drawbacks it presents.

Fig. 3.4. Illustration of CTDE in MARL.

Decentralized training with decentralized execution (DTDE)

In decentralized settings, individual agents acquire knowledge independently, devoid of direct

interactions. Each agent operates with its distinct set of observations, policies, and algorithms,

utilizing the environment as the exclusive channel for engagement. Commonly employed

algorithms within this framework encompass independent Q-learning (IQL) [234] and IA2C [72],
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frequently adopted as foundational benchmarks. Although these algorithms enable autonomous

learning by agents, they may not fully harness the collaborative potential [235]. To address

non-stationarity concerns, [236] proposes a fully decentralized MARL framework. In this

framework, each agent makes decisions based on both its local observation and the messages

exchanged with neighboring agents via the network, offering convergence guarantees. Fig. 3.5

shows the DTDE pattern based on the actor-critic framework.

Fig. 3.5. Illustration of DTDE in MARL.

3.1.5 MARL algorithm variants

In this subsection, the MARL algorithms are divided into four categories: value function de-

composition, learning to communicate, hierarchical structure, and causal inference,

which are rooted in the inherent complexity and diverse requirements of multi-agent environ-

ments. Table 3.1 offers an extensive overview of key works from four distinct perspectives

within various settings.

Value function decomposition

The challenge of credit assignment in cooperative settings has emerged as a significant area of

research interest. The shared rewards in a fully cooperative environment make it difficult to

distinguish the contribution of each agent; some agents tend to be lazy [255]. To solve the

above problem, some studies learn different value functions to distinguish the contribution of

each agent. Foerster et al. [256] and Guo et al. [257] introduced the counterfactual baseline

principle to learn different value functions by centralized learning methods in the context of a

shared team reward environment. Additionally, Hou et al. have developed a credit allocation
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Table 3.1
An overview of the primary works for MARL algorithms.

Categories Work
MARL

algorithm Novelty

Value Function
Decomposition

[237], 2018 VDN Decomposing value functions using linear summation

[238], 2018 QMIX Enforcing monotonicity constraints between joint
and individual value functions

[239], 2019 QTRAN Relaxing the non-negative weight network in Qmix

[240], 2020 WQMIX Introducing weighting functions and non-monotonic
mixing networks

[241], 2021 AVD-Net An attention-based approach to capitalize on the
coordination relations between agents

[242], 2023 PER Both the reward of an agent acting on its own and
cooperating with other observable agents

Learning to
Communicate

[243], 2017 FingerPrint Merging low-dimensional policy fingerprints in the
state space of neighboring agents

[113], 2016 DIAL The agent continuously encodes information and
sends it to other recipients

[98], 2020 NeurComm Encoding and concatenating communicating signals
rather than aggregating them

[244], 2020 IMAC Learning an efficient communication protocol based
on the information bottleneck principle

Hierarchical
Structure

[245], 2019 FHM Establishing a feudal hierarchy structure

[246], 2018 HQMIX Including hierarchical QMIX and hierarchical com-
munication network

[247], 2019 HSD Training a cooperative decentralized policy for high-
level skill selection

[248], 2019 RODE Introducing a method to clearly divide the action
space through action clustering

[249], 2023 HAVEN Designing a dual coordination mechanism within a
two-level hierarchical structure

Causal
Inference

[250], 2018 CIR Agents receive a reward based on their causal influ-
ence on the actions of others

[251], 2023 ICL Evaluating the causal effect of each agent’s obser-
vations on team collaboration performance

[252], 2023 LAIES Calculating the causal effect of their actions on
external states using the do-calculus process

[253], 2022 FD-MARL Constructing continuous communication protocols
based on causal analysis

[254], 2022 DVD Deconfounded value function decomposition based
on causal effects
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mechanism based on role attention, which facilitates the learning process of role policies

in multi-agent systems by managing how credit is allocated among agents [258]. Liu et al.

construct the causal effect of the agent’s actions on the external state from the perspective of

a causal diagram, solving the problem of lazy agents [252].

Among the above methods to solve credit assignment, value function decomposition is

considered to be an important research direction. The main concept and feature of value

function decomposition is to decompose a joint value function into individual components to

identify the distinct contributions of each agent. In the process, many useful value-function

methods were proposed to solve increasingly complex problems. Value Decomposition Networks

(VDN) decomposes the joint action-value function by breaking it down into a sum of the

action-value functions for individual agents. This linear decomposition method yields favorable

results in certain simple problems [237]. Different from the linear value function decomposition

method of VDN, Monotonic Value Function Factorization (QMIX) enhances the representational

capacity of the joint value function by enforcing monotonicity constraints between the joint

and the individual value functions. This approach allows for handling increasingly complex

scenarios effectively [238]. Q-value Transforms (QTRAN) further improves the representation

ability of joint functions by relaxing the non-negative weight network in QMIX [239]. Weighted

QMIX (WQMIX) extends the value function method to complex scenarios of non-monotonic

rewards by introducing weighting functions and non-monotonic mixing networks [240]. After

that, some variant algorithms based on VDN and QMIX were used to solve different specific

problems [241, 242].

Learning to Communicate

Research in MARL can be categorized into two distinct groups according to their methods

of communication [98]. The first group operates without communication among agents and

centers its efforts on stabilizing training by employing advanced value estimation methods. For

example, MADDPG [259] extends DDPG to the MARL setting by employing a centralized critic

network to enable the global value estimate. Similarly, Counterfactual Multi-Agent (COMA)

[260] modifies the actor-critic method for use in MARL, calculating the advantage function for

each agent by employing a centralized critic in conjunction with a counterfactual baseline. The
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second group investigates heuristic communication protocols, which may involve either direct

message sharing or learnable communication protocols. For instance, in Fingerprint Policy

Stabilization (FingerPrint) [243], the low-dimensional policy fingerprints are directly shared and

incorporated into the state space of neighboring agents. In Differentiable Inter-Agent Learning

(DIAL) [113], each DQN agent concurrently produces a communicated message while assessing

action values. This message is encoded and subsequently combined with additional input

signals at the receiving end. Neural Communication Protocols (NeurComm) proposed in [98]

argues that encoding and concatenating communicating signals, rather than aggregating them,

offers distinct advantages in mitigating information loss during communication. Information

Maximization via Agent Communication (IMAC) learns an efficient communication protocol as

well as scheduling based on the information bottleneck principle [244]. Their method involves the

development of a novel differentiable communication protocol, which incorporates information

related to state, policy, and the encoded data from neighboring agents. Subsequently, this

information is encoded and concatenated into the state space of the neighboring agents.

Hierarchical Structure

In the realm of multi-agent systems, a plethora of challenges are encountered, encompassing

issues like sparse rewards, sequential decision-making, and limited transfer capabilities. To

address these challenges effectively, the adoption of a hierarchical approach is unequivocally

advantageous. The fundamental tenet of hierarchical multi-agent reinforcement learning

revolves around the acquisition of hierarchical strategies for decision-making across varying

levels of temporal abstraction. Current research in this domain broadly categorizes hierarchical

multi-agent reinforcement learning into two paradigms: option-based hierarchical structures

[261, 262] and goal-based hierarchical structures [263, 264], both of which have found

applications in diverse multi-agent scenarios.

Feudal Multi-agent Hierarchies (FMH) establish a feudal hierarchy within a multi-agent context,

yielding noteworthy results. However, a primary limitation of this approach is its inherent

challenge in tackling fully collaborative tasks with shared rewards [245]. To address the

predicament of multi-agent scenarios characterized by sparse and delayed rewards, several

hierarchical structures with temporal abstraction have been proposed, including hierarchical
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QMIX and hierarchical communication network methods [246]. Furthermore, recognizing the

limitations of traditional approaches, which typically rely on manually defined high-level action

spaces, the Hierarchical Learning with Skill Discovery (HSD) model was conceived. This

model aims to autonomously train decentralized policies for high-level skill selection while

simultaneously developing independent low-level policies for the execution of these skills, thereby

enhancing adaptability to changing scenarios [247]. On the other hand, learning ROles to

DEcompose (RODE) is introduced for clear action space partitioning through action clustering,

where each action corresponds to a distinct subspace, this innovation substantially mitigates

the challenge of extensive parameter tuning associated with HSD [248]. Moreover, HierArchical

Value dEcompositioN (HAVEN) introduces a dual coordination mechanism, encompassing

inter-layer and inter-agent strategies, facilitated by the formulation of a reward function within

a two-level hierarchical structure. This approach effectively addresses the instability issue

through the concurrent optimization of strategies at all levels and inter-agent coordination

[249]. Hierarchical MARL is recognized as a promising avenue for addressing collaborative

decision-making challenges in complex, large-scale scenarios. Nonetheless, it faces the challenge

of difficulty in designing complex dynamic hierarchical structures and difficult migration of

policies.

Causal Inference

There are multiple complex variables in MARL, and it is usually difficult to directly discover

their internal relationships. Therefore, some recent research has begun to combine MARL

with causal inference to discover the causal relationships between agents or variables, and

further understand the operating mechanism of agents through intervention and inference,

thereby motivating the agent to conduct more targeted learning [265]. Pearl’s three-level causal

model is considered a powerful tool for constructing causal relationships between variables

[266]. Causal influence reward methods promote the collaborative performance of agents by

rewarding those agents that have a causal influence on the actions of other agents, where this

causal influence is evaluated by counterfactual reasoning [250]. Rafael Pina et al proposed

the Independent Causal Learning (ICL) algorithm to evaluate the causal effect of each agent’s
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observations on team collaboration performance and solve the credit allocation problem in the

independent learning framework [251].

There are also other works that combine causal inference from different perspectives under

the framework of MARL. Lazy Agents Intervention and Exploitation Strategy (LAIES) mathe-

matically define the concept of fully lazy agents and teams by calculating the causal effect of

their actions on external states using the do-calculus process, which solved the sparse reward

problem in MARL [252]. FD-MARL allows agents to modify communication messages by

choosing the counterfactual that bears the most significant influence on others; continuous

communication based on causal analysis enables efficient information transformation in a

fully decentralized manner [253]. The Deconfounded Value Decomposition (DVD) method

investigates value function decomposition from the perspective of causal inference, which cuts

off the backdoor confounding path from the global state to the joint value function [254]. In

addition, causal inference has also been applied to some practical application scenarios, such

as traffic signal control [267] and human-computer interaction decision-making [268].

3.2 | Research facilities and resources

This study utilized two prominent platforms, ETAS and Speedgoat, for HiL testing to ensure

the feasibility and efficiency of the developed control algorithms. Additionally, various driving

cycles were introduced, and OpenACC data was extracted to validate the control strategies

under real-world conditions.

3.2.1 ETAS HiL testing platform

The ETAS HiL testing system provides a robust and flexible environment for real-time validation

of control strategies, as illustrated in Fig. 3.6. It consists of the LABCAR real-time computer

and the ES910 prototype controller, interconnected through a controller area network (CAN)

bus to mimic real-world communication between a vehicle control unit and its physical systems.

A host PC, equipped with high-performance hardware, is used for developing and deploying

vehicle models and control algorithms. The PC operated on a Windows 10 64-bit system with

an Intel Core i7 processor, ensuring smooth execution of complex simulations.
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MATLAB/Simulink is utilized for designing control strategies, which are subsequently compiled

into C-code using ETAS software. The vehicle model is uploaded to the LABCAR via Ethernet,

while the control algorithm is implemented in the ES910 controller. This integrated workflow

allows real-time validation of the developed algorithms, ensuring their practical applicability

within a time frame of 1 second.

Fig. 3.6. ETAS HiL testing platform.

3.2.2 Speedgoat HiL testing platform

The Speedgoat platform offers an alternative real-time testing environment with integration

into MATLAB/Simulink workflows, as shown in Fig. 3.7. This system is configured with an

Intel Core i7 processor, 16GB RAM, two CAN interfaces, and four EtherCAT/Ethernet ports,

ensuring flexibility and high-speed performance. Similar to the ETAS setup, the virtual vehicle

and control strategies are developed in MATLAB/Simulink and integrated into the Speedgoat

target machine via Ethernet.

During real-time HiL testing, the virtual vehicle model and designed controllers communicate

through CAN protocols within the Speedgoat system. The compatibility of Speedgoat with

Simulink Real-Time software closely emulates real-world vehicle operations. As a result, this

platform provides a reliable testing environment for validating control strategies under realistic

conditions.
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Fig. 3.7. Speedgoat HiL testing platform.

3.2.3 Driving cycles and OpenACC data

Standard driving cycles

Standard driving cycles are predefined velocity profiles used to evaluate the performance,

energy consumption, and emissions of vehicles under controlled conditions. They provide a

consistent and repeatable framework for testing and comparison across different vehicle types,

ensuring uniformity in performance assessments [269]. Below are descriptions of commonly

used standard driving cycles.

Low-speed cycles (Urban driving)

Low-speed cycles are designed to replicate driving conditions in densely populated urban areas.

These cycles typically feature low average speeds, frequent stops and starts, and significant

idling times, which are characteristic of urban traffic congestion and short commutes, as

described in Fig. 3.8.

New York City Cycle (NYCC) represents low-speed, stop-and-go driving conditions typical of

inner-city traffic. It includes frequent idling, slow accelerations, and short cruising periods. The

maximum speed is approximately 45 km/h, and the duration of the cycle is around 10 minutes.

This makes it a suitable test for evaluating emissions and fuel consumption in heavy traffic.

The Manhattan cycle is similar to the NYCC, focusing on dense metropolitan traffic conditions,

but it is longer, with a duration of approximately 20 minutes. It includes a maximum speed

of around 40 km/h and emphasizes high idling periods and frequent stops, simulating traffic

congestion in large urban centers like Manhattan.
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Urban Dynamometer Driving Schedule (UDDS) is originally designed for light-duty vehicles;

the UDDS is widely used in emissions and fuel economy testing. It represents a mix of city

driving scenarios with numerous stops, slow cruising, and gradual accelerations. Although

its maximum speed reaches 91 km/h, the average speed is much lower, making it ideal for

evaluating urban performance.

Artemis Rural Driving Cycle is a low-speed cycle that reflects rural-urban transitional driving

conditions often encountered in suburban or less densely populated areas in Europe. While

it includes slightly higher speeds compared to typical urban driving cycles, it maintains

characteristics such as moderate accelerations, decelerations, and idling. This cycle bridges

the gap between urban and rural scenarios, making it relevant for testing emissions and fuel

efficiency in areas with mixed traffic conditions and less congestion than in city centers.

Fig. 3.8. The standard driving cycles: (a) NYCC driving cycle, (b) Manhattan driving cycle,
(c) UDDS driving cycle, (d) Artemis Rural driving cycle.

Medium-speed cycles (Mixed driving)

Medium-speed cycles capture the characteristics of both urban and suburban driving, providing

a balanced test for vehicles that operate in mixed environments. These cycles include moderate

speeds, smoother transitions, and fewer stops compared to urban driving in Fig. 3.9.
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Real Traffic Simulation 95 Driving Cycle (RTS95) is designed to represent realistic traffic

scenarios that span urban and suburban environments. With a maximum speed of approximately

95 km/h and a duration of around 22 minutes, it includes moderate accelerations, decelerations,

and cruising periods. This makes it ideal for evaluating vehicle performance, emissions, and

fuel efficiency in diverse mixed driving conditions.

Federal Test Procedure (FTP75) is one of the most commonly used driving cycles in the United

States, designed to simulate a combination of city and suburban driving. It has a maximum

speed of around 91 km/h and a duration of 31 minutes, making it ideal for evaluating emissions

and fuel economy under real-world mixed conditions.

New European Driving Cycle (NEDC) is widely used in Europe, the NEDC consists of two

phases: an urban phase with stop-and-go driving and an extra-urban phase for suburban and

highway driving. It has a maximum speed of 120 km/h and a duration of 20 minutes, reflecting

typical European driving behavior.

Worldwide Harmonized Light Vehicles Test Cycle-Class 3 (WLTC-Class3) globally harmonized

driving cycle includes phases for low, medium, high, and extra-high speeds, making it a

comprehensive test for diverse driving conditions. It has a maximum speed of 131 km/h and a

duration of 30 minutes, covering a wide range of real-world scenarios.

China Light-Duty Test Cycle-Passenger (CLTC-P) specifically developed for light-duty vehicles

in China, the CLTC-P reflects mixed urban and suburban driving conditions typical in Chinese

traffic. It has a maximum speed of 114 km/h and a duration of 20 minutes, emphasizing

smooth transitions between stop-and-go city driving and suburban cruising.

High-speed cycles (Highway driving)

High-speed cycles are intended to simulate highway driving conditions where vehicles operate

at higher speeds with fewer stops, as shown in Fig. 3.10. These cycles are critical for testing

fuel efficiency, emissions, and high-speed performance.

US06 represents aggressive highway driving with sharp accelerations, rapid decelerations, and

steady high-speed cruising. It has a maximum speed of 129 km/h and a duration of 10 minutes,

making it one of the most demanding cycles for energy consumption and emissions testing.

68



Fig. 3.9. The standard driving cycles are (a) RTS95 driving cycle, (b) FTP75 driving cycle,
(c) NEDC driving cycle, (d) WLTC-Class3 driving cycle, and (e) CLTC-P driving cycle.

Highway Fuel Economy Test (HWFET) is used to measure fuel economy under steady conditions,

focusing on smooth and efficient highway cruising. It has a maximum speed of 97 km/h and a

duration of 12.5 minutes, providing a realistic assessment of highway performance.

Inspection and Maintenance Test-240 seconds (IM240) is used primarily for emissions compli-

ance for short-duration tests (240 seconds). Despite its shorter length, the IM240 evaluates

high-speed emissions performance with a maximum speed of 91 km/h, making it suitable for

both highway driving and regulatory testing.

Specialized Cycle

Specialized cycles are designed for specific applications, focusing on unique driving conditions

or vehicle types outside the standard urban, mixed, or highway classifications.

The American Public Transportation Association Cycle (APTA) captures the stop-and-go

nature of transit systems with varying loads, low-to-moderate speeds, and frequent idling in Fig.
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Fig. 3.10. The standard driving cycles are (a) US06 driving cycle, (b) HWFET driving cycle,
and (c) IM240 driving cycle.

3.11. The APTA cycle is primarily used to assess emissions and fuel efficiency under real-world

public transit conditions, reflecting the operational challenges faced by these vehicles.

Fig. 3.11. APTA driving cycle.

As shown in Table 3.2, driving cycles are categorized into four types, ranging from low-speed

cycles like NYCC that simulate dense urban environments to high-speed cycles such as US06

that model highway driving conditions, with additional specialized cycles for public transit

applications.

Combined driving cycle

A combined driving cycle is also essential for evaluating the performance, energy consumption,

and emissions of vehicles in a manner that reflects a wide range of real-world driving conditions.

Standard driving cycles, while useful, are often designed for specific conditions like urban or

highway driving, they often fail to capture the complexity of actual patterns. By integrating
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Table 3.2
Summary of driving cycle categories

Category Driving Cycles Description
Low-Speed Cycles NYCC, Manhattan,

UDDS, Artemis Rural Simulates dense urban driving
with frequent stops, low speeds,
and high idling.

Medium-Speed Cycles RTS95, FTP75, NEDC,
WLTC-Class3, CLTC-P Represents mixed urban and

suburban driving, with moderate
speeds and reduced stops.

High-Speed Cycles US06, HWFET, IM240 Models highway driving with
high speeds, steady cruising,
and rapid accelerations.

Specialized Cycles APTA Designed for public transit
systems, focusing on emissions
and fuel efficiency in buses.

multiple cycles, a combined driving cycle provides a comprehensive and realistic representation,

including transitions between environments such as city streets and highways. To achieve this,

the combined driving cycle is divided into two parts: training cycles and validation cycles.

Training cycles: When employing the RL algorithms, the training driving cycle, shown in Fig.

3.12, is constructed using elements from four standard driving cycles—Artemis Rural, RTS95,

UDDS, and WLTP—to provide a diverse and comprehensive representation of real-world

driving conditions. The cycle is divided into four phases: Phase 1 captures the low-speed

characteristics of the Artemis Rural cycle, Phase 2 highlights the maximum acceleration from

the RTS95 cycle, Phase 3 represents the medium-speed conditions typical of the UDDS cycle,

and Phase 4 incorporates the high-speed segment from the WLTP cycle. To enhance the

robustness of the learning process, the sequence of these four phases is randomly reorganized

in each learning episode, introducing variability and learning noise to simulate a wide range of

driving scenarios. This approach ensures a thorough evaluation of vehicle performance under

dynamic and unpredictable conditions.

Validation cycles: The combined cycles are validated on three comprehensive driving

conditions (Cycle I, II, III), as shown in Fig. 3.13. These driving conditions were synthesized

from eleven standard driving conditions, representing a variety of road features and driving
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Fig. 3.12. Training driving cycle.

behaviors. This approach allows for a more granular representation of real-world traffic patterns,

increasing the reliability and applicability of vehicle testing results.

To further enhance the complexity and representativeness of the driving conditions, the Ministry

of Industry and Information Technology (MIIT) collaborated in providing road traffic data

for passenger cars in Wuhan, sourced from the China Automotive Traffic Condition (CATC)

information system. The data went through a preparation process, including removing errors,

smoothing fluctuations, and filling in gaps, to ensure the data quality. Subsequent feature

extraction focused on key metrics such as speed, acceleration, and distance, which were

validated and adjusted to align with real-world driving behavior. The final processed dataset

was synthesized into a highly realistic driving condition (Cycle IV in Fig. 3.13).

The four combined driving cycles were carefully selected to capture a wide range of real-world

driving conditions. The statistical analysis in Table 3.3 highlights distinct characteristics,

such as mean and maximum speeds, as well as acceleration patterns, ensuring comprehensive

coverage of diverse traffic conditions. Cycle I and II reflect mixed urban and suburban driving,

while Cycle III focuses on stop-and-go traffic typical of busy urban areas. Cycle IV, derived

from real-world traffic data in Wuhan, represents low-speed and steady driving in densely

populated city centers. By doing so, we can evaluate vehicle performance under varying traffic

scenarios, ensuring that the test results are robust and applicable across diverse geographic

regions and driving features.

OpenACC data from real-world scenarios

An open-access database of car-following experiments involving vehicles equipped with ACC

systems has been developed by the Joint Research Centre (JRC) of the European Commission
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Fig. 3.13. The combined driving cycles for the validation are (a) Driving Cycle I, (b) Driving
Cycle II, (c) Driving Cycle III, and (d) Driving Cycle IV.

Table 3.3
Four combined driving cycle statistics

Cycle Mean Speed Max Speed Std Speed Mean Acc Max Acc Min Acc Std Acc
I 12.32 35.87 10.11 2.12 × 10−18 3.76 -3.08 0.61
II 8.98 36.47 8.18 5.36 × 10−18 2.04 -2.49 0.59
III 8.01 33.35 7.99 3.54 × 10−18 2.68 -2.64 0.53
IV 10.713 21.00 5.65 0 2.99 -1.04 0.11

(EC) [270]. One of these datasets features a detailed test campaign conducted at the

ZalaZONE, involving 10 commercially available ACC-equipped vehicles. The tests were carried

out on two distinct tracks: the Dynamic Platform and the Handling Course, examining ACC

performance and string stability in low-speed scenarios (30–60 km/h) under different ACC

settings and vehicle sequences in Fig. 3.14. Data collection employed advanced equipment

such as the INVENTURE Race Logic VBOX, U-Blox 9, and the Tracker App, with sensor data

processed and interpolated to 10 Hz using 2nd-degree B-splines [271]. The dataset includes

time, raw speed, and inter-vehicle spacing (IVS).
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Fig. 3.14. Zalazone Test Platform.

On the Dynamic Platform, the experiments focused on how ACC systems responded to

controlled disturbances. These involved sudden decelerations followed by accelerations back

to the original speed within a vehicle platoon. On the Handling Course, ACC performance

was tested on different road geometries, with the lead vehicle maintaining a constant speed

via cruise control without any external disturbances. Each test included up to 11 vehicles (a

leader and 10 ACC-equipped vehicles), although not all tests featured data from all vehicles

due to factors like vehicles leaving the platoon or incomplete data collection.

In my research, I focused on the dynamic behavior of ACC systems and analyzed the dataset

from the Dynamic Platform, which includes 26 test groups. To avoid redundancy and

ensure the dataset’s suitability as validation scenarios for algorithms, I conducted a thorough

analysis and comparison of all available data, along with an evaluation of data quality. Based

on this process, I selected three representative groups from the datasets (dynamic_part1,

dynamic_part2, dynamic_part9), as shown in Fig. 3.15 to Fig. 3.17. These groups were

chosen for their reliability and their ability to capture sudden deceleration events, making

them ideal for reflecting the dynamic characteristics of ACC systems. Notably, these datasets

represent consistent speed settings but varying IVS, providing diverse scenarios for the analysis.

Based on the three selected representative datasets, which capture the same optimal velocity

settings but differ in IVS, I identified a specific 60-second interval within each selected dataset

that represents moments of dynamic change, focusing on events such as sudden deceleration or

acceleration. The selected intervals are as follows: timestamps 316𝑠−376𝑠 for dynamic_part1,

450𝑠 − 510𝑠 for dynamic_part2, and 473𝑠 − 533𝑠 for dynamic_part9. These intervals, shown

74



Fig. 3.15. Dataset for dynamic_part1.

Fig. 3.16. Dataset for dynamic_part2.

in Fig. 3.18, were chosen because they highlight critical dynamic transitions and provide

challenging conditions for evaluating ACC system performance. By focusing on these dynamic

processes, they serve as benchmark scenarios for algorithm validation, closely reflecting the

real-world operational characteristics of ACC systems.

3.3 | Multi-mode PHEV modeling and modes

Vehicle modeling is a critical component of automotive engineering, allowing for the simulation

and analysis of vehicle dynamics and energy flow for PHEV [272].
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Fig. 3.17. Dataset for dynamic_part9.

Fig. 3.18. Dynamics within 60s: (a) Specific datasets from dynamic_part1; (b) Specific
datasets from dynamic_part2; (c) Specific datasets from dynamic_part9.

3.3.1 Vehicle model

Two primary modeling approaches are considered for simulating and analyzing PHEV power-

trains: forward-facing and backward-facing models [273]. Each approach has unique advantages

depending on the application focus.

The forward-facing vehicle model simulates the powertrain starting from the driver’s input

(torque or pedal demand) to the resulting vehicle motion. This approach is used to track a

desired speed profile from a drive cycle, with a driver model providing the required torque

for the ICE and brakes. The EMS processes the driver’s torque commands and distributes

power flow between the ICE and the motor. The torque generated by the powertrain is then
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transmitted through the gearbox and the final drive ratio to the wheels, determining the

vehicle’s speed. Feedback from the resulting vehicle speed is used to adjust power distribution

in real-time. This method is particularly useful for analyzing instantaneous power flows and

vehicle responses to dynamic inputs.

In contrast, the backward-facing vehicle model starts from the vehicle’s power demand (typically

at the wheels) and traces energy flow back to the power sources, such as the ICE and battery.

This approach is widely used for estimating energy consumption and evaluating the efficiency

of powertrain components. By calculating the forces needed at the wheels to overcome rolling

resistance, aerodynamic drag, and other resistive forces, the power demand at each time step

is determined. The EMS then allocates power between the powertrain components accordingly.

Performance feedback is used to refine control strategies, ensuring accurate energy allocation

and system efficiency [274].

In this research, the backward-facing approach is adopted to analyze energy requirements and

powertrain efficiency for multi-mode PHEVs, incorporating powertrains capable of operating

in various operational configurations [48]. As illustrated in Fig. 3.19, the backward-facing

model begins with the power demand calculated by the vehicle longitudinal model based on a

given driving cycle. This power demand is processed by the EMS control unit, which optimally

distributes power among the powertrain components, such as the transmission, ICE, motor,

and battery [275]. The vehicle longitudinal model [276] can be calculated by

𝐹𝑡𝑜𝑡 = 𝑚𝑔 𝑓 cos𝛼 +
1

2
𝜌𝐴 𝑓𝐶𝑑𝑣

2 + 𝑚𝑔 sin𝛼 + 𝑚𝑎;

𝑃𝑑𝑒𝑚 = 𝐹𝑡𝑜𝑡 · 𝑣;
(3.7)

where𝐹𝑡𝑜𝑡 is the total force of the vehicle demand; 𝑚 is the vehicle mass; 𝑔 is the gravity

acceleration; 𝑓 is the rolling resistance coefficient; 𝜌 is the air density; 𝐴 𝑓 is the front area

of the vehicle; 𝐶𝑑 is the aerodynamic drag coefficient; 𝑣 is the vehicle speed; 𝛼 is the road

slope; in this paper, the road slope should not be considered; 𝑃𝑑𝑒𝑚 is the power demand of

the vehicle.

Importantly, EMS control is formulated as an optimization task aimed at minimizing the cost

function 𝐽, which accounts for factors such as energy consumption 𝐸cons, power losses 𝑃loss,
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and battery SoC SoC(𝑡): minu(𝑡)
∫ 𝑡 𝑓

𝑡0
𝐽
(
𝐸cons, 𝑃loss, SoC(𝑡)

)
𝑑𝑡. The optimization is subject to

the power balance constraint and operational limits for the components from the engine 𝑃ICE,

and the motor 𝑃motor: 𝑃ICE(𝑡) ≤ 𝑃ICE,max, 𝑃motor(𝑡) ≤ 𝑃motor,max, 𝑎𝑛𝑑SoCmin ≤ SoC(𝑡) ≤

SoCmax. These constraints ensure efficient and safe operation of the powertrain components

while meeting the vehicle’s power demand.

This framework facilitates a detailed analysis of energy consumption, powertrain efficiency,

and performance under various driving conditions. Since this research emphasizes various

powertrain configurations, detailed data and specifications from MAHLE Powertrain will be

presented in the relevant chapters.

Fig. 3.19. Backward-facing vehicle model

3.3.2 Modeling of main components

Engine modeling

Map-based engine modeling represents a fundamental methodology in powertrain development,

particularly for HEVs. This approach relies on experimental data obtained from dynamometer

testing, where key performance parameters such as engine torque, power output, and brake-

specific fuel consumption (BSFC) are measured across a range of operating conditions. These

data are compiled into three-dimensional performance maps, as shown in Fig. 3.20, which

illustrates the BSFC distribution across the engine’s speed-torque range. Such maps are critical

tools for optimizing powertrain performance and developing EMS. In HEVs, they facilitate

precise coordination between the ICE and the electric motor by identifying high-efficiency
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operating regions and minimizing fuel consumption. Additionally, these models support the

evaluation of performance trade-offs and the implementation of advanced control strategies to

maximize overall system efficiency under varying driving conditions [277].

Fig. 3.20. BSFC map of engine.

Motor modeling

Electric motor modeling utilizes three-dimensional performance maps derived from experimental

data, correlating motor speed, torque, and efficiency. Dynamometer testing measures key

performance metrics across various operating conditions, including motor speeds and motor

torques [278]. The efficiency maps represent motor speed and torque as primary axes, with

efficiency levels shown as a color gradient. The maximum torque curve, often marked as a

boundary, defines the motor operational limits across its speed range, as detailed in Fig. 3.21.

This map-based approach is highly effective for real-time control and energy management in

electric and hybrid powertrains, balancing computational efficiency with accuracy.

Battery modeling

Battery modeling for hybrid electric vehicles commonly uses an equivalent circuit model (ECM)

approach, which provides a good balance between accuracy and computational efficiency [279].

A widely used configuration is the second-order RC model, which consists of an open-circuit
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Fig. 3.21. Efficiency map of the electric motor.

voltage (OCV) source, an internal resistance, and two RC pairs [280]. This structure captures

both the fast and slow dynamic responses of the battery during charge and discharge cycles.

The general terminal voltage of the battery, 𝑈batt, is expressed as:

𝑈batt = 𝑈oc − 𝐼batt𝑅int −
2∑︁
𝑖=1

𝑈𝑅𝑖 , (3.8)

where 𝑈oc is the open-circuit voltage as a function of the SoC, 𝑈oc = 𝑓 (SoC); 𝐼batt is the

battery current; 𝑅int is the internal resistance; and 𝑈𝑅𝑖 represents the voltage drops across the

RC pairs, capturing transient effects. The SoC is updated using the following equation:

SoC𝑡+1 = SoC𝑡 −
𝐼battΔ𝑡

𝑄max
, (3.9)

where Δ𝑡 is the time step, and 𝑄max is the maximum battery capacity.

3.3.3 Working modes

The architecture of a multi-mode PHEV powertrain, as depicted in Fig. 1.10, integrates several

key components: an ICE, two motor/generators (MG1 and MG2), a battery pack, and a series
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of mechanical and electrical connections. Solid black lines represent the mechanical connections

within the system, while dashed green lines indicate electrical connections, including power flow

between the battery, motors, and plug-in charging interface. The green dotted lines represent

energy recovery during regenerative braking.

A clutch system is implemented to manage the connection between MG1 and the gearbox,

allowing the powertrain to seamlessly switch between operating modes for optimal efficiency

and performance. The PHEV can operate in three primary modes: pure EV, series hybrid, and

parallel hybrid, each tailored for different driving conditions.

Pure EV mode

In pure EV mode, the ICE and MG1 are completely shut down, leaving MG2 as the sole

power source. The energy required for propulsion is taken entirely from the battery pack,

which provides torque to the wheels through MG2, a gearbox, and a differential. This mode is

typically used during low-speed urban driving or short trips, maximizing energy efficiency and

minimizing emissions.

The power balance in pure EV mode is given by:

𝑃Batt = 𝑃MG2, (3.10)

where 𝑃Batt represents the power supplied by the battery. The power provided by MG2 is

expressed as:

𝑃MG2 =
𝑇MG2 · 𝜔MG2

𝜂MG2
, (3.11)

where 𝑇MG2 denotes the torque generated by MG2, 𝜔MG2 is the rotational speed of MG2,

and 𝜂MG2 represents the efficiency of MG2. The torque output of MG2 is transmitted to the

wheels through the gear ratios 𝑖𝑅2 in the gearbox and 𝑖𝑅𝐷 in the differential, ensuring smooth

and efficient operation.

Series hybrid mode

In hybrid series mode, the system activates the ICE and MG1 to operate as a range extender.

ICE drives MG1, generating electricity to supplement the battery in powering MG2, which

continues to propel the vehicle. The clutch is disengaged in this mode, and the energy flow
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depends on the SoC of the battery. This mode is optimal for extended-range driving when the

battery charge is low.

The energy flow in series hybrid mode is represented as:

𝑃MG2 = 𝑃Batt + 𝑃ICE · 𝜂MG1, (3.12)

where:

𝑃MG1 = 𝑃ICE · 𝜂MG1, (3.13)

𝑃ICE =
𝑇ICE · 𝜔ICE

𝜂ICE
, (3.14)

and

𝑃MG2 =
𝑇MG2 · 𝜔MG2

𝜂MG2
. (3.15)

Here 𝑇ICE and 𝜔ICE represent the torque and rotational speed of the internal combustion

engine (ICE), respectively. MG1 and ICE operate at the same rotational speed during series

hybrid mode, ensuring efficient power conversion and proper synchronization between the

components.

Parallel hybrid mode

In parallel hybrid mode, both the ICE and MG2 contribute to the propulsion of the vehicle.

The clutch is engaged to mechanically link the ICE to the gearbox, enabling it to provide

additional driving torque. This mode is well-suited for highway driving or scenarios where

higher power is needed.

The power flow in parallel hybrid mode is described by:

𝑃Drive = 𝑃MG2 + 𝑃ICE, (3.16)

where:

𝑃MG2 =
𝑇MG2 · 𝜔MG2

𝜂MG2
, (3.17)

and

𝑃ICE =
𝑇ICE · 𝜔ICE

𝜂ICE
. (3.18)
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In this configuration, the combined torque of MG2 and ICE is transmitted to the wheels

through the gearbox and differential, ensuring efficient and flexible operation. This setup allows

the powertrain to adapt to various driving requirements, using both electrical and combustion

power sources effectively.

The multi-mode PHEV powertrain combines the benefits of electric and hybrid vehicles. It

offers the ability to adapt to varying driving conditions, optimizing fuel efficiency, and reducing

emissions. Using multiple modes, the vehicle can achieve higher energy efficiency, extended

range, and improved performance while maintaining operational flexibility in urban, suburban,

and highway scenarios.

3.4 | Chapter Summary

This chapter provides an overview of the methodologies and facilities utilized in the research,

focusing on key techniques and tools essential for this study. The primary studies in this

chapter are summarized as follows:

(1) Fundamental methodologies are introduced in RL, including value-based, policy-based, and

actor-critic methods. Additionally, the chapter explores the basics of MARL, highlighting the

challenges and strategies of coordinating multiple agents in complex environments.

(2) The training and execution strategies for MARL are discussed, with a focus on CTDE

and DTDE approaches. Furthermore, MARL algorithm variants, such as value function

decomposition, communication learning, hierarchical structures, and causal inference, are

reviewed to demonstrate their role in optimizing agent behaviors and interactions.

(3) Research facilities and resources, such as the ETAS and Speedgoat HiL testing platforms,

are described in detail. The significance of driving cycle datasets, including OpenACC and

simulated driving cycles, is emphasized for validating methodologies under various scenarios.

(4) The multi-mode PHEV powertrain system is modeled with a detailed analysis of key

components, including vehicle power flow, engine modeling, and battery modeling. Various

operational modes, such as pure EV mode, series hybrid mode, and parallel hybrid mode, are

analyzed to support the optimization of energy management for improved performance and

efficiency.
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CHAPTER 4

Communication-Efficient MARL for Platoon

Stability and Energy-efficiency Co-optimization

in Cooperative Adaptive Cruise Control of CAVs

This chapter introduces energy optimization into the CACC problem, enhances communication

efficiency, and validates the proposed approach using real-world scenarios, which have been

published in IEEE Transactions on Vehicular Technology [281]. The main contributions of this

chapter are as follows:

1) We introduce energy efficiency into short-term CACC problems as a decentralized MARL

framework, designing a multi-objective reward function for energy consumption, stability,

and safety. We benchmark the performance of our proposed algorithm against several non-

communicative and communicative MARL approaches.

2) To improve the effectiveness of communicative information-sharing, we integrate QSGD

and a BDC method into the proposed framework, enhancing the training process across

various CACC scenarios. Comparisons are conducted to evaluate information-sharing efficiency,

including sensitivity and scalability tests with varying platoon sizes.

3) The practical effectiveness of our approach is further demonstrated through real-world

scenarios using open-source OpenACC data. By analyzing these real-world scenarios, we

validate our model’s applicability and robustness in achieving improved energy efficiency,

stability, and safety in real-world CACC operations.

84



4.1 | Architecture of MARL-based CACC for CAVs

and the Optimization Problem

The MARL system for CACC of CAVs is illustrated in Fig. 4.1. The system includes N CAVs

that are connected through a V2V network. We assume that all CAVs are plug-in hybrids

equipped with a 70 kW ICE, two motor/generators (MG1 with a nominal power of 21 kW

and MG2 with a nominal power of 135 kW), and a 20 kWh battery [282, 283]. Details of the

vehicle modeling and vehicle specification can be found in [283]. However, when considering

the dynamics of plug-in hybrids without focusing on energy management between two power

sources, the electric motor is utilized for propulsion in a short-term condition without engaging

the full capabilities of the hybrid powertrain. Within an undirected graph G𝑡 = (N , E𝑡) at each

step 𝑡, agent 𝑖 takes into account not only their current state but also the information E𝑡 from

their neighbors (N𝑛𝑒𝑖 represents the front and rear vehicle), and the states of its neighbor

vehicles N𝑛𝑒𝑖. To capture and represent temporal dependencies in the shared environment more

effectively, a state representation module is designed by incorporating the LSTM network with

a fully-connected (FC) neural network for the actor networks and critic networks of all learning

agents. To efficiently update the N critic networks effectively, the quantized policy update

and binary differential consensus method are developed, enabling more effective learning and

reducing communication overhead during training. Details of the system are described as

follows:

4.1.1 Decentralized MARL framework for CACC of CAV

In this section, we introduce the CACC problem as a model-free multi-agent MDP framework

through a decentralized MARL algorithm to maintain a predefined and adjustable inter-vehicle

spacing (IVS) 𝑑∗ and longitudinal velocity 𝑣∗. Since centralized approaches, though capable

of managing all vehicle states, face significant real-world limitations, including scalability

issues due to communication bottlenecks, single points of failure, and privacy concerns from

aggregating data in a central node. These challenges make centralized solutions impractical

for large-scale, real-time coordination. The decentralized framework provides agents with only
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Fig. 4.1. The multi-agent system for CAVs

partial observations of the environment, concentrating mainly on the vehicles directly ahead and

behind. This reflects the practical constraints for each vehicle, which are limited in their ability

to communicate with other vehicles. Consequently, a partially observable Markov decision

process (POMDP) has been formulated by the tuple
(
S, {A𝑖}𝑖∈N , 𝑃, {𝑅𝑖}𝑖∈N , {G𝑡}𝑡≥0

)
. More

details [96] are given as follows:

State Space

To achieve an optimal balance between accurately modeling vehicle behavior and avoiding

overcomplexity, the state space S is defined as [𝑣, 𝑣diff, 𝑣ℎ, 𝑑, 𝑢], specifically,

• The first state is the current normalized vehicle velocity 𝑣 =
(
𝑣𝑖,𝑡 − 𝑣𝑖,0

)
/𝑣𝑖,0 from time 0

to current time 𝑡 to reflect the relative change in a scaled manner, where 𝑣𝑖 is longitudinal

velocity.

• The second state is the clipped vehicle velocity difference with its leading vehicle 𝑣diff =

clip
( (
𝑣𝑖−1,𝑡 − 𝑣𝑖,𝑡

)
/5,−2, 2

)
to ensure that vehicles can respond appropriately to the

leader’s behavior in the controllable range, with 𝑣𝑖 and the corresponding preceding

vehicle (𝑖 − 1).
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• The third state is the IVS-based velocity according to vehicle behavior modeling, 𝑣ℎ =

clip
( (
𝑣◦(𝑑𝑖) − 𝑣𝑖,𝑡

)
/5,−2, 2

)
, where 𝑣◦(𝑑𝑖) represents the behavior of the 𝑖 th vehicle

with optimal velocity model (OVM) [284] and 𝑑𝑖 is the IVS of each vehicle 𝑖. The

formulation of OVM for the behavior of the 𝑖th vehicle is defined as follows:

𝑢𝑖 = 𝛼𝑖

(
𝑣◦

(
𝑑𝑖; 𝑑

𝑠, 𝑑𝑔
)
− 𝑣𝑖

)
+ 𝛽𝑖 (𝑣𝑖−1 − 𝑣𝑖)

𝑣◦(𝑑𝑖) ≜



0, if 𝑑𝑖 < 𝑑𝑠,

1
2𝑣max

(
1 − cos

(
𝜋
𝑑𝑖−𝑑𝑠
𝑑𝑔−𝑑𝑠

))
, if 𝑑𝑠 ≤ 𝑑𝑖 ≤ 𝑑𝑔,

𝑣max, if 𝑑𝑖 > 𝑑𝑔

(4.1)

where 𝛼𝑖 and 𝛽𝑖 are the IVS gain and relative velocity gain, respectively, highlighting

how both the IVS and the relative velocity contribute to adjustments in acceleration

𝑢𝑖 of vehicle 𝑖. Specifically, 𝑑𝑠 = 5 m and 𝑑𝑔 = 35 m denote the stop IVS and the

IVS at full velocity of the traffic flow, respectively, reflecting the behavior of vehicles

under congested conditions and free-flowing traffic [96]. Additionally, 𝑣◦ represents the

IVS-based velocity policy. This policy function is continuous and differentiable, which is

beneficial for computational models and simulations in the environment of the MARL

framework.

• The fourth state is the normalized IVS 𝑑 =

(
𝑑𝑖,𝑡 +

(
𝑣𝑖−1,𝑡 − 𝑣𝑖,𝑡

)
Δ𝑡 − 𝑑∗

)
/𝑑∗, where Δ𝑡 is

the sampling time. The discretized vehicle longitudinal kinematics for each vehicle 𝑖

are given by:

𝑑𝑖,𝑡+1 = 𝑑𝑖,𝑡 +
(
𝑣𝑖−1,𝑡 − 𝑣𝑖,𝑡

)
Δ𝑡

𝑣𝑖,𝑡+1 = 𝑣𝑖,𝑡 + 𝑢𝑖,𝑡Δ𝑡
(4.2)

• The last one is the normalized acceleration 𝑢 = 𝑢𝑖,𝑡/𝑢max, where 𝑢max is the maximum

acceleration.

Normalizing and clipping the velocity, IVS, and acceleration ensure that the state variables

remain within practical bounds to enhance the model’s stability and predictability across diverse

driving scenarios. Additionally, to meet safety, comfort, and power requirements, each vehicle
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must adhere to the longitudinal modeling constraints [72]:

𝑑𝑖 ≥ 1 m

0 ≤ 𝑣𝑖 ≤ 30 m/s

−2.5 m/s2 ≤ 𝑢𝑖 ≤ 2.5 m/s2

(4.3)

Action Space

In the defined CACC problem, the action space {A𝑖}𝑖∈N is straightforwardly related to the

longitudinal control. According to Eq. 4.1, the OVM control behavior is affected by two

critical hyperparameters: IVS gains 𝛼, and relative velocity gains 𝛽. Thus, these values

are chosen from a predefined set comprising four levels: {(0, 0), (0.5, 0), (0, 0.5), (0.5, 0.5)}.

Subsequently, the longitudinal action is calculated by Eq. 4.1. The selection of four discrete

sets of parameters for OVM within a MARL framework is driven by the goal of balancing

simplicity, computational efficiency, and the capacity to model a range of driving behaviors for

longitudinal vehicle control. These distinct parameter sets simplify the exploration space for

the RL, enabling an efficient search through potential actions to optimize driving performance.

4.1.2 Co-optimization of platoon stability and energy efficiency

Reward function

The collective objective is to train the agents toward these desired behaviors. So the multi-

objective reward {𝑅𝑖}𝑖∈N for the 𝑖 th agent is designed as follows:

𝑅𝑖 = 𝑤1
(
𝑑𝑖 − 𝑑∗

)2 + 𝑤2
(
𝑣𝑖 − 𝑣∗

)2 + 𝑤3𝑢
2
𝑖

+𝑤4
(
2𝑑𝑠 − 𝑑𝑖

)2
+ + 𝑤5𝑃𝑖

(4.4)

where 𝑤1, 𝑤2, 𝑤3, 𝑤4, and 𝑤5 are the weighting coefficients. This multi-objective reward

design is conducted to achieve a trade-off between performance efficiency, driving comfort,

safety, and energy savings in the CACC system. 𝑃𝑖 is the power consumption of the electric

motor of each vehicle, where a polynomial-based, differentiable approximation of an energy
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consumption model [285] is calculated as follows:

𝑃𝑖 = 𝑇𝑖 · 𝜔𝑖 · 𝜂−𝑘𝑖

𝑇𝑖 = 𝐹𝑖 · 𝑅
(4.5)

where 𝑇𝑖 represents the motor torque of each vehicle, 𝜔𝑖 is the rotational velocity of the motor

for each vehicle, and 𝜂𝑖 is the efficiency of electric-mechanical conversion; 𝑅 is the wheel radius.

The 𝑘 indicates the operational mode. 𝑘 = 1 denotes the driving model while 𝑘 = −1 denotes

regenerative braking mode. According to vehicle longitudinal dynamics, the driving force

of each vehicle 𝑖, 𝐹𝑖, can be calculated by

𝐹𝑖 = 𝑚𝑔 𝑓 cos𝛼 +
1

2
𝜌𝐴 𝑓𝐶𝑑𝑣

2
𝑖 + 𝑚𝑔 sin𝛼 + 𝑚𝑢𝑖

𝑃𝑖 = 𝐹𝑖 · 𝑣𝑖
(4.6)

where 𝑚 is the vehicle mass; 𝑔 is the gravity acceleration; 𝑓 is the rolling resistance coefficient;

𝜌 is the air density; 𝐴 𝑓 is the front area of the vehicle; 𝐶𝑑 is the aerodynamic drag coefficient;

𝛼 is the road slope. The critical parameters can be found in [283]. To simplify the calculation

and calibration, the vehicle energy consumption, 𝑃𝑖 (𝑣𝑖, 𝑢𝑖), is formulated as a function of

vehicle velocity 𝑣𝑖 and acceleration 𝑢𝑖 as in [286],

𝑃𝑖 (𝑣𝑖, 𝑢𝑖) =
4∑︁
𝑘=0

4∑︁
𝑗=0

𝑝𝑘 𝑗 · 𝑣𝑘𝑖 · 𝑢
𝑗

𝑖
(4.7)

where 𝑝𝑘 𝑗 is the polynomial coefficient determined by fitting as shown in Fig. 4.2. In this

work, each vehicle equipped with the CACC is considered to have identical capabilities and

physical characteristics. The inclusion of the real energy model reveals that the CACC not

only regulates vehicle velocity and IVS but also actively manages the powertrain to improve

fuel economy and energy efficiency.

Further, if the IVS is less than twice the stop IVS 𝑑𝑠, preventing collisions and ensuring the

safety of the vehicle platoon. Here, the "+" in the reward function indicates that a penalty is

applied only when the 𝑑𝑖 falls below twice the 𝑑𝑠, functioning similarly to a Rectified Linear

Unit (ReLU) by activating the penalty under specific conditions; if the IVS 𝑑𝑖 ≤ 1 m, the
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Fig. 4.2. Contour plot of the fitted energy consumption model with respect to vehicle velocity
and acceleration.

substantial penalty of 1000 serves as a strong deterrent against behaviors that could lead to

collisions, effectively terminating the training episode to guarantee safety.

Transition Probabilities

Based on the model-free MARL, we do not assume any prior knowledge of this transition

probability 𝑃 while developing our MARL algorithm.

4.2 | Communication-efficient MARL for CACC

4.2.1 Decentralized Multi-agent MDP problem

The multi-agent MDP is defined by the tuple
(
S, {A𝑖}𝑖∈N , 𝑃, {𝑅𝑖}𝑖∈N , {G𝑡}𝑡≥0

)
, where S is the

global state space andA𝑖 is the action space for each agent 𝑖. The local reward function for each

agent 𝑖 is 𝑅𝑖 : S×A → R, and 𝑃 : S×A×S → [0, 1] is the state transition probability function.

Each agent 𝑖 chooses its action 𝑎𝑖 based on the local policy 𝜋𝑖 : S × A𝑖 → [0, 1], leading

to a joint policy 𝜋(𝑠, 𝑎) = ∏
𝑖∈N 𝜋

𝑖 (𝑠, 𝑎𝑖). A fully decentralized framework is characterized

by the fact that the reward is received locally and the action is executed individually by each

agent. The policy for each agent 𝑖 is parameterized by 𝜋𝑖
𝜃𝑖

with 𝜃𝑖 over Θ𝑖, where Θ =
∏𝑁
𝑖=1Θ

𝑖

by packing the parameters together as 𝜃 =
[(
𝜃1

)𝑇
, · · · ,

(
𝜃𝑁

)𝑇 ]𝑇
∈ Θ. Thus, the joint policy

then becomes 𝜋𝜃 (𝑠, 𝑎) =
∏
𝑖∈N 𝜋

𝑖
𝜃𝑖
(𝑠, 𝑎𝑖).
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We assume that the Markov chain {𝑠𝑡}𝑡≥0 is irreducible and aperiodic under any 𝜋𝜃, with

the stationary distribution denoted by 𝑑𝜃 . Additionally, the Markov chain of the state-action

pair
{
(𝑠𝑡 , 𝑎𝑡)

}
𝑡≥0 has a stationary distribution 𝑑𝜃 (𝑠) · 𝜋𝜃 (𝑠, 𝑎) for any 𝑠 ∈ S and 𝑎 ∈ A.

Furthermore, the collective objective of the agents is to collaboratively find a policy 𝜋𝜃 that

maximizes the globally averaged long-term return over the network based solely on local

information, formalized as:

max
𝜃
𝐽 (𝜃) = lim

𝑇

1

𝑇
E ©­«

𝑇−1∑︁
𝑡=0

1

𝑁

∑︁
𝑖∈N

𝑟𝑖𝑡+1
ª®¬

=
∑︁

𝑠∈S,𝑎∈A
𝑑𝜃 (𝑠) · 𝜋𝜃 (𝑠, 𝑎) · 𝑅(𝑠, 𝑎),

(4.8)

where 𝑅(𝑠, 𝑎) = 𝑁−1 · ∑𝑖∈N 𝑅
𝑖 (𝑠, 𝑎) is the globally averaged reward function. The global

relative action-value function 𝑄𝜃 (𝑠, 𝑎) and state-value function 𝑉𝜃 (𝑠) are defined as 𝑄𝜃 (𝑠, 𝑎) =∑
𝑡 E

[
𝑟𝑡+1 − 𝐽 (𝜃) | 𝑠0 = 𝑠, 𝑎0 = 𝑎, 𝜋𝜃

]
and 𝑉𝜃 (𝑠) =

∑
𝑎∈A 𝜋𝜃 (𝑠, 𝑎)𝑄𝜃 (𝑠, 𝑎) respectively. Fur-

thermore, the advantage function can be defined as 𝐴𝜃 (𝑠, 𝑎) = 𝑄𝜃 (𝑠, 𝑎) −𝑉𝜃 (𝑠).

Despite each agent learning independently in this framework, the overall goal is to maximize

the average global reward 𝑅(𝑠, 𝑎). This means that while each agent (each vehicle in the

CACC) learns its own strategy, they collectively aim to improve the overall performance.

Non-stationarity can occur; thus, some collaborative approaches have been conducted to

deal with this. For example, the policy network (the part of the agent that decides what

action to take) is updated independently by each agent. This means each agent doesn’t

need to guess what other agents are doing; it just focuses on its own learning, such as

Independent Advantage Actor-Critic (IA2C) [259]. However, for the critic network (the part

that estimates the value of the chosen action), a collaborative approach is used. Each agent

shares its value function estimates with its neighboring agents (those close by in the network).

These estimates are averaged to jointly evolve the overall performance. This is achieved with

weight averaging consensus (WAC)-MARL, where each agent’s weights are averaged with its

neighbors. Alternatively, directed information sharing, which communicates with neighbors,

efficiently relays information in both directions within a platoon. This approach uses differential

consensus-enhanced adjustment (DCEA)-MARL, adjusting each agent’s weights by adding a
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weighted difference between the neighbors’ weights and its own, as described:

w′𝑖 = w𝑖 + 𝜖
∑︁
𝑗∈Nnei

(
w 𝑗 −w𝑖

)
. (4.9)

This term captures the essence of this update mechanism, where an epsilon factor 𝜖 is the

scale factor.

4.2.2 Quantified communicative information-sharing update de-

sign

The decentralized framework operates without the need for a centralized controller. How-

ever, it operates under the assumption that all agents are homogeneous, possessing identical

characteristics. While this assumption simplifies the structural complexity of the problem,

it fails to capture the inherent diversity among individual agents, especially for CACC. To

tackle this issue, we introduce a difference update strategy that promotes a balance between

individual learning and the collaborative influence by neighboring agents. Significantly, quan-

tified stochastic gradient descent (QSGD) method is a family of compression schemes with

convergence guarantees and practical performance [287]. Then, a binary differential consensus

(BDC) method is presented, where agents first quantize their weights and then update their

weights based on the quantized differential weights between themselves and their neighbors.

Therefore, the update rule is described as:

w′𝑖 = w𝑖 + 𝜖
∑︁
𝑗∈𝑁nei

(
𝑞(w 𝑗 ) − 𝑞(w𝑖)

)
(4.10)

where 𝑤′
𝑖
is the updated weight for agent 𝑖. 𝑤𝑖 is the current weight of the agent 𝑖 before the

update. 𝜖 is a small positive scalar that scales the update magnitude. 𝑞
(
𝑤 𝑗

)
and 𝑞 (𝑤𝑖) are

the quantized weights of neighbor agent 𝑗 and agent 𝑖, respectively. The sum is taken over all

neighbors 𝑗 of agent 𝑖, as defined by the neighbor mask.

We utilize quantization to potentially reduce communication overhead while still achieving

consensus through differential updates. To mitigate the impact of quantization errors, QSGD

often incorporates mechanisms like error accumulation (also known as error feedback), which
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means the quantization error from one iteration (i.e., the difference between the quantized

gradient and the actual gradient) is carried over to the next iteration. This error feedback

helps compensate for the quantization errors over time, allowing for more accurate updates

despite the initial loss of information. The update strategy is given in Algorithm 1.

Algorithm 1: The gradient descent algorithm with gradient encoding
1 Data: Parameter vector 𝑤
2 Procedure: Gradient Descent
3 for each iteration 𝑡 do
4 Quantize gradient: 𝑞(∇ 𝑓 (w)) ← Quantize (∇ 𝑓 (w)));
5 Apply gradient w← w − 𝜖𝑡𝑞(∇ 𝑓 (w))
6 end

In the CACC scenario, smaller messages lead to faster transmissions, which is critical for

real-time applications like CACC, where timely updates directly impact system performance and

safety. By minimizing bandwidth reliance, the system can scale more efficiently, supporting a

larger number of vehicles without a proportional increase in communication overhead. Although

this approach poses challenges regarding convergence and accuracy, these can be mitigated

through techniques like error feedback.

4.3 | Experiment setups

In this section, we evaluate the BDC-MARL framework across various CACC scenarios. Initially,

our approach is compared with several state-of-art MARL strategies. Then we explore the

efficiency of diverse information-sharing methods. Concurrently, we investigate the effects of

different platoon sizes. Finally, the proposed algorithm is applied to scenarios derived from

real-world OpenACC data.

4.3.1 General setups for the learning agents

The network architecture comprises a single fully connected input layer for processing state

information and an LSTM layer tasked with message extraction, all with hidden layers containing

64 neurons. An orthogonal initializer is utilized to optimize the network parameters during

training. Training is conducted over 6 × 105 steps, utilizing a discount factor of 𝛾 = 0.99, an

actor learning rate of 5.0×10−4, and a critic learning rate of 2.5×10−4. In the reward function,

hyperparameters 𝑤1, 𝑤2, 𝑤3, 𝑤4, and 𝑤5 in the reward function are set to −1.0,−1.0,−0.1,
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-5.0, and -10, respectively, with significant emphasis on penalizing scenarios that feature

inadequate safe IVS distances. To enhance generalization, each model undergoes training

three times using distinct random seeds on a Ubuntu 18.04 server with a NVIDIA RTX 3080

and i7-12700 CPU.

4.3.2 Real-world driving scenario extraction

The real-world scenarios are from an open-access database involving vehicles with ACC systems

provided by the JRC of the EC [270]. The dataset used in this paper is collected at the

ZalaZONE from 10 commercially available vehicles with tunable ACC settings.

The real-world driving scenarios are generated for the testing in this paper based on the Dynamic

Platform. The Dynamic Platform focuses on the vehicles’ response to such perturbations

in a controlled environment. This includes a rapid deceleration followed by an acceleration

back to the original velocity. Three groups are selected and extracted respectively from

three typical datasets (dynamic_part1, dynamic_part2, dynamic_part9) from timestamps

(316𝑠 − 376𝑠, 450𝑠 − 510𝑠, 473𝑠 − 533𝑠). Additionally, an energy model was incorporated into

the analysis to evaluate the energy consumption resulting from adjustments in velocity and

acceleration. Consequently, data collected from experiments using actual vehicles is utilized to

assess ACC performance under various driving conditions.

4.4 | Results and discussion

4.4.1 Co-optimization Performance with State-of-the-art MARL

To demonstrate the effectiveness of the proposed method, we compare it with several state-

of-the-art MARL algorithms, which include both non-communicative and communicative

approaches. Specifically, IA2C [259] follows an independent learning strategy and is an A2C

implementation of multi-agent deep deterministic policy gradient (MADDPG). IA2C employs

a decentralized actor network and a centralized critic to evaluate the value function without

explicit communication between agents. While FPrint [243] integrates neighboring agents’

policies into its input (fingerprints) but, like IA2C, lacks an explicit communication protocol.

Each agent has an independent policy network, and the value function is still evaluated
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Fig. 4.3. The comparison with different methods

centrally with a global critic. In contrast, DIAL [113] and CommNet [288] implement

learnable communication protocols that allow for the inclusion of additional information from

neighboring agents, such as states or policy details, which necessitates a higher communication

bandwidth, both of which use decentralized actor and decentralized framework. In particular,

the local message sizes are 𝑂 ( |𝑠𝑖 | + |𝜋𝑖 | + |ℎ𝑖 |)for DIAL, 𝑂 ( |𝑠𝑖 | + |ℎ𝑖 |) for CommNet, 𝑂 ( |𝜋𝑖 |)

for FPrint, 𝑂 ( |𝑤𝑖 |) for BDC-MARL, and zero for IA2C. All the algorithms compared utilize

the same deep neural network architecture.

A comparative learning progress through training curves for the various MARL algorithms is

described as shown in Fig. 4.3 and Table 4.1. The proposed BDC-MARL outperforms other

algorithms, starting with a higher initial reward and steadily increasing performance. Despite

early fluctuations, it maintains a higher reward throughout training, indicating extensive strategy

exploration before stabilizing. This thorough exploration can lead to more optimal policies.

After the training phase, the evaluation for each algorithm was conducted using 50 distinct test

seeds, each with different initial conditions to ensure comprehensive testing, as shown in Table

4.2. The BDC-MARL method achieved strong overall performance, particularly in maintaining

low platoon power consumption without compromising other key metrics such as IVS, velocity,

and acceleration. Although BDC-MARL shows slightly higher standard deviations in some
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(a) IA2C method

(b) CommNet method

(c) BDC-MARL method

Fig. 4.4. The performance comparison of all vehicles with typical MARL algorithms.

metrics, this variability indicates its adaptive strategy under different conditions. Additionally,

it balances efficiency with competitive computation time compared to other algorithms.

Table 4.1
Reward comparison with different algorithms

Algorithms IA2C Fingerprint Commnet DIAL BDC-MARL
Reward value -351.07 -409.12 -559.45 -636.19 -314.99

Table 4.2
Test performance comparison with different algorithms

Algorithms
IA2C Fingerprint Commnet DIAL BDC-MARL

Avg Std Avg Std Avg Std Avg Std Avg Std
IVS (m) 20.75 0.81 21.68 0.31 22.38 0.03 22.08 0.2 20.76 0.78

Velocity (m/s) 15.28 0.47 15.11 0.26 15.01 0.03 15.06 0.09 15.26 0.69
Acceleration (m/s^2) 0.11 0.18 0.08 0.13 0.01 0.02 0.04 0.05 0.15 0.21

Power (kW) 17.97 0.31 18.28 0.42 18.94 0.04 18.89 0.15 17.85 0.46
Comp. time (h) 1.39 2.16 1.93 2.06 1.83

Fig. 4.4 compares the performance of 8 vehicles using different MARL algorithms, including

I2AC, CommNet, and BDC-MARL, based on IVS, velocity, acceleration, and power consumption

over time. Divergences in some vehicles with I2AC (e.g., Vehicle 2 and 4) and CommNet (e.g.,
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Fig. 4.5. The comparison with three different sharing methods

Vehicle 1) suggest challenges in information sharing and coordination. Effective communication

is crucial for synchronizing actions and maintaining uniform IVS and velocity in MARL systems

like CACC. The I2AC method’s divergences may indicate lagging communication channels,

while CommNet’s velocity fluctuations suggest inefficient use of communicated information.

These issues imply potential communication latency or protocols preventing agents from

aligning actions effectively in dynamic tasks. Conversely, BDC-MARL’s convergence towards

the desired IVS and velocity with less variability indicates a more efficient communication

strategy, enabling better coordination and faster adaptation to achieve goals.

4.4.2 Communication Efficiency of MARL on CACC

Using different information-sharing methods with fully decentralized framework, including

WAC-MARL, DCEA-MARL and BDC-MARL is crucial in CACC scenario. Fig. 4.5

presents a comparison of learning curves, highlighting the superior performance of the BDC-

MARL method against the other two. While BDC-MARL exhibits some mid-training variability,

it ultimately achieves the highest rewards, making it the most effective method for maximizing

training rewards. DCEA-MARL shows good initial learning velocity and stability, ideal for

scenarios where early performance is critical. WAC-MARL demonstrates steady improvement

and stability, suitable for environments requiring consistent performance gains over time. After
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the training phase, each algorithm was evaluated on 50 seeds under varied starting conditions.

The performance process with all vehicles is illustrated in Fig. 4.6. Comparing Fig. 4.4 (c)

with Fig. 4.6, all three methods eventually converge towards a pre-designed IVS and velocity.

The WAC method shows initial over-corrections in acceleration and power consumption before

stabilizing. The DCEA method reaches stability quicker than the WAC method, despite initial

inconsistencies in acceleration and velocity. The BDC-MARL approach quickly converges in

terms of IVS and maintains a more stable velocity and acceleration pattern, due to its efficient

use of limited bandwidth and information processing capabilities, preventing data overflow and

response lag.

(a) WAC-MARL method

(b) DCEA-MARL method

Fig. 4.6. The performance process of different sharing methods.

The radar chart in Fig. 4.7 evaluates the performance of three methods using five metrics:

acceleration (Acc), velocity (Vel), Power consumption (Power), Computation time (Time),

and IVS. This chart effectively visualizes comprehensive performance through the aggregate

area of each method’s plot. A smaller area within the radar chart signifies a more robust

overall performance, indicating a method’s efficiency and effectiveness across the evaluated

dimensions. Therefore, the balance across all five metrics for BDC-MARL can imply a more

robust overall system performance. For acceleration and velocity, all three methods show

comparable performance, with their lines relatively close to the outer edge. However, in IVS

and power consumption, the BDC-MARL method is noticeably closer to the edge, indicating

superior performance in these critical areas. While WAC-MARL saves a bit of computation

98



time due to its simpler information-sharing approach, BDC-MARL offers a more balanced and

robust overall performance across all metrics.

IVS

Acc

Vel

Power

Time
BDC-MARL
DCEA-MARL
WAC-MARL

Fig. 4.7. The statistical comparison of different communicative methods

Fig. 4.8 presents a statistical comparison of different communicative bit sizes for the quantified

communicative information-sharing update method. The graph represents the normalized

communication bits, with lower values indicating a reduction in data transfer compared to

the full 16-bit precision benchmark. As the number of bits decreases from 16 (DCEA-MARL)

to 2 ((BDC-MARL), there is a significant reduction in communication overhead. As for the

normalized computation time, showing how the decrease in bit size reduces computation

time compared to the 16-bit baseline. The lower bit sizes, particularly 2 and 4 bits, result

in a noticeable improvement in computational efficiency. On the other hand, the normalized

evaluated reward is also benchmarked against the full 16-bit precision. While there is a slight

drop in evaluated reward as the bit size decreases, especially at 2 bits, the reduction is minimal,

demonstrating that lower bit precision can maintain robust performance while significantly

reducing communication and computation costs. Therefore, the BDC-MARL achieves an

excellent balance between computational efficiency and performance.

In summary, while the WAC and DCEA methods initially face oscillations, they eventually

achieve consensus, promoting collective efficiency. However, BDC method stands out for its

quick convergence and stability, demonstrating its effectiveness in environments with limited

communication resources.
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Fig. 4.8. The statistical comparison of different communicative bits

4.4.3 Impact of Platooning Size on the Scalability on CACC

In CACC, the overall performance including energy efficiency, safety, and the effectiveness

of communication will be affected by different vehicle sizes, since there is the propagation

phenomenon in the response and communication.

Fig. 4.9 shows the training curves with different sizes, ranging from a minimal arrangement (i.e.,

2 AVs) to more populated configurations (i.e., 6 and 8 AVs), thereby providing a comprehensive

overview of the scalability and adaptability in a variety of urban traffic scenarios, since larger

vehicle sizes experience more complex effects, such as increased air resistance or more intricate

behavior in a platoon. In Fig. 4.9, we can find that Size 8 needs more sophisticated models to

handle these effects effectively, which could explain a slower but steady increase in training

process. In contrast, Size 2 experiences less interaction and therefore might find an optimal

policy faster.

The overall test performance under 50 different trials is displayed in Fig. 4.10. The comprehen-

sive analysis of varying platoon sizes suggests that while larger platoons achieve fuel savings

due to decreased aerodynamic drag, this does not result in a proportional increase in power

consumption. Interestingly, a platoon size of 6 emerges as the most advantageous, exhibiting

consistent IVS, moderate velocities, and the lowest variation in power consumption, indicative

of an efficient balance between fuel efficiency and operational stability. Although larger platoons

benefit from aerodynamic efficiency, they also confront the challenge of maintaining stable

and safe following distances amidst dynamic traffic conditions, which is less of a concern
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Fig. 4.10. The comparison with different size

with smaller platoons. Therefore, a platoon size of 6 is potentially optimal for achieving a

harmonious balance between power efficiency, vehicle spacing stability, and the complexities

inherent in managing larger numbers of closely following vehicles. More importantly, it also

indicates that the presented algorithms effectively optimize platoon dynamics, achieving fuel

economy improvements without a corresponding escalation in power consumption across

varying platoon sizes.
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4.4.4 Co-optimization Performance Validation with Real-World

Data

In this part, the different targets (the target IVS and velocity) on the performance of the

presented algorithm has been conducted from the real-data scenarios extracted from OpenACC.

The examination is primarily focused on analyzing three different IVS settings with the target

velocity 11 𝑚/𝑠 and the Size 4, ranging from IVS setting S (12𝑚), M (16𝑚), and L (20𝑚),

labelled as Group 1, Group 2, and Group 3.

Table 4.3 presents average and standard deviation values for velocity, IVS, acceleration, and

total energy for vehicles in the proposed BDC-MARL algorithm and real-world OpenACC data.

Here, the average velocities are close to the target velocity of 11 m/s, indicating that all

strategies and groups are performing well in terms of pre-designed setting. However, there

are noticeable differences in the standard deviation of IVS, showing greater variability in the

OpenACC. The total energy consumption is fairly consistent across groups, since the analysis

has been conducted over a short period, which might not be sufficient to capture the long-term

benefits of BDC-MARL in terms of energy savings but the stability of the vehicle dynamics is

improved.

Table 4.3
Extraction of real-world scenarios from OpenACC

Group Statistical Values Method
Velocity
(11 m/s) IVS (m) Acceleration

Total energy for
all vehicles (kWh)

1 (S)
Average OpenACC 10.81 16.96 0.01 0.11

BDC-MARL 10.75 11.99 0 0.11

Std OpenACC 2.01 5.36 0.77 /
BDC-MARL 0.73 1.37 0.23 /

2 (M)
Average OpenACC 10.28 21.89 0.11 0.09

BDC-MARL 10.2 16.99 0 0.09

Std OpenACC 2.08 3.68 0.68 /
BDC-MARL 2.23 2.27 0.71 /

3 (L)
Average OpenACC 10.6 25.12 0.02 0.10

BDC-MARL 10.47 19.54 0 0.10

Std OpenACC 1.68 4.3 0.55 /
BDC-MARL 1.47 2.15 0.55 /
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As shown in Fig. 4.11, the performance comparisons between the BDC-MARL strategy and

OpenACC data across three groups is conducted, the BDC-MARL strategy maintains the target

IVS with minor deviations, especially in the setting with the largest IVS (Group 3). Since larger

IVS could introduce greater variances due to increased reaction time and distance, making the

system slightly less accurate in maintaining a consistent gap. The test performance in the

real-data scenario for different groups is relatively close in metrics velocity and acceleration,

the BDC-MARL algorithm with less delay effectively balances acceleration and braking to

match the target velocity despite different spacing settings.
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Fig. 4.11. Comparison of CACC strategies across different groups and corresponding OpenACC
data.

4.5 | Chapter summary

The chapter introduces a BDC-MARL approach to enhance system robustness and efficiency.

By minimizing dependency on potentially delayed or unreliable information exchanges between

vehicles, this approach optimizes individual vehicle responses to dynamic conditions. The main

conclusions are summarized as follows:

(1) Compared with state-of-the-art algorithms, the BDC-MARL achieves the largest improve-

ment in energy savings, up to 5.8%, with an average velocity of 15.26 m/s and an IVS

of 20.76 m. In CACC scenarios, delayed messages in real-time CACC tasks hinder perfor-
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mance, as observed with IA2C and CommNet. In contrast, BDC-MARL demonstrates efficient

communication that effectively mitigates this issue.

(2) By integrating QSGD into the communication protocol, BDC-MARL achieves stable

performance across different information-sharing methods, rapidly converging to a stable IVS.

It maintains a more consistent velocity and acceleration, utilizing limited bandwidth efficiently

to avoid data overflow and reduce communication delays.

(3) A 6-vehicle platoon is optimal for balancing efficiency and stability, demonstrating the

scalability in optimizing platoon dynamics for energy efficiency. Larger platoons save fuel

through reduced aerodynamic drag without increasing power use proportionally.

(4) While both BDC-MARL and the algorithm behind the OpenACC dataset achieve similar

average speeds, the OpenACC-based algorithm shows higher IVS variability due to less effective

vehicle coordination. Despite short-term consistency in energy consumption, BDC-MARL

enhances vehicle dynamics stability by leveraging robust communication protocols and optimized

response strategies.
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CHAPTER 5

Energy management of multi-mode plug-in

hybrid electric vehicle using multi-agent deep

reinforcement learning

While MADRL has been explored in various domains, including the previous chapter, its

application to EMSs for PHEVs remains limited. This chapter proposes MARL as a promising

solution for MIMO control in multi-mode PHEVs and focuses on the development of an

EMS based on MADRL. This work, which has been published in Applied Energy [283] and a

conference [289] with three new contributions:

1) The best setting for the DDPG agents has been obtained through a parametric study

concerning network layers, learning rate, and policy noise.

2) A hand-shaking strategy has been developed by introducing a relevance ratio that facilitates

collaboration among the DDPG agents and synchronizes their learning processes towards the

global goal.

3) Multiple optimization objectives, including minimizing fuel consumption and minimizing

battery SoC sustaining error, have been studied by implementing the proposed multi-agent

learning system in a multi-mode PHEV.

5.1 | MIMO control of a multi-mode PHEV

The architecture of the multi-mode PHEV studied in this paper is shown in Fig. 5.1. The

motor generator (MG1) and the engine work together to maintain the battery’s SoC at a

certain level for safety. The other motor (MG2) and engine are the power sources for driving.

106



The multi-mode PHEV can work in different modes, which are controlled by engaging or

disengaging the clutch, as illustrated in Fig. 5.1. In series mode (red lines), the clutch is

disengaged, and the engine powers MG1 to generate electricity, which is then used by MG2 to

drive the wheels. MG1 does not directly drive the wheels, as it is optimized for generation

rather than traction. In parallel mode (yellow lines), the clutch is engaged, and the engine will

provide the part of driving torque as the supplement to the MG2.

Fig. 5.1. Configuration of the multi-mode PHEV powertrain

5.1.1 The energy flow model

The energy flow of the vehicle is modeled based on longitudinal vehicle dynamics, and the

force demand, 𝐹𝑑𝑒𝑚 (𝑡), the power demand, 𝑃𝑑𝑒𝑚 (𝑡), and the torque demand, 𝑇𝑑𝑒𝑚 (𝑡), can be

calculated by

𝐹𝑑𝑒𝑚 (𝑡) = 𝑚𝑔 𝑓 cos 𝑎 +
1

2
𝜌𝐴 𝑓𝐶𝑑𝑣

2 (𝑡) + 𝑚𝑔 sin 𝑎 + 𝑚𝑎 (5.1)

𝑃𝑑𝑒𝑚 (𝑡) = 𝐹𝑑𝑒𝑚 (𝑡) · 𝑣 (5.2)

𝑇𝑑𝑒𝑚 (𝑡) = 𝐹𝑑𝑒𝑚 (𝑡) · 𝑅 (5.3)

where 𝑚 is the vehicle mass, 𝑎 is the vehicle acceleration, 𝑔 is the gravity acceleration; 𝑓 is

the rolling resistance coefficient; 𝜌 is the air density; 𝐴 𝑓 is the front area of the vehicle; 𝐶𝑑 is
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the air resistance coefficient; 𝑣 is the longitudinal velocity; 𝑅 is the wheel radius; 𝑎 is the road

slope, and the road slope should not be considered.

In the series mode, the energy flow is described as:

𝑃𝑑𝑒𝑚 (𝑡) = 𝑃𝑚𝑜𝑡2(𝑡)

𝑇𝑑𝑒𝑚 (𝑡) = 𝑖2 · 𝑇𝑚𝑜𝑡2(𝑡)

𝑃𝑒𝑛𝑔 (𝑡) =
𝑛𝑒𝑛𝑔 (𝑡)·𝑇𝑒𝑛𝑔 (𝑡)

9550

𝑃𝑒𝑛𝑔 (𝑡) = 𝑃𝑚𝑜𝑡1(𝑡)

𝑛𝑒𝑛𝑔 (𝑡) = 𝑛𝑚𝑜𝑡1(𝑡)


(5.4)

In the parallel mode, the energy flow is described as:

𝑃𝑑𝑒𝑚 (𝑡) = 𝑃𝑚𝑜𝑡2(𝑡) +
(
𝑃𝑒𝑛𝑔 (𝑡) − 𝑃𝑚𝑜𝑡1(𝑡)

)
𝑇𝑑𝑒𝑚 (𝑡) = 𝑖1 ·

(
𝑇𝑒𝑛𝑔 (𝑡) − 𝑇𝑚𝑜𝑡1(𝑡)

)
+ 𝑖2 · 𝑇𝑚𝑜𝑡2(𝑡)

𝑃𝑒𝑛𝑔 (𝑡) =
𝑛𝑒𝑛𝑔 (𝑡)·𝑇𝑒𝑛𝑔 (𝑡)

9550

𝑛𝑒𝑛𝑔 (𝑡) = 𝑛𝑚𝑜𝑡1(𝑡)


(5.5)

where, 𝑃𝑚𝑜𝑡1,2(𝑡) and 𝑃𝑒𝑛𝑔 (𝑡) are the electric power of MG1 and MG2, respectively; 𝑛𝑚𝑜𝑡1(𝑡)

,𝑛𝑚𝑜𝑡2(𝑡), and 𝑛𝑒𝑛𝑔 (𝑡) are the rotational speed of MG1, MG2, and the engine, respectively;

the MG1 and MG2 torque are separately 𝑇𝑚𝑜𝑡1,2(𝑡) and 𝑇𝑒𝑛𝑔 (𝑡) is the engine torque; 𝑖1 is the

transmission ratio of the gearbox to MG1, 𝑖2 is the final ratio of the gearbox from MG2 to the

wheels.

The energy of a multi-mode PHEV is from the battery and the engine (fuel tank), and the

total power loss mainly consists of the engine loss 𝐿𝑜𝑠𝑠𝑒𝑛𝑔 (𝑡), and battery loss 𝐿𝑜𝑠𝑠𝑏𝑎𝑡𝑡 (𝑡),

which can be calculated by:

𝑃𝑙𝑜𝑠𝑠 (𝑡) = 𝐿𝑜𝑠𝑠𝑒𝑛𝑔 (𝑡) + 𝐿𝑜𝑠𝑠𝑏𝑎𝑡𝑡 (𝑡)

𝐿𝑜𝑠𝑠𝑒𝑛𝑔 (𝑡) = ¤𝑚 𝑓 (𝑡) · 𝐻 𝑓 −
𝑛𝑒𝑛𝑔 (𝑡)·𝑇𝑒𝑛𝑔 (𝑡)

9550

𝐿𝑜𝑠𝑠𝑏𝑎𝑡𝑡 (𝑡) = 𝑅 · 𝐼𝑏𝑎𝑡𝑡 (𝑡)2


(5.6)

where 𝑃𝑙𝑜𝑠𝑠 is the total power loss, 𝐻 𝑓 is the heat value of fuel (𝐻 𝑓 = 43.5 KJ/g), and 𝑅 is

the equivalent internal resistance in the battery model.
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Engine model

The engine model is used to determine the fuel consumption rate ¤𝑚 𝑓 (g/s) based on a 2D

look-up table, which is a function of the engine speed, 𝑛𝑒𝑛𝑔 (𝑡), and the engine torque 𝑇𝑒𝑛𝑔 (𝑡)

as

¤𝑚 𝑓 (𝑡) = 𝑓
(
𝑛𝑒𝑛𝑔 (𝑡), 𝑇𝑒𝑛𝑔 (𝑡)

)
(5.7)

Motor models

The power demands of MG1 and MG2 are modeled on the basis of two quasistatic energy

efficiency maps 𝜂1 and 𝜂2, respectively, as follows:

𝑃𝑚𝑜𝑡1(𝑡) =
𝑛𝑚𝑜𝑡1(𝑡) · 𝑇𝑚𝑜𝑡1(𝑡)

9550
· 𝜂1

(
𝑛𝑚𝑜𝑡1(𝑡), 𝑇𝑚𝑜𝑡1(𝑡)

)
(5.8)

𝑃𝑚𝑜𝑡2(𝑡) =


𝑛𝑚𝑜𝑡2 (𝑡)·𝑇𝑚𝑜𝑡2 (𝑡)

9550 · 𝜂2
(
𝑛𝑚𝑜𝑡2(𝑡), 𝑇𝑚𝑜𝑡2(𝑡)

)
;𝑇𝑚𝑜𝑡2(𝑡) ≤ 0

𝑛𝑚𝑜𝑡2 (𝑡)·𝑇𝑚𝑜𝑡2 (𝑡)
9550 · 1

𝜂2(𝑛𝑚𝑜𝑡2 (𝑡),𝑇𝑚𝑜𝑡2 (𝑡)) ;𝑇𝑚𝑜𝑡2(𝑡) > 0.

(5.9)

Battery model

The battery model is established based on an equivalent circuit as follows:

𝑃𝑏𝑎𝑡𝑡 (𝑡) = 𝑃𝑚𝑜𝑡2(𝑡) − 𝑃𝑚𝑜𝑡1(𝑡)

𝑃𝑏𝑎𝑡𝑡 (𝑡) = 𝑈 · 𝐼𝑏𝑎𝑡𝑡 (𝑡) − 𝑅 · 𝐼2𝑏𝑎𝑡𝑡 (𝑡)

𝐼𝑏𝑎𝑡𝑡 (𝑡) = 𝑈−
√
𝑈2−4·𝑅·𝑃𝑏𝑎𝑡𝑡 (𝑡)

2·𝑅

𝑆𝑜𝐶 (𝑡) = 𝑆𝑜𝐶 (0) −
∫ 𝑡

0
𝐼𝑏𝑎𝑡𝑡 (𝑡)𝑑𝑡
𝑄𝑏𝑎𝑡𝑡


(5.10)

where 𝑃𝑏𝑎𝑡𝑡 (𝑡) is the output power of the battery pack during charging and discharging; 𝑆𝑜𝐶 (0)

is the initial SoC value; 𝐼𝑏𝑎𝑡𝑡 (𝑡) is the current of the battery at time t; and 𝑄𝑏𝑎𝑡𝑡 is the nominal

battery capacity (𝑄𝑏𝑎𝑡𝑡 = 54.3 𝐴ℎ). Since this research focuses on the energy flow in different

driving cycles (up to 1800 seconds), the battery temperature and aging dynamics are ignored.

The open-circuit voltage (OCV) 𝑈 (𝑈 = 350 𝑉) and the battery internal resistance 𝑅 (𝑅 =

0.15 Ω) are both constant.
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5.1.2 The multiple-input and multiple-output (MIMO) energy

management controller

A MIMO controller, as shown in Fig. 5.2, is developed to manage the energy flow of the

studied vehicle. By observing the battery SoC and the overall torque demand as the control

inputs, the MIMO controller calculates the torque demands for MG1, MG2, and the engine,

respectively, to provide sufficient general torque to drive the vehicle while maintaining the

battery SoC.

Fig. 5.2. MIMO control architecture

The core of the MIMO control is to resolve an optimization problem defined as follows:

Minimize 𝑃𝑙𝑜𝑠𝑠 (𝑢𝑚𝑜𝑡1, 𝑢𝑚𝑜𝑡2, 𝑇𝑑𝑒𝑚) and Δ𝑆𝑜𝐶 (𝑢𝑚𝑜𝑡1, 𝑢𝑚𝑜𝑡2, 𝑇𝑑𝑒𝑚)

𝐿𝑜𝑠𝑠𝑒𝑛𝑔 (𝑡) = 𝑚 𝑓 (𝑡) · 𝐻 𝑓 −
𝑛𝑒𝑛𝑔 (𝑡)·𝑇𝑒𝑛𝑔 (𝑡)

9550

s.t. 𝐿𝑜𝑠𝑠𝑏𝑎𝑡𝑡 (𝑡) = 𝑅 · 𝐼𝑏𝑎𝑡𝑡 (𝑡)2

𝑆𝑜𝐶 (𝑡) = 𝑆𝑜𝐶 (0) −
∫ 𝑡

0
𝐼𝑏𝑎𝑡𝑡 (𝑡) 𝑑𝑡
𝑄𝑏𝑎𝑡𝑡

𝑆𝑜𝐶− ≤ 𝑆𝑜𝐶 (𝑡) ≤ 𝑆𝑜𝐶+

and other physical constraints,

(5.11)

where the overall power loss, 𝑃𝑙𝑜𝑠𝑠, and the SoC difference, Δ𝑆𝑜𝐶, are two objectives that need

to be minimized; the MG1 torque command, 𝑢𝑚𝑜𝑡1(𝑡)and the MG2 torque command, 𝑢𝑚𝑜𝑡2(𝑡),

are the optimization variables to be determined during the real-time control. The optimization

should be subjected to the vehicle energy flow models and other physical constraints of the

powertrain system and subsystems.
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5.2 | Hand-shaking multi-agent learning for MIMO

control

5.2.1 Multi-agent learning with the DDPG algorithm

To resolve the optimization problem defined in Eq. 5.11, this paper proposes a hand-shaking

multi-agent learning scheme, as shown in Fig. 5.3, in which two DDPG agents are involved to

minimize the fuel consumption and battery usage simultaneously through the torque control

of MG1 and MG2. Each learning agent has an actor-network and a critic-network. In each

time interval, the agent starts learning with an observation of the state variables, and it uses

the actor-network to generate a control action for the vehicle system followed by a reward

evaluation from the system feedback. The critic-network is trained to update the actor-network

using a policy gradient algorithm based on the recorded variables of state, action, and reward.

It is worth noting that the two rewards are obtained through a hand-shaking manner module,

where they are considered as two joint rewards. Further details regarding these rewards will be

provided later.

Fig. 5.3. DDPG-based EMS with multi-agent learning
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Table 5.1
Comparison of single-agent and the proposed multi-agent systems

Single-agent The proposed multi-agent
No. of Agents 1 2

States 𝑇𝑑𝑒𝑚 (𝑡), 𝑆𝑜𝐶 (𝑡) 𝑇𝑑𝑒𝑚 (𝑡), 𝑆𝑜𝐶 (𝑡)
Action(s) 𝑢𝑚𝑜𝑡1(𝑡) 𝑢𝑚𝑜𝑡1(𝑡), 𝑢𝑚𝑜𝑡2(𝑡)
Reward Weighted sum Two unique functions for different preferences

The differences between the multi-agent system and the conventional single-agent system

(baseline) are summarized in Table 5.1. Details of the main components of both learning

systems are described as follows. The main difference between the single-agent system and

the multi-agent system is the number of learning agents, i.e., the single-agent system only

has one learning agent while the multi-agent system has more than two agents. The learning

agent is a multi-input and single-output (MISO) control model that has the capability of

self-learning for the development of control policy. It can be developed based on Q-learning,

deep Q-learning, or other RL algorithms. In this study, the environment states and action

variables are continuously varying. Therefore, the DDPG agent has been developed. The

proposed multi-agent system includes two agents with different reward preferences for the

two optimization objectives, and each agent generates the control signal for MG1 and MG2,

respectively.

5.2.2 DDPG-based learning process

This paper implements the DDPG algorithm to optimize the control policy with an outer loop

and an inner loop as shown in Fig. 5.4. In the inner loop shown with the red line, the agent

interacts with the vehicle driving in real-world in with a sampling time of 1 s. Once the vehicle

finished driving within a certain time defined in a driving cycle, the agent will update the policy

in the outer loop as illustrated with the cyan line [152]. (See Fig. 5.4)

By defining a policy, 𝜋(𝑠) as

𝑎 = 𝜋(𝑠) = arg𝑚𝑎𝑥𝑄(𝑠, 𝑎) (5.12)
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Fig. 5.4. Control policy optimization using the DDPG algorithm

where 𝑎 is the control action; and 𝑠 is the state variables. If the policy, 𝜋 : 𝑆 ← 𝐴, is

deterministic with the actor-network, the policy update process can be formulated as statistical

learning of the critic-network, 𝑄(𝑠, 𝑎), by

𝑄𝜋 (𝑠𝑡 , 𝑎𝑡) ← 𝐸𝑟𝑡,𝑠𝑡+1∼𝐸
[
𝑟 (𝑠𝑡 , 𝑎𝑡) + 𝛾𝑄𝜋 (𝑠𝑡+1, 𝜋(𝑠𝑡+1))

]
(5.13)

where 𝑟 is the reward variable, and 𝛾 is the discount factor. In the statistical learning process,

an experience replay buffer with size 3𝑅 is used to store the transitions, which is a time-series

batch of states, actions, and rewards in a form like 𝑠𝑡 , 𝑎𝑡 , 𝑟𝑡 , 𝑠𝑡+1, 𝑟𝑡+1, · · · 𝑎𝑡+𝑅, 𝑟𝑡+𝑅. Since

DDPG is an off-policy algorithm, the buffer size can be very big to allow the system to learn

from a large number of unrelated transitions. To refactor? computation load, this paper

implements a minibatch method that randomly selects 𝑁 samples (𝑁 ≪ 𝑅) from the experience

buffer to train the actor and critic networks at different times.

Once a new batch of data is collected from real-world driving, this paper implements the

temporal difference (TD) method to estimate the hyperparameters of the critic network,𝜃𝑄,

by minimizing a loss function, defined by
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𝐿

(
𝜃𝑄

)
= 𝐸𝑠𝑡∼𝜋, ,𝑎𝑡∼𝜋 ,𝑟𝑡∼𝐸

[(
𝑄

(
𝑠𝑡 , 𝑎𝑡 | 𝜃𝑄

)
− 𝑟 (𝑠𝑡 , 𝑎𝑡) + 𝛾𝑄

(
𝑠𝑡+1, 𝜋 (𝑠𝑡+1) | 𝜃𝑄

))2]
(5.14)

Then, by implementing a Deterministic Policy Gradient (DPG) method, the actor-network can

be updated by

∇𝜃 𝜋𝑉 ≈
1

𝑁

∑︁
𝑖

∇𝑎𝑄
(
𝑠, 𝑎 | 𝜃𝑄

)������
𝑠=𝑠𝑖 ,𝑎=𝜋(𝑠𝑖)

∇𝜃 𝜋𝜋
(
𝑠 | 𝜃𝜋

) �������
𝑠=𝑠𝑡

(5.15)

Since the critic network 𝑄(𝑠, 𝑎 | 𝜃𝑄) is updated and used to estimate the target value, the

Q update is prone to being unstable in many environments. Target networks, 𝑄
′ (𝑠, 𝑎 | 𝜃𝑄′)

and 𝜋′(𝑠 | 𝜃𝜋′), are employed for the actor and critic networks respectively to calculate the

target values to provides momentum to the learning process by introducing a factor 𝜏 ≪ 1 to

weights the parameters by 𝜃′← 𝜏𝜃 + (1 − 𝜏)𝜃′.

Exploration is one of the most challenging problems of the learning process in continuous

action domains. An exploration policy 𝜋′ by combining the actor policy with a noise process

Π, which is described as:

𝜋
′ (𝑠𝑡) = 𝜋

′ (𝑠𝑡 |𝜃𝜋𝑡 ) + Π (5.16)

An Ornstein-Uhlenbeck (OU) process [290] is chosen as a noise process:

𝑑𝑎𝑡 = −𝛽𝑎𝑡 𝑑𝑡 + 𝜎 𝑑𝑊𝑡 (5.17)

where 𝑊𝑡 is a Wiener process with normally distributed increments, the decay rate 𝛽 > 0 (how

“strongly” the system reacts to perturbations), and the variation 𝜎 > 0 of the noise should

be set and tuned, as shown in Fig. 5.5, since the OU process is time-series related and can

be used to generate temporally correlated exploration in the action selection process of the

previous step and the next step of RL to improve the exploration efficiency of control systems.
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Fig. 5.5. OU noise process under different parameters.

5.2.3 States and actions

In this study, both the single-agent system and the multi-agent system monitor vehicle torque

demands and battery SoC values as the state variables in a two-dimensional vector space, 𝑠(𝑡),

as

𝑠(𝑡) =
[
𝑇𝑑𝑒𝑚 (𝑡), 𝑆𝑜𝐶 (𝑡)

]
(5.18)

where 𝑇𝑑𝑒𝑚 (𝑡) is the power demand of the vehicle and 𝑆𝑜𝐶 (𝑡) is the battery SOC.

As shown in Table 5.1, the single agent system can only output a single control action, 𝑎𝑠 (𝑡),

the control command of MG2 𝑢𝑚𝑜𝑡2(𝑡) keep the constant, and this study uses the DDPG

algorithm to compute the control command of MG1, 𝑢𝑚𝑜𝑡1(𝑡), based on a deterministic policy

𝜇𝑠𝑎 :

𝑎𝑠 (𝑡) = 𝑢𝑚𝑜𝑡1(𝑡) = 𝜋𝑠𝑎 (𝑠(𝑡) | 𝜃𝜋𝑠𝑎) (5.19)

where 𝜃𝜋𝑠𝑎 is a hyper-parameter matrix representing the control policy that is updated over time.

And the control commands of MG1 and MG2, i.e., 𝑢𝑚𝑜𝑡1(𝑡) and 𝑢𝑚𝑜𝑡2(𝑡), were dynamically
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optimized through multi-agent learning. Based on 𝑢𝑚𝑜𝑡1(𝑡) and 𝑢𝑚𝑜𝑡2(𝑡), the control command

𝑢𝑒𝑛𝑔 (𝑡) of the engine can be calculated by

𝑇𝑒𝑛𝑔 = 𝑢𝑚𝑜𝑡1(𝑡) · 𝑇𝑚𝑜𝑡1_𝑚𝑎𝑥 + 𝑇𝐺𝐵

𝑇𝑑𝑒𝑚 = 𝑢𝑚𝑜𝑡2(𝑡) · 𝑇𝑚𝑜𝑡2_𝑚𝑎𝑥 + 𝑇𝑒𝑛𝑔

𝑢𝑒𝑛𝑔 (𝑡) =
𝑢𝑚𝑜𝑡1(𝑡) · 𝑇𝑚𝑜𝑡1_𝑚𝑎𝑥 + 𝑇𝐺𝐵

𝑇𝑒𝑛𝑔_𝑚𝑎𝑥

(5.20)

where 𝑇𝑚𝑜𝑡1_𝑚𝑎𝑥 is the maximum torque of MG1; 𝑇𝑒𝑛𝑔_𝑚𝑎𝑥 is the maximum torque that can

be supplied by the engine, and 𝑇𝑑𝑒𝑚 is the torque demand for driving and braking the vehicle;

𝑇𝐺𝐵 is the torque of the output shaft provided by the engine when MG2 output torque cannot

meet the requirement of the total torque output.

For the proposed multi-agent system that has two DDPG agents, the actions as the output of

the multi-agent system can be expressed:

𝑎𝑚 (𝑡) =
[
𝑢𝑚𝑜𝑡1(𝑡), 𝑢𝑚𝑜𝑡2(𝑡)

]
𝑢𝑚𝑜𝑡1(𝑡) = 𝜋𝑚𝑎1(𝑠(𝑡) | 𝜃𝜋𝑚𝑎1)

𝑢𝑚𝑜𝑡2(𝑡) = 𝜋𝑚𝑎2(𝑠(𝑡) | 𝜃𝜋𝑚𝑎2)


(5.21)

where 𝑢𝑚𝑜𝑡1(𝑡) is the output of the first DDPG agent for the control of MG1, and 𝑢𝑚𝑜𝑡2(𝑡) is

the output of the second DDPG agent for MG2. The engine control command can also be

calculated using Eq. 5.20. Both 𝑎𝑠 (𝑡) and 𝑎𝑚 (𝑡) are calculated following a rolling process of

exploration and exploitation [291].

5.2.4 Reward functions and hand-shaking design

The single-agent system implements a weighted sum method to incorporate the optimization

objectives by

𝑟𝑠 (𝑡) = −𝛼𝑃𝑙𝑜𝑠𝑠 (𝑡) − 𝛽 | 𝑆𝑜𝐶𝑟𝑒 𝑓 − 𝑆𝑜𝐶 (𝑡) | (5.22)

where 𝛼 is a scaling factor; 𝑆𝑜𝐶𝑟𝑒 𝑓 is the target battery SoC value to be maintained during

the driving; and 𝛽 is a conditional weight factor, which yields:
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𝛽 =


0, if SoC(𝑡) ≥ SoCref

2, if SoC(𝑡) < SoCref

(5.23)

The conditional weight factor, 𝛽, will allow the DDPG agent to have a higher priority in

minimizing fuel consumption when the SoC level is high [279].

A hand-shaking strategy is developed for the multi-agent system by introducing a relevance

ratio 𝑅𝑟𝑒𝑙 that facilitates collaboration among the DDPG agents in the MADRL system. It

ensures that the agents synchronize their learning processes and maintain stability during

the training process. The relevance ratio aims to allow the agents to exchange information

effectively through joint rewards for optimal control decisions. It incorporates global reward

(𝑟𝑔𝑙𝑜𝑏𝑎𝑙), and local rewards (𝑟𝑙𝑜𝑐𝑎𝑙,1 and 𝑟𝑙𝑜𝑐𝑎𝑙,2) by


𝑟𝑚1 = 𝑅𝑟𝑒𝑙 ∗ 𝑟𝑔𝑙𝑜𝑏𝑎𝑙 + 𝑟𝑙𝑜𝑐𝑎𝑙,1

𝑟𝑚2 = 𝑅𝑟𝑒𝑙 ∗ 𝑟𝑔𝑙𝑜𝑏𝑎𝑙 + 𝑟𝑙𝑜𝑐𝑎𝑙,2
(5.24)

where 𝑟𝑚1 and 𝑟𝑚2 are the joint rewards for the first DDPG agent and the second DDPG

agent, respectively. Since minimizing the power loss is the main optimization objective, the

power loss value is the element for the global reward function,

𝑟global = −𝑃loss(𝑡) (5.25)

Two local reward functions are designed to balance the usages of the ICE engine and the

battery with two DDPG agents, 𝑟𝑙𝑜𝑐𝑎𝑙,1 and 𝑟𝑙𝑜𝑐𝑎𝑙,2, are allocated for the first DDPG agent

and the second DDPG agent, respectively, and they can be calculated by:


𝑟𝑙𝑜𝑐𝑎𝑙,1 = −𝛽 | 𝑆𝑜𝐶𝑟𝑒 𝑓 − 𝑆𝑜𝐶 (𝑡) |

𝑟𝑙𝑜𝑐𝑎𝑙,2 = −𝛼 𝐿𝑜𝑠𝑠𝑒𝑛𝑔 (𝑡)
(5.26)

where 𝛼 is the scaling factor, and 𝛽 is the weighting factor. In this research, 𝛼 and 𝛽 in the

multi-agent system are set the same as in the single-agent system.
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5.3 | Results and Discussion

A software-in-the-loop (SiL) testing platform is built for testing and validation on a workstation

with an i7-7600U CPU and 64GB RAM. The models including the vehicle plant model and

MIMO control model for the SiL test are developed using MATLAB/Simulink version 2022a,

where the solver was ODE1 and the sample time is 1 s. The impacts of the learning agent

design on MIMO control performance are firstly studied with sensitivity ranked. A parametric

study on the relevance ratio, 𝑅𝑟𝑒𝑙 , is conducted to attain the best handshaking strategy for

multi-agent control optimization. The performance of the single-agent system and multi-agent

system are compared on a multi-mode PHEV driving under a training cycle and two testing

cycles. The training driving cycle is built with elements generated from four standard driving

cycles, including Artemis Rural, RTS95, UDDS, and WLTP, as illustrated in Fig. 5.6. It has

four phases, where Phase 1 represents the low-speed region of the Artemis Rural cycle; Phase 2

involves the maximum acceleration in the RTS95 cycle; Phase 3 represents the medium-speed

in UDDS Driving Cycle; and Phase 4 involves the high-speed region in the WLTP Cycle. In

each learning episode, the four phases will be reorganized randomly to provide the learning

noise for the robustness evaluation of the learning.

Fig. 5.6. A profile of the learning cycle.
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5.3.1 Impacts of learning agent design on MIMO control perfor-

mance

In this Section, the impacts of design parameters including the number of network layers,

learning rate values, and different policy noise levels on the MIMO control performance are

analyzed. The analysis is conducted based on the studied vehicle driving under the training

cycle with an initial SoC value of 0.28. The main hyperparameters, which are vital to the

learning dynamics and performances, are listed shown in Table 5.2.

Table 5.2
Main hyperparameters and their values.

Hyperparameter Values

Discount factor 0.99
Batch size 64
Experience buffer 1 × 105
Regulation factor for both networks 1 × 10−4
Policy noise with a decay rate 0.2, 0.5
Policy noise with a variation 1 × 10−3, 1 × 10−4
Optimizer Adam
Critic networks layers 2–7
Actor networks layers 3
Learning rate 1 × 10−4, 1 × 10−3, 1 × 10−5

Networks layers

Since the critic network is to obtain an accurate estimate of the Q function value for the

evolution of the actor-network, this paper first focuses on the design of the critic network. We

investigate the critic networks with different numbers of layers from 2 to 7 with an interval of

1 set for Group 1.1 to Group 1.6 while maintaining the number of actor networks as a constant

of 3. The tests are conducted with six individual groups to testify how the number of layers

can affect MIMO control performance. The control performance including the average reward,

the computer time, and the fuel economy are compared in Fig. 5.7.

Theoretically, the number of network layers is related to the capability of representing nonlinear

models and affects the complexity of the trained objects. This is why the learning performance

tends to be improved while the computing time increases. From the results shown in 5.7 (a)

and (b), Group 1.3 and Group 1.5 perform much worse than others although their computation
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(a) The average rewards (b) Computation time

(c) Comparison with effective groups

Fig. 5.7. Impact of critic network layers on the control performance.
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Table 5.3
Comparison of SoC and Fuel consumption

Group 2.1 2.2 2.3 2.4 2.5
Initial SoC 0.28 0.28 0.28 0.28 0.28
End SoC 0.311 0.294 0.303 0.316 —

Fuel Consumption(L/100km) 4.620 4.547 4.589 4.726 —

time is lower than others. Groups 1.1, 1.2, 1.4, and 1.6 all received acceptable performance

during the training process with different computation efforts. Group 1.6 increases performance

less with more costs of time to achieve stability, the possible reason would be the overfitting

of the critic network due to its deep architecture. According to a comprehensive comparison

as illustrated in Fig. 5.7 (c), this paper suggests the critic network with parameters in Group

1.2 is the best concerning three aspects including convergence episodes, computation time,

and fuel consumption.

Learning rate

Five groups of parameters are designed to compare the impact of the learning rates: Group 2.1

is that the learning rate of actor and critic are both 1 × 10−4, Group 2.2 is that the learning

rate of actor and critic are both 1 × 10−3, Group 2.3 is the learning rate of actor 1 × 10−4 and

critic 1 × 10−3, Group 2.4 is the learning rate of actor 1 × 10−3 and critic 1 × 10−4, Group 2.5

is that the learning rate of actor and critic are both 1 × 10−5. The network architecture of

Group 1.2 is adopted to validate the influence of the learning rate. Then, by comparing five

groups of learning rates of the actor and the critic networks under the learning driving cycle,

the average reward, the computer time, the SoC of the battery, and the fuel consumption

(L/100 km) are obtained in Fig. 5.8 and Table 5.3.

From Fig. 5.8 (a) and (b), it is apparent the learning rate is crucial for MIMO control

optimization and produces a distinguished impact on learning through the update of both

networks. Theatrically, the learning agent with a higher learning rate achieves better learning

performance, this is the reason why Group 2.2 outperforms Group 2.1 and 2.5. According to

the result in Group 2.5, if the learning rate is too small, the learning process would be unstable.

From the comparison of Groups 2.3 and 2.4, improving the learning rate of the critic network

is shown more effective in developing the MIMO control performances. By investigating the
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(a) The average rewards (b) Computation time

(c) Reward change curve under different
episodes with 5 groups

Fig. 5.8. The results of different learning rates
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Table 5.4
Policy noise combination

Group 3.1 3.2 3.3
𝛽 1 × 10−4 1 × 10−4 1 × 10−3
𝜎 0.2 0.5 0.2

Table 5.5
Comparison of SOC and Fuel consumption

Group 3.1 3.2 3.3
Initial SoC 0.28 0.28 0.28
End SoC 0.294 0.313 0.309

Fuel Consumption(L/100km) 4.547 4.689 4.625

learning performance at each episode from 0 to 100 with an interval of 10 episodes in Fig.

5.8 (c), the MIMO controller with the settings in Group 2.3 is the best. It requires the least

computation time and is the fastest to reach the coverage point, although its fuel consumption

is 0.9% higher than Group 2.2.

Policy noise

As defined in Eq. 5.17, the OU process, dominating the ratio of exploration during reinforcement

learning, is determined by the weighting value of the Wiener process, 𝛽, and the variation of

the noise, 𝜎. By implementing the network setting in Group 1.2 and Group 2.3, three groups

of test with different values of 𝛽 and 𝜎, as illustrated in Table 5.4 are conducted.

The three groups of policy noise combinations are implemented respectively in the studied

vehicle driving under the learning cycle, and the average reward, battery SOC, and fuel economy

(L/100 km) are compared in Fig. 5.9 and Table 5.5. The results indicate that the controller

with the setting defined in Group 3.1 is the best since it requires less time to converge to the

best system performance which leads to the best fuel economy and battery charge sustaining.

The results also show that the weighting value of the Wiener process, 𝛽, impacts the learning

speed more significantly compared to the variation of the OU process, 𝜎.

Importance analysis

By introducing a sensitivity level, 𝑅𝑠, which is defined as in Eq. 5.27:

𝑅𝑠 =

��𝑦𝑏𝑒𝑠𝑡 − 𝑦𝑤𝑜𝑟𝑠𝑡 �� · ∥ 𝑥𝑏𝑒𝑠𝑡 ∥2
𝑦𝑏𝑒𝑠𝑡 · ∥ 𝑥𝑏𝑒𝑠𝑡 − 𝑥𝑤𝑜𝑟𝑠𝑡 ∥2

× 100% (5.27)
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Fig. 5.9. The average rewards of different policy noise

where 𝑦𝑏𝑒𝑠𝑡 and 𝑦𝑤𝑜𝑟𝑠𝑡 are the best-case values and the worse-case values of the indicators

including computation time (CT), the number of episodes for convergence (CE), and fuel

economy (FE); 𝑥𝑏𝑒𝑠𝑡 and 𝑥𝑤𝑜𝑟𝑠𝑡 are projected values of the learning agent settings on a one-

dimension vector for the best case and the worst case, respectively. The principal component

analysis (PCA) method is utilized to project multi-dimension network setting matrices into the

one-dimensional vector. The best-case values, the worst-case values, and the sensitivity levels

of each group of tests are compared in Table 5.6. The results highlight that the learning rate

is the most important influencing factor on learning performance in terms of CT, CE, and FE.

Policy noise is the second contributor to the number of episodes for convergence (CE) while

the number of network layers is the second contributor to fuel economy (FE). The policy noise

has no contribution to computation time (CT).

5.3.2 Hand-shaking of the multi-agent systems with different 𝑅𝑟𝑒𝑙

value

Following the study in Section 5.3.1, the two DDPG agents in the hand-shaking learning system

share the same network parameters. To determine the unified setting for the relevance ratio in

the multi-agent system, this paper investigated the performances of a PHEV controlled by the

MADRL systems with the 𝑅𝑟𝑒𝑙 value changing from 0 to 0.8 with 0.2 intervals. The simulation

experiments were conducted under the learning cycles to investigate how the relevance ratio
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Table 5.6
Comparison of importance levels

Computation
time (CT)

Convergence
episodes (CE)

Fuel
economy (FE)

Networks layers
The worst 3069.40 33 4.876
The best 2833.40 20 4.665
𝑅𝑠 (%) 7.90 59 1.430

Learning rate
The worst 3456.10 50 4.726
The best 2434.72 20 4.547
𝑅𝑠 (%) 33.12 118 6.186

Policy noise
The worst - 68 4.689
The best - 30 4.547
𝑅𝑠 (%) - 90 1.397

affects the multi-agent collaboration and the contributions of the learning agents to the global

goal. And the learning curves of the two DDPG agents illustrating the evolution of agent

rewards in 80 episodes are compared in Fig. 5.10.

(a) Agent A (b) Agent B

Fig. 5.10. Learning performance of different ratios (SoC initial value is 0.28)

The two agents are growing in opposite directions in the system with a 𝑅𝑟𝑒𝑙 value of 0.4. In

the system with a 𝑅𝑟𝑒𝑙 value of 0.8, although both agents have the same tendency, the reward

values of the multi-agent system decrease over time. Most of the studied cases (𝑅𝑟𝑒𝑙 = 0, 0.2,

and 0.6) demonstrate the way of handshaking in the multi-agent system, in which both agents

have the same tendency to grow with their reward values increase over time. Then, when

𝑅𝑟𝑒𝑙 values of 0, 0.2, and 0.6, two agents perform well and achieve fast convergence at about

40 episodes and have the same tendency to reach the common goal. Therefore, the learning

performance with more training time has been investigated in this paper.
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(a) 𝑅𝑟𝑒𝑙 = 0 (b) 𝑅𝑟𝑒𝑙 = 0.2

(c) 𝑅𝑟𝑒𝑙 = 0.6

Fig. 5.11. Learning performance of 𝑎)𝑅𝑟𝑒𝑙 = 0; 𝑏)𝑅𝑟𝑒𝑙 = 0.2; 𝑐)𝑅𝑟𝑒𝑙 = 0.6
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Table 5.7
Average values and standard deviation.

𝑅𝑟𝑒𝑙 Agent Average reward value
(All 200 episodes)

Standard deviation
(400-200 episodes)

0 Agent A -4782.1 48.064
Agent B -1018.8 48.064

0.2 Agent A -4803.3 46.621
Agent B -999.1 46.621

The learning performance of the two agents with relevance ratio of 0, 0.2, and 0.6 are compared

in Fig. 5.11. The result suggested that when the two agents have a relevant high level of

relevance, i.e., 𝑅𝑟𝑒𝑙 = 0.6, although they follow the same trend during the training, both tend

to be unstable and thus cannot converge at the steady point. By comparing the average value

and standard deviation of the rewards obtained during the training with 𝑅𝑟𝑒𝑙 values of 0 and

0.2 in Table 5.7, the study suggested that the multi-agent system with a 𝑅𝑟𝑒𝑙 value of 0.2 is

the best since it can achieve the highest average reward with less level of variation.

5.3.3 Performance comparison with different methods

To demonstrate the advantage of the proposed multi-agent system, a comparison study was

conducted by using the rule-based method, the equivalent consumption minimization strategy

(ECMS), and a single-agent system as baselines. By testing the PHEV under three driving

cycles, the vehicle performances including the battery SoC at the end of the driving cycle, SoC

sustaining error, fuel economy, and fuel saving rate over the rule-based method were obtained

and compared in Table 5.8. The configuration of the single-agent system is summarized in

Section 5.2, and the DDPG algorithm with the same setting as the multi-agent system is used

for the online optimization of the single-agent system. By defining the battery SoC sustaining

error, 𝑆𝑂𝐶𝑒𝑟𝑟𝑜𝑟 , and fuel saving rate, 𝑆𝑎𝑣𝑖𝑛𝑔, as:

𝑆𝑜𝐶𝑒𝑟𝑟𝑜𝑟 =
|𝑆𝑜𝐶𝐸𝑛𝑑−𝑆𝑜𝐶𝐼𝑛𝑖𝑡𝑖𝑎𝑙 |

𝑆𝑜𝐶𝐼𝑛𝑖𝑡𝑖𝑎𝑙
∗ 100%

Saving =
|𝐹𝑢𝑒𝑙𝑀𝑢𝑙𝑡𝑖−𝑎𝑔𝑒𝑛𝑡−𝐹𝑢𝑒𝑙𝑆𝑖𝑛𝑔𝑙𝑒−𝑎𝑔𝑒𝑛𝑡 |

𝐹𝑢𝑒𝑙𝑆𝑖𝑛𝑔𝑙𝑒−𝑎𝑔𝑒𝑛𝑡
∗ 100%

(5.28)

where 𝑆𝑜𝐶𝐼𝑛𝑖𝑡𝑖𝑎𝑙 and 𝑆𝑜𝐶𝐸𝑛𝑑 are the battery SoC value at the beginning and the end of

a driving cycle, respectively; 𝐹𝑢𝑒𝑙𝑆𝑖𝑛𝑔𝑙𝑒−𝑎𝑔𝑒𝑛𝑡 and 𝐹𝑢𝑒𝑙𝑀𝑢𝑙𝑡𝑖−𝑎𝑔𝑒𝑛𝑡 are the fuel consumption

in L/100 km for the single-agent system and the multi-agent system, respectively. Vehicle
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performances including fuel economy and battery SoC sustaining error are monitored under

the learning cycle and two worldwide driving cycles, including UDDS and WLTC in Table 5.8a,

5.8b, and 5.8c, respectively.

Among the two traditional methods, the rule-based approach exhibits poorer performance

in terms of both SoC sustaining and fuel economy. On the other hand, the ECMS method

lacks stability for the testing environments with different initial SoC settings, limiting its

generalization when compared to the single-agent system and the proposed multi-agent system.

Notably, the ECMS methods demonstrated inconsistent performance in fuel economy and

SoC sustaining error. For instance, when the initial SoC is set at 0.28 for the learning driving

cycle, ECMS achieved very good fuel economy, however, the SoC sustaining error exceeded

5%, which is a performance threshold defined in legislation.

The results indicate that the multi-agent system can help maintain the battery SoC error within

5% when the initial SoC is relatively low (below 0.30). This means the PHEV controlled by the

multi-agent system aligns with the requirement of most vehicle testing regulations around the

world. The multi-agent system outperforms the single-agent in all the study cases in terms of

using less fuel and battery SoC. This is because the multi-agent system generates two control

variables to allow MG1 and MG2 to be controlled independently for their best performance.

The PHEV controlled by the proposed multi-agent system achieved the best fuel economy in

the learning driving cycle with all pre-set initial SoC values. Notably, significant fuel savings of

up to 23.54% were achieved when the initial battery SoC is set at 0.25. Comparatively, in all

driving cycles, the fuel economy performance is the most notable when the initial SoC is set

at 0.25. Specifically, when the vehicle is driven under the WLTC cycle with an initial SoC of

0.25, the multi-agent system achieves fuel savings of 16.73% with a battery SoC sustaining

error of only 1.60%, which far exceeded the industry standard (5%).

To address concerns about the fairness of energy efficiency comparisons under varying final

SoC levels, Fig. 5.12 is presented to visualize the relationship between fuel consumption and

final battery SoC across three driving cycles. It highlights the trade-off between energy usage

and battery depletion for four energy management strategies. Multi-agent system (green)

consistently achieves lower fuel consumption with moderate SoC depletion, indicating effective

energy coordination. Single-agent system (orange) performs slightly less effectively, suggesting
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Table 5.8
Learning performance of different methods. (– represents the baseline performance.)

(a) Learning driving cycle

Initial SoC Method End SoC SOC Error Fuel (L/100km) Saving

0.25

Rule-based 0.292 16.72% 5.779 –
ECMS 0.280 12.04% 5.625 2.67%

Single-agent 0.272 8.80% 4.534 21.55%
Multi-agent 0.241 3.60% 4.419 23.54%

0.28

Rule-based 0.306 9.11% 5.357 –
ECMS 0.280 0.04% 4.598 14.17%

Single-agent 0.305 8.93% 4.547 15.12%
Multi-agent 0.271 3.21% 4.450 16.93%

0.3

Rule-based 0.312 4.10% 5.027 –
ECMS 0.280 6.63% 3.926 21.89%

Single-agent 0.328 9.33% 4.534 9.81%
Multi-agent 0.286 4.67% 4.418 12.11%

(b) UDDS driving cycle

Initial SoC Method End SoC SOC Error Fuel (L/100km) Saving

0.25

Rule-based 0.307 22.88% 5.368 –
ECMS 0.298 19.36% 5.077 5.42%

Single-agent 0.262 4.80% 4.430 17.47%
Multi-agent 0.261 4.40% 4.351 18.95%

0.28

Rule-based 0.322 14.93% 4.916 –
ECMS 0.298 6.57% 3.899 20.69%

Single-agent 0.292 4.29% 4.430 9.89%
Multi-agent 0.290 3.57% 4.306 12.41%

0.3

Rule-based 0.330 10.00% 4.573 –
ECMS 0.298 0.53% 4.423 3.27%

Single-agent 0.312 4.00% 4.431 3.10%
Multi-agent 0.310 3.33% 4.327 5.37%

(c) WLTP driving cycle

Initial SoC Method End SoC SOC Error Fuel (L/100km) Saving

0.25

Rule-based 0.315 26.08% 4.990 –
ECMS 0.281 12.44% 4.518 9.45%

Single-agent 0.261 4.40% 4.324 13.34%
Multi-agent 0.246 1.60% 4.155 16.73%

0.28

Rule-based 0.321 14.50% 4.640 –
ECMS 0.281 0.40% 4.205 9.38%

Single-agent 0.293 4.64% 4.324 6.82%
Multi-agent 0.292 4.29% 4.148 10.61%

0.3

Rule-based 0.324 7.90% 4.413 –
ECMS 0.281 6.30% 3.501 20.67%

Single-agent 0.314 4.67% 4.325 1.99%
Multi-agent 0.304 1.33% 4.162 5.68%
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Fig. 5.12. Scatter plots of fuel consumption versus final SoC for four control strategies.

weaker mode coordination. ECMS (blue) shows strong performance in some cases (e.g.,

WLTP) but suffers from inconsistency, with some instances of high fuel usage or aggressive

SoC depletion. Rule-based control (gray), while retaining higher SoC, results in the highest fuel

consumption, indicating inefficient energy utilization. Overall, multi-agent RL demonstrates

the most balanced performance, optimizing both fuel efficiency and battery use.

5.4 | Chapter summary

This chapter studied a new MIMO control method for the multi-mode PHEV based on MADRL.

By introducing a relevance ratio, a hand-shaking strategy has been proposed to enable two

learning agents to work collaboratively under the MADRL framework using the DDPG algorithm.

Through sensitivity analysis, parametric study, and software-in-the-loop testing, the conclusions

drawn from the investigation are as follows:

(1) The learning rate of the DDPG agents in the proposed MADRL-based EMS is the most

significant influencing factor in determining the learning performance including computing

time, the number of episodes for convergence, and fuel economy.

(2) Hand-shaking among the DDPG agents is achievable by tuning the relevance ratio. The

optimal setting for the relevance ratio is 0.2 for control of the studied multi-mode PHEV. A

smaller relevance ratio would lead to a low learning speed while a higher value will make the

system unstable.

(3) The proposed MADRL method outperforms the baseline methods (single agent learning

method, rule-based method, and ECMS) under all studied driving cycles in terms of mitigating
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energy consumption and battery SoC sustaining error. Up to 23.54% of fuel can be saved with

battery SoC error well-controlled within 5% compared to the baseline methods.
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CHAPTER 6

Efficient Energy Management of Plug-in Hybrid

Electric Vehicles through Ensemble with

In-target Minimization Q-learning

This chapter builds upon previous work on complex multi-mode PHEVs and shifts the focus

to a specified operating mode, addressing key challenges related to real-time implementation

and control stability. While multi-mode PHEVs offer greater flexibility in energy management,

their computational burden poses challenges for real-time optimization. This work builds on

our group’s established research, which was demonstrated in a prior study published in IEEE

Transactions on Intelligent Vehicles [292], where I contributed as co-first author alongside a

senior colleague two years ahead of me. Building on the limitations identified in that research,

I further developed an efficient learning-based control strategy for the PHEV, extending

the findings from the previous chapter by focusing on a specific operating mode to better

demonstrate the effectiveness of RL and its practical applicability.

To further address the persistent issue of overestimation bias in Q-learning methods, we

introduce a novel ensemble approach that integrates in-target minimization and an Update-to-

Data (UTD) mechanism for end-to-end control optimization. This extended work, done by

myself, is currently under review at IEEE Transactions on Transportation Electrification. The

main contributions of this chapter are:

1) We propose an efficient ensemble Q-learning scheme with in-target minimization to mitigate

Q-value overestimation in PHEV energy management. By applying a minimization operation

across Q-functions, this method introduces a stable pessimistic bias that improves learning
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consistency and significantly reduces overestimation by bias visualization and theoretical

analysis.

2) We incorporate the update-to-data (UTD) mechanism into the learning process and identify

an optimal update ratio that balances sample efficiency and computational cost. This enables

faster convergence by extracting more value from each environmental interaction while avoiding

overfitting.

3) We validate the proposed method through extensive SiL and HiL testings under standard

and real-world driving cycles. By analyzing the impact of main driving pattern characteristics,

such as speed variability and deceleration, we demonstrate the robustness, adaptability, and

energy-saving effectiveness of the proposed strategy across diverse scenarios.

6.1 | The Hybrid Electric Vehicle System

The RL-based EMS for the PHEV system can be described in this section.

Fig. 6.1. The schematic of the studied PHEV
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Table 6.1
Vehicle specifications of the studied PHEV.

Specifications Value
Vehicle mass (𝑚veh) 1700 kg

Tire rolling radius (𝑟whl) 0.337 𝑚
Rolling resistant coefficient ( 𝑓roll) 0.011

Front Area (𝐴) 2.5 𝑚2

Aerodynamic drag coefficient (𝐶𝑑) 0.32
Engine displacement (𝐷) 1 𝐿
Heat value of fuel (𝑄lhv) 4.4 × 107 𝐽/𝑘𝑔
Battery capacity (𝑄batt) 54.3 𝐴ℎ

Battery nominal open-circuit-voltage (𝑈OCV) 350 𝑉
Differential ratio (𝑖RD) 4.14

Transmission ratio of gearbox-engine (𝑖eg) 0.95
Transmission ratio of gearbox-motor (𝑖mot) 3.91

6.1.1 Vehicle modelling

Vehicle power flow

The vehicle has a plug-in hybrid electric powertrain, as illustrated in Fig. 6.1. The main power

units of this powertrain include a 70 kW ICE, the motor with a nominal power of 135 kW, and

a 20 kWh battery. The vehicle specifications are detailed in TABLE 6.1. The power flow of

the studied vehicle is illustrated in Fig. 6.1, which obeys:

𝑇dem = 𝑇eg(𝑢eg, 𝑛eg) + 𝑇mot(𝑢mot, 𝑛mot) (6.1)

where 𝑇eg is the ICE torque, controlled by 𝑢eg ∈ [0, 1] at speed 𝑛eg; 𝑇mot is the motor torque,

determined by battery SOC and motor speed 𝑛mot. The demanded torque and speed are

calculated based on vehicle dynamics [293]:


𝑇dem(𝑡) =

(
𝐶𝑑𝐴𝑣

2
veh
(𝑡)

21.15
+ 𝑚veh ¤𝑣veh(𝑡) + 𝑚veh𝑔 𝑓roll

)
· 𝑟whl

𝑛dem(𝑡) =
60 · 𝑣veh(𝑡)
2𝜋𝑟whl

· 𝑖RD · 𝑖mot

(6.2)

where 𝑚veh is the mass of the PHEV; 𝑣veh and ¤𝑣veh are the vehicle speed and acceleration,

respectively; 𝐶𝑑 is the drag coefficient; 𝐴 𝑓 is the PHEV’s front area; 𝑔 is the gravity; 𝑓roll is

the rolling resistance; 𝑟whl is the radius of wheels; 𝑖RD is the differential ratio; and 𝑖mot is the
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transmission ratio of the gearbox-motor. The mechanical power can be calculated as:

𝑃dem(𝑡) = 𝑇dem(𝑡) · 𝑛dem(𝑡)/9550 (6.3)

Engine-generator

The mass flow rate of the ICE ¤𝑚 𝑓 , can be determined in each sampling time by

¤𝑚𝑒 𝑓 = BSFC(𝑇eg, 𝑛eg) (6.4)

where BSFC is the ICE fuel consumption map, which is calibrated ICE torque 𝑇eg and speed

𝑛eg.

Then, the engine power loss 𝐿eg is calculated by



𝐿eg (𝑡) = 𝑃ef (𝑡) − 𝑃eg (𝑡)

𝑃ef (𝑡) = ¤𝑚ef · 𝐻 𝑓

𝑃eg (𝑡) =
𝑇eg · 𝑛eg

9550 · 𝜂eg (𝑇eg, 𝑛eg)

(6.5)

where 𝐻 𝑓 is the heat value of fuel (𝐻 𝑓 = 43.5𝐾𝐽/𝑔).

Battery modelling

The battery model is established based on an equivalent circuit, as follows:



𝑃batt(𝑢batt(𝑡))
𝐼batt

= 𝑈OCV − 𝐼batt(𝑡) · 𝑅batt(SoC)

SoC(𝑡) = SoC0 −
∫ 𝑡

𝑡0

𝐼batt(𝑡)
𝑄batt

𝑑𝑡

𝐿batt(𝑡) = 𝐼2batt(𝑡) · 𝑅batt(SoC)

(6.6)

where 𝐼batt(𝑡) is the battery current at time step 𝑡; 𝑅batt(SoC) and 𝑈OCV are battery internal

resistance and open circuitvoltage; SoC(𝑡) is battery state-of-charge (SoC); 𝑄batt is the

capacity of battery; 𝐿batt is the battery power loss.
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6.1.2 RL-based energy management

As illustrated in Fig. 6.1, the EMS for the hybrid powertrain is developed utilizing RL.

State and action space

The state space consists of two key variables:

𝑠(𝑡) = [𝑇dem(𝑡), SoC(𝑡)] (6.7)

where 𝑠(𝑡) ∈ 𝑆 is the state observed at time 𝑡; 𝑆 is a two-dimensional finite set that is defined

based on vehicle working conditions.

The control actions are determined using an 𝜖-greedy strategy [174]:

𝑎(𝑡) =


Π(𝑠(𝑡)) if 𝜖 ≥ 𝜃

Rnd(0, 1) if 𝜖 < 𝜃
(6.8)

where 𝜖 is a random number between 0 and 1 generated in every sample time; 𝜃 is the output

of a decay function; Rnd(0, 1) is a random number between 0 and 1; Π is a control policy,

which is based on a knowledge base that maps the merit values 𝑄, to different state-action

pairs (𝑠, 𝑎).

The motor control signal is then computed as:

𝑢mot =
𝑇dem − 𝑢eg · 𝑇max

eg · 𝑖eg
𝑇max
mot

(6.9)

where 𝑇∗eg and 𝑇∗mot are the maximum torque that can be generated by the engine generator

and motor, respectively; and 𝑖eg is the transmission ratio of the gearbox-engine.
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Reward

𝑟 (𝑡) is the reward received at time 𝑡, which is defined by

𝑟 (𝑡) =



𝐿loss (𝑡) = 𝐿eg (𝑡) + 𝐿batt(𝑡)

− 𝐿loss (𝑡) if SoC(𝑡) ≥ SoCref

− 𝐿loss (𝑡)

− 𝜇
��SoCref − SoC(𝑡)

�� if SoC(𝑡) < SoCref

(6.10)

where 𝑆𝑜𝐶ref is the reference battery SoC to be maintained (for the best performance and

health of the battery SOCref = 28%). 𝜇 is a scale factor to balance the consideration of

battery SoC level and power loss; 𝑃loss is the total power loss of the engine-generator, 𝐿eng,

and battery, 𝐿batt.

6.2 | Ensemble Q-learning with in-target minimiza-

tion and UTD ratio

6.2.1 Single Q-learning

Q-learning and its variants are known to suffer from overestimation bias in their Q-value

estimates. The standard Q-learning update rule is given by:

𝑄(𝑠(𝑡), 𝑎(𝑡)) ←𝑄(𝑠(𝑡), 𝑎(𝑡)) + 𝛼
(
𝑟 (𝑡)

+ 𝛾 ·max𝑄(𝑠(𝑡 + 1), ·) −𝑄(𝑠(𝑡), 𝑎(𝑡))
) (6.11)

where 𝑄(𝑠, 𝑎) represents the Q-value at each step, 𝛼 is the learning rate, 𝛾 is the discount

factor, and max𝑄(𝑠(𝑡 + 1), ·) denotes the maximum estimated Q-value for the next state

𝑠(𝑡 + 1). The overestimation bias arises from two key factors:

1. The maximization operation in Q-learning inherently introduces positive bias by always

selecting the highest Q-value estimate regardless of estimation noise.
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2. Q-value estimates from noisy samples tend to accumulate positive bias through repeated

maximum selection during updates.

6.2.2 Ensemble Q-learning design

Decay functions

Three decay functions were examined in our previous work [292]: the conventional exponential-

based decay (EXD), step-based decay (SBD), and reciprocal function-based decay (RBD).

Based on prior research findings, SBD and EXD have shown superior performance in regulating

exploration rates and have therefore been chosen to manage the decay functions of the two

agents. This chapter applies EXD to Agent A and SBD to Agent B, where the decay functions

generate threshold values (𝜃𝐴 (𝑖) and 𝜃𝐵 (𝑖)) in each learning episode 𝑖. These values are

compared with the random number 𝜖 to determine action selection under the 𝜖-greedy strategy,

as formulated below:

𝑎𝐴 (𝑡) =


Π𝐴 (𝑠(𝑡)) if 𝜖 ≥ 𝜃𝐴 (𝑖)

Rnd(0, 1) if 𝜖 < 𝜃𝐴 (𝑖)
(6.12)

𝑎𝐵 (𝑡) =


Π𝐵 (𝑠(𝑡)) if 𝜖 ≥ 𝜃𝐵 (𝑖)

Rnd(0, 1) if 𝜖 < 𝜃𝐵 (𝑖)
(6.13)

where Π𝐴 and Π𝐵 represent the control policies of Agent A and Agent B, respectively. The

mathematical models for the decay functions are presented as follows:

1) Exponential-based decay function

The EXD function is a widely used exploration strategy where the decay follows an exponential

pattern. The decay function is generated as:

𝜃𝐴 (𝑖) = 𝜃0𝑖 (6.14)

where 𝜃0 is the initial value of the decay function. This approach allows for a smooth reduction

in exploration over time, balancing between exploration and exploitation.

2) Step-based decay function
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Step-based decay is a popular learning rate scheduler where the exploration rate remains

constant for a certain number of episodes before decreasing at predefined intervals. This

structured reduction pattern improves convergence stability. The decay function is defined as:

𝜃𝐵 (𝑖) = 𝛼1 × 𝐹
round

(
1+𝐸
𝐷

)
(6.15)

where 𝛼1is the initial learning rate (Usually initial learning rate = 0.5). 𝐹 is a factor value

controlling the rate at which the learning rate drops; the larger factor 𝐹 is, the slower the

learning rate or E2E will decay. Conversely, the smaller the factor 𝐹, the faster the learning

rate or E2E will decay. 𝐷 is the scale factor (typically the 𝜃 decreases after ten times of

learning) that controls how many learning iterations the 𝜃 drops; 𝐸 is the current learning

iteration.

Decision making with different agents

Three ensemble learning methods are proposed to determine the final action, i.e., a maximum

value-based method, a random-based method, and a weighted-based method. Previous research

has shown that the weighted-based method outperforms the other two by improving vehicle

energy efficiency [292]. In the weighted-based approach, the final action is determined by

evaluating the contributions of Agent A and Agent B, assigning them proportional weights as:

𝑎final = 𝜇𝑎𝐴(𝑡) + 𝛿𝑎𝐵 (𝑡) (6.16)

where 𝜇 and 𝛿 are the coefficient factors determining the proportions in action 𝑎𝐴(𝑡) and action

𝑎𝐵(𝑡), respectively. This method ensures a balanced decision-making process, leveraging the

strengths of both agents to optimize control performance.

6.2.3 Ensemble learning with in-target minimization and UTD

Building upon the ideas of ensemble learning, we propose ensemble learning with in-target

minimization and update-to-data (UTD) mechanism. This method introduces two key im-

provements:

139



1. An ensemble of 𝑁 independently initialized Q-functions that share a common update

target, a minimization step over Q-functions within the target calculation, 𝑁 = 2 is set

in this paper and more details are in Appendix.

2. UTD mechanism significantly enhances sample efficiency and accelerates convergence by

extracting more value from each collected data sample. And UTD ratio G is the number

of updates taken by the agent compared to the number of actual interactions with the

environment, which is defined as:

𝐺 =
Number of updates

Number of actual interactions
(6.17)

Fig. 6.2. Ensemble learning with in-target minimization and UTD updates in end-to-end
EMS.

The proposed double Q learning with the minimization and UTD (DQM-UTD), as described

in Fig. 6.2, consists of three key components: (1) an environment interaction module,

which includes a complete hybrid powertrain system that generates states and rewards; (2)

an experience buffer, which stores (𝑠, 𝑎, 𝑟, 𝑠′) tuples for batch sampling, where 𝑠
′
is next

state 𝑠(𝑡 + 1), and enhances learning efficiency by performing G updates per environment

interaction to reduce the sample complexity, and (3) a learning module, which features dual
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Q tables with in-target minimization, where both Q-tables are updated using two different

decay functions. The system operates by collecting experiences from environment interactions,

storing them in the buffer, performing UTD updates using randomly sampled batches, and

generating power-split control actions that are then executed in the environment to effectively

address the overestimation bias while maintaining learning efficiency. The update rule for Q is

given by:

𝑄𝑖
(
𝑠(𝑡), 𝑎(𝑡)

)
← 𝑄𝑖

(
𝑠(𝑡), 𝑎(𝑡)

)
+𝛾

[
𝑟 +maxmin𝑄𝑖 (𝑠(𝑡 + 1), :) −𝑄𝑖

(
𝑠(𝑡), 𝑎(𝑡)

) ] (6.18)

Therefore, the min𝑄𝑖 (𝑠(𝑡 + 1), :) operation selects the minimum Q-value between the two

tables for each action, introducing a pessimistic estimate that mitigates the optimistic bias

from the subsequent max operation. By using a shared target for both Q-tables, the approach

ensures consistent learning objectives while promoting diverse exploration through different

decay functions. Additionally, the integration of the UTD ratio 𝐺 enhances learning efficiency

by increasing the effective updates per environment interaction, reducing the overall data

required for convergence. The complete algorithm is summarized in Algorithm 2, and more

theoretical analysis is found in Theoretical analysis.

Algorithm 2: Ensemble Q-learning with the Minimization and UTD Algorithm
Input: Initialize 𝑄𝑖 (𝑠, 𝑎) for all 𝑠 ∈ 𝑆, 𝑎 ∈ 𝐴, 𝑖 = 1, 2
Experience replay buffer
Output: Trained 𝑄1 and 𝑄2

1 for 𝑘 = 1 to 𝐾 do
2 for each time step do
3 Select action 𝑎 ∈ 𝐴 based on {𝑄𝑖 (𝑠, 𝑎)}𝑖=1,2;
4 Observe reward 𝑟 and next state 𝑠′;
5 Store (𝑠, 𝑎, 𝑟, 𝑠′) in Buffer;
6 end
7 for 𝑔 = 1 to 𝐺 ; // UTD updates
8 do
9 batch← SampleBatch(Buffer);

10 for each (𝑠, 𝑎, 𝑟, 𝑠′) in batch do
11 𝑄target ← 𝑟 + 𝛾max𝑎min(𝑄1(𝑠′, 𝑎), 𝑄2(𝑠′, 𝑎));
12 𝑄1(𝑠, 𝑎) ← 𝑄1(𝑠, 𝑎) + 𝛼(𝑄target −𝑄1(𝑠, 𝑎));
13 𝑄2(𝑠, 𝑎) ← 𝑄2(𝑠, 𝑎) + 𝛼(𝑄target −𝑄2(𝑠, 𝑎));
14 end
15 end
16 end
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6.2.4 Normalized Bias Estimation

To quantify the effectiveness of our approach in reducing overestimation bias, we develop a

comprehensive bias analysis framework. The analysis consists of several key components:

Monte Carlo Return Calculation

The true Q-value is computed using the discounted Monte Carlo (MC) method, which sums

the discounted rewards from state 𝑠 until the end of the episode:

𝑄𝜋 (𝑠, 𝑎) = 𝑟0 + 𝛾𝑟1 + 𝛾2𝑟2 + · · · =
𝑇∑︁
𝑡=0

𝛾𝑡𝑟𝑡 , (6.19)

where 𝑟𝑡 is the reward at time step 𝑡, 𝛾 is the discount factor, and 𝑇 is the episode length.

Normalized Bias Calculation

To make bias measurements comparable across different scales, we introduce normalized bias:

Normalized Bias =
𝑄(𝑠(𝑡), 𝑎(𝑡)) −𝑄𝜋 (𝑠(𝑡), 𝑎(𝑡))���𝐸𝑠(𝑡),𝑎(𝑡)∼𝜋 [

𝑄𝜋 ((𝑡)𝑠, 𝑎(𝑡))
] ��� , (6.20)

where the expected value of true Q-values is:

𝐸𝑠 (𝑡 ) ,𝑎 (𝑡 )∼𝜋
[
𝑄 𝜋 (𝑠(𝑡), 𝑎(𝑡))

]
=

𝑁∑︁
𝑖=1

𝑃(𝑠𝑖 (𝑡), 𝑎𝑖 (𝑡))𝑄 𝜋 (𝑠𝑖 (𝑡), 𝑎𝑖 (𝑡)), (6.21)

where the state-action probability 𝑃(𝑠𝑖 (𝑡), 𝑎𝑖 (𝑡)) is computed using the visit frequency:

𝑃(𝑠𝑖 (𝑡), 𝑎𝑖 (𝑡)) =
𝑁𝑣𝑖𝑠𝑖𝑡 (𝑠𝑖 (𝑡), 𝑎𝑖 (𝑡))∑𝑁
𝑗=1 𝑁𝑣𝑖𝑠𝑖𝑡 (𝑠 𝑗 (𝑡), 𝑎 𝑗 (𝑡))

, (6.22)

𝑁𝑣𝑖𝑠𝑖𝑡 (𝑠𝑖 (𝑡), 𝑎𝑖 (𝑡)) represents the number of times state-action pair (𝑠𝑖 (𝑡), 𝑎𝑖 (𝑡)) has been

visited during training.

Statistical Analysis

We analyze both the mean and standard deviation (Std) of the normalized bias across

state-action pairs to understand, where mean bias indicates systematic overestimation or

underestimation and standard deviation captures the consistency of estimates. This analysis
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allows us to quantitatively evaluate the effectiveness of DQM-UTD in reducing overestimation

bias compared to traditional Q-learning approaches.

6.3 | Theoretical analysis

6.3.1 Preliminaries

Consider the DQM-UTD algorithm with two Q-functions 𝑄1 and 𝑄2. Let 𝑄∗ denote the

optimal Q-function. The update rule combines in-target minimization with the UTD ratio 𝐺:

𝑄𝑖 (𝑠, 𝑎) ← 𝑄𝑖 (𝑠, 𝑎)+

𝛼

(
𝑟 + 𝛾max

𝑎′
min

(
𝑄1(𝑠′, 𝑎′), 𝑄2(𝑠′, 𝑎′)

)
−𝑄𝑖 (𝑠, 𝑎)

)
,

(6.23)

where 𝑖 = 1, 2.

6.3.2 Convergence analysis

Target value analysis

Let 𝑇 be the Bellman operator defined by minimization:

𝑇 (𝑄1, 𝑄2) (𝑠, 𝑎) = E[𝑟 + 𝛾max
𝑎′

min(𝑄1(𝑠′, 𝑎′), 𝑄2(𝑠′, 𝑎′)) |𝑠, 𝑎], (6.24)

where 𝑟 is the immediate reward, 𝛾 ∈ [0, 1] is the discount factor, and 𝑠′ represents the next

state given the current state 𝑠 and action 𝑎. The operator 𝑇 updates the Q-functions using a

conservative strategy that minimizes over 𝑄1 and 𝑄2.

Proposition 1 (Contraction mapping): The operator 𝑇 is a contraction mapping under

the sup-norm, with contraction factor 𝛾:

∥ 𝑇 (𝑄1, 𝑄2) − 𝑇 (𝑄′1, 𝑄
′
2) ∥∞ ≤ 𝛾max

(
∥ 𝑄1 −𝑄

′

1 ∥∞, ∥ 𝑄2 −𝑄
′

2 ∥∞
)
. (6.25)

This contraction guarantees the uniqueness of the fixed point 𝑄∗ and ensures that iterative

applications of the Bellman operator 𝑇 converge to 𝑄∗.
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Step 1: Express the difference between two operators. From the definition of 𝑇 , the

difference between 𝑇 (𝑄1, 𝑄2) and 𝑇 (𝑄′1, 𝑄
′
2) is:

|𝑇 (𝑄1, 𝑄2) (𝑠, 𝑎) − 𝑇 (𝑄′1, 𝑄
′
2) (𝑠, 𝑎) | = 𝛾

����E [
max
𝑎′

min(𝑄1(𝑠′, 𝑎′), 𝑄2(𝑠′, 𝑎′))
]

− E
[
max
𝑎′

min(𝑄′1(𝑠
′, 𝑎′), 𝑄′2(𝑠

′, 𝑎′))
] ����. (6.26)

Step 2: Use properties of min and max. For any action 𝑎′, the difference between

min(𝑄1(𝑠′, 𝑎′), 𝑄2(𝑠′, 𝑎′)) and min(𝑄′1(𝑠
′, 𝑎′), 𝑄′2(𝑠

′, 𝑎′)) satisfies:

��min(𝑄1(𝑠′, 𝑎′), 𝑄2(𝑠′, 𝑎′)) −min(𝑄′1(𝑠
′, 𝑎′), 𝑄′2(𝑠

′, 𝑎′))
�� ≤ max

(
|𝑄1(𝑠′, 𝑎′) −𝑄′1(𝑠

′, 𝑎′) |,

|𝑄2(𝑠′, 𝑎′) −𝑄′2(𝑠
′, 𝑎′) |

)
. (6.27)

Taking the max over 𝑎′ does not increase the magnitude of the difference, so:����max
𝑎′

min(𝑄1(𝑠′, 𝑎′), 𝑄2(𝑠′, 𝑎′)) −max
𝑎′

min(𝑄′1(𝑠
′, 𝑎′), 𝑄′2(𝑠

′, 𝑎′))
���� ≤ max

(
∥ 𝑄1 −𝑄′1 ∥∞,

∥ 𝑄2 −𝑄′2 ∥∞
)
.

(6.28)

Step 3: Combine with the discount factor 𝛾. Using the linearity of expectation and

the contraction property of 𝛾, we get:

��𝑇 (𝑄1, 𝑄2) (𝑠, 𝑎) − 𝑇 (𝑄′1, 𝑄
′
2) (𝑠, 𝑎)

�� ≤ 𝛾max
(
∥ 𝑄1 −𝑄′1 ∥∞, ∥ 𝑄2 −𝑄′2 ∥∞

)
. (6.29)

Step 4: Take the supremum. Taking the supremum over all state-action pairs (𝑠, 𝑎), we

arrive at:

∥ 𝑇 (𝑄1, 𝑄2) − 𝑇 (𝑄′1, 𝑄
′
2) ∥∞ ≤ 𝛾max

(
∥ 𝑄1 −𝑄′1 ∥∞, ∥ 𝑄2 −𝑄′2 ∥∞

)
. (6.30)

The above derivation proves that 𝑇 is a contraction mapping with factor 𝛾, ensuring: 1) A

unique fixed point 𝑄∗, where 𝑇 (𝑄∗) = 𝑄∗; 2) Convergence of the Q-functions to 𝑄∗ under

iterative applications of 𝑇 , regardless of the initialization of 𝑄1 and 𝑄2.
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This property guarantees the stability and reliability of using the Bellman operator for rein-

forcement learning tasks.

6.3.3 UTD impact analysis

Theorem 1 (Sample efficiency). With a UTD ratio 𝐺, each environmental sample

generates 𝐺 updates. For a fixed number of environment interactions 𝑁 , the effective sample

size becomes 𝐺𝑁, leading to accelerated convergence:

E[∥ 𝑄𝑡 −𝑄∗ ∥∞] ≤ 𝑂
(

1
√
𝐺𝑁

)
. (6.31)

Proof of Theorem 1

The error between the current Q-function 𝑄𝑡 and the optimal Q-function 𝑄∗ can be decomposed

into two components:

E[∥ 𝑄𝑡 −𝑄∗ ∥∞] ≤ E[Bias] + E[Variance], (6.32)

where Bias accounts for approximation errors due to the Bellman operator and limited updates,

and Variance captures stochasticity introduced by sampling from the environment.

The UTD ratio 𝐺 increases the number of updates per environment sample, effectively scaling

the total number of updates to 𝐺𝑁, where 𝑁 is the number of environment interactions.

According to standard statistical results, the variance decreases with the square root of the

total updates:

E[Variance] ∝ 1
√
𝐺𝑁

. (6.33)

The convergence of Q-learning is governed by the contraction property of the Bellman operator,

which ensures that the error after 𝑡 updates is inversely proportional to the square root of the

total number of updates:

E[∥ 𝑄𝑡 −𝑄∗ ∥∞] ≤ 𝑂
(

1
√
𝐺𝑁

)
. (6.34)

Thus, increasing 𝐺 accelerates convergence by reducing variance and improving the sample

efficiency.
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6.3.4 Bias control

Theorem 2 (Bias reduction): The in-target minimization operation provides an upper

bound on overestimation:

E[max
𝑎′

min(𝑄1(𝑠′, 𝑎′), 𝑄2(𝑠′, 𝑎′)) −max
𝑎′

𝑄∗(𝑠′, 𝑎′)] ≤ 0. (6.35)

Proof: For any action 𝑎′, the minimization operator acts as a conservative estimator:

min(𝑄1(𝑠′, 𝑎′), 𝑄2(𝑠′, 𝑎′)) ≤
𝑄1(𝑠′, 𝑎′) +𝑄2(𝑠′, 𝑎′)

2
,

E[min(𝑄1(𝑠′, 𝑎′), 𝑄2(𝑠′, 𝑎′))] ≤ 𝑄∗(𝑠′, 𝑎′).

Thus, the maximization over 𝑎′ maintains the inequality, ensuring that in-target minimization

avoids overestimation and remains pessimistically biased.

Explanation: Unlike traditional Q-learning, which maximizes over a single Q-function, the

minimization step in DQM ensures a more conservative update by avoiding over-reliance on

overestimated Q-values. This bias reduction improves stability and policy robustness.

6.3.5 Sample complexity analysis

Theorem 3 (Sample complexity): To achieve an 𝜖-optimal policy with probability 1 − 𝛿,

DQM-UTD requires:

𝑂

(
1

𝐺 (1 − 𝛾)4𝜖2
log

1

𝛿

)
(6.36)

environment interactions, where 𝐺 is the UTD ratio.

Proof

To analyze the sample complexity, we decompose the error for any state-action pair (𝑠, 𝑎) as:

|𝑄𝑡 (𝑠, 𝑎) −𝑄∗(𝑠, 𝑎) | ≤ |𝑇 𝑡𝑄0(𝑠, 𝑎) −𝑄∗(𝑠, 𝑎) |︸                        ︷︷                        ︸
Bias

+

������𝑁−1∑︁
𝑘=0

𝛼𝑘 (𝑇 𝑘𝑄0 − 𝑇 𝑘+1𝑄0)

������︸                           ︷︷                           ︸
Variance

, (6.37)
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where the first term (Bias) reflects the initialization error, which decreases as more Bellman

updates are applied; the second term (Variance) represents the stochastic error caused by

sampling and finite updates.

To ensure |𝑄𝑡 (𝑠, 𝑎) −𝑄∗(𝑠, 𝑎) | ≤ 𝜖 , we control both terms to be at most 𝜖/2.

Initialization Bias The Bellman operator 𝑇 is a contraction mapping with factor 𝛾, so after

𝑡 iterations, the initialization bias satisfies:

|𝑇 𝑡𝑄0(𝑠, 𝑎) −𝑄∗(𝑠, 𝑎) | ≤ 𝛾𝑡 · ∥ 𝑄0 −𝑄∗ ∥∞. (6.38)

To ensure the bias is within 𝜖/2, we require:

𝛾𝑡 · ∥ 𝑄0 −𝑄∗ ∥∞ ≤
𝜖

2
. (6.39)

Taking the logarithm on both sides and solving for 𝑡:

𝑡 ≥ log(2∥ 𝑄0 −𝑄∗ ∥∞/𝜖)
log(1/𝛾) . (6.40)

Using log(1/𝛾) ≈ 1 − 𝛾 for small (1 − 𝛾), this simplifies to:

𝑡 ≥ 𝑂
(

1

1 − 𝛾 log
1

𝜖

)
. (6.41)

Variance Term The variance term arises due to stochastic sampling and finite updates. Its

expected magnitude is bounded by:

E


������𝑁−1∑︁
𝑘=0

𝛼𝑘 (𝑇 𝑘𝑄0 − 𝑇 𝑘+1𝑄0)

������
 ≤

𝑅max√
𝑁
, (6.42)
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where 𝑅max is the maximum reward. With a UTD ratio 𝐺, the effective variance is reduced

by a factor of 1/𝐺, giving:

E


������𝑁−1∑︁
𝑘=0

𝛼𝑘 (𝑇 𝑘𝑄0 − 𝑇 𝑘+1𝑄0)

������
 ≤

𝑅max

𝐺
√
𝑁
. (6.43)

To ensure the variance term is within 𝜖/2, we require:

𝑅max

𝐺
√
𝑁
≤ 𝜖

2
. (6.44)

Rearranging for 𝑁, we obtain:

𝑁 ≥ 4𝑅2
max

𝐺𝜖2
. (6.45)

Combining Bias and Variance To achieve an 𝜖-optimal policy, both the bias and variance

terms must be controlled:

𝑡 ≥ 𝑂
(

1

1 − 𝛾 log
1

𝜖

)
, 𝑁 ≥ 4𝑅2

max

𝐺𝜖2
. (6.46)

In Q-learning, the convergence of both terms is influenced by the discount factor 𝛾, as it

affects the propagation of rewards. Specifically, the bias depends on (1 − 𝛾)−1, reflecting the

slow contraction of the Bellman operator for large 𝛾; the variance depends on (1 − 𝛾)−3, due

to its role in determining the effective sample size and reward propagation over time.

Combining these effects, the overall sample complexity becomes:

𝑁 ≥ 𝑂
(

1

𝐺 (1 − 𝛾)4𝜖2
log

1

𝛿

)
, (6.47)

where the logarithmic term accounts for confidence level 1 − 𝛿.

The sample complexity of DQM-UTD is influenced by: 1)The UTD ratio 𝐺, which improves

sample efficiency by reducing variance; 2) The discount factor 𝛾, which slows convergence as

𝛾 approaches 1; 3) The error tolerance 𝜖 and confidence level 1 − 𝛿.

148



Thus, to achieve an 𝜖-optimal policy with high probability, DQM-UTD requires:

𝑂

(
1

𝐺 (1 − 𝛾)4𝜖2
log

1

𝛿

)
(6.48)

environment interactions.

6.3.6 Stability Analysis

Under the following assumptions:

1. Bounded rewards: |𝑟 | ≤ 𝑅max;

2. Learning rates satisfy Robbins-Monro conditions:
∑
𝑡 𝛼𝑡 = ∞,

∑
𝑡 𝛼

2
𝑡 < ∞;

3. Sufficient exploration: all state-action pairs visited infinitely often;

4. Discount factor: 𝛾 < 1.

Theorem 4 (Convergence): The DQM-UTD algorithm converges with probability 1:

𝑃( lim
𝑡→∞

𝑄𝑖 (𝑠, 𝑎) = 𝑄∗(𝑠, 𝑎)) = 1, 𝑖 = 1, 2. (6.49)

Define the combined Bellman operator 𝑇 for DQM-UTD:

𝑇𝑄(𝑠, 𝑎) = E[𝑟 + 𝛾max
𝑎′

min(𝑄1(𝑠′, 𝑎′), 𝑄2(𝑠′, 𝑎′)) |𝑠, 𝑎], (6.50)

where 𝑇 is a contraction mapping in the sup-norm:

∥ 𝑇𝑄1 − 𝑇𝑄2 ∥∞ ≤ 𝛾∥ 𝑄1 −𝑄2 ∥∞. (6.51)

With appropriate learning rates:

∑︁
𝑡

𝛼𝑡 = ∞,
∑︁
𝑡

𝛼2𝑡 < ∞, (6.52)
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the convergence to the fixed point 𝑄∗ is guaranteed:

lim
𝑡→∞

𝑄𝑖 (𝑠, 𝑎) = 𝑄∗(𝑠, 𝑎) with probability 1. (6.53)

Remarks: The UTD ratio 𝐺 enables a trade-off between computational efficiency and

sample efficiency. Meanwhile, the minimization operator ensures robustness by preventing

overestimation, leading to faster convergence and stable policy updates compared to standard

Q-learning.

6.4 | Results and discussion

6.4.1 Validation setup

All simulations were conducted in a software-in-the-loop (SiL) with an initial battery SoC

of 30% for 100 learning iterations on an Intel(R) Core(TM) i7-10700 CPU. Building upon

our previous work [292], we analyze the double Q-learning method by implementing both

step-based and conventional exponential-based decay functions for double agents. During each

learning episode, these decay functions generate specific values 𝜃1 and 𝜃2, which are compared

against a random number 𝜖 to execute the 𝜖-greedy strategy for action selection in two agents.

The final action is determined through a weighted combination of the two agents with a 9:1

proportional ratio. The algorithm parameters include a discount factor 𝛾 = 0.9, learning rate

𝛼 = 0.1, and SoC reference value of 28%.

We first compare the learning performance between single Q and double Q-learning systems

to visualize the reduction in overestimation bias achieved by the double structure. Then we

evaluate the performance improvements obtained through ensemble learning with in-target

minimization and update ratio optimization. Subsequently, we conduct comparative analyses

across three standard driving cycles and one real-world driving cycle. Finally, we assess real-time

performance through HiL testing.

Driving cycles

The proposed strategy is trained on the learning cycle from [293] and validated across four

diverse driving conditions, as shown in Fig. 6.3 [294]. These include three synthesized Standard
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Fig. 6.3. The driving cycles for proposed strategy validation: (a) Driving Cycle I, (b) Driving
Cycle II, (c) Driving Cycle III, (d) Driving Cycle IV

Driving Cycles (I, II, III) and a Real-world Driving Cycle (IV). The first three cycles are

generated from eleven standard driving cycles to enhance complexity and cover a broad range

of road characteristics. The fourth is derived from real-world driving data collected from

passenger vehicles in Wuhan via the China Automotive Traffic Condition (CATC) information

system.

Hardware-in-the-loop testing platform

To validate the practical feasibility of the proposed end-to-end control methods, we implemented

a comprehensive hardware-in-the-loop (HiL) testing platform, as illustrated in Fig. 6.4. The

HiL setup consists of a host PC and a Speedgoat real-time target machine, connected through

a physical interface. The host PC is responsible for designing and compiling the real-time

model of the vehicle model and the optimized control prototypes. Once compiled, the models

are downloaded to the Speedgoat machine, which executes them in real time.
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Fig. 6.4. Hardware-in-the-loop testing platform for real-time validation and testing.

6.4.2 Comparative analysis with the single and double Q learning

systems

Fig. 6.5 illustrates the change of normalized bias in single and double Q-learning approaches.

The single Q learning system exhibits significant overestimation, with normalized bias peaking

at 3.0 during early training phases and substantial variance. In contrast, the double Q-learning

system demonstrates remarkable stability, maintaining near-zero bias throughout the training

process with minimal variance, thus validating its effectiveness in mitigating overestimation

issues.

Fig. 6.5. Comparative analysis of overestimation bias between single and double Q-learning
systems

The Q-value distributions across different control ratios (0.1, 0.5, 0.8, and 1.0) in the single

Q-learning are presented in Fig. 6.6 to demonstrate the learned control policy at varying power

levels. At a low control ratio (a=0.1), the Q-values maintain predominantly negative values,
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with distinct variations in the mid-torque region near the reference SoC. As the control ratio

increases to a=0.5, the distribution evolves to show more balanced Q-values, particularly in

moderate torque demand regions. The higher control ratios (a=0.8 and 1.0) reveal increasingly

pronounced negative spikes, especially at extreme torque demands, indicating the learned

penalties for excessive engine utilization.

For comparison, Fig. 6.7 presents the Q-value distributions of Q1 and Q2 in the double Q

learning at a=0.5, representing the critical operating region where power balancing decisions

are most frequent. Double Q exhibits similar patterns, with Q-values distributed between -200

and 0, primarily concentrated in the -50 to 0 range. While Q1 displays more pronounced

spikes in mid-range torque values, Q2 demonstrates smoother transitions, highlighting their

complementary learning characteristics. The state space exhibits stable control behavior at its

extremes (high torque demands and SoC), with higher variations in central regions reflecting

the adaptation to typical vehicle operating conditions.

Fig. 6.6. Q-value distributions across different control ratios (a=0.1, 0.5, 0.8, 1.0) in single
Q-learning system

Fig. 6.8 compares the learning performance between single and double Q-learning systems

through average reward and system efficiency. Double Q demonstrates superior performance,
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Fig. 6.7. Q-value distributions between Q1 and Q2 at control ratio a=0.5

achieving higher convergent reward and higher system efficiency. The double Q system also

exhibits higher learning stability with fewer fluctuations after 40 iterations. These improvements

indicate that double Q learning provides more robust and reliable control policies for PHEV.

Fig. 6.8. Performance comparison of average reward and system efficiency between single
and double Q learning systems.

6.4.3 Improvement in learning performance with the ensemble

with in-target minimization and UTD ratio

Although higher UTD ratios generally lead to more stable learning and can significantly reduce

the total number of environment interactions, the optimal ratio requires careful tuning to

balance computational cost with learning efficiency, ensuring effective control policy without

overfitting on limited data. Therefore, the relationship between UTD ratios (G) and learning

performance was conducted particularly in addressing overestimation bias across various G, as

shown in Fig. 6.9.
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Fig. 6.9. Average and std of normalized bias under different UTD ratios

Lower UTD ratios (G=1,5) demonstrate suboptimal performance with higher normalized bias

reaching 14 × 10−4 and larger Std up to 0.035, indicating unstable learning behavior. As G

increases, both metrics show marked improvement with G=10-15 as an optimal range. In this

range, the normalized bias reduces to approximately 8 × 10−4 with Std around 0.015, while

maintaining efficient learning progress. However, increasing G beyond 20 yields diminishing

returns and potential instability, accompanied by increased computational cost and a higher

risk of overfitting on limited data.

The average reward and system efficiency across different UTD ratios are presented in Fig.

6.10. G=1 achieves the best final performance, with average rewards stabilizing at -4643.9

and system efficiency reaching 61.4% due to tighter coupling between experience and learning.

However, medium UTD ratios 𝐺 = 10 − 15 show faster convergence with about 70 iterations,

demonstrating better sample efficiency through more frequent value updates.

Fig. 6.10. Average reward and system efficiency under different UTD ratios

155



Table 6.2 compares different UTD ratios against baseline methods across multiple metrics.

Single Q converges fastest (52 iterations) but suffers from high bias (1.18) and low efficiency

(53.24%). Double Q reduces bias (3.810−3) and improves efficiency (55.19%) but increases

computation time. Analyzing UTD variations reveals distinct trade-offs. Low UTD (G=1-

5) achieves the highest reward and efficiency but requires more iterations due to stronger

correlation with real experiences. Medium UTD (G=10-15) strikes a balance, offering faster

convergence with stable performance. However, high UTD (𝐺 ≥ 20) yields diminishing returns,

increasing computational cost without significant performance gains, and sometimes degrading

due to over-updating and misalignment with real-world interactions.

From a computational perspective, DQM-UTD with G=15 requires only approximately 4.6%

more computation time (4301.3s) than standard Q-learning (4112.1s), while double Q requires

38.2% more time (5681.5s). Importantly, DQM-UTD’s runtime execution adds minimal

overhead (only requiring two table lookups and one minimization operation per control step),

making it highly suitable for real-time vehicular applications. The memory requirements scale

as 𝑂 (2× |𝑆 | × |𝐴|), identical to double Q-learning, while the improved sample efficiency reduces

the overall training resource requirements compared to conventional approaches.

These results suggest that DQM-UTD with the appropriate UTD ratio, particularly G=10-15,

offers a robust approach requiring both learning efficiency and stability while maintaining

computational feasibility, more analysis is described in Section 6.3.

Table 6.2
Performance comparison under different UTDs

UTD Average System Convergence Computation Normalized
ratio reward efficiency (%) iterations time (s) bias
𝐺 = 1 -4643.9 61.4 80 5300.5 6.610−4

𝐺 = 5 -4659.8 61.3 80 5122.3 6.1 × 10−4
𝐺 = 10 -4892.5 60.1 71 4713.6 5.3 × 10−4
𝐺 = 15 -4890.5 60.1 71 4301.3 5.2 × 10−4
𝐺 = 20 -4890.5 61.3 71 4837.7 6.3 × 10−4
𝐺 = 30 -4659.9 61.3 80 5335.9 6.1 × 10−4
Single Q -5013.4 53.24 52 4112.1 1.18
Double Q -4764.3 55.19 57 5681.5 3.8 × 10−3

The Q-value distributions at 𝐺 = 15 in Fig. 6.11 demonstrate balanced learning characteristics

between Q1 and Q2, with similar pattern structures but sufficient diversity to maintain effective
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ensemble properties, contributing to robust learning and stable policy. Compared with Fig.

6.7, the traditional double Q learning shows significant value spikes and irregularities near SoC

= 28%, due to independent updates causing discordant value estimates between Q1 and Q2.

In contrast, DQM-UTD achieves smoother value surfaces through minimization-based shared

targets and increased data utilization via UTD, leading to more consistent and stable Q-value

estimates across the state space.

Fig. 6.11. Average and Std of normalized bias when 𝐺 = 15

6.4.4 Real-time performance of DQM-UTD algorithm

The real-time performance of the DQM-UTD method was evaluated on the HiL testing platform

under four driving cycles with an initial battery SoC of 30% and compared to rule-based,

single Q, and double Q approaches. The results, demonstrated in Fig. 6.12, reveal distinct

performance patterns across different driving conditions. While all learning-based methods

perform comparably in standardized driving cycles I-III, DQM-UTD demonstrates superior

performance in the real-world driving cycle IV, achieving notably lower energy consumption.

Throughout all test scenarios, DQM-UTD exhibits better SoC maintenance capabilities,

particularly evident in cycle IV where it maintains stable SoC levels while simultaneously

delivering more efficient energy management compared to conventional approaches.

The exceptional performance in cycle IV can be attributed to its distinctive driving characteristics.

This real-world driving cycle exhibits smoother driving patterns with moderate maximum speed,

milder deceleration, and lower speed variability compared to standardized test cycles. In

such driving conditions, DQM-UTD’s in-target minimization mechanism can more effectively
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optimize power distribution during consistent operational states. These results suggest that

the stability and consistency of driving patterns can influence algorithm performance, then a

relationship that will be further examined across additional driving conditions in the robustness

testing section.

Fig. 6.12. Real-time performance comparison in HiL testing platform
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6.4.5 Robustness testing of DQM-UTD algorithm

In real driving scenarios, the PHEV encounters a wide range of driving conditions. Therefore,

it is essential to conduct robustness tests on the proposed DQM-UTD algorithm across diverse

driving patterns. To further validate the findings from real-time performance tests and explore

algorithm performance across a broader range of driving conditions, we extended our analysis to

include an additional open dataset cycle, collected by the Joint Research Centre of the European

Commission [Anesiadou2020], with data processing scripts and visualization available at

JRC-DATA-PROCESSING. Five different driving cycles, including standard driving cycles,

real-world driving conditions, and an open access dataset are analyzed in Table 6.3.

Table 6.3
Statistics analysis of driving cycles

Cycles Max Speed Abs Dec Std Speed Speed Var
(m/s) (m/s2) (m/s)

I 35.90 3.09 10.11 0.82
II 36.47 2.49 8.18 0.91
III 33.35 2.64 7.99 1.00
IV 21.00 1.04 5.65 0.53
V 27.78 5.90 6.98 1.18

The four characteristics, maximum speed (Max Speed), speed standard deviation (Std Speed),

absolute deceleration (Abs Dec), and speed variability (Speed Var), are chosen based on their

significant impact on energy management through extensive analysis. Specifically, Max Speed

influences peak power demands and state space limits, while Std Speed reflects driving pattern

stability, affecting algorithm learning. Abs Dec directly impacts regenerative braking and energy

recovery, whereas Speed Var (the ratio of speed standard deviation to mean speed) indicates

driving consistency, influencing the effectiveness of the UTD mechanism in utilizing collected

samples. Finally, Table 6.4 compares DQM-UTD with rule-based, ECMS, single Q, and double

Q methods in terms of SoC sustaining, equivalent energy consumption, and relative energy

savings.

Table 6.4 presents the comparison results with ’End SoC’ (the state of charge after completing

a driving cycle), ’Energy (MJ)’ (the equivalent energy consumption) [295], and Δ % (energy

saving percentage compared to the rule-based baseline). The experimental results demonstrate
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Table 6.4
Performance comparison of DQM-UTD and other methods under various driving cycles

Cycle Init SoC% Method End SoC% Energy (MJ) Δ %

(I)

30 Rule-based 28.65 107.86 -
30 ECMS 28.08 107.11 0.70
30 Single Q 27.14 108.46 -0.55
30 Double Q 27.15 108.44 -0.54
30 DQM-UTD 27.72 106.12 1.61
25 Rule-based 26.56 121.91 -
25 ECMS 28.02 119.15 2.26
25 Single Q 25.66 118.76 2.58
25 Double Q 25.66 118.76 2.58
25 DQM-UTD 27.13 115.88 4.95

(II)

30 Rule-based 27.90 109.07 -
30 ECMS 27.82 108.72 0.32
30 Single Q 27.72 110.39 -1.2
30 Double Q 27.72 110.52 -1.33
30 DQM-UTD 27.85 108.34 0.67
25 Rule-based 27.29 129.32 -
25 ECMS 28.03 123.72 4.33
25 Single Q 26.42 121.38 6.14
25 Double Q 26.42 121.38 6.14
25 DQM-UTD 27.85 118.22 8.58

(III)

30 Rule-based 30.46 87.93 -
30 ECMS 27.98 85.86 2.35
30 Single Q 28.72 84.43 3.98
30 Double Q 28.18 84.26 4.17
30 DQM-UTD 28.19 84.14 4.31
25 Rule-based 29.17 101.21 -
25 ECMS 27.77 98.40 2.78
25 Single Q 28.71 96.63 4.53
25 Double Q 28.18 96.53 4.62
25 DQM-UTD 28.19 96.37 4.78

(IV)

30 Rule-based 42.50 137.81 -
30 ECMS 27.76 95.37 30.80
30 Single Q 32.50 86.50 37.23
30 Double Q 28.00 80.64 41.48
30 DQM-UTD 28.00 68.07 50.60
25 Rule-based 38.48 134.71 -
25 ECMS 28.20 103.45 23.20
25 Single Q 28.49 87.33 35.17
25 Double Q 28.00 89.06 33.89
25 DQM-UTD 28.00 84.44 37.32

(V)

30 Rule-based 28.35 81.18 -
30 ECMS 27.97 78.58 3.20
30 Single Q 27.89 77.47 4.57
30 Double Q 27.78 77.47 4.57
30 DQM-UTD 27.97 74.85 7.80
25 Rule-based 25.60 91.34 -
25 ECMS 28.04 83.52 8.56
25 Single Q 25.04 80.17 12.23
25 Double Q 25.04 80.17 12.23
25 DQM-UTD 26.15 79.11 13.39 160



the superior performance of our proposed DQM-UTD approach under various driving conditions

and initial SOC.

Compared to the traditional methods in Table 6.4, the most significant improvements are

observed in the real-world driving cycle (IV), where DQM-UTD achieves remarkable energy

savings of 50.60% and 37.32% under different initial SOC conditions compared to the rule-

based method. It also maintains solid performance in the highly dynamic Cycle V, achieving up

to 13.39% savings despite high deceleration and variability. Although the rule-based method

demonstrates competitive performance in some regular, standardized driving cycles (I-III), it

lacks robustness when facing complex real-world driving conditions, highlighting the adaptive

and robust advantages of the learning-based approaches.

Fig. 6.13. Correlation between driving cycle characteristics and DQM-UTD energy savings

To further investigate how specific driving characteristics influence the performance of DQM-

UTD and to better explain the observed performance, a correlation analysis was conducted
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between key cycle features and the corresponding energy savings, as illustrated in Fig. 6.13. A

strong negative correlation (–0.91) with maximum speed suggests that DQM-UTD performs

exceptionally well in environments with moderate speed limits, which indicates that the

algorithm effectively optimizes energy distribution when peak power demands are less aggressive.

Similarly, a high negative correlation with speed variability (–0.76) indicates that consistent

driving patterns enhance the algorithm’s ability to learn and adapt effectively. This is exemplified

in Cycle IV, which features the lowest variability (0.53) and yields the highest energy savings.

The standard deviation of speed also shows a significant negative correlation (–0.78) with

performance, reinforcing the importance of stable driving patterns. Lower fluctuations allow

for more accurate energy allocation, making the learning process more effective. Absolute

deceleration exhibits a moderate negative correlation (–0.53), implying that moderate braking

profiles, as found in urban conditions, offer ideal opportunities for regenerative energy recovery

without introducing destabilizing dynamics. These results collectively confirm that DQM-UTD

thrives under structured driving conditions where traditional rule-based strategies fail to adapt

effectively.

6.5 | Chapter summary

This chapter proposed the DQM-UTD algorithm, a novel ensemble-based RL approach for

end-to-end EMS in PHEVs. By addressing key challenges such as Q-function overestimation

bias and sample inefficiency, the proposed method demonstrates significant improvements in

learning performance and real-world applicability. The main conclusions are as follows:

(1) The DQM-UTD algorithm reduces Q-function overestimation bias from 1.18 to 5.2 × 10−4

using an in-target minimization update mechanism. This results in more reliable policy

learning and contributes to overall stability during training. Additionally, the algorithm achieves

optimal sample efficiency with a UTD ratio of 15, balancing computational cost and learning

effectiveness.

(2) In SiL testing, the proposed method achieves a system efficiency of 60.1% with stable

convergence within 71 iterations, outperforming conventional Q-learning and double Q-learning

approaches in terms of convergence speed and stability.
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(3) HiL validation highlights the practical effectiveness of DQM-UTD in real-world driving

conditions. The algorithm delivers up to 50.6% energy savings while ensuring superior SoC

stability, demonstrating its robustness and adaptability under dynamic operational scenarios.

163



CHAPTER 7

Conclusion and future work

This thesis has investigated advanced methodologies for energy management in CAVs and multi-

mode PHEVs. By leveraging cutting-edge techniques, such as MARL and RL, the research has

addressed critical challenges in scalability, energy efficiency, and real-world applicability. This

chapter summarizes the key contributions and findings of the thesis, highlighting the impact

of the proposed methods. Additionally, it outlines the broader implications of this research

and discusses potential directions for future work to further advance energy optimization and

intelligent transportation systems.

7.1 | Conclusion

The main conclusions of the PhD research are summarized below:

1) Communication-Efficient MARL for Platoon Stability and Energy-efficiency

Co-optimization in Cooperative Adaptive Cruise Control of CAVs

This part presents the BDC-MARL approach, designed to enhance system robustness

and efficiency by reducing reliance on potentially delayed or unreliable vehicle-to-vehicle

communication. By optimizing individual vehicle responses to real-time traffic conditions,

BDC-MARL significantly improves energy savings, achieving up to 5.8% efficiency gains with

an average velocity of 15.26 m/s and an IVS of 20.76 m. Unlike IA2C and CommNet,

which struggle with delayed message transmission in CACC scenarios, BDC-MARL leverages

an efficient communication mechanism to mitigate this issue, ensuring stable coordination

among vehicles. Integrating QSGD further enhances communication efficiency, enabling

rapid convergence to a stable IVS while maintaining smooth velocity and acceleration profiles.

This optimized bandwidth usage prevents data overflow and minimizes transmission delays,
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contributing to more reliable system performance. Additionally, a 6-vehicle platoon is identified

as the optimal configuration for balancing energy efficiency and stability, as it benefits from

aerodynamic drag reduction without a proportional increase in power consumption. While

BDC-MARL and the OpenACC-based scenarios exhibit comparable average speeds, BDC-

MARL demonstrates superior IVS stability due to more effective vehicle coordination. Despite

similar short-term energy consumption, its robust communication protocols and optimized

response strategies significantly enhance vehicle dynamics, reducing fluctuations in platoon

behavior and ensuring smoother and more efficient operation.

2) Energy Management of Multi-mode Plug-in Hybrid Electric Vehicle Using

Multi-agent Deep Reinforcement Learning

Expanding on the previous MARL-based approach for macro-level CACC in CAVs, this part

investigates a MADRL-based MIMO control method for the micro-level energy management

of a complex multi-mode PHEV. Given the multiple operating modes, treating each power

source as an independent agent enables more adaptive and cooperative decision-making in

power distribution. To facilitate effective collaboration between the two learning agents, a

hand-shaking strategy is introduced using a relevance ratio within the DDPG framework.

Through sensitivity analysis, parametric study, and SiL testing, several key findings

emerge. The learning rate of DDPG agents is identified as the most influential factor,

affecting computational time, convergence speed, and fuel economy. The hand-

shaking mechanism is fine-tuned via the relevance ratio, with an optimal value of 0.2

for the studied PHEV. A lower relevance ratio results in slower learning, while a higher

value induces instability. Furthermore, the proposed MADRL method surpasses baseline

approaches (single-agent learning, rule-based control, and ECMS) across all tested driving

cycles, achieving fuel savings of up to 23.54% while maintaining battery SoC errors within

5%. These results highlight the effectiveness of MADRL in managing the complex energy

control challenges of multi-mode PHEVs.

3) Efficient Energy Management of Plug-in Hybrid Electric Vehicles through

Random Ensemble with In-target Minimization Q-learning

Building on the previous findings in MADRL-based micro-level EMSs, this study shifts the focus

from complex multi-mode PHEVs to a specified operating mode, addressing key challenges in
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real-time implementation and control stability. This part presented the DQM-UTD algorithm

for energy management in PHEVs, addressing critical challenges in overestimation bias,

sample efficiency, and real-world applicability. The proposed algorithm significantly

reduces overestimation bias from 1.18 to 5.2 × 10−4 through in-target minimization,

ensuring more accurate Q-value updates and enabling robust decision-making. In SiL testing,

the algorithm demonstrates remarkable system efficiency, achieving 60.1% efficiency with

stable convergence within 71 iterations, highlighting its ability to learn quickly and effectively.

By optimizing the UTD ratio to 15, DQM-UTD balances computational cost and learning

performance, leveraging data efficiently to minimize redundancy while maximizing performance.

The HiL validation further confirms the practical feasibility of the algorithm, achieving up to

50.6% energy savings in real-world driving conditions while ensuring improved SOC stability.

These results emphasize the potential of DQM-UTD for deployment in PHEVs, offering a

scalable and efficient solution for EMSs.

7.2 | Research Impact

The outcomes of this research have significantly contributed to the fields of energy management.

The findings have been disseminated and cited through various publications and achievements:

1. Parts of the literature review in Chapter 2 were published in the International Journal

of Automotive Manufacturing and Materials, 2023 [121] and presented on the open-

source platform https://github.com/huahuaedi/MARL_in_CAV_control_review,

receiving several stars [86]. Additionally, the part of work has been accepted in the top

journal IEEE Transactions on Automation Science and Engineering (IF = 5.9, JCR Q1).

2. Research from Chapter 4 was published in the top journal IEEE Transactions on Vehicular

Technology (IF = 6.1, JCR Q1) [281], focusing on MARL-based CACC systems. This

work also involved collaboration with a visiting researcher from Southeast University,

and the results were published in [296].

3. Research from Chapter 5 was published in the top-tier journal Applied Energy (IF =

10.1, JCR Q1) [283]. Findings were also presented at two major conferences: The
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8th Applied Energy Symposium: Low Carbon Cities and Urban Energy Systems, 2022

[289] and the International Conference on Applied Energy, 2021 [279]. Furthermore,

this research was conducted in collaboration with visiting researchers from Tsinghua

University, with results published in [297, 298], and Wuhan University of Technology,

with results published in [295, 299, 300].

4. Research from Chapter 6 was published as co-first author in the top journal IEEE

Transactions on Intelligent Vehicles (IF = 14, JCR Q1) [292], showcasing RL-based

ensemble methods in EMSs for PHEVs. Additionally, a part of this work has been

submitted to the top journal IEEE Transactions on Transportation Electrification (IF =

7.2, JCR Q1, round 1).

5. An undergraduate student under my guidance published their work in the conference

2023 7th CAA International Conference on Vehicular Control and Intelligence (CVCI)

[301].

6. A national silver award in an entrepreneurship competition was won in 2022.

7.3 | Future work

While this research has achieved significant progress, several areas remain for future exploration:

1) BDC-MARL for Long-Term Energy Savings and Adverse Conditions

Future work will extend the analysis of BDC-MARL to longer periods to better evaluate its

potential for sustained energy savings. Refining communication protocols to further reduce

variability in IVS will also be a focus, along with addressing challenges posed by adverse

conditions, such as poor weather and challenging road surfaces.

2) Real-Time Decision-Making and Hardware Integration

The development and validation of low-latency decision-making algorithms and real-time

coordination among multiple agents will be pursued. These efforts will be supported by

advanced HiL facilities, bridging the gap between simulation-based results and real-world

applications. This work will aim to enable commercial deployment of the proposed energy

management systems in PHEVs.
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3) Integration of Traffic Prediction and Road Condition Information

Future research will integrate traffic prediction and road condition information into the

proposed frameworks to enhance adaptability in real-world environments. This integration aims

to improve the robustness and efficiency of EMSs, particularly in dynamic and unpredictable

driving scenarios.

By addressing these areas, future work will further strengthen the practical utility and scalability

of the proposed methods, contributing to the advancement of sustainable and intelligent EMSs.
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