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Abstract

This thesis addresses the topic of drone classification using radar spectrograms to provide warn-

ing of unauthorised drone intrusions. Radar is an excellent detection sensor, but the similar

size, speed and flying height of drones and birds necessities the development of robust methods

for target classification. Deep learning approaches may allow classification of drone targets

in benign and challenging circumstances, but in a security critical scenario where lives may

be at stake, several advances in their training and validation are required. This thesis seeks to

accelerate the reliability of deep learning approaches, and to substantiate such developments

a collection of 564 drone flights and 932 bird tracks were gathered over ranges up to 5km by

two L-band staring radar systems in a high-clutter, densely urban environment at the heart of

Birmingham, England. Raw-data spectrograms crafted from these flights were used to train

and test a convolutional neural network for the classification of real targets in a challenging

operational condition, where we show drones possessing rotor micro-Doppler can be classified

to >98% accuracy, while drones without any micro-Doppler are still able to be classified ∼90%.

As radar data is usually a scarce resource, this thesis also proposes approaches for syntheti-

cally increasing the quantities of available data, and additionally, a method to use such limited

data more effectively in the training of classifiers. Initially, this work shows the production of

highly-realistic synthetic micro-Doppler spectrograms that novelly uses motor speed recordings

extracted from drone flight logs. This approach vastly increases the ease of creation and visual

fidelity of simulated drone returns. The resampling of the recorded motor speed signal to fit the

radar’s temporal reference was shown to have a strong effect on the results achieved with synthetic

training. Finally, unsupervised deep learning implemented with an elementary convolutional

autoencoder trained with a modest amount of synthetic and real radar data, was demonstrated

to have both performance and interpretability advantages over the use of an optically trained,

i



ii

transfer learned classifier.
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Chapter 1

Introduction

This introductory chapter will review the motivations for researching radar-based drone surveil-

lance techniques in Section 1.1, while Section 1.2 will summarise the technical findings and

publications resulting from this project.

1.1 Project Background

The market boom of consumer unmanned aerial drones presents a difficult and urgent challenge

to those looking to protect sensitive air-spaces from tresspassing. A new wave of research

in stand-off automatic drone detection has thus been underway for the last decade or so, and

academic and industrial efforts towards solving the drone surveillance problem is required to

grow as the drone industry does. Drones have and will continue to become cheaper and more

widely available as their technological components: batteries, motors, computational units,

cameras and other sensors; improve independently and are mass produced at scale. The other

side of the race is increasing regulations and enforcement of drone laws worldwide [12], which

is not necessarily any faster than the development of drone risk. There is much growth to look

forward to on the civilian and industrial fronts, but at the same time the growing ease of access

to drones raises anxieties of the increased use of illegitimate drones. Organisations must be
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prepared and ready to detect and neutralise rogue drones, regardless of the level of regulations

present. In the defence sector, onlookers of the presently ongoing Russo-Ukrainian war have

seen the reality that drones are used whereever they can to improve the tactical stance of a

side. Publicly available drones have already transformed how offence and defence take place

[13], with drones equipped with live feed cameras being routinely deployed for rapid, active

surveillance of strategic areas. The future trend of these observations collectively paint a picture

within which drone surveillance will become, if not already, amongst the most critical civilian

and defence infrastructure.

1.1.1 Motivations for Radar-Based Drone Surveillance

There are numerous potential approaches to detecting airborne drones over an area of interest

(positives and negatives of each are discussed in Section 1.1.4), and in practice not one single

system alone will fully satisfy the end user completely as each of the methods have their

downsides [14]. Interrogating the airspace with a distributed approach using multiple different

systems must be the solution to keep the chances of a drone reaching sensitive areas as low

as reasonably practicable [15]. A human is an effective drone detector at short ranges, but

an automated system is required for 24 hour, uncompromisable surveillance. In the particular

problem of drone detection, classification or Automatic Target Recognition (ATR) is the biggest

hurdle. The reason for this hurdle is the existence of birds, that potentially exist everywhere

and always in an airspace. Birds and drones have very many similar properties: size, colour,

speed and manoeuvrability. At close range, classifying a target is a simpler task as features

unique to a bird or a drone can be used, such as the observation of the spinning propellers and

the associated noise, versus the sounds of birds and observing the wing flaps with the effect on

the trajectory. At long range, using these features is less reliable and a much longer dwell time

of target interrogation is required before a confident classification attempt, so that the rate of

false alarms is kept as low as possible. Indeed, drones flying amongst birds may mask the drone

signal enough to forfeit its detection, thus detection methods need to be robust to multi-target

configurations for initial detection and also have precise classification tools to label complex

2



3 CHAPTER 1. INTRODUCTION

detected targets as a threat or not. The choice of sensor will dictate the fidelity of returns and

classification of targets is highly dependant on this.

This thesis will comment on some of the literature achievements of drone vs bird detection in

radar, and then describe developed improvements. Radar however is possibly, more appropriate

as an umbrella term for lower-frequency, electromagnetic scattering and reflection measurement

sensors, meaning there is a huge variation in radar systems that may be used for drone detection.

The capabilities of a radar system will scale with cost, where millions of pounds could be spent on

a single system. Smaller, shorter ranged radars have a lower cost and may be more beneficial to

some applications. Continuous advances in networking separate radar systems together, which

use the same transmitted radiation to feed multiple receivers known as multistatics, promise

wider coverage and a more cost effective solution moving forward. Therefore, choosing ‘radar’

as a solution to this challenge is itself a question as there are many different types of radar that

could be used. Sec. 2.2.3 will be dedicated to the assessment of the types of radar that exist and

which are used for drone detection. It will also be discussed in more depth in Chapters 3, 5 and

8 that a host of classification techniques are available for researchers to optimising their systems

detection performance.

1.1.2 Occupants of Low Altitude Airspace

When surveilling for drones, birds will be detected as their airspace occupation overlaps greatly

with drones. As mentioned, detected targets must be classified to whether they are a potential

drone threat, or a benign bird sighting. Birds can have any flight mode [16], there are many

species of bird, and any number of birds may occupy the surveilled airspace which the drone

detection sensor must be able to see through and robustly classify to determine if a threat is

present [17], [18]. In this work, a wide variety of bird signatures have been collected and

these will be shared and analysed in Sections 4.2 and 4.3. Collected signatures, including large

flocks and mixtures of species, will be compared to the returns of drones, which is essential to

understanding the fundamental challenges of radar based drone detection. Drones likewise can

3
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possess a large amount of intra-class variation which must be understood by a radar classifier

[19], [20]. The key difference amongst drone targets from the radar perspective is whether or

not the motion of the spinning rotor blades can be detected by the radar. Analysis and simulation

of this phenomena is the greatest original contribution of this work (see Chapter 6 and [3]);

however, as the drone target may or may not have visibility of the rotor blades - either from

small drone size, radar used or intentional obscuration - a radar target classifier needs to be

able to classify drones based of nuanced, subtle features within a wide range of possible bird

returns. For this reason in this work we assess the feasibility of classifying small and large

drones, separately and together in Sec. 5.2.3 to 5.2.5.

1.1.3 Operation of Modern Drones

Drones are a modern technology and there will be many improvements of their capabilities

over time. This section shares prerequisite information of drones that must be considered by

surveillance staff towards ensuring their airspace is defended from all types of drone. There are

many vendors for both first and second hand consumer drones, the most popular manufacturer

being DJI (dji.com/uk). Most of production DJI drones are marketed towards photography and

videography applications, with more advanced variants employed such as users equipping them

with thermal cameras for mountain and sea rescue missions. Other, typically larger models are

used as flying platforms for other technologies [21], including recent research from the University

of Birmingham, such as air-borne radar imaging applications [22] or hosting quantum optical

cold-atoms based device [23]. This class of drones will be used more as entrepreneurs and

public service officials look to apply drones for rapid delivery of agriculture [24], goods and

emergency supplies. A typical drone may weight between a few hundred grams and up to 10kg,

the upper end of which being less common and more highly specialised. Above 25 kg, the

UK’s Civil Aviation Authority requires a much greater increase in certification and permission

to operate.

4
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(a) Birmingham International Airport (b) Greater Beĳing Area

Figure 1.1: Flight Restriction Zone (FRZ) around airports in the ‘DJI Fly’ app.

The availability of drones is wide and there is a risk of their use in domestic terrorism or

smuggling. However, it is not trivial to use these drones in such a manner due to software

restricting access in no-fly zones. Figure 1.1 illustrates the areas where flying is permitted and

not, and using the controller alone it will not be possible to break these geofencing restrictions

imposed from the countries’ governing body. For detection of DJI drones in air-spaces not on

the official no-fly list, it is possible to purchase the DJI AeroScope1 that reads the transmitted

signals between controller and drone, and feeds back the location of the drone, operator, and

other information attainable from the signal. Although the AeroScope is no longer in active

production at DJI, open source solutions [25] and other professional options2 exist that use a large

database of measured signatures to extract information from the drone. Extracting information

from non-cooperative drones is an area of active research [26].

The greatest downside of passive drone-controller Radio Frequency (RF) detection and decryp-

tion, is that it cannot guarantee that it will be able to detect certain drones for the following

1https://www.dji.com/uk/aeroscope
2such as DeTect’s DroneWatcherRF https://detect-inc.com/ or CRFS https://www.crfs.com/drone-detection

5
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potential reasons. It is possible to build your own remote control drone for as little as £100,

and so signals from a totally unseen custom model may not be in the database of known threats.

Consumer drones still pose a threat as they can be ‘hacked’ to allow operation outside the

manufacturers limitations as an open-source interest, the knowledge of which is growing due

to their use in modern conflicts. With this, the geofencing restrictions can be removed, and it

would be possible to have the drone fly along a predetermined flight path without any remote

connection to the operator. In this scenario, passive RF identification will not be an effective

counter-measure, and an active radar or another surveillance device would be the only warning

of the intrusion of such as target. To overcome the threat of a drone thus requires a method of

actively detecting a physical object approaching a sensitive area with classification of drone or

not. Similarly but separate to passive radio-frequency detectors just discussed, passive radar

techniques show capabilities to detect drones without a transmitted signal using common illumi-

nators of opportunity, such as mobile or television signals, and will be included in the discussion

in Sec. 2.2.3.

1.1.4 Overview of Sensors for Drone Detection

Before reviewing the known radar techniques that have been used for drone detection and

discrimination, radar will be initially discussed in context with other counter drone sensors that

have been implemented in literature and used industrially. Operators will need to understand

their environment and then consider if using a multitude of solutions in parallel is required to

increase their security above the required threshold. For the majority of cases, the passive RF

detection method from the last section would detect the majority of drones - but would totally

fail if the connection between the controller and operator was intentionally cut. Table 1.1 shows

a list summarising the strengths and weaknesses of common counter drone sensors which will

be elaborated in the remaining text, with reviews existing in [27], [28].

Beginning with radar, the main downside is that its cost scales with effectiveness. Radars

6
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Table 1.1: Brief comparison of UAV surveillance techniques

Method Strengths Weaknesses

Radar Long range, all weather, Line of sight requirements,
24hr operation cost, power, spectrum allocation

Lidar Very effective at Poor at medium range &
target discrimination in certain weather conditions

Video Excellent short range Poor classification at
& multiple sensor distribution long range & low light

Audio Classification & accurate target locating Short range, forgeable returns,
weather and background noise

Human Accurate & verifiable observations Costly, opportune and compromisable

provide a long-range early warning detection where there is a direct line of sight. The effective

range of reliable classification will decrease rapidly with cost to a point where multiple radar

sensors operating in unison would become a more appealing solution [29], [30]. The two

key, unmatched strengths of radar is that it is the most weather resistant sensor (operation and

classification is minimally affected by fog, rain and snow), and operates in all lighting conditions

as it provides its own illumination. No other of the sensing solutions discussed in the following

can provide both of these advantages, and thus radar could be considered the priority system to

install for a surveillance application, with other sensors making up for any of the deficiencies of

their radar installation in any. An issue unique to radar that can prevent a possible deployment is

spectrum allocation. Radio frequency based communication technologies require an allocated

spectrum to operate within, which is a problem in developed countries, in particular the United

States of America where spectrum is allocated to the highest bidder. Classification in radar of

similarly sized, difficult to distinguish targets has become a highly active area of research in

recent decades as its excellent detection and tracking qualities manifest the desire to also produce

reliable feature extraction and subsequent target classification.

Radar and Light Detection and Ranging (Lidar) are very close cousins as both measure range

by timing the round trip of returning EM signals. In Lidar, the typical frequency range of

operation is in the visible or near visible part of the spectrum. This much higher frequency

makes it difficult to extract phase information from the return light, unlike what is commonplace

7
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in radar (see Section 2.2), however continuous advancements mean now Doppler lidar is possible

but expensive. Otherwise, lidar is capable of measuring velocity by comparing the range of

successive measurements. Typically, lidar sensors are very expensive beyond the simple range-

finders and laser measures. Due to the high cost of quality lidar sensors, and given their

frequency use in more civil applications such as landscape imaging or conservation efforts (for

example, Google Earth or other forest monitoring efforts), raw lidar data exists in a standardised

.las format so open collaboration may occur on expensive and hard to acquire datasets [31].

Range is measured extremely precisely in lidar, and cross range measurements are done by

integrating multiple light pulses from different directions. Lidar thus is a very expensive option

for drone detection, but as it is a high resolution sensor, clear line of sight to the target at modest

range will allow a confident classification as it will detect many detailed features of targets [32].

The biggest downside are its limited range, its price, and that its operation will diminish rapidly

in poor weather, particularly in fog, rain and snow.

Optical cameras are another very mature technological choice for drone surveillance. The

greatest advantage of optical image or video based surveillance and classification is that the

majority of machine learning research exists for optical images, and so optical classifiers can

more conveniently draw upon the power of deep learning for this task. There exists many

examples of drone and bird differentiation with optical images and videos. Modern image

classification is now accompanied with semantic segmentation which is the learned ability to

draw a digital enclosing box around objects that pass the threshold of categorical classification.

This precise technique is based on an autoencoder framework (introduced in this work for radar

in Chapter 8), and requires a huge amount of data for training to be effective thus restricting

occurrences of this method mainly to the optical domain with many open source implementations

[33], [34]. Similar demonstrations of this approach within radar have been performed [35], [36].

This segmentation method is essential for camera operation as it permits a method to track the

target digitally through the surveillance space. Radar and lidar have azimuthal and elevation

measurement through beamforming and point clouds respectively, which would not be expected

to be as precise or reliable as camera image segmentation [37]. Target range measurement on

8
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the other hand would be crude with cameras when compared to radar and lidar, where ranging

is already implemented to well defined resolution. The networking of multiple surveillance

cameras is a cost effective solution for wider coverage drone surveillance, but at longer range

and in low light or poor weather conditions its reliability suffers greatly.

A notable difference between drones and birds is their emitted sounds. Birds are either silent

or make their calls, while drones come with a loud ‘buzzing’ sound from the air displacement

of the rapidly rotating propellers. Thus, sound based classification has been explored for drone

detection and identification using deep learning automatic target classification methods [38].

This method is largely unreliable as the effective range is short, and quality of data will be

broken with strong winds, rain and other ambient uncontrollable noises. Further technological

developments of drones to reduce their ambient noise, such as toroidal propellers, will make

audio based detection even harder.

Lastly, using human security guards as a means for drone detection often has been one of the only

lines of defence aside security cameras in previous drone incursions on civilian infrastructure

(Gatwick, 2018 [39]). They cannot be relied on alone for drone detection as they have human

limitations of eyesight and opportune positioning, as well as the cost and practicalities of human

availability on a 24/7 basis.

1.1.5 Overview of Radar Sensing

In this section, a brief review of existing radar sensor systems is followed by a brief summary

of radar target classification techniques to preface the relevance of this works contributions.

Later, Chapter 2 will in greater detail review the relevant radar principles used in this work,

within which Sec. 2.2.3 will contain a focused review of the phenomenology the radar radiation

and drone interaction. When constructing a radar system, there are many considerations. The

first consideration could be the choice of operating frequency. Table 1.2 shows the separation

of the spectrum into bands alongside their frequency, wavelength and typical civil and radar

applications.

9
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Table 1.2: IEEE Standard Frequency Bands used in Electronic and Radar Engineering

Band Frequency Wavelength Civil Application Radar Application
HF 3-30 MHz 10-100 m Radio Broadcasting Over-the-Horizon radar

VHF 30-300 MHz 1-10 m Radio & TV Broadcasting Very Long Range Surveillance
UHF 0.3-1 GHz 0.3-1 m 5G𝐿𝑜𝑤 , Ship Long Range

and Aircraft Communication Surveillance Radar
L-band 1-2 GHz 15-30 cm EPR (Medical) Imaging [40] Weather-proof surveillance radar
S-band 2-4 GHz 7.5-15 cm WiFi, Bluetooth, LTE [41] NexRad Weather Radar [42]
C-band 4-8 GHz 3.75-7.5 cm Satellite Communications Wind Measurement [43]

& Early Warning Radar [44]
X-band 8-12 GHz 2.5-3.75 cm Terrestrial & Space Broadband Longer Rage Imaging Radar
Ku-band 12-18 GHz 1.7 - 2.5 cm Down-link Satellite Communications Various Short-Medium Range
K-band 18-27 GHz 11 - 17 mm Short-Range Specialist Applications Water Vapour Absorption Detection
Ka-band 27-40 GHz 7.5-11 mm 5G𝐻𝑖𝑔ℎ , High-bandwidth Police Vehicle

Space Communication Speed Measurement
V-band 40-75 GHz 4-7.5 mm GB/s Rate Wireless Communications Compact, High-bandwidth Applications
W-band 75-110 GHz 2.3 - 4 mm Concealed Weapon Detection Beyond-Atmospheric Measurements

mm wave/ 0.1-0.3 THz 1-3 mm Experimental, High-Speed Experimental Space Radar
Sub-THz Wireless Comms [45] Detection and Imaging [46]

The maturity of each radar frequency band is not equal, with particularly Sub-THz being a mod-

ern experiment trend. To understand and have a valid intuition of how the transmitted radiation

will interact with the target, it is useful to compare the radiation wavelength to the physical

features of expected targets. This is because each photon of coherent EM radiation oscillates

with the same phase, meaning that if the dimensions of a feature are similar to the wavelength,

currents will be induced on the target that will be re-enforced with further incoming radiation

leading to resonance of the currents that will provide a very strong return, which is known as Mie

regime scattering. The scattering of EM radiation with targets where the wavelength is less than

the physical dimensions is in the Rayleigh region, and conversely where the spatial frequency of

the target is less than the frequency of the radiation is called optical region scattering. As will be

formally introduced in 2.1.2, the Radar Cross Section (𝜎𝑅𝐶𝑆) is the mathematical representation

of the strength of returns / the radar reflectiveness of a target. Thus the choice of operational

wavelength is important, and depends on the application. For instance, sub-THz radar with

wavelengths in the order of a millimetre makes it feasible for through-clothes imaging in body

scanning security applications at low ranges. The radar system used in this work that we will

expand upon in Section 2.3 that was designed for drone detection has an operational wavelength

of ∼ 24 𝑐𝑚 which is very close to the blade length of a large rotary winged drone, thus returns

10



11 CHAPTER 1. INTRODUCTION

from the blades themselves are very strong.

With operational frequency decided, then follows the operating mode of the radar. For range

measurement capable radars, three possible choices are pulse-Doppler, Frequency Modulated

Continuous Wave (FMCW) radar or passive radar. The experimental results and validation of

all research of this thesis took place with a industrial, airport-grade L-band pulse-Doppler radar

described in Section 2.3. While the experimental results in this thesis are formed with data

from the L-band system, the efforts of this PhD were to find advances of drone detection for all

radar types. In this introductory section the key differences between pulsed and FMCW radar

systems are described. As pulse-Doppler is the grounds for development in this work, a thorough

background of the mechanisms and signal processing of pulse-Doppler radar is presented later in

Sec. 2.2. In the following paragraph, the basic differences of the two techniques are overviewed.

Typically, FMCW radars are cheaper, more compact and better suited to shorter range detection.

Pulse-Doppler radars are better suited to very long ranged operation due to the ease of integrating

multiple returns to build the strength of genuine signals above the noise floor, provided the Pulse

Repetition Frequency (PRF) is sufficiently high. As FMCW are transmitting all the time, a

relatively lower power is used at a constant rate. Pulsed radars on the other hand only transmit

for a fraction of its duty cycle, thus the peak power needs to be much greater which is why they are

typically more bulky for a given power budget. The maximum unambiguous range (see 2.1.2) of

a pulsed radar system is determined by the listening duration after a pulse is transmitted, whilst

in a FMCW system it is determined by the chirp duration. Due to the high PRFs used in Doppler-

prioritising pulsed radar systems, FMCW systems have a greater maximum unambiguous range

- however, due to their lower peak power, rarely would you expect to detect signals near the edge

of the maximum unambiguous range, whereas in a pulsed system these two values (maximum

unambiguous range and peak power with respect to desired minimum target size) will be set

in harmony with one another. The range resolution of a radar system is determined by its

bandwidth, 𝐵. For FMCW radar, this is simply the difference of the minimum and maximum

values of the chirp. For pulsed radar, this is the reciprocal of the pulse width. In either case, the

11
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range resolution, Δ𝑅, is given by Δ𝑅 = 1
2𝑐𝐵

−1, where 𝑐 is the speed of light. It is common to see

FMCW range resolutions much smaller than that of a pulsed system, which may be in the order

of centimetres. Pulsed radars may have very small range resolutions if their application is a

very short ranged one, dictated by a shorter pulse with anticipated accompanying smaller power.

The range resolution of the radar will impact the quality of tracking delivered, which in turn

will support a superior trajectory based classification. The other key factor to enabling moving

target classification in radar is velocity measurement. The velocity spectrum of a target or scene

will provide the most instantaneous features that may be leveraged for classification, so is an

important consideration when applying this technology to drone detection. Both FMCW and

pulse-Doppler radar can increase their Doppler resolution through longer continuous integration.

Ultimately, the choice of operating mode and operational frequency are important decisions to

be made by the radar engineer designing a solution to meet the operational desires and budget.

Both pulsed and FMCW radars allow for target tracking. This thesis did not attempt track based

classification as a research topic. Alternatively, analysis of the spectra of targets was performed

as the main focus3. A radar will require both tracker and spectral based classification procedures,

and operators need to ensure these are well optimised for their environmental setting. Many

works and research groups have focused on using the flight profiles of drones and birds to support

classification, such as,

• Various works from the Thales Group [47]–[49],

• From University College London on multi-static radar tracking [50], [51],

• From the University of Cambridge regarding multi-target tracking [52], [53].

The combination of tracker based classification and feature extraction alongside information

gained from the velocity spectrum of a target will provide the most robust feature set for accurate

3Research in tracking algorithms is an extremely important area of study, particularly for small manoeuvrable
targets such as drones and birds. Two key reasons for not investigating tracking in this work were, (A) the tracking
algorithm installed onto the COTS staring radar was protected by their IP, (B) to process staring radar data into
detections, then tracks, then subject to further analysis would require a greatly increased computational burden,
that at the project outset was decided not to be the focus of the thesis given time constraints.

12



13 CHAPTER 1. INTRODUCTION

and reliable classification of unknown, detected targets. A major challenge in this area of track-

based classification is appropriately dealing with multi-target scenarios. For instance, if a bird

was to closely follow a drone, the track quality and subsequent classification efforts would be

potentially compromised.

Spectrum based classification of coherent radar returns is an area of ongoing active research.

Modern radars produce so much information from the environment and targets beyond simple

detection and tracking, that extracting as much semantic information from the already collected

data is a priority. Of course, extracting reliable information from radar spectral data has not

historically been easy due to the unpredictability of return nature, target configuration and other

considerations such as unintentional radar artefacts, or intentional jamming from foes. The

combination of possessing high-quality, detailed measurements from a radar system alongside

the modern trends of machine learning enabling automatic target recognition that is protected

from minor anomalies means now radars can be highly optimised to have excellent operational

standards for a particular application. The greatest challenge in this domain, is the availability of

large amounts of labelled data that is required to train and validate performance improvements

over existing methods. Efforts are needed in both, the ability to create large labelled datasets and

also to intelligently process large amounts of unlabelled data - both of which will be addressed

in this work.

Another domain of radar not mentioned thus far are passive radar systems. This receive-only

method allows detections, tracking and classification to be performed without transmitting any

radiation. The source of EM energy from which to extract situational awareness are here other

radiation sources, referred to as illuminators of opportunity from the local environment. This

illumination could be (as already used for passive drone detection) DVB-T [54] or telecommu-

nication signals such as LTE [55] and 5G [56]. This work will not directly consider the drone

detection using passive radars, although some of the research findings later in the thesis may

indirectly be of benefit to passive systems. As passive systems rely on opportune illumination,

their deployment is situational depending highly on an area’s geography and passive signal

13
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availability, which provides an opportunity to deploy radar where spectrum allocation is an

issue. Also, the returns measured in passive systems are very weak compared to those from

active systems where a powerful transmitter is used. The proposed advancements of synthetic

data in Chapter 6 are extendable to passive systems, and the unsupervised learning approach

that is the topic of Chapter 8 has been applied to passive systems previously [57]. Passive radar

is an exciting research trend that may be very useful for specific environments and applications,

but this thesis will only directly consider drone detection with active radar systems that will be

more appropriate in the majority of cases.

14
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Table 1.3 shows a selection of existing counter-drone radar products that exist to detect the

presence of drones in an airspace. Some details of their operation within the scope of this

section are shared that contains information garnered from their publicly available datasheets.

Table 1.3: Some CUAS Commercial Radar Manufacturers and Systems

Image Manufacturer & System Operation

Hensoldt
Spexer 2000 3D Mk2

• Pulse-Doppler
• X-Band, AESA
• 120◦ ∗ 15◦ Coverage
• 9km Drone Detection Range
• > 300 Targets Simultaneously Tracked

Blighter
A800 Mk 2

• FMCW
• Ku-band (15.7-17.2 GHz) AESA
• <7km Drone Detection Range
• <700 Targets Simultaneously Tracked
• 0.1𝑚𝑠−1 Doppler Resolution

Robin Radar Systems
IRIS

• FMCW
• X-band, Mechanical Scan
• 0.6m Range Accuracy
• 4 km Drone Detection Range
• <700 Targets Simultaneously Tracked
• 0.1𝑚𝑠−1 Doppler Resolution

Aveillant Ltd.
Now a part of the Thales

organisation

Gamekeeper 16U
The radar system used in this work

• Pulse-Doppler
• L-band, Staring Radar
• 90◦ × 30◦ Coverage
• 5 km 0.01𝑚2 Drone Detection Range
• <700 Targets Simultaneously Tracked
• 0.1𝑚𝑠−1 Doppler Resolution
• See also Table 2.1
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1.2 Objectives and Contributions

The overarching aim for this project is to improve general radar capabilities of distinguishing

potentially unsafe drones from birds in the sky. Following on from the previous section where

the drone detection challenge and possible sensor solutions were introduced, this section will

explicitly state the tasks conducted in this project.

1.2.1 Problem Statement

Due to the proliferation of consumer drone systems, efforts to improve detection and distin-

guishment of these targets are required to protect civilian infrastructure from terrorism and other

threats. This thesis seeks to improve a radar’s ability to classify the difficult to distinguish targets

of birds and drones. Radar is the focus of this work, as it is a mature sensing technology that pos-

sesses useful qualities (operating over long ranges, in all lighting and most weather conditions).

The small size of drone and bird targets, compared with traditional radar targets (such as planes,

helicopters) motivates further investigations into improving signal processing to optimise the

detection of these targets. It is desired to use the modern suite of deep learning classification

tools for this challenge in radar. However, as these methods rely on a large dataset, there is a

difficulty to apply and validate these algorithms in real operational environments. This work

constructed a large dataset of real drone and bird radar signatures taken from a pulse-Doppler

radar in a highly challenging, urban environment (Chapter 4), and implemented a classification

benchmark using a chosen pre-trained deep learning classifier, AlexNet, evaluating the effec-

tiveness of the approach. The classifiabilility of four different drone models is investigated

alongside a wide variety of real bird signatures (Chapter 5).

This preliminary work is then used to validate a number of new approaches in the field. Firstly,

to overcome the lack of availability of drone signatures, a new simulation approach for creating

highly realistic synthetic drone micro-Doppler returns is introduced (Chapter 6) and this is

assessed in its ability to be used as training data for classification of real drones (Chapter 7).

These approaches take place in the Supervised learning domain, where efforts to label large
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amounts of data was necessary.

To overcome the difficult and expensive process of labelling a large dataset, this work also

provides an initial investigation of a foundational Unsupervised learning approach, the autoen-

coder (see Chapter 8) that is closely analogous to the CNN classifier used in the supervised

investigation. Section 8.1 describes the autoencoder principle, then explains several common

extensions to the approach and reviews where radar works have used these extensions for target

classification and other applications. Section 8.2 uses a simple convolutional autoencoder on

the collected bird-drone radar dataset to explore its efficacy in a number of regards. This method

is shown to be as effective as transfer learning approaches that allows a limited radar dataset to

effectively train a classifier for these airborne targets. In addition, unsupervised clustering and

exploration with interpretation of the unsupervised performance is had in-and-of-itself, as well

as with the relationship with subsequent supervised classification results.

1.2.2 Publications

This work has resulted in the following first-authorship publications, starting with the most

recent:

• [4] - D. White, M. Jahangir, C. J. Baker, et al., “Comparing optical transfer learning and

autoencoder pretraining for radar bird-drone discrimination,” Unpublished - To appear at

2024 IEEE Radar Conference (RadarConf24), Denver, Colarado, USA, 2024

• [3] - D. White, M. Jahangir, C. J. Baker, et al., “Urban Bird-Drone Classification With

Synthetic Micro-Doppler Spectrograms,” IEEE Transactions on Radar Systems, vol. 2,

pp. 167–179, 2024, issn: 2832-7357. doi: 10.1109/TRS.2023.3326317

• [2] - D. White, M. Jahangir, J. P. Wayman, et al., “Bird and Micro-Drone Doppler Spectral

Width and Classification,” in 2023 24th International Radar Symposium (IRS), vol. 2023-

May, IEEE, May 2023, pp. 1–10, isbn: 9783944976341. doi: 10.23919/IRS57608.2023.

10172408
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• [1]4 - D. White, M. Jahangir, M. Antoniou, et al., “Multi-rotor Drone Micro-Doppler

Simulation Incorporating Genuine Motor Speeds and Validation with L-band Staring

Radar,” in 2022 IEEE Radar Conference (RadarConf22), IEEE, Mar. 2022, pp. 1–6, isbn:

978-1-7281-5368-1. doi: 10.1109/RadarConf2248738.2022.9764352

Additionally, the author was involved in the writing or publishing of the following publications,

in order of decreasing involvement:

• [5] - G. Atkinson, M. Jahangir, D. White, et al., “The Role of Target Signatures in Bird-

Drone Classification,” in 2023 IEEE Radar Conference (RadarConf23), San Antonio:

IEEE, May 2023, pp. 1–6, isbn: 978-1-6654-3669-4. doi: 10.1109/RadarConf2351548.

2023.10149665

• [6] - X. Ren, M. Jahangir, D. White, et al., “Estimating physical parameters from multi-

rotor drone spectrograms,” in International Conference on Radar Systems (RADAR 2022),

Edinburgh: Institution of Engineering and Technology, 2023, pp. 20–25, isbn: 978-1-

83953-777-6. doi: 10.1049/icp.2022.2285

• [7] - M. Jahangir, G. M. Atkinson, D. White, et al., “Networked staring radar testbed for

urban surveillance: status and preliminary results,” pp. 471–476, 2023. doi: 10.1049/icp.

2022.2363

• [8] - M. Jahangir and D. White, “Good practices and approaches for counter UAV system

developments – an industrial perspective,” in Radar Countermeasures for Unmanned

Aerial Vehicles, Institution of Engineering and Technology, Oct. 2021, pp. 363–383. doi:

10.1049/SBRA543E{\_}ch12. [Online]. Available: https: / /digital- library. theiet .org/

content/books/10.1049/sbra543e_ch12

• [9] - M. Jahangir, D. Griffiths, D. White, et al., “Development of a networked photonic-

enabled staring radar testbed for urban surveillance,” IET Radar, Sonar and Navigation,

4This publication won the author 3rd place at the student paper competition at the IEEE Radar Conference 2022,
New York.
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no. October, 2023, issn: 17518792. doi: 10.1049/rsn2.12524

• [10] - D. Griffiths, M. Jahangir, D. White, et al., “Urban Clutter Analysis for Drone

Detection using L-band Staring Radar,” 2023 IEEE International Radar Conference

(RADAR), pp. 1–6, 2023. doi: 10.1109/radar54928.2023.10371017

• [11] - J. P. Wayman, G. Atkinson, M. Jahangir, et al., “L-band radar quantifies major

disturbance of birds by fireworks in an urban area,” Scientific Reports, vol. 13, no. 1,

pp. 1–11, 2023, issn: 20452322. doi: 10.1038/s41598-023-39223-1

1.2.3 Contributions

The three key outcomes of the work to benefit drone detection capabilities are:

• The collection (Chapter 4) and benchmarking (Chapter 5) of real-world drone and bird

datasets measured in a range of weather conditions, locations and severity of environment

using a range of modern classification approaches ). This work was published in [3] and

supported the following.

• The proposal (Chapter 6) of a new drone 𝜇Doppler simulation technique incorporating

drone motor speeds that was originally published in [1]. Subsequently, this simulation was

extended to provide an approach for creating realistic synthetic data using real backgrounds

and power spectral attenuation of sidebands. This synthetic data was used as training data

(Chapter 7) with an investigation of resulting accuracy as a function of synthetic data

fidelity, which was published in [2].

• A thorough investigation of unsupervised learning using a simple convolutional autoen-

coder is presented (Chapter 8) - first by reviewing existing radar demonstrations, and then

showing in detail the many available outputs and analysis of the model (including clas-

sification) for the collected drone and bird dataset. The findings from this effort enables

flexible training of classifiers to be better optimised on modest amounts of radar data. The
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work also illustrates the unsupervised method to be effective for learning automatically

from the dataset through its latent representations and reconstructions. Part of this work

was published in [4].

1.2.4 Thesis Outline

Chapter 2 reviews the essential radar techniques from its basic operation to precise drone tracking

and enabling of classification. Following this, Chapter 3 separately reviews the fundamentals

of modern classification techniques, finishing with a review of their application in radar and for

radar bird-drone classification. Chapter 4 presents the detail for how a large dataset of bird and

drone radar data was collected in the urban Birmingham city airspace, highlighting the practices

and targets that were used for data collection and in the remainder of the work. Chapter 5 reviews

available literature reports of deep learning classification achievements applied to various radar

applications including that of bird and drones; then, benchmarks of a deep learning classifier are

created using different target configurations to show that drone classification is possible even in

the absence of the characteristic 𝜇Doppler returns drones are often observed to produce. The

method that created these classification benchmarks are repeated in following chapters where

novel augmentations to the dataset and classifier training process are made. Chapter 6 addresses

the problem of achieving large datasets of radar-drone signatures for deep learning through the

demonstration of a multi-speed multi-rotor simulation technique that produces highly realistic

synthetic drone 𝜇Doppler spectrograms [1]. Chapter 7 applies the new simulation approach for

the synthetic training of a CNN with comparisons to the real benchmarks created in Chapter

5 [2], and explores the benefits of the approach beyond the benchmarking performed. Chapter

8 explores unsupervised learning with a convolutional autoencoder to overcome the shared

difficulty of data labelling and to learn a latent representation of radar targets that naturally

clusters and reproduces synthetic samples. Finally, insights are presented of the quality of a

latent representation’s relationship with subsequently achieved classification results when using

the pre-trained convolutional layers. This work will be summarised in Chapter 9 containing

conclusions of the work presented as well as directions for future work.
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Chapter 2

Radar Essentials

Radio Detection and Ranging (RADAR) today is one of the most mature forms of electrical en-

gineering, as its simple principles enabled it to be demonstrated before 1900 and its applications

wide-ranging due to the contactless nature of its operation. Developments of radar capabilities

were accelerated by transport, war, radio, meteorology, aviation, yet it is still used to break

new ground in the challenges of self-driving cars, extraterrestrial touchdown of spacecraft and

medical monitoring of patients privately at home. Modern radars gather a vast amount of data,

and a great deal of time can be spent, and progress made, in carefully analysing the radar returns

to solve the radar specific problems of detection, tracking and classification. Radar has now

long been capable of distinguishing cars and aircraft, and a current challenge is to differentiate

alike moving targets and tracking very small and highly manoeuvrable objects. This work’s

focus is to offer advancement on the techniques for the discrimination of bird and drone targets

via classification of spectrograms, that is a representation of the raw data captured by coherent

radar. Section 2.1 will present the basic theory of the radar as relevant to the undertaking of this

project. Then, Section 2.2 shows how coherent radar returns are mathematically processed in

a pulse-Doppler format to yield the velocity spectrum of the environment. Finally, Section 2.3

will discuss the details of the radar used in this project, and how its attributes are used in the

research following.
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2.1 Introduction of Radar Capabilities

This first subsection will explain the key enabling phenomena that allow radar to be employed

as a surveillance sensor discussing signal, range measurement, noise, velocity and angular

measurements.

2.1.1 Signal and Noise

Radar transmits large amounts of EM energy, either continuously or in discrete time limited

pulses, and receives faint echoes permitting conclusions of the environment to be made if the

return echo power is greater than the noise signal power. There are many types of noise in radar

systems, with the most basic and unavoidable noise in any radar system being thermal noise.

Any object not at absolute zero will possess an amount of thermal energy, that is going to cause

charged particles to move, thereby induce electric and magnetic fields according to Gauss’s laws,

the Biot–Savart law or in general according to Maxwell’s equations [58]. Thermal noise will

be mathematically compared with target echo signals in the following section. Other forms of

noise of particular interest to the radar community are phase noise [59], which is internal and

becomes a limiting factor when strong clutter (stationary objects in a radars field of view, e.g.

the ground and buildings) is present masking weak target echos, and interference noise; where

external EM sources are undesirably received by a radar (intentionally [60] or unintentionally

[61]) and compete with desired application specific signals.

2.1.2 Measurement of Range

Radar at its core is a range measurement instrument. For pulsed operation, measuring the round

trip time, T , of each short pulse of light duration, 𝜏, allows the range, 𝑅, to be determined. Two

targets will not be resolved if they are closer together than the distance covered by the pulse of

light in its transit, and so exists a fundamental range resolution, Δ𝑅, on range measurements
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with pulsed radar. This is expressed mathematically as equation 2.1,

𝑅 =
𝑐T
2

± Δ𝑅 =
𝑐

2
(T ± 𝜏) . (2.1)

Reducing the pulse width, 𝜏, increases the range resolution. There is also a maximum range of

radar, beyond which it will be ambiguous to what pulse caused that return. If a pulse returns from

a target beyond half the distance that light travels between pulses, T , it will appear as being only

so far away as the distance from this maximum range, 𝑐T
2 . Thus the maximum unambiguous

range is given by 𝑅𝑚𝑎𝑥 =
𝑐(T−𝜏)

2 . The Signal-to-Noise Ratio (SNR) of the returning signal is

maximised by convolving it with the complex conjugate, time-reversed received signal. This is

the theoretical best filter that could be applied to maximise signal strength amongst presence

of additive noise [62]. The resultant analogue signal is then sampled repeatedly in time, which

produces a 1-D array of digitised samples which make up the range gates, or fast-time axis, of

the received signal.

2.1.3 The Radar Range Equation

Generally, the transmitted power of a radar is a very important design parameter as it sets the

limits of what the minimum target size at maximum range is. A target will not be detected

when the power induced in the receiving sensor from a target is comparable with the power

induced from thermal or other noise sources. If there is a detectable presence of signal, it can

be measured relative to the noise floor with a SNR. The Radar Range Equation (RRE) predicts

the SNR of a point target in space using target and radar hardware parameters. An antenna

emits EM radiation with a transmission power, 𝑃𝑡 . The transmitted power density,𝑄𝑖, of a radar

depends on the area over which it is cast. An isotropic antenna is scaled by the surface area of

the sphere of propagation. Radar antennas are usually designed to efficiently direct most of the

transmitted energy in a specific direction and this is quantified as the transmit gain, 𝐺 𝑡 . The
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total transmit power of the radar is given by equation 2.2,

𝑄𝑖 =
𝑃𝑡𝐺 𝑡

4𝜋𝑅2 . (2.2)

A small portion of the output energy reflects off a target and returns to the antenna. The power

radiated back towards the receiver is the transmitted power density multiplied by the target’s

Radar Cross Section (𝜎𝑅𝐶𝑆), 𝜎𝑅𝐶𝑆 which has units of 𝑚2 and a value that depends on the target

characteristics relative to radar EM radiation. The resultant value is a complicated relationship

of material, position and aspect angle of the target. The RCS of a target is either measured

experimentally (such as in an anechoic chamber), theoretically derived in the case of a simple

geometry and homogeneous material, or numerically calculated via EM propagation simulation

tools such as finite element analysis or Yee cells [63], [64]. The power density (𝑊𝑚−2) at the

receive antenna after scaling again for the surface area of propagation is

𝑄𝑟 =
𝑄𝑖𝜎

4𝜋𝑅2 =
𝑃𝑡𝐺 𝑡𝜎

(4𝜋)2𝑅4 . (2.3)

The power received 𝑃𝑟 at the antenna is equation 2.5 scaled by the receive gain of the antenna,

𝐺𝑟 , which is a value defined by the antenna design and geometry with the well known relation

[65], [66],

𝐴𝑒 = 𝜂𝑎𝐴 =
𝐺𝑟𝜆

2

4𝜋
, (2.4)

where 0.5 ⪅ 𝜂𝑎 ⪅ 0.8 is the antenna efficiency, 𝜆 is the EM radiation wavelength, 𝐴 is the radar

antenna area and 𝐴𝑒 is the effective area of the antenna. The target signal power on receive of a

single pulse is,

𝑃𝑟 = 𝑄𝑟𝐴𝑒 =
𝑃𝑡𝐺 𝑡𝐴𝑒𝜎

(4𝜋)2𝑅4 =
𝑃𝑡𝐺 𝑡𝐺𝑟𝜆

2𝜎

(4𝜋)3𝑅4 . (2.5)

Thus, the received power is dependant on several radar design aspects. The operational wave-

length is one of the key choices that requires consideration of the size and structure of the
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expected targets, which in turn effects the operational range, size and cost of the system. Oper-

ating frequency is so important in radar that it is used as a method of categorisation. Radars that

operate in a certain frequency band are given a letter to which they can are categorised [67], but

this convention goes beyond radar and is used to describe the frequency of light used in many

EM applications. The various radar bands as used in real applications were shown earlier in

Table. 1.2 and discussed in Sec. 1.1.4.

In the absence of an external signal, the power induced in the antenna is read as noise, due

to EM fields induced by thermal movement of charges at ambient temperatures. This type

of noise is uniformly distributed over all measured frequencies - its power spectral density is

constant/uniform and is commonly referred to as White Noise. As noise signals only affect the

radar performance if their frequency falls in the receiver bandwidth, 𝐵, we have the total noise

power,

𝑃𝑛 = 𝑘𝐵𝑇𝑠𝐵 = 𝑘𝐵𝑇0𝐹𝐵 , (2.6)

with 𝑇𝑠 = 𝐹 𝑇0 is the system noise temperature, with the noise factor, 0 < 𝐹 < 1 and 𝑇0 = 290𝐾 .

Comparing the power of the signal 𝑃𝑟 and of the noise, 𝑃𝑛 gives us the SNR of the target,

𝑆𝑁𝑅 =
𝑃𝑟

𝑃𝑛
=

𝑃𝑡𝐺 𝑡𝐺𝑟𝜆
2𝜎𝜏

(4𝜋)3𝑅4𝑘𝐵𝑇0𝐹
, (2.7)

where we have assumed an uncompressed pulse, 𝐵 = 𝜏−1. This equation is the simplest end-

to-end equation for SNR of a point target, and in practice many additional factors can be added

to compensate for losses commonly including effects of the transmitter, receiver, propagation

through atmosphere and losses that occur in signal processing from the discretisation of analogue

signals to digital, such as scalloping [65].
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2.1.4 Introduction to Coherent Radar

A laser, a light bulb or a LED all emit EM radiation, which is a source of energy that does not

require any propagation medium. Maxwell’s equations show that an oscillation of an electric

field will induce a magnetic field, which will induce an electric field etc, perpetually, until the

propagation direction intercepts a zone with a different relative electric or magnetic permittivity.

This property allows for controlled propagation of energy by a user. A powerful or bright

source of EM radiation will have many ‘photons’, instances of a perpetual EM oscillation. If

all of the EM oscillations from a source occur with identical phase, which requires something

more than having the same wavelength, frequency and propagation speed (of light, 𝑐), then the

source is called coherent, and a simple mathematical model of a sinusoid is enough to describe

the light enabling a huge range of applications and measurements to be performed. In pulsed

radar, the phase of each pulse is continuous with respect to the pulses before and after it, as if

a continuous coherent beam had a fan placed immediately in front of it. As will be discussed

in the following subsection, a coherent radar beam can be electronically steered in cross-range

by controlling the initial phase shift of each radiating element in an array. On the radial axis,

a coherent interrogation of the environment allows for the measurement of Doppler shift in the

radar radiation that is used to precisely measure target velocity which is to be explained fully in

Section 2.2.

In addition, a fine control of phase in a radar system beyond coherency can provide further

opportunities to improving the performance of a given hardware. In pulsed radar, flipping

the phase midway through a pulse or sweeping the frequency of a pulse can provide a finer

range resolution and increase the maximum unambiguous range by providing an additional

reference of frequency to range measurements from time delay duration. Equation 2.1 stated

that a pulsed radars range uncertainty Δ𝑅 is proportional to the pulse width, which is true for

a fixed frequency pulse. If there is a frequency modulation, the bandwidth should be used:

Δ𝑅 = 𝑐
2𝐵 . With a coherent deterministic frequency modulation, pulses are not required for

a range measurement thus providing some advantages in certain applications. A CW radar
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without frequency modulation is not able to measure a target’s range, as there is no time delay

to be measured with a constant phase input, and its uses are limited to applications of velocity

measurement. In Frequency Modulated Continuous Wave (FMCW) radar, a comparison of

emitted and detected frequencies allows an instantaneous range measurement, with a resolution

dictated by the bandwidth of the waveform as above. FMCW commonly operates at high

frequency for short to medium range applications that allows for a fine Doppler measurement

and coherent beamforming approaches for angular measurements. Together with their low Size,

Weight and Power (SWAP) FMCW systems now sees active research such as for the automotive

industry [68], and for radar measurements from drone platforms [22].

2.1.5 Angular Measurement

Section 2.1.2 described the pulsed radar approach for measuring range of a target. Now,

how radar can provide azimuth and elevation information of a target will be briefly reviewed.

Originally, mechanical antennas producing a fan or pencil beam were mechanically steered

with measurements processed with the sensor facing direction to produce 3-D detections. The

beamwidth of the antenna is the cross-range extent between which the transmitted or received EM

energy is non-zero, and is dictated by the antenna geometry. Measurements more fine than the

absolute beam width could be made by comparing the power received while factoring intentional

changes in the antenna direction. However, modern radars use electronically steered phase arrays

for measurement of radar directionality that has many advantages beyond greatly reducing the

mechanical engineering burden at the transceiver. Typically, a phased array antenna has equally

spaced radiating apertures each separated by 𝜆
2 so that the radiation from one aperture is at

null at every other aperture site. This arrangement produces nulls at angles where destructive

interference occurs. Imperfections in the spacing or the transmitted radiation contribute to

reducing the antenna efficiency, 𝜂𝑎. The beamwidth of a phased array antenna is dictated by the

aperture length. For a 1-D or square antenna of side length, 𝐷, the first nulls of the beams fall

at ±𝑠𝑖𝑛−1( 𝜆
𝐷
), with the width of the signal within 3dB of the peak approximately 0.87 𝜆

𝐷
. For a

circular antenna, the first nulls of the beams fall at ±1.22 𝜆
𝐷

with a 3dB beamwidth of ±1.03 𝜆
𝐷
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[69]. The appearance of 𝜆 in the numerator dictate that higher frequency systems can form finer

beams. These values can be adjusted by tapering or thinning the element placement, to achieve

advantages in certain applications but not without some compromise. Target detection can be

made more precise than the beamwidth with techniques by comparing the strength of returns

near a target with small offsets to measure an amplitude response, known as monopulse. The

phased array beam pattern can be steered by adjusting the phase shift incrementally along the

array surface. The desired angle propagation, 𝜃, can be achieved by adding an additional phase

shift, Δ𝜙, to every successive aperture in the array,

Δ𝜙 =
2𝜋𝐷𝑠𝑖𝑛𝜃

𝜆
(2.8)

that will be in the direction of phase shift increase. This concept applies identically to both the

steering of the transmitted beam and the direction of the received beam. The phase shift across

the face of the array causes increased constructive interference in the desired direction angle,

while inducing increased destructive interference at the antenna site for angles it is looking away

from.

2.1.6 The Doppler Effect and Radial Velocity Measurement

The Doppler effect arises when a receiver or transmitter of a signal is moving, and the signal is

observed at a higher or lower frequency than at its source. Precise measurements of velocity can

only be made if the frequency of the emitter is known. The observed frequency, 𝑓 , of a signal

with stationary frequency, 𝑓0 due to the Doppler effect, in Hertz, for a target of radial velocity,

𝑣 is

𝑓 = 𝑓0 ±
2𝑣
𝑐

= 𝑓0

(
1 ± 2𝑣

𝜆

)
, (2.9)

where it assumed that 𝑣 ≪ 𝑐 is non-relativistic. A direct measurement of received frequency

with comparison to known transmitted frequency would allow a radial velocity measurement.

However, measuring small shifts of high frequency EM radiation as are used in radar is not easy

and so is not done directly. Instead to perform precise velocity measurements, the radar signal
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processing chain in essence compares the received signal with the output transmitted signal to

garner the same information, as is detailed in the following section.

2.2 Pulse-Doppler Processing and Phenomenology

In the previous section it was stated that the Doppler frequency could be measured to enable a

calculation of target velocity. How this frequency is measured via pulsed radar will be shown

and elaborated as the topic of this section. The interrogating EM beams of the radar exist at a

specific carrier frequency, 𝑓0. Directly measuring a 150 Hz shift of a GHz frequency would be

an extremely fine and unreliable approach. It is the practice in radar to downconvert the high

frequency EM signal down to a lower intermediate frequency or to baseband, then, a Fast Fourier

Transform (FFT) can be used to turn a cyclic signal intensity into a peak at the specific Doppler

frequency. To do this, it is required to look at multiple consecutive pulses so the effect of the

target’s Doppler shift can be collected. It is thus required that the pulse train is coherent - that

the phase of one pulse is continuous with the next - as this allows for a frequency measurement

via the rate of change of phase.

2.2.1 Down Converting Radar Signals to Baseband

We can treat the signal of a single pulse as a sinusoid with an initial phase offset, 𝜃,

𝑥(𝑡) = 𝐴 𝑐𝑜𝑠(2𝜋 𝑓0𝑡 + 𝜃) = 𝐴 𝑐𝑜𝑠(𝜔𝑡 + 𝜃) = 𝐴ℜ{ 𝑒𝑖𝜔𝑡 + 𝜃 } (2.10)

where 𝜔 is the angular frequency of radiation, and 𝑡 is duration of propagation starting at 𝑡 = 0.

𝐴, is a scale factor, which will be dictated by the RRE and so will be left out of the derivation.

If there was a target at a radial distance 𝑅0 from a monostatic antenna then the returning signal

will have the form

𝑦(𝑡) = 𝑐𝑜𝑠(𝜔(𝑡 − 2𝑅0

𝑐
) + 𝜃) , (2.11)
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where a time delay equal to the propagation delay has been included. Now we will expand this

equation into a more useful form,

𝑦(𝑡) = 𝑐𝑜𝑠(2𝜋 𝑓0(𝑡 −
2𝑅0

𝑐
) + 𝜃)

= 𝑐𝑜𝑠(2𝜋 𝑓0𝑡 −
4𝜋 𝑓0
𝑐

𝑅0 + 𝜃)

= 𝑐𝑜𝑠(𝜔𝑡 + 𝜃 − 4𝜋
𝜆
𝑅0) = 𝑐𝑜𝑠(𝜔𝑡 + 𝜃′)

defining 𝜃′ = 𝜃 − 4𝜋
𝜆
𝑅0,

(2.12)

where 𝑐 = 𝜆 𝑓0 has been employed. Now, the received signal is in a form similar to that of

the emitted signal 𝑥(𝑡) from equation 2.10, which can be accessed by upconverting the local

oscillator signal and allows for a local phase comparison which enables Doppler measurements

to be made via a separation of time scales. Multiplying the received signal by two times

the reference oscillator signal, 𝑥(𝑡), and using the trigonometric equation 2𝑐𝑜𝑠(𝑎)𝑐𝑜𝑠(𝑏) =

𝑐𝑜𝑠(𝑎 − 𝑏) + 𝑐𝑜𝑠(𝑎 + 𝑏),

𝑐𝑜𝑠(𝜔𝑡) · 𝑐𝑜𝑠(𝜔𝑡 + 𝜃 − 4𝜋
𝜆
𝑅0) = 𝑐𝑜𝑠(𝜃 −

4𝜋
𝜆
𝑅0) + 𝑐𝑜𝑠(2𝜔𝑡 + 𝜃 −

4𝜋
𝜆
𝑅0)

= 𝑐𝑜𝑠(𝜃′) +(((((((
𝑐𝑜𝑠(2𝜔𝑡 + 𝜃′)𝐿𝑃𝐹→0

= 𝑐𝑜𝑠(𝜃′)

(2.13)

The term that has been cancelled is as a result of a Low Pass Filter (LPF) that attenuates the

twice carrier frequency term, leaving a baseband sinusoid that is sampled at 𝜃′. So after mixing

and low pass filtering, the return signal we have is a Direct Current (DC) value for one pulse

reflected off a moving target,

𝑦(T𝑚) = 𝑐𝑜𝑠(𝜃 −
4𝜋
𝜆
(𝑅0 − 𝑣T𝑚)) , (2.14)

where T𝑚 = 𝑚 ∗ 𝑃𝑅𝐼 where 𝑚 is the pulse number, and 𝑣 is the target velocity along the radial
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axis with |𝑣 | = 𝑣 towards the antenna, which is assumed to be constant. Here, it is assumed

that the target has constant (radial) velocity, such that target’s position can be described with

a fixed offset of velocity × PRI. T𝑚 is equivalent to 𝑡, but discretized at the instances of radar

temporal sampling. This framing relies on an additional assumption, known as ’stop-and-hop’

[65], [70], where it is assumed the target does not move within the duration of the waveform,

which is valid for the vast majority of cases where the target’s velocity is much smaller than

the speed of light. As time progresses, the distance of the target to the antenna will change and

this is measured by the radar via the phase difference between successive pulses. A target’s

absolute position can be measured in radar via the range gates which are, generally for long

range applications, in 10s to 100s of meters. By measuring the phase shift between successive

pulses, it is possible to determine the relative range of a target compared to the previous pulse to

a sub-wavelength accuracy. A train of many successive pulses are required to turn the DC return

signal into an Alternating Current (AC) response capturing a target’s dynamics. However, the

relationship between 𝑦(T ) and 𝑣 is not sufficient to determine the direction of a target’s motion,

as a trigonometric cos function has a time reversal symmetry. Measurements of amplitude and

phase are ambiguous. To extract target directionality, an additional mixing process is done to

create a signal orthogonal to the previously calculated one, and is represented pictorially in

Figure 2.1. Here, a second signal is created via the same mixing process, the only change

being that the mixing term is orthogonal to the previous. There are two channels leading to

two outputs. Where the mixing term is in phase with the return signal, the in-phase (I) channel,

and where the mixing term is orthogonal to the return signal, the quadrature (Q) channel. The

mathematical rationale is the same as for the in-phase case with the equivalent sin formula,

2𝑐𝑜𝑠(𝑎)𝑠𝑖𝑛(𝑏) = 𝑠𝑖𝑛(𝑎 + 𝑏) − 𝑠𝑖𝑛(𝑎 − 𝑏).
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Figure 2.1: The coherent I/Q detector. A carrier frequency with a small modulation due to range
(−4𝜋

𝜆
𝑅0) is input and two orthogonal signals are output. From [65].

Adding the orthogonal in-phase and quadrature channels as a complex sum allows an independent

measurement of the return signal’s phase and amplitude to be done. This is called the analytic

signal and is constructed like so,

𝑦[0] = 𝑦𝐼 [0] + 𝑖𝑦𝑄 [0] = 𝑐𝑜𝑠𝜃′ + 𝑖𝑠𝑖𝑛𝜃′ ∝ 𝐴′𝑒𝑖𝜃
′
, (2.15)

where 0 corresponds to the 0𝑡ℎ pulse of a sequence with successive pulses are appropriately

named, and the amplitude which will locally be a function of phase and RRE signal strength.

Alternatively, a quadrature signal could be created from a single channel, real only input by

applying the Hilbert transform [71] to produce an analytic signal. The Hilbert transform creates

an orthogonal by 90◦ phase signal in the complex domain which is an essentially equivalent

digital solution to the analogue I/Q demodulation described previously, of which within itself

there are other proposed ways of doing this [72]. With the coherent detector conceptually set

up, a radar’s Doppler frequency measurement of a target moving with velocity, 𝑣, towards the

radar will be described. A train of 𝑀 pulses, each labelled by 𝑚, are directed towards the target.

The distance to the target will be less after each pulse, 𝑅 = 𝑅0 − 𝑣T𝑚. The I/Q signal in this case

will be,
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𝑦[𝑚] = 𝑦𝐼 [𝑚] + 𝑖𝑦𝑄 [𝑚]

∝ 𝑒𝑥𝑝{ 𝑖[ 𝜃 − 4𝜋
𝜆
(𝑅0 − 𝑣T𝑚) ] }

= 𝑒𝑥𝑝{ 𝑖[ 𝜃 − 4𝜋
𝜆
𝑅0 + 2𝜋

2𝑣
𝜆

T𝑚) ] }

= 𝑒𝑥𝑝{ 𝑖[ 𝜃 − 4𝜋
𝜆
𝑅0 + 2𝜋 𝑓𝐷T𝑚 ]}

= 𝑒𝑥𝑝{ 𝑖[ 𝜃′ + 2𝜋 𝑓𝐷T𝑚 ]} .

(2.16)

where 𝑓𝐷 = 2𝑣
𝜆

is the target’s measured Doppler frequency. These samples, gathered on a

per-pulse basis, are referred to often as the slow-time axis. The arbitrary phase offset, 𝜃, now

factors in the phase difference due the initial range of propagation to the target which itself is

arbitrary and unrelated to velocity measurement that was desired.

2.2.2 Fourier Analysis of Time-Series Signals

Treating a pulse train in this way will generate a sinusoidal at the target’s Doppler frequency

which will reveal a peak after a digital Fourier transform implemented with the FFT algorithm

[73]. In radar data, this can be referred to as the Doppler axis. If an infinite number of pulses

were used, the target maintained an indefinite constant velocity, and the PRF approaches infinity,

then the peak in frequency space would be a Dirac delta (𝛿(𝑧)) function, where 𝑧 is all space.

The more pulses coherently integrated together in this fashion will give a taller and narrower

peak, as the discrete Fourier transform will have a longer sinusoid to which it can specify its

Fourier amplitude, and so has less intrinsic uncertainty over what the Doppler frequency is. See

Figure 2.2 below, where the FFTs of a 512 and 4096 length sin function are displayed side by

side.
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Figure 2.2: A post FFT (no window) real sinusoid. On left, 512 pulses were used and on right,
4096.

It is observed that the peak amplitude of the Fourier signal is greater when the FFT length is

longer. The spectral width of the Fourier peaks grows narrower and their magnitude grows

larger with a longer input sequence. For the detection of small targets in radar, the more

pulses coherently integrated together means a higher SNR of peaks along the Doppler spectrum.

The (absolute) increase in SNR is linearly proportional to the number of pulses coherently

integrated, and this can be reflected in the RRE by multiplying equation 2.7 by the number of

pulses. However, increasing the Coherent Processing Interval (CPI) via capturing more and

more pulses is not a total solution, as this analysis assumes that a target has a constant velocity.

If the target accelerates during a CPI, the returns will be spread over several Doppler bins and

the gain in SNR will be less than the theoretical maximum. In practice, a compromise must be

made between FFT length and CPI duration, which is made easier if the radar employs a high

PRF. In Figure 2.2, where a real sinusoid has been Fourier transformed, two peaks are observed,

demonstrating the importance of creating a complex I/Q signal to determine target direction.

Similarly as for range, there is a maximum unambiguous Doppler frequency that if exceeded,

will appear as a target moving in the opposite direction. This value is Δ 𝑓𝐷 = 𝑃𝑅𝐹
2 and is dictated

by the Nyquist sampling that a frequency can only be totally recreated if the sampling rate is

greater than two times the maximum (baseband) frequency of the interrogated signal. This

means the maximum velocity unambiguously measured is 𝑣𝑚𝑎𝑥 = 𝜆 𝑃𝑅𝐹
4 , beyond which peaks
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will begin to appear in the negative velocity direction. In high PRF surveillance radar systems,

this value is greater than the expected velocity of any target.

2.2.3 Radar Signal Processing Choices for Drone Detection

There are a few pulse-Doppler, staring radar research works such as [74], [75], that offer kilometer

order detection capabilities of birds and drones. These radars are industrial products and are

used and implemented in real scenarios. There is not as much literature present of pulsed, L-

band staring radar research for drone applications [76], so this subsection will begin by sharing

some relevant key differences between pulse-Doppler and FMCW systems. In literature, much

work of the analysis of bird and drone spectra is using FMCW radar, and often at much higher

operational frequencies at, X- [77], [78] and K- [79], [80] and V- band [79], [81] in part due to

their comparatively smaller SWAP , and reduced difficulty of setup and experimentation.

Both FMCW and pulse-Doppler radars permit a long dwell of interrogation of targets, that allows

a fine resolution of Doppler measurements to be taken. The maximum unambiguous range for

FMCW is fundamentally dictated by the chirp duration (in the simplest configurations [78]),

similarly to the PRI in a pulsed radar. Generally for pulsed radar, the setting of the PRI is not

the limiting factor for range, so it will be chosen to slightly exceed the maximum instrumented

range of detection so as not to overload the processor with unambiguous tracks. Conversely, in

(FM)CW radar there is no blanking of the receiver so as not to interrupt the phase continuity

of returns, and so there is a technical challenge to co-locate a FMCW transmitter and receiver

so that there is minimal leakage from the former to the latter. For this reason, creating a high

powered, long range FMCW radar is difficult, and so drone and bird detection of FMCW is

in the literature limited to ranges not much greater than 200𝑚, which is in fact less than the

minimum detection range of the L-band staring radar featured in this work, which is 263𝑚.

This highlights the specialist build purpose of the low frequency staring radar as a cutting edge

technology for drone detection at a long range. Aside from these additional range limitations of

FMCW radar, the Doppler acquisition and processing options are common between them which
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is the focus of the remainder of this section.

Targets with rotary blades can lead to very distinct Doppler signatures termed Micro-Doppler

(𝜇Doppler). Much information about a drone target can be extracted from the 𝜇Doppler returns

alone. The 𝜇Doppler characteristics of rotor blades was first studied in the context of helicopter’s

large rotating blades [82], [83], from which much of the same modelling can be applied to the

assessment of 𝜇Doppler returns from rotary wing drones [84], [85]. Doppler returns can

be represented via a Short-Time Fourier Transform (STFT) to produce a 2D, time-Doppler

spectrogram. This common approach is used for radar-target visualisation [17], [86], and as

a method to feed radar-collected data for subsequent classification for drones detection [6],

[87]–[97], and indeed many other domains[98]–[103]. The creation of spectrograms is not

the only approach for producing and 2D representation for a set interval of radar data. A

cepstrogram involves applying an inverse digital Fourier transform along the temporal axis of

the time-Doppler spectrogram, after applying a logarithm all spectra. This method highlights

periodic occurrences of frequency components, and has been used to represent targets in the

context of drone detection [88], [104], [105]. Additionally, the wavelet transform offers another

alternative to the Fourier transform with potential advantages. A Fourier transform, decomposes

timeseries information into a succession of sin waves for a spectrum of frequencies, while a

wavelet transform does the same but with more abstract, decaying oscillations which potentially

allow for a better fit to the specific features of the timeseries data. Discrete and continuous

wavelet transform were used in the analysis of drone returns for mm wave radar in [106], and

[107] which performed classification on synthetic data drone.

For the remainder of this work, spectrograms will be formed using a digital Fourier transform

implemented with FFT. There is a trade off in the FFT length to use; if small then the spectrogram

will have a low Doppler/frequency resolution but a fine temporal resolution, otherwise it will have

a course temporal axis but finer Doppler resolution. A longer FFT also decreases the likelihood of

constant target velocity, which will observe increased Doppler spread for highly-manoeuvrable

targets. By performing FFTs not consecutively but allowing overlapping durations of time,
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maintains the Doppler resolution with an increased temporal resolution [108]. Windowing is

used to lower the effect of spectral artefacts [109] such as frequency sidelobes that result from

the first and last point of the FFT not necessarily being continuous. The Doppler response in the

spectrogram is dictated by the duration of the FFT compared to the duration of a blade rotation;

where high update rates allow the measurement of the propeller motion as it rotates, while low

update rates slower than multiple rotations of the propeller will manifest sidebands, often called

HElicopter Rotor Modulation (HERM) lines. Doppler-time plots, known as a spectrograms, are

created with a STFT of timeseries baseband returns. A spectrogram can be of great duration if

a moving target is tracked in 3D space by concatenating fast-time samples along its flight path.

A detailed analysis of a drone’s 𝜇Doppler HERM line spectrum was had in [87], which used

a C-band CW and a W-band FMCW radar to investigate the spectral properties of an active

drone. Figure 2.3 shows a STFT of the raw timeseries data to get a high update rate image of

the propeller returns from a single-motor, two-blade model helicopter.

Figure 2.3: STFT of (drone sized) helicopter with 2 blades returns gathered by CW C-band
radar. Ω is the drone’s motor rate; 1

Ω
is the time period for a full rotation. From [87].

Each 𝜇Doppler component in the spectrum can be attributed to a target motion. When the

rotor blades of a two bladed helicopter line up with the radar’s radial axis, there is no 𝜇Doppler

detected as the blades are moving tangential to the axis Doppler is collected. The blades then
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accelerate / rotate until they are positioned tangential to the radial axis where they impart the

maximum Doppler shift on the EM radiation, which is seen as the maxima on either side of

the 0𝑡ℎ Doppler bin, known as blade flashes. If the helicopter had one blade, this would be

observed in the returns like a sine wave with 𝜇Doppler present only in one direction at a time. It

is possible to observe the (anti-)symmetry of the STFT lines to give information of the number

of blades present on a target. Figure 2.4 from [110] shows the STFT spectra of helicopters with

different number of blades on its single motor. With this information, it may be possible to

count the number of blades given sufficient SNR. However, as these examples shown are for a

rotor system with only a single motor; in practice using multi-rotor systems, with each motor

spinning at a different radar, the described analysis may not be suitable to extract the relevant

information from a more complex or chaotic spectrogram.

(a) 3 Blades (b) 4 Blades

(c) 5 Blades

Figure 2.4: The effect of number of rotor blades on a short-window STFT spectrogram. From
[110].
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It is possible to estimate the drone blade rotation rate by observing the periodicity, although

there would be some uncertainty to which peaks in Doppler velocity correspond to the flashes

of full rotation, so an understanding the characteristics of differing blade numbers on drones

is important to get a reliable measurement. Then, with the speed of the blades determined by

the temporal periodicity of returns, the maximum extent to which a blade flash extends out

in Doppler is an indication of how long the blades are [91], [97]. A circularly rotating point

of radius, 𝑟 , and angular speed, Ω, (Hz) will have a constant speed of 2𝜋Ω𝑟 . If the size of

the rotor blades is much greater than the radar beam wavelength, then it can be assumed that

when the blade is perpendicular to the radar radial axis, the spectrum will feature a maximum

instantaneous Doppler, the maxima of which will induced by the very edges of the blade allowing

a measurement.

The STFT view of a drone’s rotor blade flashes is one that is only viable in short range scenarios,

as a series of short time FFTs will not construct a signal with higher SNR than a long CPI over

many pulses (except possibly in the scenario of rapidly accelerating targets). The comparative

size of the radar’s sampling rate and the drone’s motor rate greatly affects the spectra observable.

For a pulsed radar with a PRF of 7000 Hz and the number of samples used in processing nominally

2048, the ultimate sampling rate, 𝑆, of this system is 3.6 Hz. A typical drone’s motor speed, Ω

is > 100 Hz, meaning the Doppler modulations caused by the drone are undersampled. Figure

2.5 shows a comparison of the short window, 𝑆 < Ω, and long window, 𝑆 > Ω FFT Doppler

processing on the same drone target. The more interpretable drone flashes seen in Fig. 2.3 and

2.4 are not of sufficient SNR to be observed by eye or detected by a detector.

Thus, in pursuit of an increased range of operation, a radar can sacrifice the ability to see the blade

flashes of a drone return to instead observe the HERM lines seen in Fig. 2.5b to maximise SNR

and thus increase detection range. This nature of returns are less less immediately interpretable

than in the case of oversampling 𝑆 < Ω for a single motor, but is possibly better for interpreting

the returns of multiple motors. In the case where the motors speeds are different but at least

fairly constant over the duration of a CPI, the Fourier transform finds the periodic signals
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(a) Short window FFT leading to blade flashes
(𝑆 > Ω)

(b) Long window FFT leading to HERM lines
(𝑆 < Ω)

Figure 2.5: Comparison of long and short window FFT lengths in a low SNR scenario. From
[87].

within the returns and provides a gain at these frequencies. Observing Fig. 2.5b, the spectral

lines occurring either side of the main body return are from the additional oscillations in the

timeseries signal caused by the motor contributions, that are brought out as multiple harmonic

peaks at the measured frequency offset.

Figure 2.6: RCS of a planar propeller blade at different view angles. From [111].

The intensity of HERM lines has been studied for helicopters in [111] and for drones in [87].

Figure 2.6 shows a numerical simulation of the RCS of a propeller blade of a helicopter at

different radial view angles, with the plane of rotation along the radial axis. This pattern will

vary as the angle between the plane of rotation and radial axis are adjusted. As drone blade’s

spin in a pre-determined direction, variation of scattering depending on the angle of attack of
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each of the propellers, as well possible increased levels of shielding by the drone body. The

flashes also correspond to the point of maximum Doppler, which are the existence of the peaks

in Figure 2.4. This brightest peak will be seen by the radar 𝑁𝑏 times per full rotation, where 𝑁𝑏

is denoted as the number of blades on a single motor. At any other time when the blades are not

aligned for maximum RCS, there will be a different and lower contribution to 𝜇Doppler much

less intense, but yet repeating at Ω. The high intensity lines are called chopping lines, and the

others are called spool lines. With this basic intuition, we can label the HERM lines produced

in a high SNR environment to match the origin. In Figure 2.7 the chopping lines are labelled

as, generally, the highest intensity peaks, and spool frequency peaks occur in the gaps.

Figure 2.7: Identified chopping and spool lines from a high SNR small helicopter Doppler axis
with 𝑁𝑏 = 2. From [87].

There exists increasingly higher orders of this pattern each decreasing in intensity. In addition,

the increase in SNR is very negligible from the chopping to the spooling frequency, only a few

𝑑𝐵𝑠 increase near the centre frequency of the target gaining more as the Doppler increases. This

example, again using a single rotating motor structure, is extremely likely not to be as profitable

in a multi-rotor case due to again the overlapping spectral lines fluctuating in time will make it

very difficult to extract this information under manoeuvring conditions, especially when outside

the anechoic chamber. Further to this concern, is the requirement for a drone surveillance system

to handle the appearance of a drone swarm, where the same spectral features will be observed

but in a much greater quantity and a less predictable manner. Radar studies considering the

detection and characterisation of drone swarms [112]–[114] are emerging, and is becoming an
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area of significant interest.

For a single drone with a single motor, a measurement of Ω however is possible, which can cer-

tainly be used to assist in intra-drone classification if smartly combined with tracker information

and drone prior. This phenomena will be revisited for the L-Band staring radar and compared

with simulation in Chapters 4 and 6. This project will use the L-Band staring radar data and

simulation together to model the frequency of a drone’s returns in pursuit of extracting as much

useful information out of the HERM lines as possible in the non-ideal case of low SNR, which

is essential for a long ranged operation. An important side of drone target detection that this

project will also consider are bird radar returns, so that the main challenge of distinguishing

birds and drones is an attack on two fronts. Birds have moving wings, which do indeed impart

some 𝜇Doppler modulations into the signal. Studies on their SNR and RCS fluctuations [115],

[116] and 𝜇Doppler with FMCW [79], [94], [115], [117], have been done. Section 4.2.2 will

present a range of bird signatures that have been collected over the course of this project. The

signal processing choices used in the creation of spectrograms for drones in this work allowed

excellent clarity when observing bird flocking, a sub-set of which was also presented in [5].

Fixed wing drones’ can have have micro-Doppler patterns, and trajectories, that are considerably

different to that of standard rotary winged drones. The detection of these targets is of interest for

security, but was chosen not to be considered for the experiments of this thesis, as their flight in

a densely urban area is more significantly more hazardous than for a rural environment. Many

types of fixed winged drones have been shown to produce rotary winged 𝜇Doppler so in this

case their classification is slightly more straightforward. In [76] using an L-band staring radar

system showed a large drone (DJI Inspire 2) producing strong 𝜇Doppler, a small drone (DJI

Mavic Air 2) producing no 𝜇Doppler, and a fixed-wing drone producing weaker but detectable

𝜇Doppler.1. It has otherwise been observed in [104] at X-band and [80] at Ku-band, that fixed

winged drones contain a rotatory propeller as a source of thrust on the platform may exhibit

a detectable measure of 𝜇Doppler that will depend on the drones pitch and yaw angle and

1This independent work used a different radar system to that used in this work described in Sec. 2.3 following,
but the DJI Inspire 2 was the same Inspire as in this work introduced in Section 4.1.
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self-shielding of the rotor from the radar by its body. However, the RoCrow fixed wing drone

used later in Section 4.2 that possessed a very small and obscured blade showed little-to-no

detectable micro-Doppler, similar to smaller quadcopters.

With these considerations, the reliable classification of drones based off distinctive micro-

Doppler returns is itself dependant on sufficient radiation reflecting off these smaller, moving

components of these platforms. This allows higher-frequency radar systems to detect highly

detailed spectral features of smaller drones and birds. Lower frequency systems will have the

advantage to perform detection over very long ranges, while higher frequency systems can pos-

sibly perform better beamforming to enable better classification at the extent of its operational

range. The later work of this thesis will consider the classification of drone targets with and

without 𝜇Doppler, via the use of drones with small and large blades compared to the opera-

tional wavelength. The following section will present the radars used for the experimentation

throughout the remainder of this thesis.
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2.3 Radar Employed in this Project

This PhD project uses two commercial off-the-shelf radar systems that were engineered for and

marketed towards protecting airports from drone incursions. The installation of the first radar

was installed on Gisbert-Kapp roof on 22𝑛𝑑 November 2020 - 7 weeks after the start of the

project - and a second was installed on European Research Institute the 7𝑡ℎ of November 2021.

The data collected by these radar systems formed the datasets from which research into data

driven classification approaches was based. The operating principle, some details and example

target data will be presented as applicable to the remainder of the thesis.

2.3.1 Staring Radar Principle

The Staring radar is a powerful, emerging radar trend. This radar also known as holographic,

omnidirectional, ubiquitous or single-input multiple-output radar, looks everywhere in a search

space continuously. As there is no scan of any kind, this method offers many immediate

advantages to surveillance applications over narrow beam approaches - such as unbroken line

of sight measurement and continuous integration of returns. The concept as applied to pulsed

monostatic radar is as follows; a transmit antenna with a small total amount of individual radiators

transmits a broad null-to-null beamwidth pulse over a field of regard. This interacts with the

environment and some energy will scatter back towards the antenna. The receive antenna has

more radiators than the transmit, so the beamwidth of the receive mode antenna is less. Figure

2.8 presents a pictorial representation. The 2D receive array digitises the I/Q data for each

element, and all beamforming is done post receive and provides a means for simultaneously

generating multiple receive beams. Thus the multiple receive channels coupled with a high PRF

results in this kind of radar generating a large amount of data.
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Figure 2.8: The pictorial principle of staring radar. One wide transmit beam (red) digitally cut
off at the edges (black), and many narrow receive beams ‘created’ in post processing (blue).

The radar manufacturer provides a real-time processor that is able to detect targets, locate these in

3-D and produce tracks. It possess also a target classifier that is based on the measured trajectory

and Doppler profile, and uses a Bayesian classifier to classify targets amongst eight classes.

Generally for this work, the radar’s classification output was ignored due to the algorithm being

covered under the manufactures IP. Operators are able to extract files containing the location and

time of the targets - however validating the tracks without a physical observation of the target

means that further steps are required for using this gained information for research. Section

4.3 will describe filtering, verification and labelling of collected tracks that were used in later

research. The L-band staring radar used also held the ability to record the raw staring radar I/Q

data to be used in offline processing. The user interface allows the recording post-matched filter,

base-band I/Q data to disk. A large repository of collected drone and bird data was created, and

efforts to organise and process the raw data for extracting relevant or interesting target signatures

was done as part of the research process and is fully described in Chapter 4.
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(a) Radar#1 (European Research
Institute)

(b) Radar#2 (Gisbert-Kapp)

Figure 2.9: The Gamekeeper Staring Radars as installed on campus roofs.
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Table 2.1: List of specifications for the L-band staring radar

Specification Value

Transmit Array 8 row × 1 columns

Receive Array 16 row × 4 columns

Azimuth Range 90𝑜

Elevation Range 30𝑜

Receive Azimuth Beam Peak-to-null 30𝑜

Receive Elevation Beam Peak-to-null 7.2𝑜

Operating Frequency L-band

PRF ∼7 MHz

Update Rate 0.28 s

Range Gate Separation 76.75 m

Operating Range 5 km

Transmit Power 1 kW

The L-Band staring radar installed at UoB is designed for the accurate tracking and classification

of small targets, especially slow moving low altitude objects. This subsection will describe how

its design parameters give it the best chance for its purpose. The radars as installed on the UoB

campus are pictured in Figure 2.9 and a table of its specifications are in Table 2.1. L-band is

a general good choice for a surveillance radar, as it suffers little atmospheric attenuation and it

is highly robust against strong precipitation. It is also suitable for slow and fast manoeuvring

targets as the constant interrogation allowed by the staring principle with fast update rate allows

long CPIs of many pulses over short duration’s of time to achieve target measurements with

fine Doppler and temporal resolution. L-band also being low frequency allows high-power

transmitters to be used, altogether ensuring targets can be measured with high SNR to enable
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robust detection and classification. The operational settings in Table 2.1 were set by the

manufacturer, optimised for drone detection in real operation settings, and were not changed

for the collection of urban data for this work, aside the maximum operating range in some

experiments.

2.3.2 Spectrogram Formation

Figure 2.10: Illustration of spectrogram construction from a series of datacubes organised per
CPI.

Figure 2.10 illustrates how a time-Doppler spectrograms are constructed from a series of recorded

CPIs for all receiver channels and range gates for all of the original spectograms of this work.

The optional parameters for spectogram formation were selected by inspecting their effect on

the appearance of targets across a sample of target types and local clutter, and was fixed for all

spectrograms used in the remainder of the thesis. The choices were similar to other literature
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using drone returns [80], [88], [110], [118]–[129], and so presented findings can be used with

relevant comparison to these other works. A FFT length of 4096 pulses was used to provide

a large gain in SNR of returns out to kilometre order range, that with an effective update rate

of 0.56s will still capture dynamic motion of targets. The update rate of the spectrogram was

doubled by using a scheme of 50% overlapping CPIs, the effect of which was investigated [123].

The staring radar recorded 4D datacubes in range, azimuth and resolution with 2048 timeseries

samples, from which the overlapping 4096-sample CPIs were generated in post processing. A

Blackman-Harris window was found to reduce sidelobes very well and was used throughout.

The level of clutter returns collected by the staring radar from the urban environment required

the additional use of a high pass filter when considering the input of data into machine learning

classifiers. As the level of urban infrastructure varied across locations in the radar field of view,

the magnitude of returns in the central few Doppler bins compared to the noise floor varied

largely, from 50dB up to 130dB. Therefore, for machine learning where the spectrogram need to

be rebound to a fixed interval, such as between 0 and 1, there is a risk that fluctuations in target

signature contrast would adversely affects learning. A high-pass filter of 15 Hz cut-off, removed

returns with speeds less than 1.65𝑚𝑠−1 effecting the central 18 Doppler bins.

Figure 2.11 shows spectrograms of a drone and bird recorded by UoB’s L-Band staring radar.

These spectrograms shown were produced using the approach described, but without the high-

pass filter. The drone (Fig. 2.11a) has a strong main body return with a series of sidebands

decreasing in strength on either side. The bird spectrogram (Fig. 2.11b) only features the main

body. There are no repeated Doppler sidebands as with the drone spectra, however, there are

multiple Doppler peaks which can be attributed to multiple targets (likely birds) being within the

same resolution cell. The stark difference in returns of these two target types gives a specifically

designed classifier a great chance towards detecting rotary wing drones and avoid confusion with

birds. However, as the physical size of a drone’s blade is much less than the main chassis, so

is the RCS of each component and so a drone’s 𝜇Doppler sidebands are always, and sometimes

a great deal, of lower SNR and so there is a range limit on the sideband detection. A classifier

over-reliant on the sidebands will be susceptible to a lower probability of detection of drones
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at long range, and cases where a malicious user has purposefully obscured vision of the drone

blades. The specific 𝜇Doppler characteristics of drones’ rotor returns was discussed in Section

2.2.3 and, later a brief discussion and results of proposed classification approaches towards a

reliable drone detection without the presence of 𝜇Doppler sidebands will be presented in Section

5.2.4.

(a) Drone Spectrogram from DJI Inspire 2 using Radar#1.

(b) Unknown Bird Spectrogram

Figure 2.11: A drone and bird as acquired by the UoB L-Band staring Radars.
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2.4 Chapter Summary

This chapter has offered a review of the key principles of modern radars that enable them to

perform detection of moving targets, while capturing information of their range, radial velocity

and angular. The maturity of radar technology enable quality detection capabilities that are

fairly cost efficient. Additionally, within the spectra collected by a radar, there exists returns, or

features, specific to targets that may provide some semantic assistance to target classification,

such as drones possessing 𝜇Doppler. Capitalising on the details of returns captured by the

radar to allow a robust classification is a strong trend of modern radar research. It is imperative

however, that any classification algorithm deployed is able to provide a tempered and well-

measured semantic justification for its classification, so that it is not easily fooled by strange or

lesser-seen targets. It was shown in this chapter that returns may only be detectable by a radar

if there is sufficient SNR to enable algorithmic detection. As there is a great variety to drone

and bird targets that may be seen by the radar sensor at any time, a classifier employed must

additionally be robust to a wide variety of returns within the selected target classes.

This will be the focus of the following chapter. The impulse of data science has been touted to

hold great potential for radar systems. Machine and deep learning algorithms learn to produce

useful outputs for operators for a given dataset or sensor, by allowing the algorithm to learn

from a dataset, and use found features to enable classification of unseen targets. There is

simultaneously great promise for these algorithms, but also some reservation to how they can

be robustly trained, and verified. Performing deep learning of radar data for bird and drone

distinguishment, as the main topic of this thesis, will now begin in the following chapter with

an extensive review of machine and deep learning at large and within radar. This review will

demonstrate the potential of deep learning within radar, and justify the experimentation of the

later work of the thesis. It will be seen that a massive scope of algorithms and approaches exist

within machine and deep learning. This work in the later chapters aim to provide some novel

suggestions to improve the state of classification of drone targets, but we begin with a review of

existing principles and recent work in the domain.
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Chapter 3

Machine and Deep Learning Essentials

As the world is going more digital in every regard as we progress into the 21𝑠𝑡 century, the

amount of data generated in many regards of modern life is now vast - too vast for human to

glance at and draw any insights or conclusions. Organisations and projects now employ data-

scientists to turn massive quantities of images, audio and many other modalities of raw data into

useful plots, views or models to assess the characteristics of the data, which allows for informed

decisions to be made. Frameworks for performing classification of a new data point in context

of a large amount of already labelled data, are rich and are growing in maturity and variety. To

apply a machine or deep learning approach to a new area of research requires a combination of

domain knowledge, and most critically, a large amount of (labelled) training data. It is up to the

developer to use the correct tools well to achieve a robust real world classification that can be

trustfully relied on to label unseen data.

This chapter will lay the essential machine and deep learning concepts used in the rest of the

work, and is divided into three sections. Section 3.1 introduces the basic concepts of classifier

training and evaluation, along with a selection of standard approaches for classification under the

umbrella term of machine learning. Afterwards, Section 3.2 will review the modern standard of

deep learning for classification applications, with many of the extensions described. Finally in
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Section 3.3, we will highlight where the techniques reviewed in Sec. 3.1 and 3.2 have been used

and published for radar classification applications, within the bird-drone challenge and beyond

in other radar applications.

3.1 Review of Machine Learning Techniques

Machine learning refers to a set of algorithms that learns from input data to enable a desired

processing, such as for classification. In a simple machine learning system, a human can be

in the loop to highlight to the algorithm important features that are known to be particularly

important in the domain, such as 𝜇Doppler in a Drone-Bird radar classifier. This current section

will list some of the most common machine learning techniques that can be used to make, or

assist, a classification attempt.

3.1.1 Evaluating Classifiers

A classifier predicts the semantic label of data input, 𝑥. A simple mathematical expression for

the operation of a classifier is

𝑝 = classifier(𝑥) (3.1)

where 𝑝 is the semantic classifier prediction. During training (†), a classifier factors in what the

true semantic label, 𝑡, is as it takes the data input,

𝑝 = classifier†(𝑥, 𝑡). (3.2)

With this nomenclature in place, we can define the figures of merit that can be used to assess the

efficacy of a classifier. A perfect classifier will choose a label that matches the true class every

time. A random classifier would be expected to predict correctly at a rate of 1
#𝐶𝑙𝑎𝑠𝑠𝑒𝑠 . For a
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fixed evaluation dataset, the most direct way to assess its performance is to observe the classifier

accuracy. Accuracy is mathematically defined as

𝐴 =
1
𝑁

𝑁∑︁
𝑛=1

𝛿𝑛𝑡𝑝 (3.3)

where 𝐴 is the accuracy value (usually reported in %), N is the total number of samples in the

evaluation set, and 𝛿 is the Kronecker delta (𝛿𝑖 𝑗 ) which is defined as

𝛿𝑖 𝑗 =


1, for 𝑖 = 𝑗

0, for 𝑖 ≠ 𝑗

(3.4)

where for the case in equation 3.3, for each 𝑛 in the summation over the evaluation set the

classifier can be either correct (𝑝 = 𝑡), or not (𝑝 ≠ 𝑡). Accuracy however is not the most suitable

metric if the number of samples for each class are significantly imbalanced in the evaluation set.

For imbalanced test sets, other metrics such as the F1-score or more general F*-score factors will

be useful [130]. This study will use accuracy as the main metric as balanced classes in all test

sets was ensured. Having enough data for balanced test and train classes is not easy to achieve

in multi-class problems with large numbers of classes, and particularly if a rare occurrence is

an important detection target to the operator. Existing literature of drone and bird classification

with various configurations of class numbers and target compositions have been reported, of

which Sec. 5.1.1 will be dedicated. This project’s essential aim is to differentiate detected radar

signatures as containing drone presence or not, and so treats the classification challenge as a

two class problem: Drone vs Bird, or Drone vs Non-Drone. Another approach taken is to also

use an unknown class [94] that may represent false detections. The datasets constructed later in

Chapter 4 attempted to ensure target presence at all times in the collected data to maximise the

differentiation of targets across a diverse and varied real dataset.

Accuracy as a metric does not consider how the specific classes are treated by the classifier. For
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instance, a bird-drone classifier at 90% accuracy could be caused by both classes performing with

90% accuracy, or all drones classified correctly with bird accuracy at 80% (assuming perfectly

balanced test classes), which in this case has a significant impact on the operational effectiveness

of the classifier giving no birds false alarms but a 20% rate of false drones classifications. This

work will employ recall per class to assess how a classifier performs for that specific class.

The recall is the rate of true predictions of a class to total predictions of that class. A 90%

drone recall means 90% of predicted drones were truthfully drones, which provides a measure

of how trustworthy a classifier is for a specific class. Classifier balance refers to difference

of misclassifications across the labels, which ideally will have equal probability of false alarm

for each class, but may possibly be biased towards a specific class selecting it more often than

others. A confusion matrix allows the performance of a classifier to be displayed for a single

classifier and fixed dataset. A schematic of a confusion matrix is shown below in Figure 3.1 that

explains each of the sectors and offshoot metrics.

Figure 3.1: A confusion matrix, from [131].

For individual classifiers, it is very useful to observe the confusion matrix. For displaying an
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assessment of an ensemble of classifiers, metrics derived from the confusion matrix can be

plotted as against another investigative parameter which will be the primary visualisation later

in this work. For significant results, the best performing confusion matrix will also be shown.

3.1.2 k-Nearest Neighbours

A common and conceptually simple classifier that does allow some sense of feature dependency

is k-Nearest Neighbours (kNN) classification. A two dimensional data set, such as (for radar)

target height and radar cross section, 𝜎𝑅𝐶𝑆, could be plotted on an axis with the points labelled

as for example cars and aircraft. Entering a new data point onto a graph and voting the classes

of the 𝑘 (a user defined hyper-parameter) neighbouring points that are ‘nearest’ to it allows a

classification results that will scale well with more data. Figure 3.2 illustrates this principle.

Figure 3.2: A 2-dimensional graphical example of kNN.

There are many options of how to define nearest, with the most intuitive being the Euclidean

distance of the two axis given their units [132]. Of course the principle here extends seamlessly

beyond 2D, and a high dimensionality of inputs will allow for a higher ceiling of potential for an

accurate classifier [133], [134] if classes are balanced. In highly non-linear data, kNN can still

be used if a more creative measure of ‘nearest’ is used or the data is further preprocessed with a

dimensionality reduction or feature based representation. A similar classifier to this is a Support

Vector Machine (SVM) [135], [136], which draws a hyperplane that separates the labelled data

in a multidimensional space. The level of curvature of this hyperplane is user defined, which
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if too low, will not separate non-linear data well, and if too high, will lead to overfitting (see

Section 3.2.4).

3.1.3 Dimensionality Reduction

If a classification is attempted on a high dimensionality data point, such as the pixel values of

a 2D Doppler spectrum, it can be difficult to get a robust set of features for classification due

to the sparsity of relevant data in the computation space. Data as it appears in the real world is

highly dimensional, so it is an efficient practice to compress or reduce its dimensionality while

preserving important features[137]. In simple data, a dimensionality reduction could reveal

enough separation of classes to perform a classification in a supervised learning case. More

likely, is that a simple or highly complex classifier will use the compressed data to make a final

decision. Two common examples are the unsupervised Principle Component Analysis (PCA)

and supervised Linear Discriminant Analysis (LDA). PCA finds dimensions in the data that offer

little variance to the others in the data, and removes them, until a number of target dimensions

is reached [138]. LDA finds linear combinations or transformations of input data dimensions to

a lower number that maximises (minimises) a measure of the inter (intra)-class variances [139].

For a large, high-dimensional variable sets where linear combinations of values do not efficiently

solve for a global minimum, more recent non-linear approaches such as t-Distributed Stochastic

Neighbour Embedding (tSNE) [140]–[142], or Uniform Manifold Approximation and Projection

(UMAP) [143]–[145], can be used as a single tool to decompose an entire dataset to a visualisable

number of dimensions. This allows for an analysis of a sample with respect to all the other

samples in the dataset, which provided the initial dataset that encompasses the diversity of the

operational environment and could be used to perform sub-category estimations and provide a

measure of risk of classification. They are advantageous to neural network based methods due

to their very fast training time with comparatively fewer hyperparameters, however their post-

training runtime is greater and deployment applications are fewer. UMAP with pre-processing

steps has been used to categorise weather radar data, showing performance advantages over
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PCA [146]. tSNE has been used in a selection of radar studies [147]–[152]. Sec. 8.1.2 and 8.2.2

will contain further expansion and show decompositions of radar data with these mentioned

techniques.

3.1.4 Other common methods

Is is possible to use the above methods with tracker, RCS and extracted 𝜇Doppler information,

and plausible for the classification based on raw data with enough prepossessing. An often used

candidate for a classification using the human-interpretable physical features of a target based

of tracker information is a Decision Tree (DT). A human crafted DT could be made for a simple

classification challenge such as for differentiating ground and air vehicles, via questions about the

height above ground and velocity of the targets. A machine learned DT asks simple questions to

the training data recursively, adjusting the questions to have maximum differentiating impact at

each node through the tracking of Gini Index and Information Gain [153], [154]. The advantage

of DTs is their superior interpretability. A misclassification can be tracked through the decision

system, a potential source of error found, and a subsequent improvement or adjustment can be

made to the processing or dataset. An extension of DTs that are less interpretable but have

a much greater performance on large, high dimensional data are Random Forests, in which a

large amount of DTs are each trained on a small, different random subset of the training data,

called bootstrapping. Each tree in the forest is uncorrelated with the others, so a voting of the

final results to produce a classification is going to be more robust to data that have a single

feature outlier or two, which is an example of ensemble learning [155], [156]. A Support Vector

Machine (SVM) [157] draws a dividing line, plane or hyperplane that best separates classes as

they are found in an embedded space. They optimise an algorithm to maximise the distance from

the nearest points to the boundary - thus requiring points to be well separated in the first instance.

These can be hard boundaries with no outlier points (hard-margin SVM), or with a tolerance for

misclassifications but producing a smoother, less over-fitted boundary (soft-margin SVM), with

many further extensions that suit it to a particular application [158]. Demonstrations of radar

target classification with this approach have been conducted in other radar domains [159].
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In a field where there is a lot of domain expertise, the previously listed classification methods

can be applied to human-monitored, Hand-Crafted, physical features extracted by an operator

who is knowledgeable of their data. This is only possible where physical phenomena in the

real world is mapped intuitively to the sensor output. To illustrate, some hand-written digits

could be classified using physical features - for instance, 8, would be identified as being the only

number with two closed topological loops which is an unambiguous and true claim for 8’s in

general. However, with the addition of salt and pepper noise suddenly the two loops may not

exist mathematically, and the feature although intuitive will lose its effectiveness. Alternatively,

if in a rush an 8 may be written with either loop not intact which will flaunt the effectiveness of

the feature created. Effective extraction of physical features for classification requires that (a)

the domain will not likely conjure physical manifestations that are unexpected by the operator,

and (b) that the feature extracted depreciates sensibly with increased noise. Guaranteeing both

these requirements is not simple and requires a large amount of data for testing to ensure

robustness. Conversely, machine (and deep) learning provides a method of classification that

is based only on the training data. Hand crafted features are used in radar applications where

known scattering phenomena allows targeted extracting of information, but their ability to

provide reliable information to a classifier will be suspect at the edge of the radar’s operating

specifications. In the radar detection of bird and drone targets, many handcrafted features could

be used to assist classification, such as the observation of the symmetrical peaks in the Doppler

spectrum has been shown in [160], [161], as well as detection of drones carrying payloads

detection [162] and measurement of drone motor speeds [6] that this work part-took in. These

methods acting upon physical features generally allow for more interpretable processing than

using a machine or deep learning approach. However, for dynamic operational environments and

challenging targets, deep learning holds better potential for maintaining its performance with

a wider variety of spectra from unseen scenarios. This thesis mainly concerns deep learning

approaches to further explore their potential to help enable reliable classification of drones and

birds. Section 3.2 following will review deep learning approaches as well as used across radar ,
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3.2 Review of Deep Learning Techniques

Deep learning, is a contemporary sub-set of machine learning where an algorithm learns from a

digitised dataset and uses the gathered information to make predictions of other unseen samples.

The difference is how the information is processed and how the learning is reflected in the model.

Deep learning is a neural network structure with one or more hidden layers of perceptrons, that

learns from a dataset recursively by updating perceptron parameters via gradient decent of

a loss function measuring how wrong the model was at that stage. Unlike the approaches

in the previous section that all were unique in their implementation, a deep learning model

describes a general architecture that has a very large inner dimensionality and contains standard

building blocks. However, the construction of any specific deep learning classifier may be totally

customised. This section will at first introduce and motivate the use of common Neural Networks

for classification in Sec. 3.2.1. Sec. 3.2.2 will describe the Convolutional Neural Network (CNN)

used exclusively in Chapters 5 and 7. Sec.3.2.3 will show other common NN archetypes that have

been used in radar literature. Sec. 3.2.4 will describe the process to optimise the training of a

deep learning classifier. Finally, Sec. 3.2.5 will briefly introduce the Convolutional Autoencoder

(CAE) which is another common neural network capable of performing unsupervised learning,

to which Chapter 8 is dedicated.

3.2.1 Introduction to Neural Networks and Deep Learning

A monumental paradigm shift occurred in the classification and sequence prediction fields with

the popularity increase of artificial Neural Networks (NNs). With a large amount of labelled

training data alone, it is possible to get good performance in highly non-linear classification tasks

[163], without any prior knowledge of the contents of the data, only the nature i.e. timeseries,

image, etc. which dictates the configuration of the model. In radar, there is a mapping of

the search environment to the digitised radar signal, so drone features such as the 𝜇Doppler

sidebands have a direct relation to the classifier objective. But as classifiers seek to become

more accurate in challenging environments, a robustness to non-linear features in the radar
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returns is required, especially in the pursuit to decrease the probability of false detections.

Figure 3.3: Node schematic of a Neural Network.

A NN defines a space of a huge dimensionality that could represent any combination of functions

and expressions using an input selection of numerical data. Figure 3.3 is a schematic for a

elementary NN classifier. The number of nodes that appear in each layer, and indeed the number

of layers, are hyperparameters. This neural network has 8 inputs, and 3 outputs. This means

an 8-Dimensional numerical vector is fed into the NN, which is the sample to be classified. 3

output layers would correspond to a 3-class problem. The output of the neural network classifier

is also a number, and each of the 3 outputs will contain a number that represents the confidence

of the prediction. For convenience, the output is normalised that the sum of the outputs is one,

so it may interpreted as a probability distribution. A forward-pass of the network is to pass a

sample point through the input layer and to observe the classification result, which is the largest

value of the output layer.
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Figure 3.4: The inputs and output of a generic perceptron.

The parameters, are the values that make up the neural network. The mathematical structure of

each node in the neural network follows the format in Figure 3.4, and are called perceptrons.

Each node in the network has as bias, and each connection in the network has a weight. The

weights and the biases are the learnable parameters of a neural network. A neuron will take as

many inputs as the size of the previous layer, and output one single value to all the inputs in the

next layer. The output of perception is defined as follows,

𝑥𝑙+1 = Γ( x𝑙 · w𝑙 + 𝑏 ) (3.5)

where 𝑥𝑙+1 is the output of a perceptron, x𝑙 is the vector input from all the perceptron outputs of

the previous layer, w𝑙 are the weights of all the connections to the previous layer, and 𝑏 is the

scalar bias of the neuron. These components are vector summed, and the result is input into a

differentiable non-linearity or activation function, Γ, such as a sigmoid or 𝑡𝑎𝑛ℎ function which

re-maps the real number line to between 0 and 1, or an alternative such as the Rectified Linear

Unit (ReLU) and its many versions. An untrained artificial neural network, is a large ensemble

of these perceptions (mathematically) arranged as in Figure 3.3. A loss function is designed so

that if the classification is very wrong, there is a larger cost associated with the forward-pass.

With a cost function defined that scales with the severity of the error, the backpropagation

algorithm is the final piece to training the network to be a classifier [164]. The loss function

is ultimately a function of the weights, biases, and the input layer values. Theoretically, if this
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function could be differentiated, the global minima of the loss function would the absolute best

possible classifier performance of the NN with the hyperparameters it has for that given dataset.

Practically however, the number of variables is so large due to the fully connected layers that this

differentiation is not possible. After a forward-pass, a backpropagation algorithm [165], such as

Stochastic Gradient Decent with Momentum (SGDm) or Adaptive Moment Estimation (AdaM)

estimates the gradient of the loss function with respect to the model parameters. Their action is

to give a slight perturbation to all the weights and biases in the each layer of the network moving

backward, and the effect on the loss function is calculated. The effect of adding a small value to

a weight, could have a positive or negative effect on the loss at the output, and a small increment

is added or taken from to the weights and biases of the network such that the loss is minimised.

If perturbing a weight or bias changes the value of the cost more than others, then the weight or

bias will be adjusted to that neuron more, so that the calculated loss is reduced as fast as possible.

This process is repeated for all the training data, until the weights and biases of the network

become fully adjusted so that the classification of a forward-pass is totally accurate. To speed up

training, and also to prevent the network cost getting stuck in a local minimum, NN training will

usually feature stochastic gradient decent, which is the term for using sub-batches of training

data at a time, and the adjustment to the NNs parameters will only be applied after averaging

over the batch. There are a variety of cost functions and optimising algorithms that are used in

NNs, and there exists many libraries and extensions for most high level programming languages

that have the various costs, optimisers and computational layers available for a convenient use.

This project uses MatLab 2021a-2023b and PyTorch 3.7+ [166] for later original investigations

of deep learning with bird and drone radar data.

3.2.2 Convolutional Neural Networks

There are a few extensions of the basic NN that are especially good at solving a specific task,

and Sec. 3.3 will show where notable works have used deep learning for a radar classification

tasks. For classification of 2D pixel images, it is possible to flatten the image to fit a 1D input
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layer, and this will provide a very respectable classification score1. However, much better is to

use convolutional layers [167], [168] which are backpropagation-trainable square or rectangular

numerical filters that are slid over the pixel image and output many intermediate images that are

smaller than the input image. Each of the pixels in the filter are learnable parameters, and so

they are used to extract extremely general features via backpropagation directly from the dataset.

At their output, a normalisation of features usually occurs to keep the gradient from exploding

or vanishing, with typical options being layer [169], batch [170] or channel [171] normalisation.

Frequently, max-pooling layers are used to select the largest value of a square region of the image

to quickly shrink the dimensionality and scale of the problem, and also to make the model more

robust to local variability [172]. Both the max-pooling and convolutional layers are defined

by kernel size, stride, and perhaps some dilation or padding, but only the convolutional layers

feature learnable parameters. After a series of convolutional layers, the final output is flattened

and a fully-connected NN uses this as input to perform a non-linear classification upon the

features received.

This model is known as a Convolutional Neural Network (CNN), and performs extremely well

on images compared to flattening the input as it preserves local connectivity of the data, and

produces high level features extracted from the input samples by encoding information about

the dataset into the learnable convolutional parameters. In this work, we will only consider 2D

inputs to the CNN using spectrogram images. However, in radar, the use of 1D convolutional

layers applied to single spectra has and continues to be of research interest. It requires a lot

of data and more careful optimisation to train a 2D CNN from a random initialisation. For

radar applications where data is not as widely available as optical images for example, transfer

learning from models extensively trained on optical images have been used in radar. This work

will explore transfer learning in Chapters 5 and 7. Chapter 8 alternatively will use a radar-data

exclusive pre-training approach for CNN classifiers using a relatively small radar bird and drone

dataset based on unsupervised learning to be briefly introduced in Sec 3.2.5.

1This is performed with the collected bird and drone data using tSNE and UMAP in Sec. 8.2.2
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3.2.3 Other Common Neural Networks

While the original work in this this thesis will be performed with CNNs, many other neural

network architectures exist and have been used in radar-based classification studies. Residual

networks [173] are deep networks that have connections that skip layers. This allows feature

combinations at low and high level, which increases the complexity of the model without

a massive computational burden [76]. Another common flavour of classifier is the Recurrent

Neural Networks (RNN) that can be used both to classify and predict time series data, which uses

an inner loop amongst the layers that feeds numeric information from previous time steps. These

types of classifiers have been used in literature towards detecting drones, using FMCW radar

on spectrogram images [168], [174], with Long-Short Term Memory (LSTM) [175] gates used

that with an increased computational load has better long term memory. Very recent advances

with attention mechanisms [176] has lead to transformer architectures [177], with large language

models [178] such as ChatGPT (Generative Pre-trained Transformer) receiving huge attention

[179]. Transformer and CNN architectures were compared in recent radar classification studies

with birds and drones in [180] and [76] and will be more expansively reviewed later in Sec. 3.3.4.

Another emerging type of neural networks are Spiking Neural Networks [181] that have a closer

resemblance to biological brain operations, have been used in a small collection of radar studies

such as person identification [182] or automotive applications [183].

The NNs in these works have a semantic label output that is a 1-D vector the length of the

number of classes. Neural networks generally can be trained with any output and many levels of

structure. The Autoencoder is a neural network that with backpropagation recreates its input, so

learns from the data in an unsupervised manner without any semantic labelling [184], [185]. A

detailed review of autoencoder architectures is covered in Sec. 3.2.5, and this particular approach

for bird-drone classification will be reported in Chapter 8. NN based learning and input-output

are modular, so fused networks can easily be constructed and trained either separately or end to

end. Each module of a fused or hierarchical network is said to have learned its own representation

that connects to each of the others, and may require only a small amount of training end-to-end
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to fuse the representations for an application. Portions of networks or even layers when trained

individually is referred to as greedy learning. Such models feature in radar literature, and is a

huge area of interest to enable low bandwidth networking of multiple radar systems [186], and

also across different sensors [187].

3.2.4 Optimising Neural Networks

Training of a neural network for the purposes of deployment in a real system requires an

analysis of its performance on unseen data samples not included in the training dataset. The

common practice is to divide the entire dataset into train, test and validation subsets, with no

shared samples between each. While the classifier learns generic features about each class from

the training set, a validation set is passed through the classifier and its performance, through

measuring the loss or accuracy, is assessed. The performance of the training data for that epoch

is also assessed, and they are compared. Figure 3.5 shows two views of overfitting that will

be observed while training that also illustrate the importance of evaluation sub-sets. Fig. 3.5a

shows generic curves that could represent loss or accuracy of a train and validation set. A longer

training duration gives the classifier more opportunity to learn features from the train set. At

some point, the extracted features will be so tuned to the specific samples in the training set that

generalisability of features will no longer support sensible processing of unseen examples.

(a) Classifier accuracy with training duration (b) Classifier loss with training duration

Figure 3.5: Representations of overfitting in classifier training.
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Figure 3.6 illustrates a representation of overfitting in a SVM context of drawing a separation

line between two classes. Creating a model with optimal balance between under and overfitting

is a key task for machine learning engineers. The approach taken in this work was to use the

maximum sum of train and validation accuracy scores, which is highly reproducible and ensures

a well trained model that stops when as validation diminishes.

(a) Overfitting (b) Reasonable fit

Figure 3.6: Illustration of overfitting in SVM. From [108].

Once a model is determined to be appropriately trained, it will be evaluated on the test set that will

again contain only unseen data. This is where the final metrics will be reported for benchmarks

or experimental studies. The choice of set balance requires consideration of the availability and

quality of data. 60:30:10 train-test-val set balance is a choice for massive collections of image

data. As there is twice the training data as test data, the extent of unseen generalisability is tested

at the possible expense of lack of variety within training data. For smaller datasets, 70:20:10 or

similar has been used. The results of this work will begin in Section 5.2.2 with further details

of the training approach taken.

In the construction of a neural network, there are both arbitrary functions and many scalar

hyperparameters that may dictate specific global and local effects that optimise the performance

and robustness of an operational classifier. Data scientists need to finely control these to optimise

performance for specific details of the data challenge they are presented with. The domains

of optimisation could be decided into three groups; training parameters, model structure and
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data processing. In Appendix A: Table A.1 - A.3 a set of significant hyperparameters for these

groups that feature in this work are shown, with some commentary on their effect, significance

or role within a convolutional neural network. Table A.3 concerns digital signal processing and

input choices as was discussed in Section 2.2.2 related to radar target classification. A challenge

of deep learning is that there are a great number of hyperparameters to consider. Running a

number of experiments in a grid search of parameters is one way to iterate towards an optimised

classifier, but other strategies such as Bayesian optimisation conduct training experiments based

on the distribution of previous results, which will be used later in Section 5.2.3. Without

Bayesian optimisation, good neural network performance can be achieved - but is imperative to

scan the learning rate to experimentally determine optimal performance. The other parameters

define the model while the learning rate, optimiser choice and regularisation parameters enable

learning with that model.
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3.2.5 Unsupervised Learning with Autoencoder Neural Networks

An unsupervised CNN based approach is the Convolutional Autoencoder (CAE) [188], which

is foundational or deeply analogous to many now standard optical image deep learning methods

[189], [190]. CAE has seen an increase of use in recent work in fundamentally data-limited radar

challenges such as human activity recognition [99], low-bandwidth communication [186] and

autonomous navigation [191]. Autoencoders have been shown to be effective for pre-training

deep neural networks before fine tuning towards downstream tasks such as classification in

machine learning [192], and in a growing number of radar applications in studies with real and

augmented data for human activity classification [99], [193], drone detection [194] and even

drone-bird classification [152]. Supervised classification, such as that in the training of AlexNet,

uses a loss function that captures the difference between current classifier state and true label.

The CAE is a method of performing label-agnostic unsupervised learning. The loss function in

this case measures the difference between the input and the output, thus forcing the model to

learn how to recreate its own input. Autoencoders can be under- or over-complete. An AE is

undercomplete if the hidden layer size is less than the input dimensionality, which upon training

causes the network to learn, in the ideal case, a compressed representation of the data [195] –

one that extracts key, pertinent features of the entire training set that may be utilised to interpret

arbitrary, unseen data drawn from the same set. Chapter 8 has further details of its anatomy and

implementation of a symmetric CAE with the collected bird and drone data to investigate its use

for classification and downstream applications.
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3.3 Review of Deep and Machine Learning in Radar

This section reviews the use of machine and deep learning in radar applications inspirational

to or directly concerning the radar drone-bird challenge. Applications of AI towards radar are

increasing greatly as data processing hardware continues to evolve. As a result, many of the

fundamental radar data processing tasks, such as detection [196] and classification have been

considered as a deep learning, computer vision problem [197]. Utilising processed tracks for

classification is an area of substantial research, but is not the main the subject of this thesis.

It is however a major interest for radar engineers as another layer of classification for further

robustness, and will be overviewed first in Sec. 3.3.1. Then, Sec. 3.3.2 will review where hand-

crafted feature extraction approaches on raw radar data has been shown sufficient for accurate

classification, with a particular focus on birds and drones. Finally, Sec. 3.3.3 will review

where automatic feature extraction approaches of neural networks on spectrograms across radar

applications, and Sec. 3.3.4 will focus on spectrogram based drone and bird classification with

machine and deep learning. Sec.3.4 will briefly summarise the takeaways from the chapter, and

preview where and how later chapters be will expanding on the methods reviewed.

3.3.1 Classification Using Tracker Output

Tracking of targets is an essential for a surveillance radar. The challenge of tracking becomes

increasingly difficult with the number of targets, variety of flight and closeness of targets

compared to the length scales of sensor resolution. Much required development has seen a great

number of Kalman filter [198] based track-from-detection algorithms [52], that may possess

multi-target functionality [53], [199] within their design for many applications. Radar tracks

of birds and drones have been demonstrated useful for feature extraction and classification with

machine and deep learning. Simulated tracks of urban, civilian drones were reported with 99%

accuracy using hand-crafted extracted trajectory features as input to a simple NN classifier in

[200]. More recently, [201] conducted an analysis on both simulated and real targets, and [160]

and [202] applied DT and RF to hand crafted features from real tracks and both track and
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spectral features of a field trial of birds and drones with a floor of 85%. Deep learning has

be demonstrated to support classification using handcrafted kinematic and morphology features

from the tracker, with bistastic 𝜎𝑅𝐶𝑆 features, in [203] on birds and light aircraft with passive

radar.

3.3.2 Handcrafted Feature Extraction of Spectrograms

Radar spectrograms of drones and birds can provide a basis for classification. Bespoke frequency

domain algorithms that highlight micro-Doppler returns have been used for the identification

of drones from confuser targets, such as for L-band spectrograms similar to this work via a

symmetrical component extraction feature in [161], and log-harmonic summation borrowing

a technique from audio processing in [87]. Various schemes have demonstrated the use of

handcrafted features for drone classification, including feeding such features into a deep learning

classifier which was shown to be an effective approach in [89].

The difficulty of this approach for surveillance radar is that features will be subject to significant

target variations, such as motor speeds and rotor blade size, and environmental fluctuations

such as detection range and reduced SNR, clutter variability, or interference/jamming. However

for cases where the identification of the target is positive and SNR is sufficient, handcrafted

approaches can reliably measure aspects of returns with a minor overhead. As a result of work

shown in Sec. 4.1.3, hand crafted extraction of (four) individual motor speeds of 2 drones from

time-Doppler spectrograms in [6] was demonstrated at a range of 1 km distance at L-band with

0.81% error, along with estimations of blade length which was less reliable with 29% error.

Ref. [97] at W-band estimated blade length and rotation frequency at a range of 1.5 m with

average errors of <2% on a fixed drone with different numbers of rotors without reporting

on any variability of speeds within the motors. [128] performed payload mass estimation of

flying drone targets using both hand-crafted and singlar value decomposition. features using

diagonal-linear and Naïve Bayes classifiers.
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3.3.3 Automatic Feature Extraction in Radar classification

The main study of this thesis is to analyse the prospect of target classification using modern AI

techniques when applied to radar spectrograms. The rest of this subsection shares approaches

of deep and machine learning classification as demonstrated with radar systems on non-bird and

non-drone targets. A great range of radar targets possess classifiable features, and deep learning

approaches, in particular the CNN has in the literature been shown to effectively be able to

classify simulated and real target datasets. This subsection will review key work demonstrating

deep learning as a suitable tool for target classification in both civilian and military contexts. SAR

target recognition with CNNs has been widely studied, due to both the fact that substantial open

datasets have existed for nearly 20 years [204], as their process returns produce a 2D image,

and also due to their large scale implementation and importance for international security.

Works include transfer learning from the optical domain [205] and without [206], [207] to more

advanced processing utilising unsupervised [208], [209] or semi-supervised [210] learning, and

also with explainability featuring as part of some implementations [211]–[213].

The automotive area has seen much investigation of deep learning driven by the commercial

demand for radar as a cost-effect solution for tasks. Again, numerous open datasets [214]–[217]

have been shared that allow researchers to develop and test algorithms at a rapid pace. Object

detection in range-Doppler [218], [219] and segmentation of range-azimuth maps [183], [220]

have shown to be viable in a variety of experimental conditions. A large area in this domain is the

information fusion of multiple sensors - both many sensors around the vehicle, but also fusion

of say camera and radar information - as detailed in the review [221] and demonstrated in other

recent work [222], [223]. Deep learning challenges such as fusion and semantic segmentation

require an excellent level of representation learning for a system to firstly work and then more

importantly to be robust in a dynamic and safety critical operation such as that for cars operating

on on real roads. The theme of representation learning will be explored at length in Section

8.1 where we will investigate how unsupervised learning for the drone and bird challenge could

lead to better approaches for classification. The work in this thesis using the CAE will also
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take inspiration from human monitoring applications that is another radar area that has seen

much research and experimental demonstration of unsupervised deep learning and strongly

shares the issue of lack of available training data. Work showcasing viability with real data

have been done in the contexts of fall detection and activity classification [99], [224]–[230],

vital-sign monitoring [231]–[233], person identification [182], [234]–[237], and sign language

interpretation [103], [238]–[241].

3.3.4 Automatic Feature Extraction in Bird-Drone Radar classification

The final section of this chapter will now review key results of deep learning with bird-drone

radar signatures. Section 5.1.1 will also review in detail a selection of experiments that are

similar and inspirational to the studies conducted in this work of classification of bird and drone

spectrograms. Before discussing classification in this section, deep learning has been applied

to small target detection [194], [242] with drones as the test subject. Deep learning based

detection like these, or alternatively detection-with-classification [243] are interesting prospects

that may become more normalised in such surveillance systems. The differentiation of detected

drone and bird targets is the subject of this work, and numerous publications have demonstrated

the capability of various types of CNN classifiers to effectively perform this task in a great

variety of target, radar and environmental conditions. Literature featuring birds and drones will

be reviewed after the following based on drone targets. Bird radar data is considerably more

challenging to collect as they are a non-cooperative target, but their consideration is critical.

Unlike research work of deep learning on SAR images where many publications are born from

a single open dataset, open radar drone datasets are not as ubiquitous in the space, in part due

to the range of returns across different radar bands and appearance with different sampling rates

and digital signal processing options among other reasons [244], although this is beginning

to change. Recently published in 2022, [121] is an X-band openly available dataset of 4849

spectrogram images of 6-class across 5 UAVs including a ‘bionic bird’ target. The authors using

the pre-trained optical deep CNN classifier, VGG-19 [245] to achieve 97% overall classification
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accuracy. [246] from May, 2021 describes an open-contribution dataset of an available to buy

radar platform at W-band, that was initially released with 187,932 individual processed spectra

values from vehicle, person, bicycle and UAV classes.

Demonstrations of CNNs with simulated drone returns (see also Chapter 6) were shown to

classify multiplicities of blades and rotors from drone returns with sampling rates greater [92],

and lower [247] than the motor speeds, both with simple mathematical point target simulations.

Ref. [110] performs a Gaussian independent component analysis approach on an ideal, high

fidelity X-band analytical Fourier simulation to estimate all tested 7 physical parameters to within

< 1.6%. [125] simulated 6 real similar drone models with RCS mesh Finite Element Analysis

(FEA) simulations at X-band, but classified only 2 of the models reliably using an unoptimised

SVM classifier. [129] performed a long window FFT to a detailed analytical simulation at X

and W-band to produce HERM lines for measured parameters for 5 different drone models with

a random sampling extent of variation, and successfully used a CNN to investigate classification

performance of the models as a function of SNR without any retraining. [126] simulated the

𝜇Doppler of drones and a flapping wing with body geometric models and analytical simulations

with X-band FMCW processing, with Doppler-time and CVDs to construct schemes of multi

bird and drone combinations including simulated buildings via physical optics, and used a CNN

to separate class with performance near or above 90% fairly consistently.

Classification of real drone targets has been done and will be listed in order of increasing target to

receiver distance, which ranges from indoor bench conditions to ∼km order classification. These

studies do not feature birds, but do demonstrate the CNN to operate well on real data, able to learn

features from minor differences to discriminate between drone types. [248] measured anaechoic

monostatic RCS and Doppler data with a Ka-band radar and classified 9 similar drone models

above 99% accuracy at various operating frequencies using a LSTM network with adaptive

learning rate optimisation. [88] used drone data collected with a pulsed multistatic system

of drones with and without payload, and the optically pretrained AlexNet classifer [249] was

able to classify 6 different classes with spectrogram, cepstrogram and CVD images with 95.1%
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accuracy using ∼400 training samples. [124] used the same classifier on 6 real drone models

on Ku-band FMCW data to achieve a 96% F1 score with targets divided by size, and 68% when

attempting drone model classification on 6,600 radar spectra. [123] used an Ancortek X-band

FMCW radar to collect 10,000 training samples of a Mavic Air 2 drone, two bird-mimicking

fixed winged drones, and humans walking and sit walking, achieving accuracies between 79 and

84% with modified ResNet CNN architectures.

CNN classification of real bird and drone Doppler data has previously been done in many

notable publications that are of great relevance to this work. Section 5.1.1 will further expand

on these publications as the details of their implementations and results will be compared to

the main research contribution of this thesis. University of St. Andrew’s have two prototype

FMCW radar systems at 25 and 94 GHz that in [94] were used to collect a total of 2,400 images

of 0.4 second dwell Doppler-time spectrograms of 3 drones and 4 birds of prey. They used

both a GoogLeNet optically pre-trained CNN and a smaller, simpler un-pretrained CNN, which

necessitated creating RGB and mono-color images for the classifiers with 3 and 1 input channels

respectively. Two-class bird and drone, and four class bird, drone, clutter and noise labelling

was used, with the two class problem giving better bird and drone accuracies by 0.7% and 3%

respectively which was on average in the high 90s. Elsewhere, [250] used a low cost SAAB

W-band FMCW sensor to produce 74,000 Doppler spectra for 6 real drones and 2 species of

opportune birds baited by food with 90% accuracy. Then, classification attempts of unseen drone

models was done, dropping performance to 78% that was restored to 86% with the incorporation

of simulated drone model returns. [251] showed that a CNN was challenged to observe unseen

drone models in a bird-drone context, that was resolved with an extension of the training set

with real data. The use of simulated data for assisting classification of real drone and bird

targets is a major focus of this work shared in Chapter 6 which contains detail of the synthetic

data approach and validation alongside real data with CNN analysis. The use of synthetic data

for real classification has been done before with drone bird classes [119], [250], and this work

builds on top of the foundations laid with considerations of motor speeds providing a novel and

powerful contribution to the field.
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The publications of H. Dale [120], [124], [251]–[253] are uniquely relevant as these works were

conducted with the same radar systems as in this study, and was supervised by some of the same

University of Birmingham staff as this project. The results provide excellent background and

initial exploration of CNNs for bird and drone classification with L-band radar. These studies

along with other notable similar works will have the detail of their bird and drone CNN findings

shared in 5.1.1 alongside and with comparison to the results and methods of this work.

Also and very recently, [76] used rural, L-band staring radar spectrograms of entire tracks of

single birds, bird flocks, rotary and fixed wing drone data to train a residual, split-attention

network. Their 5 class problem used 4843 samples for supervised training and 1574 test and

validation samples captured between 0.3-2 𝑘𝑚 range, showed an average classification perfor-

mance of 98%, as well as advantage over other common CNN architectures without optical

pre-training, at high SNR, and similarly although not the best when tested at artificially reduced

SNR. This shows that CNN architectures can be built and trained to a high standard without

transfer learning, however making these robust to short dwell times is another question. Else-

where [180] compared a sweep of transformer and CNN architectures in a recent classification

study on single spectra at X-band on a 8-class problem of: drones, birds, helicopters, ground

vehicles, a windmill, and other aircraft, and clutter; achieving ∼ 74% with the CNN that was

marginally better than for the transformer.

Last to mention is the application of unsupervised learning using Autoencoders to radar drone and

bird data, which has been done [152]. The approach in [76] performed end to end training in one

supervised stage while [152] used an end-to-end but two stage training, first in an unsupervised

manner then fine-tuning in the described supervised fashion to achieve classification. Denoising

autoencoderss have also been used for drone detection on a 1-D range profile to overcome the

presence of strong clutter in [194] (and for aircraft in passive radar [57] as well as for range-

Doppler maps in [254] for indoor human activity recognition), and a hierarchical fusion network

explored improving classification of birds and drone targets with an unsupervised algorithm

[152]. Otherwise, more significant volumes of literature using the autoencoder for data limited
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Table 3.1: Selection of recent radar literature utilising deep learning. Att., using attention
mechanism; XAI, explainable artificial intelligence; BNN, Bayesian Neural Network; CRNN,

Convolutional-Recurrent Neural Network

Application Approach Algorithm Citation
AE [194] [152]

Drone
Detection NN CNN

[89] [194] [92]
[255] [247] [126]

[248] [88]
RNN [89]
Att. [76]

Automotive
NN CRNN [218] [219]

MM Fusion
CAE [222]
CNN [223]

SAR

NN CNN [205] [206] [207]

XAI
BDD [211]
BNN [212]
CNN [213]

Human NN

CNN [234]
[235]

CAE [99]
[254]

BNN [224]

human activity classification tasks and other radar applications are in existence, and Chapter 8

will contain a dedicated review of unsupervised approaches and will present experimental radar

results to enable data clustering and improved classification over supervised methods alone using

our collected dataset.

3.4 Chapter Summary

This chapter, in Section 3.1 reviewed the essentials to performing classification with machine

learning, and Section 3.2 briefly presented the fundamentals of deep learning with neural

networks. Section 3.3 finally presented uses of deep and machine learning in radar literature at

large which was progressively narrowed down to classification of bird and drone spectrograms

that is the primary objective of this work. Table 3.1 presents a summary of radar literature cited
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in this chapter, to showcase the variety of approaches that have been shared2 Overall, it has

been shown that deep and machine learning offer an almost overwhelming wealth of approaches

and techniques to data driven classification of targets of interest. Deep learning’s superior

performance over machine learning techniques come at the cost of reduced interpretability and/or

a higher barrier of entry or the requirement to outsource expertise. The unique circumstances

of an environmental condition and operational tasks will require an assessment of how a radar

can have its particular advantages exploited for the most robust classification. Thus based on the

review shown in this section, for this thesis to have a meaningful positive impact on data-driven

detection for all drones and all radars, we will propose the following advances in the following

chapters:

• Chapter 5 will produce a benchmarking of real, urban bird and drone staring radar datasets

of various target configurations using an established CNN method based on optical transfer

learning from AlexNet [249]

• Chapter 6 will present an approach for creating high fidelity 𝜇Doppler synthetic data,

based on a simple and highly flexible simulation using meta-data extracted from a drone

after a real drone flight

• Chapter 7 will rigorously validate the previous chapter’s simulated data for use in synthetic

training of CNNs compared against those trained with real data in Ch. 5, helping to

overcome the burden of small data quantities that is in total contrast to reaping the benefits

of deep learning

• Chapter 8 will perform a fairly extensive review of the less well established unsupervised

learning techniques for bird and drone data, while exploring the quality of the unsupervised

learning process and also demonstrating them to achieve excellent classification results

trained on real and synthetic data

2Later in Sec. 5.1.1 Table 5.5 will display recent literature concerning bird-drone classification alongside the
original results of this thesis.
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These chapters, and indeed any investigation of machine or deep learning, are fundamentally

reliant on the data for performing the training and testing of any classifier or inference model.

While the focus of this work is on drones for their detection, the bird targets that are the confuser

targets also need to be well understood in order to robustly classify drones correctly. The

following Chapter 4 is dedicated to showing and explaining the processes for data collection

of drones and birds, using the radar system installed at the outset of the project detailed and

discussed in Sec. 2.3. This data collection process took place within a densely urban and

suburban city location, that provides a significant challenge to the application of deep learning

classifiers, due to varying noise and clutter levels across the locations of the field of view.

Collection of birds and drones from this environment allowed for the building of a substantial

database of target signatures that, allow us to verify and extend reported performances of

common classifiers for drone targets in a high-clutter environment (Ch. 5), which subsequently

will allow the testing of new approaches in classifier training and optimisation. The following

chapter will detail the targets used, the trial procedure, the quantities and spectral qualities of

the different targets used to create datasets used in the later chapters.
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Chapter 4

Experimental Data Collection

In this work investigating classification of bird and drone targets, a campaign to collect a dataset

of real radar signatures was necessary. Urban drone and bird data was collected in an opportune

and controlled manner that allowed realistic assessments of a range of classification approaches

shown in later chapters. For deep learning, there is an extra onus to collect large amount of data

to allow robust training not troubled by overfitting of a small, self-similar dataset. This chapter

will explain the methodology of each of the data collection processes, and each section will

finish with example spectrograms collected that show the nature and variety of targets collected.

Section 4.1 explains the procedure and results of gathering drone returns, Section 4.2 mentions

the control bird trials that this work helped to undertake with the benefits, challenges and results

of the process and finally, Section 4.3 shares the opportune data collection process employed

that enabled us to take advantage of the countless natural birds habituated in the Birmingham

City area. Section 4.4 briefly summarises the collected data as used in the remaining work on

deep learning.
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4.1 Control Drone Trials

This section will explain the process and details the efforts undertaken in collecting a dataset of

real, multi-rotor drones with an L-band staring radar in an urban environment. The radar data

of drone signatures collected formed part of the essential basis of classification investigation in

the following chapters based on deep learning and synthetic data.

4.1.1 Motivation

As a first step for the assessment of data-driven classification approaches, systematic drone

signature collection using real drones with a real radar system began and was maintained

throughout the duration of the project. It is a major goal of this thesis to reduce the burden of

radar data collection for the training of deep learning classifiers, but assessments of synthetic

data require varied real data ideally from a number of platforms to be fully assessed. The

construction of a large, real, varied dataset is required as a basis when comparing findings from

any alternative approach in classifier training or design. It is also of great benefit to collect drone

signatures in a real, urban environment that will significantly impact the composition of returns.

The aim is to collect a dataset that will feature challenging returns from a real environment that

is not an idealised simulation of an operational condition. Examples of such environmental

factors that were captured are

• weather conditions, such as strength of wind,

• clutter conditions, from various buildings near flight locations, and

• bird presence cohabiting the resolution cells of measured airborne drones.

Data logs from the drone flight were collected as ground truth. GPS data enabled rapid

production of spectrograms from the 4D staring radar data cube by extracting the timeseries

samples from the resolution cell determined to contain the target. Further drone meta-data exists

in the drone logs that contain information of potential interest when studying their radar returns,
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Table 4.1: Drones used in data collection trials.

Ref. Drone Make Mass / kg Price / $ (2023) Body Diagonal / mm Blade Radius / mm
Matrice DJI Matrice R300 4 7,000 605 190
Inspire DJI Inspire 2 3 2,000 895 220
Mavic DJI Mavic 3 1 1,500 375 90
Mini DJI Mini 2 0.249 300 213 60

such as drone roll, pitch and yaw, measured wind-speed, flight operation (manual or automatic),

and motor speeds, which this work will explore in great detail as the subject of Sec. 6.3.2 being

a key enabler to creating realistic synthetic data.

4.1.2 Drone Inventory

Four DJI drones were routinely used in data collection and Table 4.1 presents information and

the quantities of data collected over the course of the project. Section 4.1.4 later will show how

these targets appear to the radar via a time-frequency spectrogram.

Images of the four drones are shown in Figure 4.1. The two large drone models, Inspire and

Matrice, have large propeller blades (∼20 cm) that produce strong Micro-Doppler (𝜇Doppler)

modulations detectable by the radar system used. For the two smaller drones, Mini and Mavic,

that have a blades radius of ∼8 cm, these at the L-band operational wavelength used in the

project do not produce any significant, detectable 𝜇Doppler as is shown in Section 4.1.4. The

inclusion of these targets in the dataset adds to the challenge of deep learning classifiers to be

wise to drones without the characteristic sidebands. Generally, the presence or absence of blade

𝜇Doppler will be a function of operating frequency and propeller size.

4.1.3 Trial Procedure

A drone is a very convenient test subject, as most market drones come with a GPS recorder.

GPS information is essential for recording the drones’ position at each time-step, and the raw

and processed radar data allows for a great deal of analysis of the radar’s performance in that

situation. A drone trial consists of the following steps:
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(a) Matrice (b) Inspire

(c) Mavic (d) Mini

Figure 4.1: Drone Target Inventory. Floor tile length ∼ 1 m

1. Securing a trial site (in the urban city area) where drone flights are permitted and safe

2. While radar(s) are recording:

• Launch drone, fly a predetermined flight pattern, land drone

• Image the drone on the way up and down for a verifiable timestamp

• Note the flight pattern, configuration and time occurrences of the drone and radar

during launch

3. Archive the various drone logs

4. Convert GPS logs into trajectory files, that will be used to extract the relevant timeseries

radar data
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5. Convert the raw recorded radar data from native binary format into MatLab 4D datacubes

(64 range/slow-time gates, 16 elevation channels, 4 azimuthal channels and 2048 fast time

samples) cropped to when the flight was taking place.

6. For the length of a trajectory file, find the range and angular channels where the target

appears and extract the fast time samples from this datacube to form a 1-D complex

baseband signal

7. Apply a STFT to resultant 1D signal to form 2D time-Doppler spectrograms that are used

to build classifiers

All of the (DJI manufactured) drones in the fleet allowed access to GPS flight-records that con-

tained the location information, as well as other metadata of interest such as wind measurement,

drone axis state (roll, pitch, yaw), controller input, and much more. An additional record was

archived where possible, which were the .dat files. For the two larger drones (Matrice and

Inspire), the .dat files were decryptable by the openly available software CSVview at datfile.net,

which contain more flight data that is less adulterated than the usual, more universally accessed

‘flight record csv’. Four fields of this csv are the four motor speeds of the quadcopter in Rotations

Per Minute (RPM). The dat files of the smaller Mini and Mavic were not decryptable by this

software due to their Software Development Kit (SDK) not yet being available. Motor speeds are

used in the rest of this project as a valuable tool for the simulation of drone signatures resulting

in the project’s first contribution in [1], and have since been used in further published work to

validate radar-based motor-speed measurements in [6]. This is the subject of Chapters 6 and 7.

The inability to extract the smaller drones’ motor speeds was not a limitation of this project as

these targets did not produce any considerable 𝜇Doppler, however it would be a consideration

for higher-frequency radar systems where the 𝜇Doppler of smaller targets have greater presence.

Some suggestions to enable future work in this regard are presented in the final discussion in

Sec. 9.2.

The L-band staring radar produces a 4D datacube capturing the returns in 3D space in azimuth,
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elevation and range resolution cells, and in time including every pulse in the CPI. To extract the

raw I/Q timeseries results for the tracked target, the slow time axis returns are gathered for only

the resolution cell that is determined to contain the target using the recorded GPS information.

From this 1D vector of timeseries I/Q data, spectrograms could be formed at ease with various

DSP implementations. Previously, Figure 2.10 illustrated this creation of a spectogram from a

datacube. Research of deep learning based classification using I/Q data alone for classification

has been performed in drone detection contexts [256], but using a STFT has three significant

advantages:

1. classifiable real world features of drone targets are inherently tied to real world velocities

and the FFT separates the frequencies that a deep learning algorithm would need to learn

anyway,

2. a time concatenation of spectra of CPI shows both instantaneous and temporal features

to produce a rich 2D output that can avail of the mature deep learning classification

approaches such as convolutional layers,

3. the time-frequency representation allows for easy interpretation of data samples, particu-

larly at low SNR that is useful for understanding mis-classifications and in enabling large

scale data collection.

As shown in Sec. 4.1.4 following, spectrogram representations of drones, and later for birds in

Sec. 4.2.2 and Sec. 4.3.3, display many features that can be tied intuitively to the targets physical

construction and could be used for robust classification of expected targets. Thus, part of the

challenge is to understand the variety of possible targets which is presented in this chapter. Later

sections will use subsets of the collected data for individual experiments for machine learning

and synthetic data evaluation, with Figure 4.2 showing the locations, ranges and heights of the

drone targets used for creating the datasets in the remaining chapters. In total, for each drone;

6.2 hours of Matrice data was collected over 116 flights, 10 hours of Inspire data over 234

flights, 1.1 hour of Mavic data over 42 flights, and lastly 7 hours of Mini data collected across
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172 flights.
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(a) Top down plot of trajectories

(b) Histogram of ranges of collected drone spectra. (c) Histogram of heights AMSL of collected
drone spectra.

Figure 4.2: Plots summarising locations of drone data collected.
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4.1.4 Drone Signatures Collected

Spectrograms are produced using a Short-Time Fourier Transform (STFT) of CPI duration

0.56 s with a Blackman-Harris Window and 50% overlap, as previously described in Sec. 2.3.2,

as were all spectrograms presented in this and later chapters.. Resultant real spectrograms for the

Matrice target of flights lasting for a duration of 3 minutes and 48 seconds are shown in Figure

4.3. Note that the characteristic 𝜇Doppler sidebands induced by the rotor blades are clearly

observed around the main body. For the two example spectra, Fig. 4.3a shows the Matrice at a

relatively close range of 1.5 km with Fig. 4.3b at a further range at 3.4 km. At near range, the

propeller 𝜇Doppler is very strong, clearly displaying multiple groups of sidebands and features

detail of the motor fluctuations within each harmonic group. At the longer range, the presence

and count of the sidebands is not constant.

Figure 4.4 shows the Inspire at three flight heights with Radar#1 at a similar 1.5 km range but

at a location with significantly more urban clutter. There was also a considerable amount of

bird presence in the area, of which their returns can be seen within the central 60 Doppler bins

of each Fig. 4.4a - 4.4c. At each height the drone presence is obvious via the sidebands, which

makes it quite distinct from non-Drone radar echos. The strength of the body and sidebands

do not degrade much between the 100 and 80 meter heights, but at 60 meters their fullness and

power are more significantly reduced. At this location, tall trees were present between the flight

location and the radar transceiver which could have reduced the overall signal of the drone at

the lowest height.

The Mini and Mavic smaller drones did not produce significant 𝜇Doppler due to the size of their

propeller blades. Four spectrogram representations of these targets are shown in Figure 4.5.

Fig. 4.5a and 4.5b, show the smallest Mini drone at the same locations as Figure 4.3 for Radar#1.

Without 𝜇Doppler, small drone presence amongst birds poses a more challenging classification

task. Fig. 4.5c and 4.5d show the Mavic drone with nearby bird presence. The dominant return

of these spectra is the drone body as the spectrogram was formed using a GPS recording.
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(a) At Near Range, 1.5 km on a calm day

(b) At Long Range, 3.4 km on a windy day

Figure 4.3: Spectrogram of the Matrice using Radar#1.
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(a) 100m above ground

(b) 80m above ground

(c) 60m above ground

Figure 4.4: Spectrogram of the Inspire using Radar#1 at various heights with bird presence at
low velocities.
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(a) Mini at 1.5km on a calm day

(b) Mini at 3.4km on a windy day

(c) Mavic with minor bird presence

(d) Mavic with more bird presence

Figure 4.5: Spectrograms of the small, 𝜇Doppler-less drones using Radar#1.
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(a) Matrice at 1.5km

(b) Matrice at 3.4km

Figure 4.6: Spectrogram of the Matrice using Radar#2.
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Radar #2 was also used for data collection in the same way. Compared to Radar#1, the

signatures have lower SNR due to the impact of urban clutter causing location-dependant raised

noise backgrounds and other effects. [10] uses these exact radar systems and provides an analysis

of the effects of clutter on the measured spectra of the two radars at a variety of locations. Figure

4.6 shows the Matrice with Radar#2 at the same locations as Figure 4.3 and Figs. 4.5a and 4.5b.

In Fig. 4.6a, the effect of location-dependant raised noise background at closer range is apparent

and makes the sidebands difficult to observe in certain resolution cells. As well, the horizontal

lines at constant frequency are a symptom of strong clutter and hardware limitations that can

make interpretation of data difficult. More information of the causes and effects of the noise

induced by the urban environment on these radar systems are described in [7], [10].

Returns from Radar#1 and #2 were both used in datasets for deep learning featuring in test,

validation and training subsets. The level of signature variation for the same target across the

two systems is much greater than what would be expected from any one radar system, so this

poses a significant challenge to the deep learning algorithms later used in Chapters 5 and 7 to

generalise the physical returns of the target amongst a wide range of possible radar backgrounds.

Greater insight of this difference is shown in the unsupervised clustering work that is reported

in Section 8.21. The use of two differing radar systems within the already highly dynamic

urban environment brought a greater degree of background variation that ensures the classifiers

built as part of this work, are able to generalise against different clutter backgrounds. Synthetic

data can be used to create scenarios of theoretical drone presence in totally unforeseen radar

circumstances.

1The unsupervised dimensionality reduction techniques of PCA, tSNE, UMAP and CAE are applied to the
collected data set showing that the radar of origin was a major factor bringing variation to the collected returns.
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4.2 Control Bird Trials

This subsection shares the process and results of control bird trials that took place over the

duration of the project. Collecting bird signatures with corresponding positional and species

information is valuable for assessing the radar’s performance on these ubiquitous targets. Radar

trackers allow an estimation of an isolated bird’s position, but information of the species, if it

was a single bird or group, and where it took flight and landed may be only estimated from the

track and the appearance of the spectrogram. Two control bird trials took place with different

species which enabled the analysis of a variety of returns from bird targets. These control bird

trials gave confidence to collect bird data at scale for deep learning purposes going forward.

4.2.1 Trials Undertaken

Two control bird trials of different motivation were conducted as part of this work; measurements

of Birds of Prey in a rural environment were performed at Cranfield University, and racing

Pigeons within the urban environment at University of Birmingham. Both of these trials used

PathTrack NanoFix2 GPS tags to record the trajectory of the birds. Their use in the trials are

further described in [8], [257], and the tags are shown with their attachment to two birds in

Figure 4.7. These tags required experienced handlers to attach to the birds, and their memory

and battery limitations required swapping which added to the challenge to collect data rapidly.

Their ability to record bird position in a complex urban environment would be essential to

validating research of tracker performance that was not within the scope of research attempted

in this work.

2www.pathtrack.co.uk/product/nanofix-geo
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(a) Pathtrack NanoFix GPS Tags

(b) Affixed to tail feathers of Grey Buzzard
Eagle

(c) Within harness attached to racing
Pigeon.

Figure 4.7: GPS Truth from Cranfield Trial.

On 1st July 2021, Cranfield University Airport was closed for 2 hours for a trial lead by UoB

with the International Centre for Birds of Prey (ICBP) providing several Birds of Prey, miniature

GPS tags to live track and record their position, and a fixed wing drone shaped as bird flown as

a lure to encourage their flight. The lure was not always necessary for the birds to fly, and some

birds were flown without the lure. The birds species flown on this trial were the Hybrid-Falcon,
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the Grey Buzzard Eagle, the Yellow Kite, the Gyrfalcon and also the fixed-wing Rocrow drone

manufactured by Wingbeat3 which was the lure. The trajectories flown are shown in Figure 4.8,

with Fig. 4.8a showing all the GPS tracks collected, Fig. 4.8b showing the track of the lure being

chased by the Hybrid-Falcon, and Fig. 4.8c displaying the Rocrow with controller.

(a) All GPS truth tracks from Cranfield Trial

(b) Hybrid Falcon (red) chasing a human operated
RoCrow fixed winged drone (pink)

(c) The‘RoCrow’ fixed winged drone
flown as lure

Figure 4.8: GPS Truth from Cranfield Trial.

On 20𝑡ℎ-21𝑠𝑡 of July 2022, 10 racing Pigeons provided and released by an experienced handler

from inside the field of view of the two radars in Birmingham. The trajectories taken by the birds

are shown in Fig. 4.9 and travelled left to right towards their roost in north-east Birmingham,

avoiding the city centre. A track of great interest was one that flew directly by the radar, and its

spectrogram and some analysis will be had in the section following.

3www.rofalconry.com
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Figure 4.9: GPS data collected of all Pigeons with both radars’ fields of view.

4.2.2 Control Bird Signatures Collected

Firstly, an example signature collected at the Cranfield trial in collaboration with ICBP [5] is

shown. Figure 4.10 shows the track and spectrogram of a Black-chested Buzzard-eagle that flew

to a peak height of 190 m altitude then descended slowly in a spiral pattern, characteristic of

raptors and other large wingspan birds to hang in the air and assess their surroundings. The

appearance of the spectrogram shows clearly the direction of the bird’s travel over time. This

pattern of flight where the body Doppler oscillates is also frequently seen in the spectrograms

extracted of opportune birds from the radars installed in Birmingham (See Sec. 4.3.3).
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(a) GPS Track of Grey Buzzard Eagle flight, and

(b) Spectrogram of part of the spiralling track

Figure 4.10: GPS and Spectrogram of Grey Buzzard Eagle that flew for an extended period in a
spiral pattern at the Cranfield Trial.

Next, Figure 4.11 shows the positional information of a Pigeon that flew from range to close

proximity to and past the radar transceiver in Fig. 4.11a with the corresponding tracker spectro-

102



103 CHAPTER 4. EXPERIMENTAL DATA COLLECTION

gram in Fig. 4.11b. The body of the Pigeon is accompanied by clear sidebands, which appears

similar to a rotary winged system’s 𝜇Doppler, in this example using a long window STFT that is

greater than the pigeon’s wingbeat frequency of approximately 5 Hz (see Section 7.1.1). Inter-

estingly, opportune collected data from the Birmingham radar described in the next section also

featured these returns at a variety of ranges up to 4 km. Whilst these limited trials with control

birds have provided useful measurements, data from opportune birds form the majority of the

spectrograms used in later classification studies.

(a) GPS Track of Pigeon flying close to radar transceiver, and

(b) Spectrogram of Pigeon displaying a form of single sideband 𝜇Doppler.

Figure 4.11: GPS and Spectrogram of ‘Pigeon-W’ that flew close to radar transceiver.
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4.3 Opportune Bird Target Collection

This section contains the process taken for at-scale collection of opportune bird targets to support

deep learning. Targets were initially selected based on the tracker output of the L-band staring

radar employed, then the tracks were further assessed and filtered. The requirement to collect

large amounts of data for the training of deep learning algorithms motivated this, but the use

of these signatures without any field observed truth necessitated steps to ensure collected tracks

were correctly labelled as birds and suitable for addition to the dataset.

4.3.1 Motivation

The control bird trials provided several bird signatures with precise truth information describing

their airspace occupation. However, the trained captive birds are expensive to rent and the rate

of useful data collected was very slow - too slow to be solely used to collect a dataset large

and diverse enough for machine and deep learning. Manual validation of radar output tracks

was done in some related work through line sampling transects that allowed the bird species to

be associated with the data. This process is labour intensive, slow and inefficient but essential

for species label insight for radar-bird analysis, and was reported in [5], [258]. Target category

validation using position and direction marking with observation label and photo evidence, using

an app such as Theodolite [259], was also attempted and reported in [8], but due to its reduced

effectiveness in a highly urban area where line of sight of the radar is severely restricted it was

not worth continuing for data collection in this particular project. In the effort to rapidly collect

a large amount of bird signatures, harvesting of opportune data from the tracker output was

the most suitable approach to allow the collection of both an excessively large dataset, but also

one of genuine variety where a large sample of bird target compositions are taken without any

artificial intervention by human instigators. The configurations of bird flights observed in nature

will far surpass the variety and complexity that can be created or coaxed from a collection of
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captive birds brought to a new environment.

4.3.2 Collection and Filtering

The radar produces detections of targets within their zone of operation. From the sequence of

detections that are triggered by a moving target, a track is formed that represents the continuous

motion of a real moving target. For a track, the tracker positional information and the spectral

information that was collected over the course of the track is scrutinised for a semantic class

prediction. After a period of recording radar data, the track positional information is read along

with the classification information. About 10,000 tracks are saved by the radar every hour, each

of which allow for the extraction of the radar spectrogram if the radar was also recording raw

data.

The great quantity of tracks collected by the radar necessitates filtering to ensure real, represen-

tative bird targets are included in the datasets. At first, the targets are removed if their duration

was too small. Then, targets that were below the height of radar could not be reliably used

as at this height ground targets will be detectable as the ground height in the area was greatly

varying. Choosing targets above the radar ensures that we are including avian targets in the

dataset. As operation was in the urban clutter environment, phantom tracks can be triggered

due to the increased level of returns from buildings, along with moving trees and vehicles, that

causes detections that are more challenging to convert into a track - thus tracks that are not

representative of real targets may be included. The probability of inclusion of such tracks was

minimised due to using tracks longer than a set duration, and also removing tracks with too high

an average speed. Using a minimum track length of 61 time-steps (17 seconds) seen ∼ 80% of

all reported tracks discarded. This specific length of track was used to maximise the amount of

targets gathered, while reducing the number of small, possibly erroneous tracks that were less

reliably verified as bird targets. In the later chapters performing deep learning with this data,

samples comprising of 20 CPIs were used. Therefore, choosing a minimum track length of 61

ensured that all verified birds contributed at least 3 samples to the dataset. 2 samples was not
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considered worth the additional processing and verification efforts.
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The last stage of opportune filtering was manual, human verification. From the control bird trials,

the experience of observing genuine bird returns was applied to the collected datasets before

accepting these as labelled data in machine learning studies. Spectrograms were removed from

the datasets that did not appear to contain an obvious target, contained an obvious avian non-

bird target such as a passenger jet or helicopter, or contained any instances of drone 𝜇Doppler

anywhere across its spectrogram. All the datasets in this work used later for deep learning were

drawn from a total collection of 19.6 hours of bird data from 932 opportune tracks. Figure 4.12

shows the locations, ranges and heights of the opportune birds that have been collected for this

work. For comparison, these plots also have overlaid the histogram for drone targets, to allow

an appreciation of the relative difference of locations for the two target classes.

4.3.3 Opportune Signatures Collected

This subsection will briefly share a selection of opportune bird spectrograms that will be later

subject to classification assessments by inclusion in the deep learning datasets. The natural,

urban bird signatures collected were widely varying such that it would not be unreasonable to

describe each track as unique. Figure 4.13 shows a selection of different bird number occurrences

that demonstrates the variety of returns naturally observed, that are labelled in the captions by

the interpretation of their spectrogram. As well as the great amount of signature variation per

track, the length of the opportune tracks were much shorter than the drone GPS recordings. This

meant that many more bird tracks were needed to counterbalance the available drone data.
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(a) Top down plot of opportune bird trajectories

(b) Histogram of ranges of birds with collected
drones

(c) Histogram of heights AMSL of birds with
collected drones

Figure 4.12: Plots summarising locations of opportune bird data collected.
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(a) Single Bird.

(b) Pair of Birds.

(c) Trio of Birds.

(d) Small Flock of Birds.

(e) Larger Flock of Birds

(f) Several birds entering and leaving the tracked resolution cells.

Figure 4.13: A selection of opportune bird spectra observed with Radar#1.

109



4.3. OPPORTUNE BIRD TARGET COLLECTION 110

(a) Mini drone amongst flock.

(b) Five adjacent range resolution cells equating ∼ 400𝑚 capturing 150 seconds on
flock motion. Bottom is closest to the radar.

Figure 4.14: Gull flocking observed with Radar#1.

On a particular drone trial, a great flock of about 50 Lesser Black-backed Gulls with minor

numbers of other species engaged in a ‘feeding frenzy’, encircling an open field that was

observed by the members at the trial site. The radar spectral returns collected during this

observation are shown in Figure 4.14. The Mini drone was flown in the vicinity of this flock

of birds, which resulted in Fig. 4.14a that would be quite challenging to recognise as a drone,
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especially if only a small snippet of time was observed. These birds after circling the site for a

period of time were noted to slowly leave the location en mass. Fig. 4.14b shows time-Doppler

spectrograms formed over five range resolution cells from where the event was geographically

noted. On the left, the dense mass of birds are seen circling together very closely, before a great

dispersal of the targets out of the selected resolution cells.

4.3.4 Opportune Labelling

Manual human labelling of the tracks were done for some specific investigations. A single track

can contain potentially a great variety of returns which made it difficult to label entire tracks

without a degree of presence of other targets. Labelling for machine learning done in this work

is at the track level, which carries semantic uncertainty and so was only used for a few specific

studies. [3] used manual sub-labelling to refine birds into single & multiple, and drones into

isolated & accompanied by birds. This study investigated the effect of background bird presence

on the classificability of small, 𝜇Doppler less drone targets in the realistic setting of an urban

environment. As observed in the spectrograms of this chapter, large resolution cells causes

radar returns to be prone to containing returns of multiple targets. The drone returns collected

frequently featured bird presence that presents a challenge to a binary classifier to detect drone

presence in isolation and amongst other targets. The deep learning investigation with this data

takes place in Sec. 5.2.4.

In a separate study shown later in Chapter 8, a large batch of opportune bird data was labelled as a

‘Single’, ‘Flock’ or ‘Unspecified’ to describe the volume of bird presence to be used to illustrate

the performance of unsupervised learning algorithms. The labelling of entire tracks brought a

great deal of label noise as the fluctuation of returns in the spectrogram was likely great for a

long duration track. The data was cropped between two points to maximise correct labelling

of a single track, but this increased the labour required significantly. Section 8.2 will show the

potential of unsupervised techniques as a labelling tool that will better allow the occurrence of

bird flocking to be featured more precisely, thereby reducing false positives and misclassification
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of drone targets, where the manual labelling approach is useful to immediately check the general

distribution learned. It will argued as part of the assessment with unsupervised approaches that

there is perhaps justification to state that the machine learning methods could be more accurate

than human labelling for bird flocks (see Figure 8.13).

4.4 Collected Data Summary

Data from the drone, control and opportune trials described in this chapter were used for training,

testing and validation of the deep learning classifiers in the remainder of the thesis. The data

from the urban environment produced spectrograms of the target that were not without impact

from the strong clutter present. Only the Cranfield Bird of Prey trial used featured returns from

a semi-rural environment, and the amount of data collected from these trials was far less than

from all other trials. Selected targets from the control bird trials where the target was visible

for the duration of the recording, were included in the test set since their value as a genuine

target was more in the test set than amongst the opportune birds in the training set. The overall

quantities of data collected across all trials that were used in at least one of the deep learning

datasets in later work are shown in Table 4.2 below. The table shows the number of flights (GPS

recordings or radar tracks), the total number of spectra, the amount of time equivalent to this,

as well as how many 20-CPI spectrogram samples were created that was consistently used as

the input for all experiments in this work (see Figure 5.2 in Chapter 5). The Pigeon data was

present in the table but is hidden within the opportune birds row.
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Table 4.2: Overall quantities of collected data

Target Flights Spectra Hours 20-CPI Samples
Drones 572 318,895 24.7 10,063
Matrice 116 80,136 1.1 3,948
Inspire 234 129,045 10.0 6,345
Mavic 42 14,473 1.1 703
Mini 172 90,820 7 4,455
Birds 932 251,919 19.6 23,784

Cranfield Birds of Prey 4 3,955 0.3 393
Opportune Birds 924 247,964 19.3 23,391
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Chapter 5

Supervised Spectrogram Classification

This chapter will review and explore supervised deep learning for drone and bird classification,

by using a Convolutional Neural Network (CNN) transfer learned from the optical domain,

on the urban drone and bird dataset collected as described in the previous chapter. The first

section will review selected existing works using deep learning for drone, and drone against bird

classification. Earlier in Sec. 3.3.3, the use of deep learning in radar for a wide range of target

classification applications was reviewed. The review in this chapter will specify further details

of the studies that feature drone and bird targets in a variety of configurations, including details

of their radar, environment, targets, data quantities and data processing as relevant to the original

work in this chapter. The CNN classifier architecture is based on previous published work by

the UoB group [124], [253], [260] and results are obtained on a new dataset collected with

the experimental systems of the current work. A focused review of classification of real drone

and bird spectrograms where a transfer learning approach has been used is presented in Section

5.1. Section 5.2 following this will explain the model, data, processing used, classification

approach taken and finally, results of supervised drone and bird classification with commentary

of their interpretation and significance. The classification output with the baseline CNN model

are generated with three datasets of different target configurations and are presented; in Section

5.2.3: large drones and birds, Section 5.2.4: small drones and birds and Section 5.2.5: all drone

115



5.1. DEEP LEARNING CLASSIFICATION WITH RADAR BIRD-DRONE SIGNATURES 116

sizes and birds. The individual results presented in these show the effect of including different

combinations of targets in the dataset. The results in this section also serve as a benchmarking

of an established CNN for classification for various radar bird and drone targets to be expanded

upon in later chapters.

5.1 Deep Learning Classification with Radar Bird-Drone Sig-

natures

It has been previously demonstrated that supervised deep learning with CNNs is an effective

classifier choice of radar returns for a host of applications [261]. Studies using the CNN and

supervised learning have also been performed on bird and drone targets. This section will

review in detail work that uses the CNN or similar approaches for drone target classification

and concludes or discusses the general findings from each. This section is only concerning

demonstrations with 100% real targets. Each piece of literature takes their own unique approach

towards achieving the results in their publications, and any nuances will be highlighted as

relevant to the findings of this project to be shared in Section 5.2.

5.1.1 Review of Drone and Bird Radar Classification

In the following, 4 key references using CNNs or other deep learning methods on real bird and

drone radar data are scrutinised ahead of this project’s original study following in Sec. 5.2.3-

5.2.5 benchmarking the performance of a CNN on the collected real, varied urban environment

dataset in a variety of target configuration perspectives. These following citations all contain

the returns of real bird data and the collection of such data can be hugely challenging as touched

on in the data gathering Section 4.2. The different publications go into different levels of detail

of the bird collection process which are reported in the discussion.
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• [94] - Rahman and Robertson “Classification of drones and birds using convolutional

neural networks applied to radar micro-Doppler spectrogram images” (2020)

Table 5.1: Radar and RNN classification approach reported in [94]

Variable Value

Radar System(s) 94 GHz FMCW and 24 GHz FMCW

Total Samples 2400

Sample / Input 2s STFT dwell

Class Labels
Bird vs Drone

Bird vs Drone vs Clutter vs Noise

Drone Targets DJI Phantom 3, Inspire 1, S900 Hexacopter

Bird Targets Northern Hawk Owl, Harris Hawk, Indian Eagle Owl, Tawny Eagle

NN Model
Optically Pretrained GoogLeNet CNN

and Custom 1-Channel (8Conv+4FC) ‘Series Network’

Optimiser SGDm

Reported Accuracies

2-Class GoogLeNet = 99.77%

4-Class, GoogLeNet = 99.01%

2-Class, Series Network = 98.2%

4-Class, Series Network = 96.2%

This paper provides a benchmark for 16 different radar and classifier configurations. For their

fixed drone and bird dataset, they repeated the experiment for two radar bands (see Table 5.1),

with the optically pre-trained RBG input classifier as well as a single channel, custom network

trained from scratch. The convolutional layers in the optically pre-trained model were frozen

when fine tuning with radar data to prevent overfitting of extracted features with the limited

training set, which was done in this and other work. They considered two-class labelling of

bird vs drone, as well as 4-class with the inclusion of confuser classes of clutter and noise

backgrounds, which consider ground and airborne returns with no co-located target. The
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2-class problems yielded a better overall classification accuracy by 2% for the custom, not pre-

trained, single-channel CNN and by 0.76% for the optically transfer learned GoogLeNet with 3

channels. The inclusion of the extra classes reduced the overall accuracy value reported, but the

accuracies reported here are only for the bird and drone target accuracies, and does not consider

missed-negative classifications, such as a bird classified as clutter. Their key result that optical

pre-training allows a very high (+99%) accuracy result, compared to from-scratch training that

was behind by 2-4%, shows that optical features are able to classify drone and bird Doppler

signatures to a very high degree of performance. Chapter 8 investigates alternative pre-training

approaches not based on optical datasets, but this chapter extends the findings of these results

with the use of a radar that is operable over much longer ranges, uses more training and test data,

and is based in an urban area of operation with increased noise and artefacts from environmental

sources.
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• [124] - Dale, Baker, Antoniou, et al. “SNR-dependent drone classification using convolu-

tional neural networks” (2022)

Table 5.2: Radar and CNN classification experiment reported in [124]

Variable Value

Radar System(s) 1.25 GHz Pulse-Doppler Staring Radar

Total Samples 10,551

Sample / Input 20 CPI / 6 second spectrogram + Injected Noise

Class Labels Bird vs Drone

Drone Targets DJI Inspire 1

Bird Targets Opportune Birds from Radar Tracker

NN Model

Six ImageNet pre-trained CNNs:

AlexNet, Squeezenet, GoogLeNet,

Resnet-18, Resnet-50, Inception-v3

Optimiser Stochastic Gradient Descent with Momentum

Accuracy

At 44dB = All CNNs ∼ 98%

At 32dB = 96, 95, 94, 94, 90, 88 %

At 20dB = 83, 70, 64, 53, 52, 51 %

The work by Dale et al. features datasets that are very similar to the application on this

work. They used an L-Band staring radar to gather real returns of a range of drone and bird

targets. In [124], a study systematically comparing different common optically pre-trained

classifiers with variation of noise injection was conducted. The study showed the effect of SNR

degradation individually for the training and test sets, and showed that the recall of birds fell

first while the accuracy of drone targets remained high. Their result that compared six different

optically pretrained models, shown in Table 5.2, showed that AlexNet performed by far the best

with diminishing test and training set SNR, with Resnet-18, -50 and Inception-v3 architectures
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falling to 50% accuracy with the greatest amount of noise added. These three architectures were

amongst the deepest, so increasing the limited fine-tuning radar data size could possibly yield

different results. These three architectures also used either residual (skipped-connection) layers,

or for the inception model filter concatenation, which is a somewhat similar process. The work

of this thesis, as it used the same radar and similar targets as the study [124], also used AlexNet

as it was shown to be the most robust with fluctuations to test and train set SNR.
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• [250] - Karlsson, Jansson, and Hamalainen “Model-Aided Drone Classification Using

Convolutional Neural Networks” (2022)

Table 5.3: Radar and CNN classification experiment reported in [250]

Variable Value

Radar System(s) 77 GHz FMCW

Total Samples 120,000

Sample / Input Single Spectra, Injected Noise

Class Labels 6 Drone Models vs Humans vs Birds vs Corner Reflectors

Drone Targets

DJI Matrice 200, Mavic 2 Pro, Phantom 3;

Syma X23W, Custom FPV drone

and another Custom Tarot 680 drone

Bird Targets Opportune Birds Baited by Operator

NN Model Custom 1D CNN (3 Conv. + 2 FC)

Optimiser AdaM

Accuracy

SNR >17.5dB All Targets: ∼ 95%

SNR >17.5dB Unseen Drones: ∼ 82%

SNR >17.5dB With Synthetic Drones: ∼ 91%

The work summarised in Table 5.3 for [250] conducts an experiment at short range with a

low-cost FMCW radar system of a wide range of drone targets, as well as real birds that were

lured into the radar field of view via food scattered by the experimenters. Five drone models,

including two custom-built drones, were classified against birds, humans and stationary corner-

cube reflectors. They also used a synthetic data approach to bolster the dataset against unseen

drone targets, that will be touched upon further in Sec. 7.1.1. Their study without synthetic data

showed that a small CNN with three 1-D convolutional layers and a single hidden layer on single

spectra was able to classify the real birds and drone models to 95% accuracy.
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• [127] - Duan, Zhang, Wu, et al. “Classification of birds and drones by exploiting periodical

motions in Doppler spectrum series” (2023)

Table 5.4: Radar and NN classification approach reported in [127]

Variable Value

Radar System(s) L-Band 1.36 GHz

Total Samples Range 507 to 1562

Sample / Input 4-32 Pulses

Class Labels Drone vs Bird

Drone Targets DJI Phantom

Bird Targets Opportune

CNN Model
LSTM Spectrogram Input,

and Processed Feature LSTM Input

Optimiser Not Specified

Reported Accuracies

LSTM

(4, 8, 12, 16, 20, 24, 28, 32 Frames)

= (94.5, 85.2, 81.3, 89.0, 93.7, 88.6, 84.2, 100) %

LSTM+Feature Input

(4, 8, 12, 16, 20, 24, 28, 32 Frames)

(93.4, 94.5, 91.7, 94.4, 98.8, 97.8, 97.9, 100) %

Unlike the other classifiers used in the previous listed references, [127] summarised in Table

5.4 uses a bi-directional LSTM recurrent NN to classify a collection of multi-frame bird and

drone spectrograms. They compare three approaches: a hand-crafted spectral feature extractor

with Naïve Bayes classifier, an end-to-end LSTM classifier, and the hand-crafted features used

as input to the LSTM classifier. The authors also used 8 versions of the same dataset with
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different dwell lengths, up by multiples of 4 to 32 frames per sample used, which impacted on

the amount of data present for each run. It was also found that the classifier was biased towards

birds using the LSTM alone, but with the Feature + LSTM process, the bias was oppositely

towards drones. This paper also uses L-band radar data with targets collected from a range of

1-4 km, and so serves as a useful reference that demonstrates the capability of deep learning

classifiers for bird and drone targets with a recurrent neural network. Another very recent paper

from 2023 also using L-band bird and drone data was [76], that achieved 98% accuracy on a

test set of 1,611 samples without transfer learning. Their approach used a ‘robust coordinate

attention synergy residual split-attention’ NN that was able to outperform a host of existing CNN

architectures without any transfer learning. Their ‘RCA-ResNeSt’ classifier trained in one stage

in a supervised manner gained good performance with diminishing SNR, showing that optical

transfer learning is not essential to building a robust classifier. That stated, their work does not

compare optical transfer learning with their proposed approach, but it does highlight that the

modern AI trends (in this case, self-attention, that is behind the transformer mechanism) can be

applied to bird and drone data to perform a reasonable classification, utilising well any target

features. In this thesis, we are working on classifier architectures using data collected within a

real urban environment which will inform expected performance levels.

Table 5.5 summarises a collection of recent literature each performing classification with deep

learning of birds and drones. Other works undertaken looking at the classification problem with

simulated drone returns are also of interest, and will be detailed in Chapters 6 and 7, focusing

on drone simulation, and aiding classification with synthetic data respectively. A question that

arises within drone identification is the granularity of labels that they may be assigned to. The

classification of specific drones by their make and models using a multi-label CNN classifier

has been conducted in several studies with the use of real drone data [80], [121], [250] and with

simulated drones in [129]. Previously to these, studies with synthetic data have successfully

used deep [92] and machine [255] learning to classify drones by the number of blades and
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Table 5.5: Selection of recent radar literature utilising deep learning for classification using
real bird and drone targets. *-Indicates work originating from this thesis. TL, Optically

Transfer Learned.

Cit. Classes Band Environment Algorithm 𝜇Doppler Performance
[4]*

Bird-Drone L

Urban

Fine-tuned CAE
All Drones 98.69

[4]* Drones With and Without 92.9
Sec. 5.2.3*

TL AlexNet

All Drones 98.6
Sec. 5.2.4* Drones With and Without 89.6
Sec. 5.2.5* Without 90.7

[124]
Urban Rural Mix

All Drones 99.0
[251] Drones With and Without 93.5
[252] Semi-Rural All Drones 98.5

[127] Rural Bi-directional
LSTM Minor Drone 100

[76] 3 Drone
2 Bird Semi-maritime

Split-Att.
Res. CNN Mixed Drones 98.0

[152]
Bird-Drone

Ku Inter-domain
fusion network

Bird-Drone

96.4

[94] K & W TL GoogLeNet 99.5

[250]
6 Drones

Birds
Humans

W Custom CNN 91.5
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motors present, which as shown in Chapter 2 is highly dependent on the radar system’s sampling

rate and Doppler resolution. Another work [93] used the concept of small, medium and large

drones to provide a more reasonable labelling system than arbitrary drone model names. In

the author’s opinion, the labelling scheme that could be worth pursuing in future work is by

their weight. Different jurisdictions have different regulations relating to the drones’ weight,

and heavier drones bring increased severity of collisions with manned aircraft [262] and better

payload carrying capabilities. Labelling drone targets by model name is a useful check for the

classifiabilty of similar drone targets via a CNN. This approach is not particularly flexible to

unseen drone models, but it is conceivable to have a classification label of ‘unknown drone’

alongside other recognisable models. Intra-drone model classification would be useful where

known drone models are employed regularly, such as if one day routinely used at airports as

workers. Similarly in this regard, estimations of payload mass have been done using deep

learning approaches which is a very useful property for drone security applications. Patterns

in drone 𝜇Doppler as a result of payloads (due to weight or momentum) were outlined in [88],

[94], [118], [128] and classifiable features were derivable that supported accurate classification

of single drone models. Again, different classification regimes in these consider if a payload is

present as a binary choice, as a weight to be estimated, or as ‘empty’, ‘light’ or ‘heavy’.

5.1.2 Introduction to AlexNet

The quantities of data generally used in radar are insufficient to totally train deep learning

classifiers in a supervised manner, when they have been shown in the image and natural language

domain to be required for excellent performance. Smaller classifier models have been used for

discrimination of real avian targets from drones on both single spectra [119], [250] and multi-

frame spectrograms [94] training only on drone and bird data. However, many works have

used transfer learning from much larger classifiers trained on a huge amount of optical images,

referred to as optical pre-training, before post-training or fine-tuning the model parameters with

the radar datasets. Of the many available optical models for transfer learning, this work primarily

uses AlexNet [249] which has 5 convolutional layers and 2 fully connected layers, followed by
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usually 1000 categorical outputs to fit training on the ImageNet dataset. This model is trained

in a supervised fashion with cross-entropy loss. This particular model was shown previously in

[120], (using the same radar system, signal processing and similar targets as used in this report)

that it performs the best under diminishing SNR compared to other similar, large, ImageNet

pretrained models.

Figure 5.1: Schematic of AlexNet Layers.

The layer specification of AlexNet is shown in Figure 5.1, where its adaptation for Bird-Drone

classification is implemented at the output of the fully connected layers. At the output of

the convolutional layers, 9216 extracted features are weighted as evidence of bird or drone

presence feeding into the prediction output at the class layer. Due to the dense optical features

extracted from the convolutional layers, the weights of these layers are frozen. Then, when post-

training on radar data, learning is restricted to the fully-connected layers, forcing the classifier

to map the fixed, generic features to the bird and drone labels. AlexNet’s square convolutional

window sizes decrease after each layer, from 11→5→3→3→3, and the number of groups of

convolutions (the number of convolution processes to occur in parallel) is 1→2→1→2→2. The

single group in the 3rd layer recombines the features in the middle of the extraction process.

Merging of the intermediate features consolidates the abstraction learned in the optical pre-

training with improved performance, which is justified in the case of a huge amount of classes,

where feature generality and efficiency is imperative. The number of channels outputted from

each convolutional layer are 96→128→192→192→128. AlexNet in Section 5.2 following was
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constructed and trained using MatLab 2022b.

5.2 Supervised Learning with CNNs

This section performs a benchmarking of L-band staring radar data with supervised training

of the optically pre-trained AlexNet CNN for drone classification. The resultant classifier will

be referred to as the AlexNet (pre-trained) Convolutional Neural Network Classifier (ACNN).

Details of the dataset and the training process will be shared in Sec. 5.2.1 and Sec. 5.2.2.

Then, Sec. 5.2.3 - Sec. 5.2.5 presents benchmark performances of real data for different target

configurations. Finally, Sec. 5.3 will briefly summarise the efforts of the chapter leading into

what is to follow.

5.2.1 Dataset Curation

Chapter 4 explained the trial procedure and drone targets used, as well as the process for collecting

opportune bird targets. The processing of raw recorded radar data into target spectrograms was

explained and justified previously in Sec. 2.3.2. This chapter uses a fixed target dwell time

across all experiments and datasets. GPS or tracker based collected spectrograms were divided

into samples of 20 consecutive, overlapping CPIs, in total lasting 5.9 seconds, which allows

the targets’ dynamics over time to be processed. Figure 5.2 shows this with five bird and five

drone samples as used as input to the classifier. This data processing approach was also used in

[120], [124], [251] as well as in each of the publications to come out of this work concerning

deep learning [2]–[5]. The training subsets of data were then partitioned such that data from a

given flight was not split across train, test or validation subsets. To achieve this, the number of

frames and images per flight was calculated, and balanced train, test and validation subsets with

an approximate 65:35:10 ratio were formed at random using this information. The quantities of

data for each set for each target configuration are shown in the following sections alongside the

results achieved.
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Figure 5.2: False colour drone and bird samples as input to the classifiers of this chapter. Birds
are in the top row and drones are in bottom row which are all from large drones, except for the

bottom right which is of the Mini drone.

5.2.2 Classifier Training Approach

To report results achieved by a CNN, its training must be optimal and free of severe overfitting.

Training was stopped throughout this work when the summed training and validation accuracy

was maximal, after either a fixed number of epochs, or after the training accuracy had exceeded

the validation accuracy for four epochs. The fine-tuning with radar data varied slightly from

study to study in the remainder of this section. The topic of hyper-parameter selection is

challenging and their optimisation is an extensive open topic [263]. Iteration and testing

hyperparameters repeatedly as an optimisation challenge may be aided by open libraries [264].

Bayesian optimisation [265] of the hyper-parameters: batch size, learning rate, L2-regularisation

factor, and optimiser (SGDm) momentum, as used in Sec. 5.2.5 was also utilised in [124].

Otherwise in Sec. 5.2.3 and 5.2.4, parameters were used as had been previously used in [251]

with the learning rate scanned for the best performance, first doing a coarse and then a fine scan

(see further Appendix A).

The general approach of work this thesis is to find methods that can contribute to classifications
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of drones across all radar types. The drone HElicopter Rotor Modulation (HERM) lines are a

common representation, that can be observed in all coherent radar systems depending somewhat

on the drone’s range and blade size. With the L-band staring radar system used in this work,

small drones (DJI Mini 2 and Mavic 3) did not produce any significant 𝜇Doppler as their blades

were about a third of the radiation wavelength. At higher frequencies, practically all drones will

produce 𝜇Doppler. The following section shares preliminary benchmark results for optically

pretrained AlexNet. The AlexNet CNN classifier after transfer learning to the radar domain,

ACNN, here is trained and tested with three different datasets of target configurations: large

drones with 𝜇Doppler (Inspire and Matrice), small drones without 𝜇Doppler (Mini and Mavic),

and a mixture of large and small drones, all compared to a random sample of opportune collected

bird signatures. The nomenclature used to refer to these configurations will be

• Large Drones and Birds (LDB)

• Small Drones and Birds (SDB)

• All Drones and Birds (ADB)

5.2.3 Bench-marking Large Drones against Birds

The 𝜇Doppler from large drones are an important feature to enable reliable classification of

drones in the majority of cases. Even for drones with a protective guard surrounding the

motor blades, a flying drone’s orientation or tilt will vary significantly over a flight as wind is

compensated and momentum is transferred from the motors to the drone, which will present an

opportunity for 𝜇Doppler to be measured. Thus, the simple but significant classification test

of drones with 𝜇Doppler against birds will be assessed with the ACNN in the first instance.

Table 5.6 shows the targets and their quantities used in each subset. The AdaM optimiser using

10−6 L2-Regularisation with epsilon value set to 10−8 was used with a batch size of 32. Then,

after a course sweep of learning rate order of magnitude, 8 learning rates between 6 × 10−5 and

6 × 10−3 were used and each was repeated twice with different initialisation seeds. Of these,

129



5.2. SUPERVISED LEARNING WITH CNNS 130

Table 5.6: Composition of Large Drones and Birds (LDB) data subsets

Target Train Samples Test Samples Validation Samples
Bird 2572 1303 421

Inspire 1558 618 200
Matrice 1012 676 219

Total
5142 2597 840

(2570 + 2572) (1294 + 1303) (419 + 421)

Fig. 5.3a shows in the form of a standard boxplot the top 5 models’ accuracy and class recall

displayed either side with drone on the left in red and bird on the right in blue. Fig 5.3b displays

the confusion matrix for the classifier with the highest accuracy.

Figure 5.3: Results for Large Drones and Birds (LDB) dataset with ACNN.

(a) Recall Boxplots for best 5 accuracies. (b) Confusion matrix for best accuracy.

Accuracies at 98.5% were achieved, which agrees with others that also achieved near 99% with

targets possessing 𝜇Doppler [94], [252] using optical transfer learning. For the best classifier

and out of the 2597 test samples, 10 birds were misclassified and 27 drones were misclassified.

The drone’s probability of detection therefore was 0.98, and the probability of false alarm was

0.008. The recall, that represents reliability of classification for that label, shows that drones

are more frequently classified as birds, than birds classified as drones. Here, every classifier

was biased towards birds by ∼0.5% at minimum. This means the resultant classifier is going

to have a very small number of drone false alarms, but a slightly increased number of missed

detections. The recall is a key property of classifiers that will be closely examined in subsequent

experiments.
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Table 5.7: Composition of Small Drones and Birds (SDB) data subsets

Target Train Samples Test Samples Validation Samples
Bird 814 480 29
Mini 654 317 21

Mavic 153 160 14

Total
1621 957 63

(807 + 814) (477 + 480) (35 + 29)

5.2.4 Bench-marking Small Drones against Birds

In contrast, drone targets that do not possess 𝜇Doppler are of more challenge to spectral

classifiers, as a major contrasting feature is not present. As is the case for two drones in

our fleet, all radars will have ranges and targets where the 𝜇Doppler is absent. Similar to

Section 5.2.3, a dataset was constructed that this time contained only small, 𝜇Doppler-less

drone targets, the details of which are shown in Table 5.7. The AdaM optimizer was again used

with (squared) gradient decay factors of (0.999) 0.9 with 10−5 L2-regularization, and suitable

training parameters were found with a grid search yielding an initial learn rate of 10−4 and

mini-batch size of 32. Training was repeated nine times with different initialization seeds with

the results presented in Figure 5.4 with the boxplot summary of the best 5 accuracies in Fig. 5.4a

and the best confusion matrix in Fig. 5.4b.

(a) Recall Boxplots for best 5 accuracies. (b) Confusion matrix for best accuracy.

Figure 5.4: Results for Small Drones and Birds (SDB) dataset with ACNN.

The accuracy in this case with a much more similar nature of returns of many samples of the
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Table 5.8: Composition of All Drones and Birds (ADB) data subsets

Target Train Samples Test Samples Validation Samples
Bird 3625 1818 371

Inspire 1444 612 127
Matrice 1058 671 170

Mini 1129 535 45

Total
7256 3636 713

(3631 + 3625) (1818 + 1818) (342 + 371)

two classes, was around 89.5%. The convolutional features of ACNN are able to detect the

presence of a drone, in many cases amongst bird presence. The ∼6 second dwell of samples

enabled distinguishing features to be gathered beyond 𝜇Doppler, perhaps thanks to differences

in target velocity pattern and spectral width. The classifier balance was less consistently biased

towards birds, and depended in this case more on the initialisation seed rather than training

process. The drone’s probability of detection therefore in this case was 0.88, and the probability

of false alarm was 0.09. The results in this small drone dedicated section are a subset of that

which was reported in [2].

5.2.5 Bench-marking All Drones against Birds

The same classifier was used to classify a dataset containing both large and small drone targets,

further challenging the model to learn features with, and in excess of 𝜇Doppler. The use of all

drone targets allowed a fairly large dataset to be created with ∼3,600 training samples per class,

using the same ∼6 second long dwell per sample, with target quantities shown in Table 5.8. The

training parameters that were used to fine-tune the model for radar data are as follows. Bayesian

optimisation [266] was used to optimise the parameters of the initial learning rate (1.5 × 10−4),

mini-batch size (16), SGD-momentum term (0.98) and L2 Regularisation term (2 × 10−4) for

the training of real data. A 0.1 factor decay on the learning rate every 10 epochs was used for

the experiment, and also within the Bayesian optimisation stage. Training was repeated 9 times

with different random initialisation schemes, and the results are shown in the same fashion as

before in Figure 5.3.
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(a) Recall Boxplots for best 5 accuracies. (b) Confusion matrix for best accuracy.

Figure 5.5: Results for Large Drones and Birds (LDB) dataset with ACNN.

The accuracy gathered for this dataset was of the order of 90%, which is significantly worse

than the 98.5% gained for the LDB dataset, and ∼1% better than the (much smaller in quantity)

small drones only dataset. With about 1
3 of the dataset being a small, 𝜇Doppler-less target

in the training and test sets, the drone discriminating features would be not solely reliant on

𝜇Doppler, and this is shown true as the accuracy of the small drone class in isolation was 73.3%,

and the large drones accuracy in isolation was 94.0% (see Table 7.3 in Sec. 7.2.2 and also [3]).

The reliability of classification of small drone models decreased significantly by 14.7% when

classified in this context compared to the dedicated small drone classifier in the previous section.

It was again found that the bird recall was usually greater than the drone recall, which it is

tempting to attribute to the greater amount of label variation from large and small drones, but as

also seen for the LDB dataset in Sec 5.2.3 that featured no small drone targets, the same similar

bias towards birds was observed. The overall trend could be due to the great variety of bird

targets that were collected in an opportune fashion by the L-band staring radar, that was shown

in Chapter 4 and [5]. For this ADB dataset, the drone’s probability of detection this time was

0.89, and the probability of false alarm was 0.075.
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Table 5.9: Results for the three datasets using ACNN in Section 5.2

Training Dataset Best Accuracy Mean Accuracy of All Repeats (%)
Large Drones and Birds (LDB) 98.6 98.5
Small Drones and Birds (SDB) 89.6 89.2
All Drones and Birds (ADB) 90.7 89.8

5.3 Chapter Summary

The results of this chapter are summarised in Table 5.9, and were generated on an extremely

difficult radar classification challenge. The urban environment, along with the extent and variety

of bird and drone targets featuring returns from up to 4km range, ensured that results gained

are representative of a real system where hand-crafted features would not be able to fit as well

the variation of targets and returns that were gathered. The task was made even more difficult

by the use of two different radar systems that collected data to a joint dataset as was shown and

discussed in Sec. 4.1.4. The same DSP being used for the returns from the two radar systems

ensured a great variation in target SNR, spectral artifacts and clutter profile within the same

dataset, that is unarguably much greater than would be expected of any one single radar system

operating with proper maintenance. With this in mind, the use of deep learning for security

critical applications requires that the approach is robust to changes in expected returns, and

degrades gracefully with unseen or unexpected targets and conditions.

In this chapter, classification performance was obtained using ACNN using LDB, SDB and

ADB datasets representing varying degrees of separability for drone and bird targets. This

work has provided corroboration for other work that used a transfer learned CNN to achieve

accuracies at above 98% where 𝜇Doppler producing drone targets are exclusively present for the

LDB dataset. Without any 𝜇Doppler, targets were classified to just under 90% which reflects

the difficulty of the challenge without this feature, while just over 90% was achieved for the

ADB, that had drones with and without 𝜇Doppler. The LDB and ADB sets were consistently

biased to select edge cases as birds, while the SDB set was less consistent but the majority were

biased towards drones. The SDB set was trained on only 1,600 samples compared to the others
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that were over 5000, so greater quantities of data may revert this trend. The SDB classifier had

the difficult challenge of classifying single birds, single drones and flocks of birds and drones

amongst other bird presence without the feature of rotor 𝜇Doppler to aid the classification. The

bias therefore could come from the lack of drone features for classification and hence a much

greater reactiveness to possible drone classification. This is contrasting to the ADB and LDB

cases where the defining drone feature is more obvious, and so its absence made the classifier

estimate difficult targets to be birds.

These results have shown that transfer learned CNNs are able to classify various targets for long

range detection in a challenging urban environment. Results as presented in this section could

be marginally improved with more rigorous optimisation, simple data augmentation techniques

such as rotating and flipping to increase quantities, or perhaps other classifier architectures

aside from AlexNet. This research work aims to tackle the fundamental issue of the lack of

available data that is required to fully optimise a classifier model for real world deployment. In

the following Chapter 6, the creation of simulated drone data using new techniques that may

support this pursuit is presented, and in Chapter 7 we will compare this against the ACNN LDB

and ADB benchmarks from this chapter. Increased quantities of data may allow classifiers to

be built to a very high standard without transfer learning, but the quantities of optical images

in the tens of millions makes the pre-training option attractive for fully training deep classifier

models. Chapter 8 will explore a radar data only pre-training approach with comparison to the

results acheived with transfer learning from this chapter.
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Chapter 6

Creating Synthetic Drone Data

This chapter presents in detail a simulation approach for producing realistic drone Micro-

Doppler (𝜇Doppler). A simulation is useful to better understand the observations of drones in

real radar systems, and if it can be made to closely match real observations then the possibility

of creating synthetic data is available which can be a powerful tool used to fine-tune feature

extraction algorithms or train deep learning classifiers with a reduced data collection burden.

A mathematical framework for producing radar simulations allows an extremely fine control of

created signals, which is an enabler of novel innovations, algorithms and ensuring robustness.

This work expands on others’ by introducing the motor speeds collected during the trials in

Chapter 4 into the simulation procedure. The production of drones’ distinct 𝜇Doppler is shown

to be highly dependant on the choice of motor speeds simulated, that this work uses to create

highly realistic drone 𝜇Doppler data to a fidelity not seen before in literature encountered. This

chapter will define a basic simulation approach for a multi-rotor drone target, and the proposed

method is used afterwards in Chapter 7 and Sec. 8.2.1 to create synthetic drone data to train CNNs

that are tested on real data. We begin with Section 6.1 that derives an equation that approximates

the returns of a rotating motor structure. Afterwards, Section 6.2 will convert the simulation into

realistic synthetic data. Finally, Section 6.3 will further modulate the motor speed and return

signal to transform the idealised, simulated data into realistic, synthetic spectrograms.
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6.1 Simulation Approach

The radar signal processing and approximations of the signal-target EM interaction can be

treated as a fully mathematical process, which is greatly simplified in an analytical fashion by

employing some assumptions and approximations. Sec. 6.1.1 briefly reminds of the equation

for a single point target originally introduced in Chapter 2. Sec. 6.1.2 derives a rotating blade

structure from this as was originally pioneered in [267], and presents some options of scatter

modelling that could be considered for use. Sec. 6.1.3 briefly extends this model to be applicable

to multi-rotor drone targets, and explores the appearance of the scattering choices introduced in

a drone spectrogram with real motor speeds.

6.1.1 Point Target Simulation

Starting with the demodulated I/Q signal of a point target that was derived in equation 2.2 in

Sec. 2.2.1, a greater structure can be built by considering a network of moving point targets,

which has been employed in many radar domains [268], [269]. This approach works generally

with all coherent radar systems, however the details of radiation scattering from different targets

will be related to the radars’ operational wavelength and polarisation. It is possible to model the

transmitted radiation as a complex sinusoid and process returns with In-phase/Quadrature (I/Q)

demodulation. The return signal is a timeseries complex voltage, which if with no initial phase

offset, a point target in time at radial range 𝑟 (𝑡) = 𝑟 (𝑛𝑇) will produce a baseband signal given

by,

𝑉𝐼/𝑄 [𝑡] ∝ 𝑒 − 𝑗 4𝜋
𝜆
𝑟 (𝑡) , (6.1)

where 𝑇 is pulse repetition interval, 𝑛 is pulse number, 𝜆 is operational wavelength and 𝑗 is

the imaginary unit. The proportionality here shows that the signal return strength is not being

considered and will be maintained throughout the derivation, but is otherwise subject to the

Radar Range Equation described in equation 2.7 in Sec. 2.1.3.
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6.1.2 Helicopter Rotor Micro-Doppler Simulation

This section will derive a selection of equations that allow a modelling of the phase shift

induced in a coherent radar signal for a single motor and rotating blade structure. The result

of this derivation has been used to model helicopter scattering, and afterwards Sec. 6.1.3 will

use multiple motors together to simulate the returns of a consumer drone. With the single

motor model, superpositions can be crafted to recreate or mimic single and multi-rotor systems;

however initially the derivation and considerations for the scattering of a single motor is presented

to lay the foundation for more complex systems.

Figure 6.1: Top down view of a drone blade relative to radar position.

Figure 6.1 shows a drone blade at a distance from the radar with key measurements of 𝑅0, the

target’s radial range to the radar, l, the distance from the motor hub to an infinitesimal length of

the blade, 𝐿, the total length of the blade, 𝑅, the radial distance of the blade infinitesimal to the

radar, and 𝜑(𝑡) = 𝜑𝑡 = 𝜑0 + Ω𝑡, where 𝜑0 is initial blade angular offset and Ω is motor speed.

For a single rotating blade, using the cosine rule for a generic triangle 𝑐2 = 𝑎2 + 𝑏2 −2𝑎𝑏𝑐𝑜𝑠(𝐶)

to produce,
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𝑅(𝑡)2 = 𝑅2
0 + l2 − 2𝑅0𝑙𝑐𝑜𝑠(𝜋 − 𝜑𝑡) , (6.2)

which after solving for 𝑅 and rearranging gives,

𝑅(𝑡) = 𝑅0

√︄
1 + l2

𝑅2
0
+ 2l
𝑅0
𝑐𝑜𝑠(𝜑𝑡) , (6.3)

which can be simplified using the fact that for drones, 𝑙
𝑅0

≪ 1. First removing the squared term

and Taylor expanding the square root to second order,
√

1 + 𝑥 = 1 + 𝑥
2 + O(𝑥2) produces the

following simple equation for the radial position of a blade length infinitesimal, 𝑙, to be ,

𝑅(𝑡) = 𝑅0 + l 𝑐𝑜𝑠(𝜑0 +Ω𝑡) ≡ 𝑅0 + l 𝑐𝑜𝑠(𝜑𝑡) , (6.4)

and so a rotating point target with radius l yields the equation for baseband I/Q signal, by

substitution into equation 6.1,

𝑉𝐼/𝑄 [𝑡] ∝ 𝑒 − 𝑗
4𝜋
𝜆
( 𝑅0+ 𝑙 𝑐𝑜𝑠(𝜑0+Ω𝑡) ) , (6.5)

As a starting point, to model the entire blade itself as a point target, there is a choice to use the

center of mass of reflection, l = 𝐿
2 , but if implementing a Fourier transform over a time window

shorter than a full rotation this will not reproduce the blade flashes at the anticipated velocity

induced by a blade of size 𝐿 observed in frequency-modulated continuous-wave spectrograms

[87]. Using 𝑙 = 𝐿 will rectify this particular issue, but cannot faithfully be used to model an

accurate return. These two different blade models, l = 𝐿
2 and 𝐿 will be respectively referred to

as the Center of Mass Point target (CMP) and Blade Tip Point target (BTP) models.

Next, treating the blade as an integral sum over point targets along the blade is a conceptual

improvement of the model, and has been used to model the 𝜇Doppler modulations caused by a

helicopter’s single rotor and multiple propeller blades [267], [270]. The spectral lines either side
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of a helicopter’s main body return, and are referred to as HElicopter Rotor Modulation (HERM)

lines [87]. Integrating over the full length of the blade from motor center to tip at 𝐿, and using

𝛽 ≡ 4𝜋
𝜆
𝑐𝑜𝑠(𝜑𝑡) ≡ 4𝜋

𝜆
𝑐𝑜𝑠(𝜑0 +Ω𝑡), gives,

𝑒 𝑗
4𝜋
𝜆
𝑅0 𝑉𝐼/𝑄 [𝑡] ∝

∫ 𝐿

0
exp{− 𝑗 𝛽l} 𝑑l

=

∫ 𝐿
2

− 𝐿
2

exp
{
− 𝑗 𝛽(𝑢 + 𝐿

2
)
}
𝑑u

=
𝑒− 𝑗 𝛽

𝐿
2

− 𝑗 𝛽 (𝑒− 𝑗 𝛽 𝐿
2 − 𝑒+ 𝑗 𝛽 𝐿

2 )

=
2
𝛽
𝑒− 𝑗 𝛽

𝐿
2 𝑠𝑖𝑛

(
𝛽𝐿

2

)
,

(6.6)

where 𝑢 = l − 𝐿
2 and 𝑠𝑖𝑛(𝑥) ≡ 1

2 𝑗 (𝑒
𝑗𝑥 + 𝑒− 𝑗𝑥). A different 𝑢-substitution can be used to shift the

integral to be symmetrical around zero if a different blade root location is desired.

Continuing by multiplying the top and bottom by 𝐿, allows a further useful simplifcation of the

equation,

𝑒 𝑗
4𝜋
𝜆
𝑅0 𝑉𝐼/𝑄 [𝑡] ∝

𝐿

𝛽𝐿

2

𝑒− 𝑗 𝛽
𝐿
2 𝑠𝑖𝑛

(
𝛽𝐿

2

)
= 𝐿𝑒− 𝑗 𝛽

𝐿
2 𝑠𝑖𝑛𝑐

(
𝛽𝐿

2

)
≡ 𝐿 exp
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(6.7)

where the penultimate step used 𝑠𝑖𝑛(𝑥)
𝑥

≡ 𝑠𝑖𝑛𝑐(𝑥). This leaves the equation of the baseband

return of a rotating thin wire blade to be,

𝑉𝐼/𝑄 [𝑡] ∝ 𝐿 𝑒 − 𝑗 4𝜋
𝜆
(𝑅0+ 𝐿

2 𝑐𝑜𝑠(𝜑𝑡 )) 𝑠𝑖𝑛𝑐( 𝐿
2

4𝜋
𝜆
𝑐𝑜𝑠(𝜑𝑡)) , (6.8)

and will be referred to as the Thin Wire Model (TWM). To observe the three spectra and

spectrograms generated by the three models (CMP, BTP and TWM) derived in this section,

2048 timeseries complex values were generated with a sampling rate of 7300𝐻𝑧, 𝜆 = 24 𝑐𝑚and

𝐿 = 0.19𝑚. Fig. 6.2 shows the Fourier transformed timeseries signal of the CMP (top), BTP

(middle) and TWM (bottom) which yields the characteristic helicopter spectral (HERM) lines

for a single spectra.
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Figure 6.2: Doppler spectra acquired by, top: CMP ; middle: BTP; bottom: TWM, with a
sampling rate of 7500𝐻𝑧 for 2048 timesteps. Each model used a single rotor and Ω = 100𝐻𝑧.

These spectra yield evenly spaced HERM lines around the zero Doppler. No body returns were

used in these simulations. The frequency modulation pattern of the three models is identical.

The attenuation in Doppler is gradual for the point target models, but the second sideband of

the TWM is higher than the first, which is qualitatively different to real expectations. The

expectations upon any of these models’ abilities to produce an accurate amplitude weighting of

the sidebands are low, as there are many important radar principles that are not considered in

the derivation. These include, the radar cross-section fluctuations of a rotating blade, the effect

of radiation polarisation on returns, and the electromagnetic scattering regime in the case where

𝐿 ∼ 𝜆 which is a more pertinent consideration in drones than helicopters; in our experiment

in the next section, the operational wavelength was 24 cm and the length of the drone blade

was ∼19 cm. Sec. 6.2.2 describes an artificial sideband attenuation that will approximate the

amplitude modulation observed in real data. We will only consider the TWM from now, and

further focus of analysis will be to improve the likeness of the sideband’s frequency pattern

compared with real returns. The TWM was chosen over the other two models for the simple

reason of it having the highest number of sidebands to be artificially modulated. A rigorous

power spectrum simulation extension of this model may not use this choice, but as the frequency

spectrum composition of the three models are the same, the choice to use TWM in this work

was effectively arbitrary, and similar results could be achieved using any of the three models.
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6.1.3 Multi-Rotor Drone Micro-Doppler Simulation

To augment the TWM to be useful for the purposes of modelling drones, it is important to reflect

that there are, firstly, many blades on a motor, and many motors that in flight will each have a

different instantaneous rotation speed. Denoting the number of motors on the drone as 𝑀 and

the number of blades per motor as 𝐵, summing the contributions from each individual scatter

point in the integration gives the following equation,

𝑉𝐼/𝑄 [𝑡] ∝ 𝐿

𝑀∑︁
𝑚=1

𝐵∑︁
𝑏=1

(
. . .

𝑒 − 𝑗 4𝜋
𝜆
(𝑅0+ 𝐿

2 𝑐𝑜𝑠(𝜑
𝑚,𝑏
𝑡 )) 𝑠𝑖𝑛𝑐

(𝐿
2

4𝜋
𝜆
𝑐𝑜𝑠(𝜑𝑚,𝑏𝑡

) ) (6.9)

where 𝜑𝑚,𝑏𝑡 = 𝜑𝑚0 + Ω𝑚𝑡 + 2𝜋𝑏
𝐵

, in which each motor can have a different initial blade angular

offset, 𝜑𝑚0 , and a unique rotation rate, Ω𝑚, and the blades are assumed to be evenly distributed

around the motor hub, 2𝜋𝑏
𝐵

.

This equation as presented is a simplification of other works [267], [270], that include the height

of the drone relative to the radar and blades with a root that is not at the centre of the motor hub,

and [90] which also includes the tilt of the drone’s motor plane and a divided and weighted blade

model. The tilt and height of the drone was not included in this derivation, as in a long ranged

application the angle correction will be very small assuming the drone is flying kilometres from

the radar at a height below ∼ 100𝑚 - which was the case in our radar setup. That being said,

this simplification could have a more significant impact when drones possess a large tilt from a

high-acceleration manoeuvre.

When using this equation to create the spectrogram, 𝑀 and 𝐵 will define the hyperparameters

of the drone. Further than these, Ω𝑚 (𝑡) and 𝑅(𝑡) are parameters related to the operation of

a flight. There is total freedom to extract these parameters from a real flight via software,

to synthesise them based off a real drone flight’s trajectory [90] or motor voltages [271], or

possibly to synthesise them in their entirety for a non-existent drone and arbitrary trajectory

using a simulation platform that allows for the modelling of drone dynamics [272], [273]. In
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this work, the motor speeds used to create the spectrogram were taken from CsvView [274] as

displayed in Fig. 6.3a, and were resampled to one value per CPI per motor, 𝜑𝑚, using equation 6.9

to produce Fig. 6.4 for the three scattering regimes mentioned. This shows drone spectrograms

using the measured motor speeds taken from a real drone flight. For comparison all three rotor

models were used on different time windows to highlight the difference in simulation outputs.

Again, in this image the top part is with CMP, the middle part is with BTM and bottom part is of

the TWM. In each case the characteristic HERM lines are generated and they are all appearing

at similar frequency offset - but it is the TWM model, that has the most number of sidebands

and, as discussed, this is the model that will be used in the remainder of this work. There are

further aspects to understand the relationship between motor speed sampling and simulation

output which are expanded in Sec. 6.3.

(a) Real motor speeds of a flight as viewed in CsvView [274].

144



145 CHAPTER 6. CREATING SYNTHETIC DRONE DATA

(a) Thin Wire Model

(b) Blade Tip Point Target

(c) Center of Mass Point Target

(d) Using TWM→BTP→CMP in a single spectogram, with shared axis and colorbar.

Figure 6.4: Spectrograms produced with the three scattering choices with real motor speeds.
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6.2 From Simulation to Synthetic Data

In this section, two steps that add essential realism to the simulated returns used throughout this

work are introduced. These steps were originally published in [1], and formed the method for

converting simulated baseband timeseries samples into a realistic, high-fidelity drone 𝜇Doppler

simulation. Sec. 6.2.1 describes injecting the simulated signal into a real recorded noise back-

ground, and Sec. 6.2.2 shows a method for modulating the amplitude response of the sidebands

after FFT to make the appearance of the 𝜇Doppler more tunable and consistent with the obser-

vations of real data.

6.2.1 Injection into Realistic Background

Real radar data is used to provide the recorded background to which the simulation results data

can be added. One option is to select the background from the same location as the real flight

location, but shifting the time axis in order to use a time window when the drone wasn’t in the

scene. To ensure that active opportune targets are avoided, later work made use of night-time

radar recordings to provide the basis of obtaining the sample background data. The timeseries

data for the sample background data is extracted via the same method as described in Sec. 4.1.3

previously, but in this case there will not be the presence of a single target’s returns for the whole

duration of extracted data. The complex timeseries data from the simulated signal was summed

elementwise with the extracted background data, which when Fourier transformed produces the

target spectrum embedded in a real background. A spectrogram generated with this data will

have the same approximate noise and clutter levels for each CPI as does the authentic flight. The

simulated target was scaled to appear above the noise floor to have the same Signal-to-Noise

Ratio (SNR) as the real target data, allowing a direct comparison of results. Using this method,

some artefacts of the background appear in the final spectrogram results caused by opportune

targets’ presence in used resolution cells, such as stray birds or additionally the effect of weather

on non-rigid clutter. It would be possible to gather backgrounds from everywhere within the

radar area of regard to create a repository of real backgrounds that would allow the detection of
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drones in unlikely, hard to fly places such as near the ground or in heavily built up areas.

6.2.2 Phenomenological Sideband Attenuation

The amplitude modulation of sidebands post-FFT were observed for a single motor system in

Figure 6.2 using equation 6.9, and for a multi-rotor system in Fig. 6.4. These simulations did not

consider the main body. Typically, for real data, the strength of the first pair of HERM lines of a

standard drone are around 15−20 𝑑𝐵 less than the main body, and then they decay further for the

successive sidebands by 5−10 𝑑𝐵. For the two point target models the sidebands get successively

smaller, but in the BTP the first sideband was weaker than the second. Drones at close range will

produce many harmonics of the HERM sidebands due to the rotation period of a blade being

much shorter than the CPI. The sidebands in the CMP model decay much more rapidly than

would be anticipated with real data, with 𝑑𝐵 drops of 30 and 50 to the successive sidebands. The

BTP model has smaller sideband 𝑑𝐵 drops of 4, 30 and 35, which is closer to real expectations

of the processing used. The TWM, after the second sideband, has still smaller drops of 4, 13

and 22 𝑑𝐵. The expectations on any of the models’ abilities to produce accurate amplitude

modulation of the sidebands are low, as there any many important radar principles that are not

considered in the derivation. These include, the reduction in RCS of blade when rotating through

tangentially to radial axis, the effect of radiation polarisation on returns, and the electromagnetic

scattering regime in the case where 𝐿 ≳ 𝜆 (which is a more pertinent consideration in drones than

helicopters). To extend the model to better capture EM scattering phenomena to more accurately

predict the power of returns would add considerable complexity to the model and may be less

flexible for a wider variety of real drones. Instead, empirically adjusting the sideband strength

by attenuating returns as a function of Doppler frequency offsets from the main body was done

to make the simulation tunable and to better match real expectations. Due to the simplicity of

the model used in this simulation, the TWM was chosen due to it having the largest number of

sidebands present to be artificially modulated, with the goal of manually maximising the visual

appearance likeness to real data returns. The solution implemented was to apply an inverse

Fourier transform to a frequency weighting function, and multiplying this elementwise with the
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simulated timeseries data. The amplitude modulation envelope was a back-to-back exponential

decay of the form,

𝑒−𝛼 |𝜈 | , (6.10)

where 𝜈 is frequency offset, and 𝛼 is a user defined hyperparameter that when 𝛼 > 0.1 tightly

constricted the sidebands to the main body. The amplitude envelope was centred around the

Doppler bin of the body return to ensure the sidebands decayed symmetrically. See Figure 6.5

for the comparison of a raw spectra with and without the artificial amplitude modulation, without

any background injection. This method ensures the sideband power decreases logarithmicly as

the frequency offset from the main body increases, which was the more common observation

of real data and not present consistently using directly the simulation output. A downside of

this approach is that the attenuation is a function of Doppler shift, and not sideband harmonic

which is the case in real data, but future work can improve on this by attenuating the returns of

each motor individually to better reflect real observations of sideband power. Fig. 6.5a shows

the effect of the filter as used on the simulated signal from equation 6.9, and Fig. 6.5b shows

a simulated spectrogram using recorded motor speeds with 𝛼 varied linearly in time from 1 to

1000, which as it is increased, so the power and number of sidebands are reduced.
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(a) Simulated spectrum as equation 6.9 before (blue) and after (orange) the application of
phenomenological sideband attenuation using 𝛼 = 0.017

(b) Simulated spectrogram varying sideband attenuation factor 𝛼 from 0 → 0.15

Figure 6.5: Effect of phenomenological sideband attenuation on a simulated spectra and
spectrogram.
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6.3 Motor Speed Sampling for Micro-Doppler Simulation

A major technical contribution of this project was the exploitation of real motor speed recordings

in the production of synthetic data, originally reported in [1], [3]. At first, Sec. 6.3.1 provides an

introduction of the effect of motor speeds on spectrograms with basic simulation implementations

and discussion with existing literature on the subject. Then in Sec. 6.3.2, an investigation of the

resampling of drone log files for the implementation in the simulation is explored. An analysis of

the choice of motor speed sampling for drone sideband modelling had not been published prior

to this work. The approaches introduced in this work are but one option to solve the proposed

challenge, and future research may improve on the specific implementations shown. With that

said, this work concretely shows in this and the following chapter that a drone simulation is only

as good as the motor speed resampling applied to either real truth motor speeds or generated

motor speeds.

6.3.1 Introduction to the Effect of Motor Speeds

Motor speeds were gathered from real flights using [274] as discussed in Sec. 4.1.3. Drone

motor speeds, Ω𝑡
𝑚, are expected to be around 40 Hz for larger, ∼20 kg drones, while nano- or

micro- racing drones could be up to 250 Hz. This depends for any given drone primarily on the

propeller length according to the propeller trust equation, and secondarily on the pitch or angle

of attack of the blade that is fixed. Figure 6.6 shows simulated spectrograms generated using the

TWM (equation 6.9) with different motor speed choices. Fig. 6.6a uses constant motor speeds

across all motors and time, and uniform single sidebands are observed in this instance. Fig. 6.6b

shows the result obtained when each of the four motors are set to a different fixed speeds of 85,

90, 95 and 100 Hz respectively, and now there are four distinct sidebands within each harmonic

grouping that result from the differing speeds of each motor. Fig. 6.6b uses real motor speed

values that were extracted from a drone flight and resampled to be constant over each CPI.

Further detail of resampling recorded motor speeds is explained following in Sec. 6.3.2.
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(a) Four Fixed Motor Speeds each at 100 𝐻𝑧

(b) Four Fixed Motor Speeds at 85, 90, 95 and 100 Hz

(c) Real Recorded Motor Speeds Resampled to 1-per-CPI as [1]

Figure 6.6: HERM Line spectrogram from equation 6.9 simulation model applied to a quadcopter
of blade length, 𝐿 = 0.19 m.
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The comparison of these examples makes clear the importance of motor speed selection to how

representative a simulation is of real world measurements. In literature regarding Multi-Rotor

Micro-Doppler (MR𝜇D), the author is only aware of one other work that attempted to use

realistic motor speeds in a multi-rotor simulation. This was

• [90] - Bennett, Harman, and Petrunin “Realistic Simulation of Drone Micro-Doppler

Signatures” (2021)

that reverse engineered the trajectory of a real drone flight via a physics simulation to estimate

the motor speeds that were used to create the trajectory. This work successfully captured the

multiplicity of rotors that matched the Doppler distribution of sidebands as found in real data.

Otherwise, the Martin-Mulgrew equation [267] has been used in the creation of drone model

specific micro-Doppler spectrograms using simulated parameters chosen to reflect the physical

nature of the targets. Many of these simulations assumed constant motor speeds for the entire

flight without consideration to their fluctuation over time [122], [126], [129], [247], [250], [255].

As shown in Figure 6.6, the inclusion of motor speeds would positively increase the realism of

synthetic data and could have an effect on its ability to support classification, as will be explored

afterwards in Chapter 7.

6.3.2 Re-sampling Raw Recorded Motor Speeds

The task of resampling the raw recorded motor speeds, Ω𝑚, to be used for each pulse of a

CPI in equation 6.9 is addressed in this subsection. This transformation could be done in a

number of ways, which would lead to different levels of simulation fidelity. The recording of

four real motor speeds necessitated the consideration of all four motors possessing different

speeds, which was also done in [90]. Beyond this, the level of motor speed variation between

and within consecutive CPIs will have considerable implications on how the motor blade returns

are integrated in a FFT, and has not been explored in literature prior to this study. Two regimes

of motor speed resampling are defined within the described simulation framework.
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In flight, the motor speeds are recorded at an approximate constant rate, of 30 Hz for the Inspire

and 20 Hz for the Matrice. A host of resampling techniques could be applied to convert the

original recorded signal. The simplest implementation is to resample the recordings to yield a

single motor speed per CPI, and use this constant value of Ω𝑡
𝑚 for the consecutive pulses in a

CPI, while using different motor speeds for each successive CPI. The approach in this work is

referred to as per-Coherent Processing Interval (Per-CPI) sampling. The resultant spectrogram

and sampling approach are shown in Figure 6.7. The original motor speed signal that was shown

in Fig. 6.3a is shown again in Fig. 6.7b plotted alongside the resampled signal and the original

captured signal, with the real and synthetic spectrograms in Fig. 6.7a and 6.7c respectively.

The simulation here is injected into a real background and has had the sidebands attenuated to

make for better comparisons with the real data. A piece-wise cubic spline [275]with degree,

3, was used to uniformly under-sample and smooth the motor speed signal at each CPI. This

approach sensibly recreated the global frequency modulation structure of the real drone signature.

Smoothing of the resampled motor speed signal, as observed in Fig. 6.7b, was necessary to

avoid constant discontinuities within the sidebands of the spectrogram. The most noticeable

differences between the real and resultant simulated data are both artefacts of using Per-CPI

sampling:

• Motor speeds are not restricted to be similar across overlapping CPIs, resulting in motor

returns jumping discontinuously across Doppler bins in successive timesteps. The spline

approach that resampled the motor speeds was not reactive to large fluctuations in motor

speeds, as can be seen for numerous timesteps in the first 150 timesteps in Fig 6.7c.

• Instances where the drones motor speeds are fluctuating rapidly over the duration of the

CPI, will only have one sample for its representation in the simulation. Long window

CPIs that incorporate many pulses will exist over acceleration of the blade rotation, which

will lead to incoherent integration and signal spread over multiple Doppler bins.
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In order to improve on these observations, the motor speeds were sampled to less than the

duration of the CPI, which will be referred to as sub-Coherent Processing Interval (Sub-CPI)

sampling. The following steps make reference to Fig. 6.8b that show the motor speed signal

over the course of a CPI comprising 4096 pulses at 7.3 kHz, for the originally 20 Hz Matrice

motor speed signal. At first, the motor speeds were down-sampled (from 30 Hz) via decima-

tion to 8/CPI (∼14.3 Hz), and then up-sampled by an integer factor (of 4096/8 = 128) to PRF

(7.3 kHz) via time domain 0-padding to the required signal length and application of a low-pass

interpolating filter. Applying the present motor speed signal to equation 6.9 followed by FFT

produced HERM lines that were spread widely over the spectrum with insufficient integration

gain. Smoothing these values significantly using a rolling-average with a long window length

(between approximately 1,000 to 3,500 compared to the total CPI length of 4096) produced

highly convincing sidebands with more realistic bandwidth and better continuity across CPIs.

The effect of the rolling average is demonstrated in Figure 6.9 where the length of window

ranges linearly from 1 to 4095, without any sideband amplitude modulation or background

injection. This is presented using the TWM without any sideband modulation and without a

real injected background. At the higher end of this scale, the sidebands are continuous and

have a non-constant spectral width that is not true of real returns. It can be seen that with

low rolling average window lengths, the sidebands are very widely spread to the extent that

individual motor’s contributions cannot be resolved until the window length is sufficiently long.

In other radar systems with different sampling rates and integration durations, returns may be

much more heavily modulated by the effect of this window length.
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(a) Original real spectrogram of Inspire and Radar# 1

(b) Per-CPI Motor Speed Signal Resampling

(c) Resultant Synthetic Per-CPI Spectrogram

Figure 6.7: Per-CPI Sampling Approach and Result.
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(a) Original Real spectrogram

(b) Sub-CPI Motor Speed Signal Resampling Approach

(c) Resultant Synthetic Sub-CPI Spectrogram

Figure 6.8: Sub-CPI Sampling Approach and Result.
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Figure 6.9: The effect of rolling average window on Sub-CPI sideband spectral width varying
the window from 1 to (1 - K), where 𝐾 = 4096, the length of the FFT.

6.4 Chapter Summary

Figure 6.10: Flow diagram for the creation of a synthetic spectrogram as performed in this
chapter.

This chapter presented a method for creating a realistic simulation of drone radar returns using

flight log files. Presented was:
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• a derivation of a rotating blade and motor structure (Sec. 6.1.2) starting from the baseband

return of a point target (Sec. 6.1.1),

• the extension from single to multiple rotors (Sec 6.1.3) for drone modelling,

• the treatment of the amplitude response of sidebands as a function of Doppler frequency

offset to make them more consistent with real observations (Sec 6.2.2),

• the summation of a simulated signal with a real radar recording to allow the injection of

the synthetic target into a real background (Sec 6.2.1),

• a further analysis of the resultant simulated 𝜇Doppler produced by more granularly re-

sampling the motor speed data above the rate of CPI (Section 6.3).

These steps, illustrated in Figure 6.10 to create high-fidelity, finely-controlled synthetic data may

be used for a host of applications, with the most urgent one being to overcome the training data

limit for deep learning applications. Previous simulations without consideration of multiple-

rotors and/or differing speeds did not possess the required fidelity to seriously entertain synthetic

training for application to real data. This will be the main subject of the following Chapter 7,

where the synthetic data defined in this chapter is tested against real data in a series of experiments

aimed to understand how well a CNN utilises it for classification. The following Chapter 7 will

share the approach taken to create a large dataset of synthetic data; while in this chapter only the

creation of a single flight was considered. Sec. 8.2.1 in Chapter 8 will also use this simulation

approach and will demonstrate its capability to match and exceed benchmarks with real data. To

ensure that proclaimed findings of synthetic training results are robust and to fully assess their

effectiveness as compared to real data, the experiments will be conducted with an equivalent

amount of synthetic data, purposefully withholding the ultimate advantage of increased data

quantities and variation of target parameters. This allows results to be presented as a function of

simulation fidelity, enabling others and future work to benefit from the understanding gained as

well as the primary advantages of using synthetic data for deep learning and other applications.
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Chapter 7

Classification with Synthetic Data

The 𝜇Doppler simulation approach from Chapter 6 showed several advances to the creation of

realistic synthetic drone data. The present chapter uses this data to train a deep learning classifier

for classifying real data in an attempt to validate the approach and thus help overcome the limit of

availability of radar data for multi-rotor drones. The methods presented are universally applicable

to all radar systems, and indirectly to all drone targets. Section 7.1 defines a benchmarking

synthetic dataset. With this, the supervised Convolutional Neural Network (CNN) classifiers

that were trained with real drone and bird L-band radar data in Chapter 5 will be revisited with

synthetic data. A series of experiments using different versions of motor speed sampling in

Section 7.2 are aimed to show what is required for reliable performance, and how future work

may proceed to better utilise the proposed approaches to build a trustworthy classifier. Section

7.3 summaries the results and merits of the approach beyond the experiments performed in this

chapter. Synthetic data can enable a much more extensive training that will allow deployed radar

systems to have awareness of known threats within the scope of the domain.
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7.1 Creating a Synthetic Micro-Doppler Dataset

This section demonstrates the creation of a synthetic drone dataset for classification of real drone

targets. The mathematical creation of highly-realistic drone data from the previous chapter will

be used in this section to create synthetic data to replace the real data of drones possessing

Micro-Doppler (𝜇Doppler). The effectiveness of the classifier trained on synthetic data will be

analysed, and the results are shown to justify its use and motivate future work to extend upon the

findings shared. Sec. 7.1.1 will briefly summarise the motivation for the chapter and show where

previously the benefits of synthetic data have been demonstrated for deep CNN classification of

real radar drone data. Sec. 7.1.2 following will formalise the steps taken in Chapter 6 for the

construction of a large dataset of synthetic data that is equal in quantity and with similar return

variation as used in the real data benchmark from Chapter 5. Section 7.2 afterwards will contain

the results for a variety of simulation approaches.

7.1.1 Motivation

To both investigate new classification models, and to also improve the performance by using

larger NN models, the creation of synthetic training data via simulation would make for an

extremely beneficial addition to the state of the art of automatic target classification using radar.

[250] uses the Martin-Mulgrew simulation model injected into a real training dataset to allow

the classification of unseen models in the test set, improving accuracy from 82% to 91% thanks

to the synthetic data. [119] also uses synthetic data to perform classification of birds, cars and

drones replacing the real training data with simulated. Both of these works did not consider

Multi-Rotor Micro-Doppler (MR𝜇D) for their simulations. Simulating the raw and processed

returns from a target that resembles the real data accurately enables many useful applications,

such as validation of handcrafted feature extraction methods of spectral data, the variation of

noise backgrounds and target parameters, and their use in synthetic training that is the subject of

this chapter. This work will use the classification results with the optically pre-trained, AlexNet-

based CNN (ACNN) presented in Chapter 5 as the real benchmark performance against which
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Table 7.1: Composition of All Drones and Birds (ADB) data subsets. *Simulated Data

Target Train Samples Test Samples Validation Samples
Bird 3625 1818 371

Inspire - 612 -
Inspire* 1444 - 127
Matrice - 671 -
Matrice* 1058 - 170

Mini 1129 535 45

Total
7256 3636 713

(1129 + 2502* + 3625) (1818 + 1818) (45 + 297* + 371)

to assess the new, synthetically trained models.

7.1.2 Creation of Benchmark Synthetic Data

To concretely explore the value of the synthetic data created in this process for training of safety-

critical classifiers, we experiment with using a training and validation set that is equivalent to

the real benchmark in the number of samples contained, and uses synthetic spectrograms that

are parameterised to be as identical in spectra to the real set as possible. The real All Drones and

Birds (ADB) dataset from Sec. 5.2.5 was replicated with the 𝜇Doppler producing drone targets

(Inspire and Matrice) replaced with equivalent synthetic data.

Table 5.8 is reproduced in Table 7.1 that shows the quantities of synthetic data and real data

used. As detailed in Chapter 6, the construction of realistic synthetic data from a simulation can

be performed by

1. simulating the drone body (eq. 6.5) using GPS truth,

2. simulating the drone rotor 𝜇Doppler (eq. 6.9) using sampled motor speed,

3. applying amplitude scaling to adjust sideband SNR (Sec. 6.2.2), and

4. extracting real radar background (Sec. 6.2.1) and adding it to the drone simulated body

and rotor spectra.
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This approach can be summarised in the following summation for each timestep, t, in a CPI,

𝑉
𝑠𝑦𝑛𝑡ℎ𝑒𝑡𝑖𝑐

𝐶𝑃𝐼
[𝑡] = 𝑆𝐵𝑜𝑑𝑦 ∗ 𝑒− 𝑗

4𝜋𝑅 (𝑡 )
𝜆

+ 𝑆𝐵𝑙𝑎𝑑𝑒 ∗𝑉𝐼𝑄 [𝑡] · IFT(𝑒−𝛼( |𝜈 |−𝜈𝑏𝑜𝑑𝑦 [𝑡]))

+𝑉𝐵𝐺 [𝑡]

(7.1)

where 𝑉𝐼𝑄 from equation 6.9 is summed with an amplitude attenuation envelope using IFT,

the inverse Fourier transform operation, 𝑋𝐵𝐺 [𝑡] are the timeseries samples from the recorded

background data, 𝑆𝐵𝑜𝑑𝑦 and 𝑆𝐵𝑙𝑎𝑑𝑒 are scaling factors for the body and blade reflectors respec-

tively, 𝛼 is a hyperparameter that controls the number of HERM lines present, 𝜈 is Doppler

frequency and 𝜈𝐵𝑜𝑑𝑦 is the central Doppler frequency of body returns. This equation defines

an approach to creating a wide variation of realistic, simulation spectra that has total control

of many parameters. The list of steps enumerated previously are reiterated to illustrate the

approaches flexibility.

• A choice of drone physical (number of blades, length of blades, blade and body size)

and operational parameters (trajectory flown, and motor speeds and associated sampling

choices; see Sec. 6.3),

• An arbitrary choice of background to inject the data, that could include challenging close

to the ground positioning or amongst a bird flock.

• Tuning the SNR, spectral width and amplitude of each of the reflecting components

simulated,

From this outline for a single flight, the choice of parameters used to assess synthetic training

with a real dataset comparison was to recreate the original real dataset. 𝑆𝐵𝑜𝑑𝑦, 𝑆𝐵𝑙𝑎𝑑𝑒 and 𝛼

needed to be separately set for both the Inspire and Matrice targets, repeated for each radar

and also for both the Per-CPI and Sub-CPI versions. The parameters of simulation were set
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to match the body SNR, and sideband count and SNR, at the nearest and furthest ranges used

in the real set. Then, 𝑆𝐵𝑜𝑑𝑦 was determined for an arbitrary flight by observing its range and

interpolating between the nearest and further values obeying the inverse 4𝑡ℎ power scaling as

per the RRE. The sideband factors (𝛼 and 𝑆𝐵𝑙𝑎𝑑𝑒) were similarly set at the furthest and nearest

ranges used, and then both were interpolated linearly between the smallest and greatest values

for the arbitrary drone flight that together provided a suitable non-linear scaling that produced a

realistic sideband appearance and power.

Figure 7.1 shows the real and synthetic Per-CPI and Sub-CPI comparison of the Matrice drone,

at long and short range for Radar#1, and at short range for Radar#2. Any imperfections in

SNR across the real and synthetic datasets will be absorbed from using the RGB colormap and

would not be expected to have a large impact on results. Table 7.2 lists the parameters and

motor sampling used in their creation. At the longest ranges shown in Figs. 7.1d - 7.1f, the real

sidebands fluctuated in their appearance and power. This simulation as model presented does

not attempt to model such fluctuations and synthetic parameter values were set so that sidebands

were always visible in the synthetic data. This could be easily introduced into this dataset by

randomly increasing the value of 𝛼, or with an analysis of what possible drone manoeuvres and

conditions cause scattering to reduce, such as blade flex or observation from the body.
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Figure 7.1: Real and Synthetic Matrice spectrograms as used for Classifier Training, with (a-c)
Radar#1 at 1.4 𝑘𝑚, (d-f) Radar#1 at 1.4 𝑘𝑚), (g-i) Radar#1 at 1.4 𝑘𝑚; (a,d,g) Sub-CPI, (b,e,h)

Per-CPI, (c,f,i) Real.

(a) Sub-CPI, Near Range, Radar#1 (b) Per-CPI, Near Range, Radar#1 (c) Real, Near Range, Radar#1

(d) Sub-CPI, Far Range, Radar#1 (e) Per-CPI, Far Range, Radar#1 (f) Real, Far Range, Radar#1

(g) Sub-CPI, Near Range, Radar#2 (h) Per-CPI, Near Range, Radar#2 (i) Real, Near Range, Radar#2
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Table 7.2: Simulation Parameters Used in Benchmark Synthetic Dataset Creation
(2𝐸−3 ≡ 2 × 10−3)

The background for the synthetic target was extracted by time-shifting the real flight to a time

when there was no control targets present. Extracting the raw data in the same way produces a

spectrogram with the same local (but not time-dependent) clutter properties as the real flight for

each timestep of the flight. The simulated target’s 1-D timeseries returns are summed element-

wise with the background signal extracted, injecting the simulated target into a real background.

This approach was taken to maximise the similarity of the real and synthetic data background

properties, but this is limited as the real data came from regular intervals over a two-year period

and the background data came from a single morning on the 3𝑡𝑒𝑥𝑡𝑟𝑑 of March 2022 between 1

and 3AM local time. The variation of weather and wind on clutter is present in the real data set

but not as much for the synthetic cases. The weather conditions and locations could be altered to

yield varied backgrounds for training data, in order to prepare the classifier for returns expected

in the field of operation, but this was not attempted in this study. A discussion of further options

of backgrounds to use is presented in Sec. 9.2.
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7.2 Synthetic Training for Real Classification

Using the simulated datasets described in the previous section, the results of a variety of synthetic

training approaches are shown and the implication of their results discussed. Sec 7.2.1 presents

and compares results of the ACNN previously benchmarked using real data, with synthetic

𝜇Doppler data using both Per-CPI and Sub-CPI motor speed sampling. Sec. 7.2.2 extends this

by including synthetic 𝜇Doppler data from a number of lower fidelity motor-speed options.

Finally, Sec. 7.2.3 repeats the results with using half real and half synthetic 𝜇Doppler data.

7.2.1 Synthetic Micro-Doppler Training Results

An identical training procedure as described in Section 5.2.5 for the real ADB dataset was used

with the synthetic datasets. Nine instances of repeated training on each of the one real and

two Per- and Sub-CPI synthetically trained classifiers occurred, with the same random seeding

as each other; identically as was done in Chapter 5. The same Bayesian optimised parameters

as found for the real dataset were used for synthetic training. The training and validation set

contained only synthetic 𝜇Doppler data, so the results presented are achieved without the use of

any real radar data from large drones - only their motor speed and trajectory recordings. With

this, the use of real Mini data is present in the three evaluation subsets, that did not possess

any 𝜇Doppler to be simulated. It is also outside the scope of the simulation study to perfectly

simulate the body returns, but this would require much more care to accurately sample the GPS

recording and could benefit from using real-time kinematic positioning [22] to allow a precise

simulation of sub-CPI integration of radial measurements. This idea would also apply to large

drones, but as 𝜇Doppler is the dominant classification feature, it is the primary concern for

simulation1. The three classifier results are shown using the nine repeated models with the same

initialisation seeds as for the real benchmark in Figure 7.2.

1Sec. 8.2 contains results where the training set exclusively comprises simulated data of the LDB dataset
containing only real birds and synthetic drones
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(a) Best Real Confusion Matrix (b) Best Sub-CPI Confusion Matrix (c) Best Per-CPI Confusion Matrix

(d) Boxplot summary of results of the three classifiers for all 9 training instances

Figure 7.2: Summary of ADB synthetic training results.

The ∼90% real benchmark that was biased towards birds slightly surpassed both synthetically

trained models that were at ∼87% and ∼86% for the Sub- and Per-CPI simulations respectively.

This shows that the synthetic data was successfully able to induce training for the classification of

unseen real targets. The fact that performance using idealised synthetic data was only 4% from

the real data that possessed signature variability and fluctuations as measured by a real system

in a real urban environment, shows that synthetic data can be used to support classification in

a meaningful way without the classifier ever seeing real drone 𝜇Doppler. The bias towards

birds did grow stronger using synthetic data, with drone recall, i.e. the likelihood that a drone

prediction was true, falling from ∼88% to ∼80% and ∼78%. It is noticed that the performance

bias towards birds found for the real dataset was greatly exacerbated for the synthetic dataset,
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increasing the difference of recalls from 2.5% to 13% and 16%. These result that were trained

without any real 𝜇Doppler data demonstrate the potential of the proposed approach, with some

reservation. Further work can continue to improve the fidelity and variety of data, with the

utilisation of greater quantities of data that is one of the key motivations of using synthetic data

in the first instance. The following section provides a greater expansion on these results with

lower fidelity versions of these simulations to bring greater insight to how synthetic data fidelity

effects classifier performance, which was also reported in [3].

7.2.2 Effect of Synthetic Data Fidelity

The previous section provided encouraging evidence that the ACNN classifier trained with

synthetic data can give comparable results to one that is trained on real data. In this section

we explore further how the simulation fidelity can impact upon the classification performance.

As well as the Sub-CPI and Per-CPI models, two other lower fidelity synthetic datasets were

constructed that employed the same simulation parameters defined in the previous Section 7.1.

The only difference between any of the synthetic versions is the choice of motor speed sampling.

Firstly, the Sub-CPI model was repeated, but just one of the four motors were considered. This

is referred to as the Single-Motor model. Also, the approach to simulate HERM lines with four

motors of identical speeds was done and tested on real data providing context for the reporting in

the literature of this simulation approach [119], [122], [129], [247], [276], and will be referred

to in this work as the Fixed-Speeds model. The fixed rotational frequency was constant across

the flight and sensible values within a range typical of the drone model was randomly chosen for

each flight. The five models trained in the following section have their spectrograms shown for

the Inspire and Radar#1 in Fig. 7.3. The difference in spectral appearance between the Single-

Motor (Fig. 7.3d) and Fixed-Speeds (Fig. 7.3e) clearly shows the effect of Sub-CPI sampling. To

any human interpretation of these spectrograms, the multi-rotor Per-CPI is much more similar to

the real data than the Sub-CPI, Single-Motor example. However, this did not translate directly

the results achieved.
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(a) Real Spectrogram

(b) Sub-CPI (c) Per-CPI

(d) Single-Motor (e) Fixed-Speeds

Figure 7.3: Fifty-Six seconds of Real and Synthetic Spectrograms for the Inspire at 2.5 km
range with Radar#1.

Figure 7.4: Summary of ADB synthetic training results with all synthetic data fidelities.
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The real baseline achieved a mean value of 89.7% for total accuracy, with drone recall (88.0%)

and bird recall (90.5%) worse than for drones by 2.5%, which is a reasonably balanced per-

formance slightly biased towards selecting edge cases as birds. The best performing synthetic

model was the Sub-CPI version, which at 86.6% was within 3.1% of the best performing real

model. The Per-CPI and Single-Motor synthetic versions were∼1.5% lower at 85.9% and 86.1%

respectively, and the Fixed-Speeds model’s mean total accuracy fell a further 1.4% to 84.4%.

The median and spread of accuracy of the synthetic models are approximately identical for the

multi-rotor Sub-CPI and Per-CPI and Single-Motor, Sub-CPI model but the performance of the

fixed-speeds fell significantly further, demonstrating that motor speed variation is an essential

component of information in the drone spectra. Observing the drone recall as a function of

the 𝜇Doppler fidelity, the reliability of drone classifications decreased rapidly to a mean value

of 74.5% for the least accurate, Fixed-Speeds model. The median drone recalls of the two

multi-rotor models incorporating all four motor speeds fell, from the real baseline of 88.4% to

80.1% (Sub-CPI) and 78.8% (Per-CPI). The Single-Motor version’s drone recall was between

these values at 79.0%. Each of these models had mean drone recalls to within 2.1% of each

other, with the final, fixed speeds model considerably worse at 3.5% from the next best recorded

recall.

The decrease in drone recall against training data fidelity signifies the model is becoming

over-fitted to the shape of the synthetic sidebands and struggles to recognise real sidebands

as effectively. The degradation of drone recall with reduced synthetic data fidelity shows that

the more realistic the simulated data, the more accurate the classifier is, crucially producing

less drone false positives. Bird recall increased for the two multi-speed multi-rotor models

from the mean real baseline of 90.5% to 93.0% for Sub-CPI and 93.9% for Per-CPI. Again, the

Single-Motor version sat between these values at 93.3%, with the lowest fidelity Fixed-Speeds

version ∼1% above the alternatives. This indicates that synthetic training with both motor

speed variation and a multi-rotor model minorly reduces the models bias towards birds. As the

synthetic fidelity decreases, the bird recall gets higher, thus showing that the model is biased
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Table 7.3: Summary of ADB synthetic 𝜇Doppler training results for all synthetic data fidelities.

towards predicting difficult targets as birds, which is an operationally ineffective outcome. Table

7.3 also displays the accuracies of the small and large drones in the dataset averaged over all

9 trained classifiers. The Mini drone was always misclassified significantly more frequently

than the large 𝜇Doppler producing targets. We observe that the small drone accuracy decreases

across the datasets at a similar rate as the overall drone recall despite itself not changing in the

training sets. This shows that the inclusion of synthetic 𝜇Doppler data can be added alongside

real small drone data with a reasonable degradation of their performance, that follows the trend

of motor speed fluctuation being more important than multiple motors.

7.2.3 Training with Real and Synthetic Data

As real small drones were included in the previous study, it is also of interest to know if

synthetic and real 𝜇Doppler data can be mixed in training. The process of the previous section

was repeated with half of the large drone target training data as real, and half using the synthetic

𝜇Doppler dataset described previously. The order of exchange was to use alternating real and

synthetic training samples for every flight, so the dataset was the same size and included equal

representation of real and synthetic 𝜇Doppler samples for every flight.
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Table 7.4: Composition of All Drones and Birds (ADB) data subsets. *Synthetic Data

Target Train Samples Test Samples Validation Samples
Bird 3625 1818 371

Inspire 722 612 -
Inspire* 722 - 127
Matrice 529 671 -
Matrice* 529 - 170

Mini 1129 535 45

Total
7256 3636 713

(2380 + 1251 + 3625) (1818 + 1818) (45 + 297* + 371)

(a) Best 9 Accuracies

(b) Best 3 Accuracies

Figure 7.5: Synthetic Training comparison with half real and half synthetic simulated data with
different numbers of best models assessed.
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Table 7.5: Summary of ADB half real and synthetic training results with all synthetic data
fidelities.

Figure 7.5 shows the results for the five training datasets (1 real and 4 synthetic 𝜇Doppler) with

both, all of the nine classifiers trained in Fig. 7.5a, and also with only the top three accuracies

within these in Fig. 7.5b. A summary of results including individually the large and small drones

are shown in Table 7.5, which with comparison to Table 7.3 shows in this case that large drones,

small drones and birds all had their individual accuracies increased from the real baseline. The

mean of best three accuracies for all the half real-synthetic datasets outperformed the mean

wholly real trained results, emphatically for the Sub-CPI and Single Motor datasets (by 1.2%),

and marginally better for the Per-CPI (by 0.5%) and Fixed Speeds (by 0.7%) datasets. Seeing that

removing a portion of real data and replacing it with synthetic data improved the classification

accuracies is an interesting result that further validates the merit of simulation approach used in

this work.

This result could be attributed to the fact that addition of synthetic data that was similar but not

identical to the real existing data, increased the overall variability of data - which led to better

training - even if the synthetic data itself had less variability than the real data. This motivates

us to believe that using synthetic data with a wider range of simulation parameters to further

increase the variability of the dataset will lead to better classification results, by better allowing

the classifier at test time to interpolate across the learned features of the training dataset. The

balance for the better performing Sub-CPI and Single-Motor datasets were, like the real baseline,
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generally biased towards birds. The Fixed Speeds and Per-CPI classifiers had similarly spaced

accuracies but their bias towards either category was not consistently towards birds. Compared

to the prior studies that showed minor variation in accuracy and relative balance across synthetic

classification training datasets, the variation and direction of imbalance were less repeatable.

This is likely in-part due to the fact that validation data contained only synthetic 𝜇Doppler, but

training was with a mix of data. The comparison of spread of the box plots to the results in

the previous sections that were trained wholly on synthetic or real 𝜇Doppler data indicates that

mixing data causes the classifier to learn in a more stochastic manner.

The Sub-CPI and Single-Motor data both contained Sub-CPI motor speed sampling. The

results of this experiment generally suggest that motor speed variation is the more crucial

factor to synthetic 𝜇Doppler data’s effectiveness. Interestingly, the model with absolute best

performance was the Single-Motor, Sub-CPI model beating the multi-rotor sub-CPI accuracy

by a negligible 0.05% which corresponds to two 5.6s spectrogram samples, which despite their

obvious omission of rotor duplicity, did not prevent it from claiming the top spot of this systematic

study. The multi-rotor sub-CPI simulation with larger averaging of classifier models did perform

better in this and the other studies presented. Nevertheless, their similar performance across the

problems strongly suggests that the Sub-CPI implementation is not optimally implemented. The

likely source of these observations is the lack of variety of 𝜇Doppler within flights, and across

the spectra. The following, final section will discuss the benefits of the proposed approach in

context with the results shared in the previous three sections, and where the application with

further modifications to the simulation approach could be a key enabling tool for radar based

drone classification.
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Table 7.6: Results of synthetic training in Section 7.2..

Training Dataset Best Accuracy Mean 9 Repeats

Half Sub-CPI 91.9 91.0
Half Per-CPI 91.7 90.2

Half Single Motor 92.1 90.9
Half Fixed Speeds 91.3 90.1

Real 90.6 89.7
All Sub-CPI 87.5 86.6
All Per-CPI 86.0 85.9

All Single Motor 86.8 86.0
All Fixed Speeds 85.2 84.3

7.3 Chapter Summary

The results of this chapter are summarised in Table 7.6. The proposed synthetic dataset enabled

training of ACNN tested on 3,636 real, urban drone and bird spectrogram samples from two

radars differing in transmit power and system noise, to 86.6% accuracy. This was within 3.1%

of the equivalent results with training classifier on only real data that yielded 89.7% accuracy.

This was achieved with replacing the data of drones that exhibit 𝜇Doppler with simulated

data in training and validation, while intentionally not availing of any of the key benefits that

come with high fidelity synthetic data, that are increased quantities and increased variation

of data used. Alongside this, a 50:50 combination of the synthetic and real data was able to

improve the accuracy beyond the real benchmark by 1.3% to 91% under the same conditions.

This demonstrated that inclusion of synthetic data as presented was able to directly benefit

classification.

Similar performance using the Sub-CPI, multi-rotor and Sub-CPI, Single-Motor datasets com-

pared to the drop-off with the multi-rotor Per-CPI and Fixed-Speeds dataset, showed that it is

more important to have Sub-CPI sampling - or at least some variation of motor speeds across the

temporal pulses of a CPI - than to model multiple rotors within the simulation. This was further

highlighted in the study with real and mixed data in Sec. 7.2.3 through the closeness of single
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and multi-rotor performances with the Sub-CPI technique, despite the large difference with the

Per-CPI approach that used multiplicity of rotors, and would be expected to be far superior when

visually comparing the resultant spectrograms as was in Figure 7.3. The multi-rotor Per-CPI

approach when wholly training the classifier was on average 0.2% less accurate than the Sub-CPI

Single-Motor implementation. The Sub-CPI multi-rotor approach was by far the best in terms of

visual fidelity, but statistically only marginally the best when averaged across classifier accuracy

for all repeated training occurrences. This raises a question why performance improvements are

not matched in the ACNN compared to the apparent fidelity upgrade when examined visually.

Figure 7.6: Side-by-side real (left) and synthetic Sub-CPI (right) spectrogram of a drone
manoeuvre of the Inspire.

Figure 7.6 shows the real and the Sub-CPI MR𝜇D synthetic spectrograms used in the study.

The global frequency modulation of the sidebands is captured perfectly, and the local spectral

width and variation across successive CPIs of the simulated sidebands are resembling those real

sidebands where the SNR is strong. The most noticeable difference of the two models is the

amplitude scaling of the sidebands as Doppler offset from the main body increases. Frequently

and clearly in this real example, the strength of sidebands does not always decrease smoothly

with increasing Doppler offset. The variation of amplitude scaling set by the 𝛼 parameter in
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the simulation could be improved with a modified function that factored in the motor speed

to attenuate the power as a function of harmonic and not as a linear function of frequency, or

also to vary the return strength from individual motors to mimic the unpredictable scattering of

each motor, that is observed with real data. The rolling average used in the Sub-CPI process

also could be varied across motors to more closely follow the pattern found in real spectra.

The surprisingly strong performance of the Sub-CPI, Single-Motor dataset for the 50:50 real-

synthetic mixed training results could be attributed to the increased variation within the training

data compared to the multi-rotor versions that were more self-similar across all samples. Using

a less restricted variation of simulation parameters, as was used in this work, would also increase

the variation of the training dataset, and in addition by using increased quantities of data with this

method, could allow the training of robust classifiers using only target-less radar recordings and

drone logs. Future work seeking to improve the fidelity of spectrograms may additionally inspect

the phase of simulated returns with comparison to real measurements, such as bi-frequency based

time-frequency plots [15], [277]. Analysis using such techniques, may offer avenues to better

analyse and iteratively improve the simulation fidelity but was not considered within the scope

of this work.

The simulation techniques introduced in this and the previous sections will have great implica-

tions for other radar systems beyond the L-band staring radar used here. For radars with higher

sampling rates, more dynamism of the motors will be coherently processed and so more care in

the Sub-CPI resampling of motor speed recordings will be required to ensure the fluctuations

of real drones are appropriately addressed, either by control of sideband width with the rolling

average used here or by another more effective approximation of motor rotational frequencies.

Higher frequency radar systems will have more dynamic and complex propeller scattering across

different blade lengths and shapes [278], and so the sideband attenuation method would need to

be tuned accordingly to suit the desired fidelity.

The limited extent of background recordings used for the synthetic data was discussed, and

additional variation would further improve the results in this section generally. The process
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allows a method for operators to collect the known ambient data from the local environment,

and specify the training data to cover all the locations anticipated in the setting, thus providing

a degree of performance guarantee. Creation of synthetic 𝜇Doppler will require a validation

process with real data and a variety of targets to understand the parameters required to produce

the best dataset for their specific application, and this and the prior chapter provided a skeleton

approach to enabling this. Sec. 8.2.1 of the following chapter will feature further use of the

defined synthetic data approach in investigations with unsupervised learning and convolutional

neural network approaches.
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Unsupervised Spectrogram Classification

This final research chapter of the thesis explores unsupervised learning, and specifically the

application of a Convolutional Autoencoder (CAE) for classification of drones and birds using

L-band radar returns. This chapter explores how a CNN classifier can be built using radar

data alone without having to rely upon optical pre-training, and includes an inspection of the

unsupervised learning results that can potentially offer a method to better understand the origins

of classifier performance.

The beginning of this chapter, Section 8.1, briefly discusses the existing knowledge and where

the approach has been proven effective in recent radar literature. In Section 8.2, an elementary

autoencoder architecture is used to explore the bird and drone L-band staring radar data that was

collected in this project and used throughout the work on supervised classification reported in

Chapter 5 and 7. Self-supervised representations learned with a basic deep learning CAE are

compared to other, machine learning dimension reduction techniques of PCA, tSNE and UMAP.

The potential of autoencoder pre-training to benefit classification of bird and drone targets

compared to optical transfer learning is demonstrated. Additionally, an intrinsic inspection

of the unsupervised autoencoder performance is performed, which may help in selecting the

optimal pre-training state that will better enable supervised classification.
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8.1 Introduction to Autoencoders

Previously, Sec. 3.2.5 briefly overviewed autoencoders for radar applications, but for brevity and

due to the great scope of work that has been performed elsewhere, many details were reserved

for the present, dedicated section. This section will begin by introducing a basic CAE concept

via its neural network structure in Sec. 8.1.1, with the autoencoder principle and the useful

properties that can be achieved with appropriate training. Learning with autoencoders is more

challenging due to the much more complex gradient decent challenge in unsupervised learning,

thus many extensions of the basic model are commonly utilised to improve autoencoder latent

representation in all domains, including recent works with radar data where it has been shown

to combat the challenge of data availability. Four of these common extensions and radar works

that utilise them are reviewed in Sec. 8.1.2.

8.1.1 Architecture and Outputs

Figure 8.1: An example symmetrical CAE schematic.

A basic autoencoder is a neural network that has an input and output that are the same size

and dimensionality. Figure 8.1 shows an elementary (convolutional) neural network structure

arranged as an autoencoder, where the input, 𝑥, and output, 𝑥′, are both the same shape. This

feed-forward network is trained as usual with backpropagation. The loss function however is

not dictated by the label value. Instead, learning is based on the error computed by comparing

how far away the output values are from the input values, i.e., how dissimilar 𝑥 and 𝑥′ are. Thus,

as training progresses, the output will morph from unintelligible noise to reconstructions of the

original input1.

1This is shown later in Sec 8.2.3 with Figure A.6 and A.7, for the ADB radar dataset.
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The encoder of the CAE is effectively indistinguishable to the CNN classifier architecture.

Oppositely, the decoder of a CAE needs to perform dimensionality expansion from the latent

variables, 𝑧, to the size of the original input, all in a back-propagatable way. The decoder contains

inverse functions of those seen in the encoder. These are, transpose or deconvolutional layers

[279] replacing convolutional layers; max-unpooling [280], [281] or alternatively up-sampling

replacing max-pooling. Fully convolutional autoencoders have been implemented on a Field

Programmable Gated Array and were shown to produce effectively perfect reconstructions of

optical image data [282]

Autoencoders can be under- or over-complete. An AE is under-complete if the hidden layer size

is less than the input dimensionality, where the layer of the smallest bottleneck is referred to

as the latent variables, 𝑧. In this more frequent configuration the network is forced to, in the

ideal case, learn a compressed representation of the data [195] where key, pertinent features of

the entire training set are extracted and may be utilised to efficiently process similar, unseen

samples. An undercomplete CAE effectively performs neural-network based dimensionality

reduction that can be suitable for potentially very large and complex data. Other linear (PCA) or

non-linear (tSNE, UMAP) dimensionality reduction algorithms can do this with significantly less

implementation effort, however, generally their use depreciates as the size and variety of a dataset

grows. The deep learning approach learns highly-relevant and abstract non-linear features that

make it a powerful compression algorithm that can be used for image [283], [284] or audio [285]

compression, of which such applications would be of great interest to radar operators that seek

to reduce the bandwidth of data transfer between platforms - of which research in automotive

radar has already been demonstrated [186]. The additional motivation for autoencoders is that

as they are simply neural network structures, after an initial training they can be modified and

subject to further training to utilise the information encoded in the first stage for a more precise

application task [192], of which classification is one example.

Latent representations are powerful tools in machine learning. As an initial training stage, an

autoencoder can be optimised for a dataset. Then, taking multiple autoencoders that act on a
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certain modality or view of data, and stacking or fusing of the learned representations with final

training in an end-to-end manner on the complete dataset, brings together separately validated

components for a wider, more context aware model. This act of fusion or multi-modal learning

[286] is a huge part of modern AI development, and has benefits to bring to radar situational

awareness as has already been shown in a few selected radar works, including [152] using bird

and drone data and [287] on SAR imagery.

The output of a basic autoencoder, 𝐴𝐸 (.), can be summarised by the following equation,

𝑥′ = 𝐴𝐸 (𝑥) = 𝐷 (𝐸 (𝑥)) = 𝐷 (𝑧) . (8.1)

A basic autoencoder attempts to reproduce the original image via a loss function that punishes

the difference between the two [285]. The overall loss is summed or averaged across every shared

pixel in 𝑥 and 𝑥′ and this is back-propagated through the network in the same manner described

in Sec. 3.2.1. As a basic CAE learns from the training set, the output 𝑥′ will take the appearance

of the original sample, provided the learning rate is appropriately set so that the optimisation

gradient does not explode or vanish. With this achieved, the quality of learning is not guaranteed

but can be scrutinised in a number of ways. At first, if unseen test samples are not faithfully

reproduced then the model has become severely over-fitted to the training data. However, even

given that unseen test samples are accurately reproduced, it is possible the network has learned

the identity function by effectively mirroring the parameters in the encoder and decoder halves

with off diagonal matrix components set to 0, and the learned diagonal weights small enough

to absorb non-linearities present in the activation functions. Further literature expressing and

combating this effect are in [288], [289].

Thus another alternative view of autoencoder behaviour for a dataset is to observe the latent

variables 𝑧 for samples in the dataset 𝑥 where 𝑧 = 𝐸 (𝑥). If some or all of the data is labelled, the

distribution of latent variables can be compared to the class label. Going further, the distribution

of samples in the latent space can be scrutinised with respect to apparent features of the samples,
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which could be done in the absence of labels. Plotting of the latent variable distribution can

be used to visualise and test the encoder if convolutional features were learned from the dataset

that respect the differences between samples’ semantic labels. It will be of interest to observe

features relevant to the radar target data such as presence of 𝜇Doppler. A separation of such

a key feature such as drones’ 𝜇Doppler motivates further tuning to be used as an initialisation

for further training on a downstream task. However, a separation of labelled, latent variables

is not the pinnacle of latent representation success. The decoder can be assessed in an even

more rigorous test by sampling the latent space, 𝑥′ = 𝐷 (𝑧), and observing if realistic samples

are generated as the latent space is traversed. Sampling the decoder for all values of 𝑧 may not

produce realistic samples. It is commonplace to display the decoder output for a uniform sample

of 𝑧 in order to show the plausibility of samples that are fabricated by the decoder, which in this

context can be referred to as a generator.

Later, Sec. 8.2.2 will show and analyse all of these described outputs with the collected L-band

bird and drone staring radar data. Before this, the following section will review autoencoder

use in radar literature. As will become apparent, there is limited work using very simple

autoencoders aside from [98] and [208] to be published to date that the author is aware of. There

is much wider use of common extensions to the autoencoder loss and learning process. All

of the upcoming radar citations show the power and effectiveness of autoencoders for a wide

variety of applications, with many showing excellent results in classification, even with very

small amounts of training data, as well as target clustering, synthetic sample generation and

noise removal. What is perhaps missing is a full assessment of the autoencoder’s unsupervised

learning merit for a basic autoencoder as was described in this section. Understanding the

deficiencies of the basic model will enable more targeted future work to make the most of the

autoencoder techniques.

183



8.1. INTRODUCTION TO AUTOENCODERS 184

8.1.2 Extensions and Radar Applications

The interest in literature for CAE based approaches is great and continuously evolving. Several

techniques have become very common in the field of computer vision, and have also been used

in radar studies. These recent works have been in the domains of drone detection [194], human

activity recognition [99], [150], automotive radar [290], low-bandwidth inter-radar intelligence

communications [186], maritime and terrestrial land SAR target recognition [291]–[293], ISAR

[151], passive radar [57], weather radar [294], [295], and interference suppression [57], [290].

Four common techniques that these publications used are briefly discussed along with some

detail of radar implementation examples.

The Variational Autoencoder (VAE) [296] first described in the PhD thesis [297] and otherwise

in [184], [297] raised the ceiling of representation learning greatly and is important to cover

when reviewing representation learning. The fact that latent vectors are fixed to what has been

learned before inspired improvements to getting the autoencoder to learn a latent distribution,

rather than learning through fixed latent vectors. The VAE achieves this by injecting stochastic

noise alongside the encoder output (where we consider the latent variables, 𝑧 to not be part

of the encoder). Choosing a Gaussian distribution for the noise sampling forces the encoder

to learn the features in-tune with the random input. This allows training to optimise the

model for reconstructions with an additional penalisation on the encoder’s mapping to ensure

a representation is learned with a probability distribution that matches the distribution used for

sampling. This ubiquitous technique in representation learning has featured in a number of radar

publications [99], [147], [150], [186], [291].

Also used to improve the latent representation from basic CAEs are denoising autoencoders

[298]. This can implemented as a basic CAE, with a small difference - samples from the dataset

are used at the output of the decoder, while the input to the encoder is the sample but with

some corruption, such as additional noise, for example Gaussian or salt-and-pepper noise [288],

[299]–[301]. This improves the latent representation of the autoencoder as it is not trying to

recreate the input exactly, so the risk of learning an identity function is reduced, which forces
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the representation learned to use the corrupted input image efficiently to understand the essence

of the input producing the output without the noise [302]. Radar applications of this method

have been shown with: [194] using a denoising autoencoder to effectively remove the amplitude

variation along the range axis for drone detection in a 1-D problem; [254] doing the same but

for larger and more complex range-Doppler maps; [290] reconstructing range Doppler maps

to an impressively high fidelity after random measurement samples were, discarded simulating

FMCW interference in an unpredictable EM environment; and [57] that in passive radar, trained

an interference suppression CAE for range-Doppler maps.

Similar in essence to the principle of denoising autoencoders, contrastive learning approaches are

another way to learn robust latent representations, by using the autoencoder to translate between

different versions or realisations of the same data [303]–[305]. The samples of the dataset are

split into an augmented pair, where one of the views could be the original input, such as noise-

injection, or for radar, different DSP choices, as long as it is a different representation of the

same sample. Then, two encoder networks compress the information to a low dimensional latent

space, 𝑧. Then after this, another non-linear learnable network such as a few perceptron layers,

called the projection head [303] is added after 𝑧 to a new final representation. A loss function

is used that maximises the similarities between the final latent vector pair, and simultaneously

trains both encoders to maximise similarities of the two learned representations. After training,

the projection head is removed after the termination of the encoder, along with the augmented

model branch. This produces an encoder only, that could be further trained with a standard AE

approach, or directly used for target clustering, classification or other downstream tasks with

supervised fine-tuning. This method has been used in radar studies [194] for drone detection

and other applications [193], [293], [305].

The last technique to be mentioned is the Generative Adversarial Network (GAN) [190], [306].

An encoder-like Discriminator, predicts if its input is real or randomly-generated, while a

decoder-like Generator attempts to fool the discriminator that it accepted a real sample from the

dataset. The discriminator is fed a real or synthesised sample at random and backpropagation
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trains its parameters at the result of each estimate. This adversarial process reaches a Nash

equilibrium, where the capabilities of the generator and discriminator become evenly matched,

and can have a runaway increase in performance. The hidden layers of a GAN will possess

very robust features that empower its sample generator and discriminator, which although is not

exactly of the form of the autoencoder, it is a very powerful method of unsupervisedly training a

neural network architecture. A thesis published in 2022 [271] investigated simulation of drone

returns, trained a GAN with this data, and created and tested various similarity metrics to assess

the synthetic samples that were outputted. However, no examples of their synthetically generated

spectrograms were included. Other works show the output of the GAN, where each succeed in

capturing many important features of the training data in use cases of human activity recognition

[100], [307], a forward looking imaging airborne radar [308] and weather radar data [294].

An immediate use for autoencoders is as a pre-training stage for subsequent fine-tuning via

supervised learning for classification. [99] compared SVM on handcrafted features, supervised-

CNN, and variational autoencoders, with and without convolutional layers for classification on

12 human activities. Autoencoders have been described as a method of network initialisation for

CNN classification in [98] where a basic autoencoder was compared to an optically pretrained

classifier showing superior results for a radar data set of only 700 samples. [193] conducted a

similar experiment that compared the same variational CAE with a contrastive learning frame

work. [254] uses a denoising autoencoder to reduce the clutter variation of a range-Doppler

map in classifier pre-training, improving results from near random to a much better standard on

a challenging dataset of 14 human activities. Additionally, [150] performed classification on the

latent variables of a variational CAE with a smaller dataset of 200 total samples. Autoencoder

pre-training for SAR target classification has had works with a regularised CAE [309], dual-

encoder CAE [151], a variational CAE [291] and U-shaped fusion network [287].

A few works have used fusion networks to simultaneously process different modalities of a radar

dataset. Notably, a hierarchical fusion network was created in [152] that was tested on two

datasets comprising of airborne targets (drone and bird) and ground targets (humans, wheeled
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and track vehicles). They used four domains of radar data (time-domain, frequency-domain,

time-frequency maps and eigenvalue spectrum) and found that fusing the representations of

each of the domains under effect of an autoencoder (hierarchical learning classifier) was better

than separately considering the effect of each domain (multi-domain classifier). They illustrate

the representations from each individually trained encoder showing latent scatter graphs with

classes labelled by colour for the ground targets dataset (but not the bird and drone dataset),

showing that each modality generated a different understanding of the data, that when fused

together via backpropagation, was the best performing classifier of 10 alternatives.
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(a) Pedestrians (Blue) and cyclists
(Yellow) full dataset [148] with tSNE

(b) Maritime SAR targets (Red) and
non-targets (Blue) [291] of variational

CAE and PCA

(c) SAR military vehicles with original full dataset, CAE and regularised CAE [151] via tSNE

(d) Five human activities [150] via variational CAE with tSNE, Multi-dimensional scaling
and Locally Linear Embedding

(e) Weather radar precipitation phenomena (red) and other (blue) of two full datasets [295]
via PCA

(f) Clutter region measurements; original dataset and CVAE decomposition [147] via tSNE

Figure 8.2: Visualisations of datasets and latent representations in existing radar literature.
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Several of the earlier cited work in this section included latent representation visualisations.

Figure 8.2 shows examples from six published works comparing labelled, scatter plots. Figs. 8.2a

and 8.2e both show the entire multi-dimensional dataset decomposed to 2D via PCA and

tSNE. Fig. 8.2a via tSNE fairly effectively discriminates the two classes with two main clusters

for each class. On a smaller dataset, Fig. 8.2c (left-most) shows that the different vehicles

inherently possess a degree of separability that is expanded on the two other autoencoder based

decompositions. This idea of decomposing the entire dataset was also used in [310] to compare

real and synthetic data, by viewing tSNE decompositions of the gathered features for the whole

dataset for each layer in a convolutional network. They showed that there were some differences

between the data originally and in the features of the early layers, but by the end of the model

processing, the derived features for the real and synthetic samples were strongly overlapping.

Fig. 8.2d shows the decomposition of human activities of a variational CAE with latent dimen-

sionality of 50, and also the raw, 6400-D dataset decomposed with the same 3 techniques, where

tSNE shows reasonable separation of the classes that is not too significantly better than the other

decompositions in Fig. 8.2d by their own admission. Figs. 8.2b, 8.2c and 8.2f of SAR data had

much more data available for the training and validation of their models. Fig. 8.2f [147] used

a variational CAE to cluster clutter originating from three different regions of terrain that air

vehicles would need to be detected against. Slightly more difficult a task was attempted in [291],

shown in Fig. 8.2b, that used a standard variational CAE on marine SAR data of ships and no

targets. The aim of their work was to apply a clustering algorithm to the resultant latent space

to perform classification, which they did via k-Means to 95.47% accuracy, and by Gaussian

Mixture Models to 95.73%. This latent representation bottleneck had a dimensionality of 256,

which after decomposition to 2-D showed a impressive and reasonable separation of the classes,

with ‘No Ships’ tightly clustered and ‘Contains Ship’ extended out from this in two directions.

Another use of this approach with SAR military vehicle targets (MSTAR dataset [311]) was

conducted in [151], and has autoencoder created latent representations shown in Fig. 8.2c.
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8.2 Autoencoders with Bird-Drone Radar Data

Now that the fundamental concepts of autoencoder applications and implementations in radar

have been reviewed, the remainder of this chapter will use the urban bird and drone L-band

spectrogram collected in Chapter 4 for an assessment on the practicability of using autoencoders

for safety critical radar tasks. At first Sec. 8.2.1 will perform a comparison of classification

performance between the optically pre-trained image classifier AlexNet (ACNN) extensively

benchmarked in Chapter 5, with radar only unsupervised autoencoder pre-training and fine-

tuning on the same dataset (RCNN). The training and testing is further expanded using synthetic

data (as was used in Chapter 7) to extend the analysis of the comparison of the two approaches

and assess the utility of the CAE architecture as an alternative to the more established transfer

learning from the optical domain approach.

Section 8.2.2 will investigate unsupervised learning results with a basic CAE on their own merit.

Here the focus is to perform a thorough analysis of achieved autoencoder latent representations

through the three outputs of its operation described in Sec. 8.1.1: annotated 2-D latent scatter

labelled by class colour, reconstructions of seen and unseen input images, and sampling the

decoder to produce synthetic examples. This analysis is shown for both the LDB and ADB

datasets and, also a bird only dataset. The goal is to illustrate if and in what regard serviceable

latent representations can be achieved using a very simple CAE.

Finally, Section 8.2.3 will bring together these two desirable aspects of autoencoders - supporting

classification as CNN initialisation and benefits in interpretability - through a presentation of

supervised classification results as a function of the quality of the unsupervised representation,

to provide an analysis of optimising the CAE to benefit downstream classification results.

8.2.1 Radar Classification with Unsupervised Pre-training

Autoencoders are known to be an effective method for pre-training deep neural networks be-

fore fine-tuning for the downstream task of classification in machine learning [192]. Radar
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applications with real and augmented data have used this approach with success in other data

limited domains [98], [312]. This section will compare the classification performance of a radar

pre-trained CAE and an optically pre-trained CNN binary classifier, using real data to begin

with. This analysis is then extended to realistic synthetically generated spectrograms to allow

for the assessment to be made on a greater variety of data. Comparing optical pre-training with

initialisation from a basic CAE was also attempted in [98], where a 3 convolutional-layer basic

CAE and an equivalent CNN without initialisation, was compared with VGG and GoogLeNet

that comprise 16 and 22 convolutional layers. Their experiment with amounts of training data

ranging from 200 to 700 total samples observed the CAE to provide the best accuracy at the large

training data limit. This challenging task shows an advantage to CAEs that this approach has

merit, and this section performs a similar test but with a different application and perspective

of the classification task. Their experiment occurred with smaller train (<800) and test (<250)

set sample counts with clean, indoor measurements of 12 human activities, while this work

uses larger datasets (>5000 and >2500) of a 2 class problem with a much greater level of wider

inter-class signature variation.

Table 8.1: Quantities of data used in the LDB (left) and ADB (right) for training of ACNN and
RCNN.

Target Train Samples Test Samples
Bird 2572 1303

Inspire 1558 618
Matrice 1012 676

Mini - -
Mavic - -

Total
5142 2597

(2570 + 2572) (1294 + 1303)

Target Train Samples Test Samples
Bird 4465 2250

Inspire 1450 968
Matrice 1410 482

Mini 1235 626
Mavic 367 177

Total
8924 4503

(4462 + 4465) (2253 + 2250)

We will consider two datasets: Large Drones and Birds (LDB) and All Drones and Birds (ADB).

Large and small drones are again distinguished by if their returns were accompanied by rotor

micro-Doppler as described in Sec. 4.1.2 and used in Section 5.2. The targets used and quantities

of each are shown within Table 8.1. We begin by creating a CAE that is of similar dimensionality
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to the optically trained transfer-learned modelACNN benchmarked previously in Chapter 5 with

real data, and Chapter 7 with synthetic data. To draw reasonable comparisons with the AlexNet

CNN classification result, a CAE from two “back-to-back” AlexNet layer configurations was

created. As comparatively far less bird and drone data will be used to train this end-to-end

neural network compared to the AlexNet supervised pre-training, we reduce the capacity of the

model by creating an AlexNet-like Convolutional Autoencoder (Alexnet-like CAE), of which its

encoder differs from the original in the following ways:

• One channel input is used, as compared to the original three expecting a RBG input.

• Two groups are used through the whole convolutional depth, as with two classes (compared

to 1000) the necessity to force extremely general features is not a strong requirement.

• The 4096 linear neurons in the two fully connected layers are reduced to 1024 here, as the

mapping from convolutional features to predicted label is much simpler in the two class

and unsupervised case compared to optical training.

With this, Figure 8.3 shows the Alexnet-like CAE that will be the largest CAE that will be trained

in this work. The 1000 class output is replaced with another fully connected layer comprising

32 neurons. From these new 32 neurons, the second half of the network proceeds inversely to

AlexNet, with reciprocal operations where required, such as; transpose or deconvolutions instead

of convolutions, max-un-pooling to replace max-pooling (see Model 4 of [280]), and unflattening

rather than flattening to go from the final fully-connected output to the first deconvolutional layer.

The order of the decoder layers shown in Figure 8.3 was such that it replicated the dimensionality

of the feature maps in the encoder layers, which allowed an arbitrary CNN classifier structure

to have a symmetrically configured decoder. This was the generic CAE decoder convolutional

layer configuration used throughout this work.
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(a) CAE Constructed Similar to AlexNet

(b) Converting a CAE into a CNN classifier for supervised training.

Figure 8.3: CAE and ACNN Classifier Schematics.

The conversion of the Alexnet-like CAE to classifier was done by first, taking all encoder layers

to before the latent variables and adding on the class outputs, then fine-tuning the classifier in a

supervised manner with the same radar training data. This CNN classifier trained exclusively on

radar data is referred to in the remainder of this work as the Radar (pre-trained) Convolutional

Neural Network Classifier (RCNN), which in this section is the Alexnet-likeRCNN. Training

of the Alexnet-like CAE took place with layer normalisation [169], which was replaced when

fine-tuning the RCNN layers by local response normalisation [171] as was also used in the

ACNN classifier training. Both the Alexnet-like CAE pre-training and RCNN fine-tuning

were constructed and performed using PyTorch v1.10.2. A challenge within autoencoders and

representation learning in general is the number and complexity of interaction between model,

training and data hyperparameters. With this, training a model from scratch that is (twice)

the size of AlexNet for a 2-class problem and a factor of 1000 less training data would not

be postulated as the ideal choice. Thus, to maintain the defined neural network architecture

but considering a range of model sizes, the Alexnet-like CAE model introduced previously was
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Table 8.2: Configurations of the five convolutional depths of CAEs trained

replicated with smaller convolutional widths and depths. A summary of the models and training

parameters used for deriving results is as follows. In total, 5 Alexnet-like CAE depths were

trained with 3 channel widths at 3 learning rates (45 CAEs), from which 3 CAE classifiers

were trained scanning the learning rate, totalling 135 classifiers. The full information of model

structure and training parameters is shown in Table 8.2, of which every autoencoder had a latent

dimensionality of 32. The # Conv. Features column is the size of the input to the first fully

connected layer, which was kept as close as reasonably practicable to that of the ACNN with

the reduced encoder size.
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The 2nd epoch of Alexnet-like CAE training was used, after which a maximum of 30 epochs of

fine-tuning training as the RCNN occurred. The ACNN was trained on the radar data for 45

epochs. For every classifier, test results were again gathered from the epoch that had the best

sum of train and validation accuracies, which ensures the model is well trained and minimally

overfitted. For the ACNN, a range of optimal learning rates was found for each dataset,

which were chosen based on results from a wide learning rate sweep that informed where best

performance would be found. The AdaM optimiser and batch size of 32 was used for training

all Alexnet-like CAEs, ACNNs and RCNNs using 10−6 L2-Regularisation with epsilon value

set to 10−8. Binary cross entropy loss was used for all training. ACNN was post-trained on

radar data, with the convolutional weights frozen. The RCNNs were fine tuned throughout the

whole model both to increase the discrimination of existing CAE features that only received two

epochs of unsupervised training, and also to account for the fact that no checking of robustness

of learning at the CAE stage after only 2 epochs. Fully fine-tuning AlexNet on radar data with

unfrozen convolutional layers would carry concerns of overfitting to the limited training set. 27

AlexNet-likeRCNN classifiers were trained per depth, and in total 16 ACNN classifiers were

trained. It was found that a minority of RCNNs saw performance above 51% accuracy, while

all ACNN models were trained to a high-standard. This informs that not all CAEs learned

adequate features to support downstream classification, and thus we will present an aggregation

of the best trained classifiers in Figure 8.4 and Table 8.3.

Table 8.3: Best accuracies of the optically and radar data pre-trained models. Subscript
denotes number of convolutional layers.

ACNN RCNN5 RCNN4 RCNN3 RCNN2 RCNN1

LDB 98.58 97.88 98.46 98.69 98.54 96.34
ADB 92.23 92.17 92.68 92.90 92.74 89.95
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(a) Boxplot comparing results with All Drones and Birds (ADB) dataset.

(b) Boxplot comparing results with Large Drones and Birds (LDB) dataset.

Figure 8.4: ACNN compared with 5 depths of similar RCNN.

The results from Figure 8.4 show that the RCNN pre-trained and fine-tuned just on radar data

was able to surpass or be very similar to the accuracy gained from the ACNN benchmark.

For the ADB dataset in Fig. 8.4a, 4, 3 and 2 convolutional layer CAEs produced classifiers that

exceeded the performance gained from the ACNN classifier based on optical pre-training. The

5 layer RCNN was within 0.1% of the ACNN, showing that even for this large model relative
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to the size of the dataset, it was able to overcome the less than ideal volume of parameters

and could, with a different training regime, possibly surpass it. As was also found in an

aformentioned study [98], the 3-layer RCNN here gave rise to the best performing classifiers.

The two key differences between these models is that this work used a fully connected layer with

the autoencoder pretraining, and here two groups of the same size of convolutions in parallel

were used while they concatenated features from two groups of different sizes. For the LDB

dataset in Fig. 8.4b, only the 3 layer RCNN surpassed the result achieved with ACNN. Also

and similarly to the ADB case, RCNN1 and RCNN5 were the only two convolutional depths not

to achieve drone accuracies above 98%. Both RCNN3 and ACNN had all of the 9 best trained

models above 98% on the easier LDB dataset that contained a widely varied collection of real

urban data.

As per Chapter 7, this assessment is extended by replacing some of the real drone data with

equivalent synthetic data. This second experiment’s purpose is to understand if the classifier

model can be built using simulated data. The synthetic dataset construction was identical to

Section 7.1 and [3], where large drone data was simulated and all the small drone data, if used,

was kept as real. The same investigation was carried out with the same ACNN and RCNN

models. For this assessment the RCNN3 model was used for each dataset, sweeping the other

parameters as before described in its corresponding row in Table 8.2. The different training

permutations of real and synthetic data are listed with the results in Table 8.4. For comparison,

the accuracy from ACNN (the optically pretrained CNN) is also listed. The results for the

ADB and LDB datasets are again shown in a boxplot of accuracy and balance via class recall

in Figure 8.5. Fine-tuning on synthetic data reduced accuracy by 5% in the all-synthetic-drones

LBD set, and by only ∼1.5% for the partially synthetic ADB case. The optically pre-trained

ACNN benchmark was also surpassed by the RCNN when fine-tuning on real data regardless

of whether the pre-training was conducted with synthetic data or not, for both the LDB and

ADB cases. This reinforces that real data is imperative when seeking maximum performance.

None-the-less, the LDB Synthetic→Synthetic classifier being able to classify targets at >93%

shows that acceptable performance can be induced even when no real drone data is present
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Table 8.4: Best accuracies of the optically, real and synthetically radar data pre-trained models

Model Training Configuration ADB Accuracy LDB Accuracy
ACNN Sup. Optical → Sup. Real Radar 92.23 98.58
RCNN Unsup. Real CAE → Sup. Real Radar 92.90 98.69
RCNN Unsup. Synthetic CAE → Sup. Real Radar 92.68 98.69
RCNN Unsup. Real CAE → Sup. Synthetic Radar 91.28 93.69
RCNN Unsup. Synthetic CAE → Sup. Synthetic Radar 91.59 93.31

what-so-ever, however the classifier does exhibit stronger bias towards predicting challenging
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(a) Boxplot comparing results with All Drones and Birds (ADB) dataset.

(b) Boxplot comparing results with Large Drones and Birds (LDB) dataset.

Figure 8.5: Comparison of optically pre-trained ACNN and 4 real and synthetically Radar
(pre-trained) Convolutional Neural Network Classifier (RCNN) classifier results.

edge cases as birds. As discussed in Sec. 7.2.3, further variation of the synthetic data beyond

the restrictions to recreate the real original data would better allow the deep learning model to

learn more general, universal features of drone targets.

Results as presented here could be improved vastly with larger quantities and variation of
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simulated data. This work has shown that it is possible with radar data alone to build and pre-

train a CAE and fine-tune it as a supervised CNN that can match optically pre-trained AlexNet

CNN models. This method also allows the use of synthetic data in parts of training without too

significant a comprimise, supporting and extenting the work for Chapter 7. This is a significant

finding that will empower classifiers to possess deep, synthetically engineered features from

excess quantities of simulated data, before fine-tuning on a modest amount of real, synthetic or

mixed data to direct the learned features towards classification.

8.2.2 Latent Representation of Bird and Drone Data

Having established the potential for the CAE to be able to classify drones and birds in the

Sec.8.2.1 previously, next an exploration of the latent representation of birds and drone targets

is conducted to attempt to understand how well the unsupervised approach has understood

the data without labelling. The visualisations of the learned representations can show if the

convolutional layers have learned meaningful features. This section will show various views

of the representation learned by a simple CAE on real L-band bird and drone radar data. This

will be, an assessment of the encoder through class-labelled latent variable scatter plots, the

decoder through sample generation by latent sampling, and the end-to-end Autoencoder (AE)

by observing the input sample reconstructions.

Shortly the function of the CAE on the LDB dataset will be considered, but first as performed

in other published studies, we will show the decompositions of the original dataset with PCA,

tSNE and UMAP to gauge both the operation of the techniques and the initial separability of the

dataset. These techniques will be used to visualise the latent dimension if it is greater than 2. The

decomposition of the training set of the LDB data is shown for these three techniques in Figure

8.6. The operation of these techniques, UMAP and tSNE, are effectively to preserve the distance

between points from the original high-dimensional space to the 2D embedding space. Thus,

if two points are very close together in the 2D embedded space, then these two points are also

(relatively) close together in the original space. Otherwise, the axis values and positioning are
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fairly meaningless - it is the spatial relationship between points that these techniques preserve.

800-1500 samples per class were used in each labelled latent scatter plot in the remainder of this

work, with an equal number of random samples across the classes.

(a) PCA, tSNE and UMaP with LDB Train Dataset

(b) Radar Source of PCA (c) Radar Source of tSNE (d) Radar Source of UMaP

Figure 8.6: Various Representations of LDB Training Dataset Decomposition. Birds (Blue),
Inspire (Red) and Matrice (Black) and Radar#1 (Green) and Radar#2 (Orange).

The data is presented in two formats. For the top row (Fig. 8.6a) the data labels are bird (blue),

Inspire (red) and Matrice (black). The bottom row (Fig. 8.6b-Fig. 8.6d) is the same data but

now the data labels are the respective radar i.e Radar#1 (green) and Radar#2 (orange). This is

useful as the two radars have different power budget and background statistics, and we can see

if the learned representations are split between target features, or radar source. The two clusters

are not entirely split by the radar source, but many sectors of the representations are exclusively

comprised of either radar.

A new, Simple Convolutional Autoencoder (SimpleCAE) structure was created inspired by

the results of Sec. 8.2.1 using 3 convolutional layers. Some further changes were made to
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encourage better learned representations, as the ACNN was found not provide consistent latent

representations compared to other model configurations tested. The ACNN was created for

the express purpose to performing a comparison with the AlexNet configuration, and for this

section the creation of an original neural network aimed to showcase representations learned

using a basic CAE implementation. The model was tweaked as follows, each choice with

the motivation of encouraging compression of features towards the bottleneck, in contrast to

AlexNet which increases the number of features up to the final classification layer. The size of

the convolutional layers were changed to 17→9→3, that with the size of the input image, now

169×169, makes the largest window 1/10 of the sample input. Only the sized 17 convolutional

window possessed a stride which was 4. The max-pooling was after only the first convolutional

layer, and had again a window size of 3 and a stride of 2. The number of channels outputted

from each successive convolutional layer was reduced closer to the latent space (64→32→16,

as opposed to 48→64→96 used previously) to improve the compression of information towards

the bottleneck. Only one fully connected layer between the convolutional block and the latent

variables was used to promote more learning within the convolutional layers, unlike in AlexNet

using two, where many features need to be non-linearly combined to make a single prediction

given its great number of classes. The radar study [98] did not use any linear fully connected

layers between the convolutional layers and the latent variables. However in this work with

greater levels of noise from the urban, outdoor long ranged environment and the use of two radar

systems differing in performance, features of noise learned from the data can be introduced into

the latent representation superimposed with target features easier with a fully-connected layer.

No dropout after fully connected layers was used, as had been in all training previously, as it

was found to significantly slow and reduce the repeatability of representations learned.

Figure 8.7 shows this SimpleCAE architecture used to create the latent representations in this

section. For its training, a sweep of learning rate order of magnitude was used without any

learning rate variation. Consistently, 10−5 gave the latent representation the clearest defined

structure as well as the best separation of labels that will be seen throughout this section. The

effect of learning rate on unsupervised classification will be considered in Sec. 8.2.3. Using this
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basic model, we will explore changing the latent dimensionality used to explore the effect of the

compression bottleneck on the overall training. The size of the latent dimension will be denoted

in this section as a subscript, for example SimpleCAE2.

Figure 8.7: SimpleCAE architecture used to create the representations shown in this section.

We begin by observing the latent representation in Figure 8.8 for the SimpleCAE2 for only 2

latent variables. Figure 8.8a shows the latent scatter plot of the LDB test set of the SimpleCAE

trained for 50 epochs. The plots for the entire dataset are shown labelled according to target

type. It can be seen that two clusters of data are formed again, and zoomed in plots are shown

for each of the clusters in Figs. 8.8b and 8.8c. It can be seen that the right cluster has very good

separation of labels, with a very small section of overlap between the large drones and birds. The

left cluster also has a fair separation of labels although the spacing between variables is much

tighter. In Figs. 8.8d and 8.8e the radar source is shown relative to the points. In Fig. 8.8d, it

can be seen that the radar source is not as impactful in the CAE latent representation, with only

the top left corner of the left cluster mapped to Radar#2 drones. In the right cluster, the radar

source is fairly spread out across the distribution, where there is not a region that is exclusively

mapped to a unique radar. With comparison to the full dataset decomposition earlier in Figure

8.6, the radar of origin is significantly less relevant to the natural unsupervised clustering of the

data. This shows that the SimpleCAE2 has comparatively learned more about the target data,

and become less concerned about the radar specific features that occurred when measuring the

target.
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(a) All samples with class labelling

(b) Zoom into left cluster with class labelling (c) Zoom into right cluster with class labelling

(d) Zoom into left cluster with radar labelling (e) Zoom into right cluster with radar
labelling

Figure 8.8: CAE on LDB test set with 2 latent variables. Matrice is Black, Inspire is Red and
Birds are Blue, while Radar#1 is green and Radar#2 is orange.
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Figure 8.9 shows the same labelled latent representation as Figure 8.8 but with the samples

that were processed by the decoder annotated on to the position of its latent coordinate, where

Fig. 8.9a shows the right cluster and Fig. 8.9b shows the left. The color of the bounding box of

each spectrogram image is the same as its class of origin. Targets can be visibly assessed in

these samples for a sense of how the latent space handles different spectrogram features. The

left cluster is more mixed, with the top left region dedicated to Radar#2 drone signatures, while

the top right shows strong bird flocks, and the bottom right extension containing birds or no

target. The right region in Figs. 8.8c and 8.9a have a more defined boundary of separation of

labels than the structure of the data that lead to this representation. Again, single birds and

targets with no body Doppler that were obscured by clutter are seen on the far right extension.

Moving left from this point enters a confusion zone where the labels are strongly overlapping.

Beyond this point the distribution splits into two where birds are high on the y-axis, and drones

exist at lower values on the y-axis. Generally as the y-axis value decreases, the samples go from

birds, to targets with strong 𝜇Doppler, to drones with feint 𝜇Doppler and strong clutter lines.

Overall, the annotated samples show the latent space has an interpretable gradation of features

that matches the variation of real data. Quantitatively assessing this gradation of physical

spectrogram features in a latent representation is of interest as future work.

Up till now only the learned representation of the encoder has been shown, from which the

decoder creates the reconstruction that ultimately decides the neural network loss. This is

loosely tied to the encoder mapping without a variational component or other extension to the

approach. We will observe how the bird and drone input samples were reproduced at the decoder

output, 𝐷 (𝐸 (𝑧)). Figure 8.10 shows the reconstructions of 4 train and test samples for the drone

and bird classes from the LDB dataset. In the left column, the original spectrogram sample is

on the left, while its reconstruction after a full forward-pass of the SimpleCAE2 is shown on the

right. Additionally, the central spectra in the middle of these spectrograms shown are displayed

in the right column, with the original spectra in black and the reconstructed spectra in red.
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(a) Sample annotated latent distribution of right cluster.

(b) Sample annotated latent distribution of left cluster.

Figure 8.9: CAE on LDB test set with 2 latent variables.
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For each of the train and test examples, it can seen that the signature has been somewhat

replicated in the reconstructions. The background level of the reconstruction was often not

well replicated, but in spite of this, target features were occasionally reasonably captured in the

reconstructed spectra and spectrograms. The depth of background color, corresponding to the

SNR of target signal, of the reconstruction is in fact unrelated to the input as can be observed

across examples within Figure 8.10. Some details of the target returns have been learned in

the test and training sets, while the background level was not frequently robustly copied and

learned. For several drone examples in Fig. 8.10, the positioning of many HERM lines were

nicely captured in the reconstructions, however the variation of signal level not mapped well

in the latent representation. This provides some confidence that the learned representation has

captured important target features while largely ignoring the global radar features, while only

using two latent variables. Later, analysing the reconstructions with a greater latent dimension

size that would in theory allow more space for the latent representation to understand the targets,

will be presented.

Figure 8.11 shows the decoder sampled along each latent axis as shown in Fig. 8.11a where

samples are generated along the (two) perpendicular axes crossing through the latent origin. In

this case with 2 latent variables, the ‘0’ and ’1’ indicates the first and second latent axis, which

corresponds to the x and y axis highlighted in Fig. 8.11a2. These plots show the robustness of the

decoder by testing if realistic samples are produced in all regions of latent space. Fig. 8.11b shows

the decoder constructions out to 𝑧𝑑 = ±30. From the latent representations shown previously,

the top right cluster existed at about (28, 14) in latent coordinates. It is not clear that any of the

samples produced are realistic or even plausible as target samples. In comparison, Fig. 8.11c

shows that the decoder has learned a sense of the stationary clutter and effect of the low pass filter,

that differed across samples based on the clutter properties at the location and height of flight.

Fig. 8.11d looking near to the origin possibly has the most realistic target samples, showing

returns similar to bird flocks in the negative direction and a semblance of drone 𝜇Doppler in

the positive direction. This result with some promise, motivates efforts to induce more robust

2See Appendix A.2 for the same procedure applied to SimpleCAE with up to 32 latent variables.
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learning to create more continuous latent representations, where a sampling procedure like

described here may showcase a more interpretable gradient of radar return features.

(a) Train Drone
Spectrogram

(b) Centre Spectrum of
(a)

(c) Test Drone
Spectrogram

(d) Centre Spectrum of
(c)

(e) Train Bird
Spectrogram

(f) Centre Spectrum of
(e)

(g) Bird Test
Spectrogram

(h) Centre Spectrum of
(g)

Figure 8.10: Reconstructions of spectogram and central spectra with LDB dataset. Originals
are left and black, with SimpleCAE2 reconstructions on right and in red.
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(a) SimpleCAE2 with latent axes highlighted.

(b) Between ± 30 in steps of 3

(c) Between ± 7 in steps of 1

(d) Between ± 2 in steps of 0.2

Figure 8.11: LDB trained decoder uniformly sampled along each latent dimensional axis.

It could have been already reasoned from observing the latent representation that the decoder

would not produce realistic samples, in Figure 8.8, which shows that the two clusters of data

occurred near the origin and in an extended zone at (28,14). This means that at, for example, (-

28,-14) we would not expect any realistic samples to be produced. An ideal learned representation

could produce original, realistic samples up to ±∞, but in practice this is not likely to be realised.

Then, also considering that the reconstructed samples were weakly matching the original input,
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showing that although learning had taken place, it was not sufficiently robust to also predict other

features of the samples, such as background power. This shows that the latent representation

is serviceable as it was able to cluster our samples fairly effectively, but could be improved to

overcome these demonstrated limitations. Extensions to the basic CAE approach such as the

SimpleCAE used here are known to improve random sampling of the decoder by ensuring the

decoder is regularised to learn a complimentary mapping. That said, the fact that unseen test

samples were well reconstructed to the same level of fidelity to the training samples shows that

the exists a reasonable representation of the finite real dataset, but it has not yet learned a fully

robust representation of all possible bird and drone manifestations.

These downsides of the results presented could also be postulated to be a symptom of attempting

to do too much compression of our dataset into just two latent variables, SimpleCAE2. Results

with different latent variables presented in the same format as above for SimpleCAE2 are shown

in Appendix A.2. On these latent variables, classification can be conducted directly using an

algorithm such as kNN, k-Means or Guassian Mixture Models [291]. We will use a kNN here

to assess the self-separation of labels of the LDB test dataset. A simple k-Nearest Nearest

Neighbours Self-Similarity (kSS) algorithm was defined to give a basic assessment of how well

separated the labels were amongst the latent variables:

1. Using an input of two sets (e.g. Train and Test, or both could be the same set),

2. Calculate the kNN classification result on the latent variables for each in the first (test) set

against the second (train) set.

3. Repeat for k = 11, 31, 51, 71 and 91,

where in this case of using the same set for the kNN test and training data, this performs an

evaluation of the separation of labels amongst the latent variables of that set. Later in Sec. 8.2.3,

the two input sets will be the train and test sets which will check how similar the training and

test sets’ latent distributions are, which along with loss or accuracy is possibly a method of

determining when the model is optimally trained.
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Table 8.5: Table of results with LDB dataset comparing unsupervised kSS results

kNN input Accuracy
SimpleCAE2 80.9
SimpleCAE4 87.2
SimpleCAE8 89.6
SimpleCAE16 88.6
SimpleCAE32 88.6

28561D Full Dataset 88.4
Full Dataset + tSNE to 2D 93.5

The kSS results using only the test set for the CAE models are shown in Table 8.5, along with

the results of the tSNE dataset decomposition and the dataset itself. The kNN of the CAE

results were applied directly to the latent distribution and not the 2D visualisation. It appears

that the separation of classes increases by 7% going from 2 to 16 latent dimensions. The overall

structure of the latent space was similar between the tSNE and CAE+tSNE with more than 2

latent dimensions. For the CAE with 2 latent dimensions, the structure of the representation was

much simpler, having experienced much more compression which resulted in the lowest kNN

separation metric. The full dataset decomposed with tSNE and kNN applied to the 2D output

was 93.5% while the kNN on the full 169×169=28561 dimensional data input was 88.4%. The

deficit of the CAE separation only by scrutinising its latent variables, is not of great concern for

classification, as it was shown that supervised fine-tuning on the similar Alexnet-likeRCNN3

from Sec. 8.2.1 was able to achieve over 98% on this same dataset. The SimpleCAE from this

section has been shown to produce latent representations that possess interpretable features with

meaningful separation of classes, while also showing a degree of invarience to artefactual radar

features. The following and final Sec. 8.2.3 aims to investigate whether separation of classes

amongst the latent variables is conducive to achieving better classification after supervised

fine-tuning for drone-vs-bird classification.
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(a) Dataset+UMAP

(b) CAE+UMAP with 32 Latent Variables.

(c) CAE with 2 Latent variables.

(d) Zoom into right cluster in (c).

Figure 8.12: ADB labelled latent scatter plots of test set at epoch 30. Mini (pink), Inspire (red)
Matrice (black) and birds (blue).
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So far in this section, the latent space separability, sample reconstructions and decoder sampling

have all been assessed using the real data LDB dataset. Now a selection of the previous analysis is

repeated on the All Drones and Birds (ADB) dataset in order to consider the addition of 𝜇Doppler-

less drone targets in the labelled latent scatter plots. The addition of these targets reduced

supervised classification accuracies by about 8% for the AlexNet (pre-trained) Convolutional

Neural Network Classifier (ACNN) (Sec. 5.2.5), and by 6% for the AlexNet-like Radar (pre-

trained) Convolutional Neural Network Classifier (RCNN) (Sec. 8.2.1). Figure 8.12 shows the

latent variable representations for the following cases:

• Fig. 8.12a of the full ADB dataset decomposed with UMAP

• Fig. 8.12b using SimpleCAE32 and UMAP

• Fig. 8.12c using SimpleCAE2

• Fig. 8.12d using SimpleCAE2 zoomed into main cluster

In each, the Mini samples (pink) are fairly well clustered and unsurprisingly found scattered

amongst bird data. It is additionally observed in each case there are dedicated regions of bird

data where pink Mini data exists extending out of the main cluster, that are mixed with bird data

that is also adjacent to large drones with 𝜇Doppler. The tSNE embedding used in Figs. 8.12a

and 8.12b makes the clustering very easy to visualise. The same is true for Figs. 8.12c and

8.12d, but the embedding without a visualisation aid might make it harder to see at first glance.

The essential similarity of the three outputs shows that all SimpleCAEs, even the SimpleCAE2,

was able to perform dimensionality reduction to contain understanding of the targets’ features

that were learned without labelled data.
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Thus far, only datasets from featuring drones and birds have been analysed. It has been shown

that the variety of bird signatures in the collected dataset is large, so some insight can be

gained by looking at the a bird dataset in isolation. Efforts to better understand these returns

can be achieved with autoencoders by clustering of similar targets without laborious labelling.

Figure 8.13 shows the latent variables that were coarsely labelled by visual inspection on a per

flight basis, as a ‘flock’ (red), a ‘single’ (blue), or ‘unspecified’ (pink) that meant it was not

a clear example of either. Figs. 8.13a, 8.13c and 8.13e show results for the test set applied

to SimpleCAE8 at the 10th epoch of unsupervised training visualised with UMAP, along with

Figs. 8.13a, 8.13c and 8.13e that show the result for the entire test set decomposed with the

same UMAP parameters. Again, the overall separation of labels are similar in Figs 8.13a

and 8.13b, while in Figs 8.13c and 8.13d labelled by radar of source shows that their global

representation is similar to each other, with one cluster containing exclusively Radar#1 targets

with the other featuring a mix. For both the Radar#1 clusters, the CAE and UMAP visualisations

are annotated with some spectrogram samples in Figs. 8.13e and 8.13f, to illustrate the mapping

of features achieved with both the UMAP decomposition with and without the SimpleCAE.

Both approaches produce a meaningful mapping of samples that is possibly much more accurate

than the colour labels assigned at the track level by the human labelling procedure. The bottom

right of the SimpleCAE8+UMAP results (Fig. 8.13e) and the top of the Dataset+UMAP result

(Fig. 8.13f) both clearly display the success of the unsupervised approach by showing a region

where extracted features conducive to flocking activity were detected and thus assigned.
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(a) CAE+UMaP with coarse labelling. (b) Dataset+UMaP with coarse labelling.

(c) CAE+UMaP with Radar Labels (d) Dataset+UMaP with Radar Labels

(e) CAE+UMaP with samples annotated

(f) Dataset+UMaP

Figure 8.13: Comparison of SimpleCAE8+UMaP and UMaP with opportune bird test set at the
70th epoch of training. ‘Flock’ (red), ‘Single’ (blue) and ‘Unspecified’ (pink) labels as

described in Section 4.3.4.
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8.2.3 Latent Representation vs Classification Performance

So far we have used the learning rate 10−5 in all training of the 17-9-3 SimpleCAE for the latent

representations, and shown that features are captured by the CAE to successfully cluster similar

data together in the encoder, and at times produce reasonable reconstructions with the decoder.

Extensions to the autoencoder may improve these latent representation in a number of ways as

discussed. Sec. 8.2.1 showed that a basic CAE model pre-trained on a dataset of ∼5000 real

radar samples with supervised fine-tuning for classification (AlexNet-likeRCNN) was shown

to outperform the optical pre-trained AlexNet CNN (ACNN). Additionally, it was shown that

there are configurations of a basic CAE model that can learn somewhat interpretable latent

representations of the dataset. In this final section we address the question how interpretabilty

of a latent space is related to the classification performance observed after the final supervised

fine-tuning step to create a RCNN.

At first, the selection of epoch for assessing each of the trained autoencoders had to be decided.

Each were trained for a fixed value of 31 epochs. As before the kSS was used to gather

classification results directly from the latent variables used previously to populate Table 8.5.

The kSS was used on the datasets three times, with the unseen test set evaluated against itself,

the train set evaluated against itself, and the unseen test set evaluated against the training set -

which factors in if the learned representations are being applied similarly to previous seen and

unseen samples. The mean of these three results was determined to be the best trained model,

and was used as the value of assessment of unsupervised performance. The epoch of this result,

was then used as the starting point for supervised fine-tuning of the RCNN with the training set,

tested on the test set. .

The same 17-9-3 SimpleCAE model was trained, sweeping the learning rate in powers of 10 from

10−8 to 10−1 and the size of latent dimension in powers of 2 from 2 to 32. These were then fine-

tuned in a supervised manner identically as described in Section 8.2.1, here using the All Drones

and Birds (ADB) dataset. Initially, how the SimpleCAE8 that has 8 latent dimensions performs

as a function of epoch is illustrated via tSNE at 1, 3, 9 and 27 epochs (see Figure 8.14), while
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the corresponding reconstructions and decoder latent sampling results are shown in Appendix

A.3, in Figure A.6 and A.7. These figures show that as the model learns with increasing epochs,

so a finer structure is possessed within the clusters of the latent space visualisation. As it is a

possibility that autoencoder features become over-tuned to the training set, the kSS evaluation

used here also considers similarity of mappings across and between the training and test sets.

The test and training sets were used equally in the unsupervised performance evaluation, while

only the test set was used in the supervised evaluation, with a separate validation set used as

standard to combat overfitting retaining blindness to the test set.
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(a) 1 Epoch (b) 3 Epochs

(c) 9 Epochs (d) 27 Epochs

Figure 8.14: Labelled Latent Variables for ADB after a number of epochs of training.Mini
(pink), Inspire (red) Matrice (black) and birds (blue).

Next, the assessment was repeated for a number of CAE configurations. A total of forty versions

of the SimpleCAE were trained in a 5-by-8 grid of 2, 4, 8, 16 and 32 latent dimensions and learning

rates of 10−1,−2,−3,...,−8, and the epoch that scored the highest in the mean of kNN evaluation
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was then fine-tuned with the same training set in a supervised fashion into a RCNN identically

as described in Sec. 8.2.1. Figure 8.15 shows the best mean unsupervised kSS evaluation on the

x-axis with the, classification accuracy from the subsequent supervised fine-tuned RCNN along

the y-axis. It is quite straight-forward from this plot to scrutinise if better latent representation

allows a good choice of model for the downstream task of classification. The figure shows

the results annotated with the CAE training configuration used, with Figs. 8.15a and 8.15b

highlighting the learning rate and Figs 8.15c and 8.15d showing the latent dimensionality.

(a) Annotated with Learning Rate (×10𝑥) (b) zoom of (a) to best performing

(c) Annotated with Latent Dimension Size (d) zoom of (c) to best performing

Figure 8.15: Mean kSS Evaluation of CAE pre-training plotted against supervised fine-tuning
classification.

The comparison of the supervised and unsupervised metrics shows two main clusters of perfor-

mance. The first is the top right hand part of this graph. This is showing that high accuracy (i.e
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>85%) with supervised classification correlated with good latent representation that sat around

80-84%. The other cluster to note are where latent representations near 75% unsupervised kNN

score, produced very poor supervised classification results just above 50%. So these plots show

that better latent separation can in the main lead to better classification accuracy. However,

there is one result in the top left where a unsupervised score of <70% still resulted in very good

classification accuracy.

When observing the pattern of the colours and annotations, the origins of the general trend with

respect to the CAE training parameters is more clear. It can be seen comparing Figs. 8.15a

and 8.15c that the choice of learning rate was much more significant than the choice of latent

dimension. Beyond 10−5, the supervised accuracy falls to 50% random guessing with the kNN

result fixed around 75%. Slightly below the 10−5 sweet spot, kNN evaluation scores are above

80% which are the best of the experiment. All of these performed well after supervised fine-

tuning, but they did not consistently perform the absolute best after supervised learning. The

learning rate of 10−5 trained the CAE with 16 latent dimensions however did perform the best

in both the supervised, and amongst the best in the unsupervised metrics.

Interestingly and constrastingly, the lowest learning rate 10−8 held the 2nd-4th best position

for supervised accuracy as an RCNN, despite performing the absolute worst in the the kNN

evaluation of the unsupervised CAE. In fact, the lowest learning rate of 10−8 on average had the

best supervised classification performance. This shows that the CAE is an excellent initialisation

method for a supervised CNN, despite its latent representation not showing as strong label

separability as compared to the other choices. As the learning rate increased to 10−5, the

kNN evaluation is increased while the supervised results perform slightly poorer and more

inconsistently, with the sole exception of the best overall supervised accuracy at 10−5.

In summary, using very low learning rates for CAE training without consideration of the

latent representation was shown to consistently achieve near-saturated classification results with

supervised fine-tuning. However, the overall best supervised performance came from a CAE that

had a good latent representation achieved by using a higher learning rate. Thus, training a CAE
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optimising for the quality of latent representation can produce better results with more effort.

For practical applications, it may be advantageous to perform a low learning rate training of a

CAE on great quantities of varied synthetic data, before fine-tuning on a more modest amount

of real data that was available to the operator, or alternatively, to maximise the quality of the

latent representation before robustly optimising the fine-tuning process. Both approaches have

been shown viable over the course of this Section 8.2, and demonstrations in future work will be

useful for better understanding the balance between performance, robustness and interpretability

of the risks and merits to the approaches described in this chapter.

8.3 Chapter Summary

This chapter explored the CAE for classification and latent analysis of the bird-drone L-band

radar data. The aspects of its operation that were explored are summarised in the following list.

• Section 8.1 at first, explained the basic operation of a CAE, and reviewed four com-

mon extensions to modify the unsupervised loss function and their use in existing radar

literature.

• Sec. 8.2.1 compared results from the optically pre-trained, transfer learned AlexNet

(ACNN), with a CNN classifier pre-trained as an Alexnet-like CAE on real radar data

before supervised fine-tuning on the same radar dataset (RCNN). Only two epochs of

unsupervised training as the CAE occurred before 30 epochs of supervised fine-tuning.

The radar data only, CAE pre-training approach was able to outperform the optical transfer

learned comparison, for both the LDB and ADB datasets, albeit by less than 1% (see Table

8.3).

• Afterwards, Sec. 8.2.1 again repeated the classification experiment using the 3 convolu-

tional layer CAE that consistently performed the best, but using synthetic data for pre-

training and fine-tuning along with real data. The optical benchmark was again surpassed

by the CAE approach, regardless of whether pre-training was conducted with synthetic
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or real data (see Table 8.4). Compared to the ACNN, pre-training and fine-tuning with

synthetic data was within 0.6% of the benchmark for the ADB dataset, and 5.4% for the

LDB case. These results, published in [4], demonstrates near state-of-the-art performance

using a modest amount of real and synthetic radar data, which was a key goal at the outset

of this thesis and assists to lift the burden of data collection towards the enablement of

robustly trained deep learning algorithms for radar-based drone surveillance.

• Sec. 8.2.2 presented an overview of the latent representations learned by a simple CAE of

the L-band bird and drone spectrogram collection. A 3-convolutional layer CAE, different

to before called the SimpleCAE, was used which was better tailored to produce meaningful

latent representations faster, with unsupervised training on a greater number of epochs

of either 30 or greater. Labelled latent scatter plots showed the latent representation to

possess structure with separation of dataset classes and features. Training and test samples

were reproduced at the output of the CAE showing that the representation preserved the

input data. Arbitrary sampling of the decoder did not consistently generate realistic

spectrogram samples, but target and background features were present.

• Sec. 8.2.3 also using the SimpleCAE, compared the class separation of the latent variables

learned by the unsupervised CAE with the supervised accuracy after fine-tuning on real

data. Generally, it was shown that better unsupervised separation of classes led to a better

supervised accuracy. It was shown that training with a very low learning rate will not

likely lead to good separation of labels with an unsupervised metric, but after fine-tuning,

a classifier is able to get results comparable to those achieved with more interpretable

latent representations.
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Chapter 9

Conclusions and Future Work

In this final chapter, the original findings shared in this thesis will be reviewed in Section 9.1.

Directions of future work where they may complement and extend the techniques developed,

are suggested in Section 9.2.

9.1 Conclusions

This work aimed to assist in the subject of radar-based drone detection. The chief issue existing

in this domain is the differentiation of detected, small airborne targets as to whether they contain

drone presence or not. In the Introduction (Chapter 1), radar systems were shown to be a

powerful and flexible drone surveillance choice amongst a variety of different options. It was

argued that radar is possibly the most robust of methods for such a surveillance application, as

their operation does not require ambient visible light, can be weather-proof, and can operate

over substantial ranges. The classification of such targets in radar is imperative to allowing such

systems to robustly defend and warn against an active drone threat, and not be confused with the

detection of ambient bird targets. Chapter 2 reviewed the relevant fundamental radar techniques,

with a focus on drone targets and Doppler processing. Chapter 3 reviewed a selection of common

machine learning methods and mechanisms, with a survey of these methods as applied in radar
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studies.

Chapter 4 subsequently detailed the collection of a large amount of real, urban bird and drone

data that were to be used for benchmarking an existing classifier approach, as well as to be

used later to develop novel classifier training and architecture methods. The collected dataset is

uniquely challenging with comparison to existing radar literature due to the following.

1. Using L-band staring radar 4 km from the centre of a major city is a particularly challeng-

ing. The high levels of ground and building clutter in the radars field of view, combined

with the 90◦ fan transmit, and smaller but still substantial, receive beams together mean

measurements contain a lot of stationary returns, as well as returns from multiple targets.

2. The use of two L-band staring radar systems in the urban environment that are of the same

make and model but with different gain, power and phase noise profiles both in the urban

environment provided a degree of signature variation that would be far greater than that

expected from a single system.

3. Finally, the dataset features 4 different drones that were measured by the radar at ranges

up to 4 km, and birds were gathered in their natural environment up to ranges of 5 km

and beyond shown a wide variety of natural returns featuring many species and flocking

occurrences.

Chapter 5 used a transfer learned Convolutional Neural Network (CNN) to gauge the classifica-

tion performance on different configurations of drone targets. The AlexNet CNN was used for

fine-tuning with the collected radar drone and bird dataset. On the LDB dataset that featured

only large drone targets where the rotor-blade 𝜇Doppler was visible to the L-band radar, the

CNN was able to classify bird and drone targets to above 98.5% accuracy similarly to other

works (Sec. 5.2.3). Two smaller drones that did not produce detectable 𝜇Doppler due to their

plastic rotor blades being too short posed a more challenging classification task (SDB). The

𝜇Doppler-less drone targets were classified to 89.2% alongside more similar bird targets. Using

a mix of large, 𝜇Doppler present and small, 𝜇Doppler absent drone targets (ADB) forced the
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classifier to learn features for drone classification in excess of the 𝜇Doppler. This classifier

performed with 90.7% overall accuracy, with 94.0% large drone accuracy and 73.3% small

drone accuracy. This chapter thus reinforced that the 𝜇Doppler is very important for drone

classification if it is detected, and targets without 𝜇Doppler may still be classified with slightly

less reliability. The challenge to classify small drone targets was made difficult by using a short

dwell of 5 seconds for classification samples, alongside a diverse collection of bird signatures

that at L-band frequently did not display significant 𝜇Doppler but did had a lot of signature

variation.

To ease the reliance of deep learning classifiers on available, collected real data, the creation of

synthetic data was investigated and reported as a major contribution of this thesis. Chapter 6

described an existing helicopter timeseries signal approximation, which was adapted for drones

in a number of more recent works by considering more than one rotating motor structure. The

derivation of this signal was shown ab initio and was used throughout in the creation of synthetic

data. Work prior to this failed to fully consider or implement the reality that the motor speeds

of a flying drone are highly fluctuating, and so the simulation parameters of the drone’s (four)

motor speeds were given close attention. By extracting real motor speeds from a drone flight,

constructing realistic simulated data from the flight logs and the injecting into a real recorded

radar background, some highly convincing synthetic spectrograms have been produced and the

understanding of the technique improved.

In addition, in Chapter 7, synthetic drone data with different resampling options of real recorded

motor speeds was investigated for its efficacy when used as synthetic training data for classifica-

tion real spectrograms. While increased amounts of training data is one of the key motivations

of synthetic data creation, instead the approach adopted was to use the real-trained benchmark

established in Chapter 5 with swapping of the real drones producing 𝜇Doppler with equivalent

synthetic drones. Thus, a synthetic dataset was constructed that was an attempted replication of

the real benchmark dataset, enabling the performance to be evaluated as a function of the syn-

thetic data fidelity. The highest fidelity synthetic 𝜇Doppler data that was introduced in Chapter
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7 (Multi-rotor, Sub-CPI sampling) performed within 3% of the real benchmark, while mixing

real and synthetic drone data showed a 1.5% improvement over the wholly real bench-marked

data. Investigations on lower fidelity synthetic data with a single motor and fixed motor speeds

emphatically showed that if given the choice between the use of multiple rotors or a single motor

with real speeds, the realistic speeds are the more important aspect to get correct when testing

on real data. The approach is instantly flexible to all radar systems so this area is ripe for future

work understanding the effect of different implementations of the proposed approach.

Chapter 8 presented an exploration of unsupervised learning to support drone-bird radar clas-

sification with an assessment of the Convolutional Autoencoder (CAE). Section 8.2 used the

gathered bird-drone dataset with an elementary CAE model to rigorously assess its general util-

ity, as well as if it can provide improvements to classification over the more established methods.

Sec. 8.2.1 showed a CAE pre-trained on a small (∼7,000 training size), real radar dataset and

fine-tuned on the same real data (RCNN) was able to out-perform the results from the well estab-

lished optically transfer learned AlexNet (ACNN) by 0.11% for the LDB dataset, and by 0.67%

for the ADB dataset. The synthetic dataset from Chapter 7 used for pre-training, fine-tuned

on real data was also able to marginally outperform the ACNN again by 0.11% for LDB, and

by 0.45% for ADB. Sec. 8.2.2 explored the latent representations produced by a similar CAE,

by assessing the outputs of its component parts, prior to supervised fine-tuning, to numerically

and qualitatively assess the performance of the unsupervised results. For the real dataset of

drones featuring 𝜇Doppler and opportune birds, the representations learned showed a natural

separation of target labels of unseen, test spectrograms, which shows the promise for enabling

explainability to the deep learning approach. Finally, Sec. 8.2.3 showed CAE performance as

a function of quality of latent representation. We showed that to achieve optimal supervised

fine-tuned performance: either training the CAE with a very low learning rate gains reliable

results; or alternatively, by optimising the learning rate for the quality of latent representation at

the unsupervised stage which can better the performance, but is harder to optimise in the super-

vised fine tuning stage. Overall, and in particular with the result of synthetic CAE pre-training

being effectively identical to that of real data, the approaches shared in the final Chapters 6-8
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will allow radar engineers to develop classifiers for bird and drone data that are robustly data

driven, that are not hamstrung by an impassable data collection burden.

Table 9.1 lists the main novel results of this thesis with reference to their presentation.

9.2 Future Work

We will finish with the following discussion of possible future work that would complement

the novel findings of this work, some of which is already underway at UoB and possibly

independently elsewhere:

1. Extracting Real Motor Speeds for All Drones

In Section 6.3, motor speeds from real DJI drone flights were extracted and were essential

for the production of the results that followed. It should be noted that the smaller Mini

and Mavic drones did not allow the extraction of their motor speeds, as their SDK is not

compatible with the current version of CsvView [274]. This was not an issue for this

work at L-band, but it will be at higher frequencies where smaller drones will produce

strong 𝜇Doppler. One solution is to approximate motor speeds of measured drones, using

a drone that has motor speed truth data available for the development of an algorithm.

One such approach has been published, co-authored by the author [6], that use a peak

detector and knowledge of the harmonic grouping of the sidebands. Otherwise, simulation

of motor speeds from a real flow trajectory as was done in [90] is a valid approach, as

more generally would be to simulate the drone and/or flight itself using Paparazzi [272]

or MAVERIC [273]. The further development and validation of simulations made with

either of these approaches will benefit greatly with the use of real recorded motor speeds

performed in this work.

2. Further Exploitation of Real Motor Speeds

With the link between the drones’ motor speeds and their appearance in radar spectrograms

shown in this and other work, much further exploitation can be done using true motor
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Table 9.1: Summary of key results presented in the thesis.

Section Result Reference

Sec. 5.2
The classification benchmarking of urban,

bird and drone L-band staring radar spectrograms
using the AlexNet Convolutional Neural Network.

Table 5.9
Fig. 5.3, 5.4, 5.5

Sec. 6.1.3 The consideration of rotor speeds for a
multi-rotor 𝜇Doppler drone simulation.

Equation 6.9
Fig. 6.4

Sec. 6.3.2
Exploration of the resampling of a

recorded motor speed signal to bring
improved fidelity of 𝜇Doppler signatures.

Fig. 6.7 and 6.8

Sec. 7.2
Synthetic training using entirely simulated

drone 𝜇Doppler to fall 3.1% below
the real baseline of Sec. 5.2.

Table 7.3
Figure 7.4

Sec. 7.2
Synthetic training using a hybrid dataset of real

and simulated drone 𝜇Doppler, showed a
0.9% improvement over the real baseline of Sec. 5.

Table 7.5
Figure 7.5

Sec. 8.2.1

The training of a CAE similar to the structure
of AlexNet (Alexnet-like CAE3) with fine-tuning on the same

radar dataset, outperforming AlexNet transfer learned
using the same radar data by 0.11% and 0.67%.

Table 8.3
Fig. 8.4

Sec. 8.2.1

The pretraining of Alexnet-like CAE3 with only
synthetic 𝜇Doppler and with fine-tuning using

equivalent real data, performing
equivalently or better to AlexNet transfer

learned using equivalent real data by 0.45% and 0%.

Table 8.4
Fig. 8.5

Sec. 8.2.2

Analysis of the latent space of an elementary
CAE trained with bird and drone radar data,

showcasing labelled latent scatter plots,
test and training sample reconstructions, and decoder sampling.

Fig. 8.6 - 8.13

Sec. 8.2.3
Assessment of latent variable separability via kNN

compared against subsequent supervised
fine-tuning classification performance.

Fig. 8.15
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speed values. At first, synthetic data based classification could be further improved with

a more refined simulation approach than the Sub- and Per-CPI sampling used in Chapter

7. Additionally, as the drone’s motor speeds are also a function of it’s operating objective,

plus accounting for environmental factors such as pressure and wind, it is conceivable

to map the features of the drone’s motor speeds to their operation in some way, such

as, determining whether the drone is controlled by joy-stick or by pre-programmed way-

points. The separating features between these two classes would be very subtle, but

the ability to test this approach with realistic synthetic data, perhaps with deep learning

approaches, will be an asset to its development.

3. Further Showcasing of Multi-Rotor Synthetic Data Advantage

As already stated, the synthetic dataset used in Chapters 7 and 8 was the same size and

with similar level of signature variation to the real data used for comparisons. Two natural

questions of how synthetic data can be used to benefit classification of real data are:

• Further Variation of 𝜇Doppler signatures

We phenomenologically attenuated the sidebands in the simulation to decay uni-

formly and symmetrically. Real drone data is rarely perfectly symmetrical due to

shielding and other factors. A stochastic, asymmetrical treatment of sideband power

will likely increase the robustness of features learned from synthetic data.

• Further Variation of Real Background

The noise and clutter backgrounds used in the synthetic data were the same as their

real equivalent flight. More widely varying the backgrounds used is an easy and

effective way to ensure robust classification within the operational setting of the data.

In the urban environment, we were restricted to where we could safely fly. Synthetic

data could be injected into radar returns from tall buildings or along roads or other

dangerous places of operation, that are the harder places to detect drones in the first

instance.
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• Extending the Quantities of Data

In deep learning, more data is generally better. However, it is possible that using

massive amounts of synthetic data could lead to overfitting in an un-predictable way,

reducing performance on unseen test data. A survey of the risk and merits to using

increased quantities of synthetic data would be interesting, especially with the use

of real data amongst synthetic data.

4. Explainable Classification using Unsupervised Representations

The learned representations of bird and drone data in Section 8.2.2 showed an interpretable

gradation of features in the labelled latent scatter plots. This could be used to assist and

bring interpretability for classification, for example, a small drone is flagged as a possible

threat, but it is also accompanied by a large bird flock, the system could provide more

intelligent situational awareness alongside a probability distribution of likely targets.

5. Improved Representations of Radar Returns

The representations learned by the basic CAE shown in Section 8.2.2 are an example

of what autoencoders can achieve. However, their distribution in the latent space could

be made more uniform, and the reconstructions and generated samples could also be

improved greatly. The autoencoder extensions detailed in Section 8.1.2 require more data

and more steps in essential training algorithm, possibly enabled with increased quantities

with synthetic data. If truly robust latent representations of radar target data are achieved,

then so arises the end-user challenge of communicating the gathered information across

to the security staff operators.
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Appendix A

Appendix

A.1 CNN Hyper-parameters

The tables list and describe the hyperparameters of the model, the training procedure and data

processing used for the training of all models in the thesis, unless stated otherwise in the text. Not

all hyperparameters were optimised for each experiment, but were experimented with for best

classification performance by hand prior to the secondary, more focused parameter optimisation

within each experiment and published result.
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Feature Examples Effect
Kernel Sizes (5,5) Maximum of feature learned

Number of Channels (In: 3, Out: 16) Volume of channels of feature multiplication
Grouped Convolutions (1,2,1,2,2) for AlexNet Parallel convolutional processing streams

Strides 1, 3, 5 Feature undersampling across sample input dimension
Max-Pooling (2,2) with (3,3) stride Undersampling of features within each convolution output
Normalisation Layer [169], Batch [170], Channel [171] For dataset variation, runtime, trainability considerations respectively

Linear Layer Width 4800 For feature processing, depending on dataset size and variation
Linear Layer Depth 2-15 For feature processing, depending on dataset size and variation

Input Size (277,277) Data Resolution vs Size and runtime of model in memory

Table A.1: Typical CNN Hyper-Parameters.

Parameter Examples Effect
Loss Function MSE or BCE Loss How target differentiation will be calculated and backpropagated

Epochs 16 to 500 Number of views of dataset required before overfitting
Batch Size 2𝑛 [313] Number of samples averaged together in each training

Optimising Algorithm SGDm or AdaM Backpropagation gradient decent measurement determination
Learning Rate 1𝑒−4 Strength and pace of learning, can be decayed over time

Activation Function Sigmoid or ReLU Non-linear component to learn and combine abstract features
Regularisation L1 or L2 Clipping of the learning gradient components calculated

Dropout 25% Zeros a random crop of inputs each batch to encourage training set invariance

Table A.2: Typical Training Hyper-Parameters.

Parameter Examples Effect
CPI Duration 4096 Trade-off of return dynamics and resolution

CPIs per sample 1,5,20 Trade-off of latency and information present
Doppler bins displayed 300 Crop out the high frequencies to the maximum bandwidth of target returns

Clutter Suppression High-pass Filter Increase dynamic range of signatures with high clutter

Table A.3: Spectrogram DSP options.
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A.2 ADB Latent Representations with 4-32 Latent Variables

Figure A.1 shows the labelled latent scatter plots using tSNE with perplexity=50 for the same

SimpleCAE but with latent dimensionality of 4, 8, 16 and 32. This figure includes at the top the

tSNE decomposition of the entire LDB test dataset. There is not a great deal of interpretable

difference between any of these latent scatter plots. All decompositions, including the original

dataset, both show two main clusters - with one of the clusters featuring a clear region where

Radar#2 returns exist at the edge of the cluster. This cluster (on the right in Fig. A.1c/A.1d, on

the left in A.1e-A.1g and below in A.1i/A.1j) in Fig. A.1b of the full dataset decomposition has a

clump in the middle of that belongs to Radar#2. For autoencoder versions of this observation, the

minor Radar#2 cluster is not as localised in the middle of a mass of Radar#1 returns. To differing

degrees in the latent representations this sub-cluster has been spread out into the structure of the

latent representation. However, overall the increasing of latent dimensionality from 4 to 32 did

not have as large an impact on the representation compared to the difference between 2 and 4.

Figure A.2 and A.3 show the reconstructions of bird and drone samples. Each model from 2

to 32 latent variables learned to reconstruct unseen test images, but it can be seen that at 32

latent dimensions, row 1 and 4 of Fig. A.2d, the quality of the reconstruction is much improved

where previously they were with a black background with feint signatures barely visible. These

examples are of complex returns of drone with phase noise induced self-clutter lines repeated

in Doppler that feature more frequently in Radar#2 signatures, suggesting possibly that larger

latent dimensions can better combine features from different sources in the spectrograms. Figure

A.4 and A.5 shows the decoder mapping for each of latent axes for the models with 4, 8, 16 and

32 latent variables. We can see that radar many samples are a plausible return - all showing

the effect of the low pass filter, and show a different type of target return. Some latent axis

show clear 𝜇Doppler returns, such as in the negative of the 4th latent dimension in Fig. A.2b

for 8 latent dimensions. However on the positive side of this, the returns are highly dissimilar

to any possible radar return. The latent axes sampling of 32 dimensions in Figure A.5 takes the

entire page, and throughout, many axes possess realistic samples and a reasonable gradation of
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features as the latent space is traversed away from the origin.

(a) Original Test set: Labels (b) Original Test set: Radar

(c) SimpleCAE4: Labels (d) SimpleCAE4: Radar

(e) SimpleCAE8: Labels (f) SimpleCAE8: Radar

(g) SimpleCAE16: Labels (h) SimpleCAE16: Radar

(i) SimpleCAE32: Labels (j) SimpleCAE32: Radar

Figure A.1: Latent variable visualisations of LDB using tSNE. Target labelled latent scatter
plots on the left and radar origin on the right.

276



277 APPENDIX A. APPENDIX

(a) 4 Latent
Variables

(b) 8 Latent
Variables

(c) 16 Latent
Variables

(d) 32 Latent
Variables

Figure A.2: Reconstructions of Drones for 4 to 32 Latent Variables.

(a) 4 Latent
Variables

(b) 8 Latent
Variables

(c) 16 Latent
Variables

(d) 32 Latent
Variables

Figure A.3: Reconstructions of Birds for 4 to 32 Latent Variables.
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(a) 4 Latent Variables

(b) 8 Latent Variables

(c) 16 Latent Variables

Figure A.4: Latent Axis Decoder Sampling of 4, 8 and 16 Latent Variables.
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(a)

Figure A.5: Latent Axis Decoder Sampling of 32 Latent Variables.
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A.3 CAE Decoder Performance on ADB Dataset

Figure A.6 contains the reconstructions of 4 samples for birds and drones from the LDB dataset

with increasing training epochs, using the SimpleCAE8.

(a) Birds at 1 epoch (b) Birds at 3
epochs

(c) Birds at 9 epochs (d) Birds at 27
epochs

(e) Drones at 1
epoch

(f) Drones at 3
epochs

(g) Drones at 9
epochs

(h) Birds at 27
epochs

Figure A.6: ADB test set reconstructions against training epoch.

Figure A.6 shows the latent axis sampling of the decoder trained on the LDB dataset with

increasing training epochs, also using the SimpleCAE8.
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(a) 1 Epoch (b) 3 Epochs

(c) 9 Epochs (d) 27 Epochs

Figure A.7: Decoder sampling of each latent axis against training epoch.
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