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ABSTRACT

It has long been postulated that light nuclei may exhibit molecular and clustered structures. Clustering in non-alpha

conjugate nuclei is of particular interest in demonstrating the role of valence nucleons in stabilising the nucleus. One

such example is the stability of the Borromean nucleus 9Be over its alpha-conjugate sibling 8Be [1]. Given the existing

works investigating these structures in 14C, it is the object of this thesis to explore the symmetries of the mirror nucleus
14O and investigate the existence of low-lying clustered states, and their respective properties. Novel approaches to track

reconstruction in TPCs have been developed, and used to make a preliminary investigation into the spectrum of the 14O

nucleus.

Shortly following the onset of the COVID-19 pandemic in early 2020, a concerted effort in the School of Physics and

Astronomy at the University of Birmingham arose to establish novel solutions for distance learning provision. In particular,

the challenge of providing robust, flexible teaching of undergraduate laboratory skills was identified as a key limitation

in responding to the exigent challenges posed by public health interventions during 2020 and 2021. To meet this need, a

virtual nuclear physics laboratory was developed and deployed to University undergraduate students, and their engagement

with this new resource recorded. An exploration of these findings, and future directions of the project, was subsequently

made.
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7.22 3D scatter plot of the simulated elastic scattering reaction shown in Fig. 7.7. Three track labels given by
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navigation links; and the main content, in which the experiment details are presented. Each white rectan-

gle represents a “card”, which can contain rich content such as rich text, interactive widgets, or images.

(b) Rendering of the “Getting Started” resource presented to new users of O-Lab. This page gives an

overview of the purpose of O-Lab, its core features and user-guide, and where to access additional support.178
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CHAPTER

TWO

INTRODUCTION

Experimental nuclear physics is fundamentally a discipline that is concerned with the strong interaction between quarks.

At the low-energy scale, it is not the strong interaction itself, but the residual strong interaction that acts between nucleons,

that is of interest. Investigations into the nature of this interaction, and the physics that emerges from its presence in the

many-body system of the nucleus, lie at the heart of the field. An introduction to the contemporary understanding of the

nucleus, and the role of the strong interaction in its behaviour, is given in Section 3.

Experiments that probe the nature of the residual strong interaction must ultimately proceed through scattering exper-

iments, whereby systems of nucleons are brought together in order to glimpse the properties of the ensuing interaction

throughmeasurement of the products. These scattering reactions prove to be experimentally challenging; for example, one

or more of the interacting systems may have microscopic lifetimes, or a range of interaction energies must be explored.

A cornerstone technique in the exploration of these novel systems has been the use of time-projection chambers (TPC),

such as that used in ALICE [2], in which the trajectories of particles moving through the chamber can be reconstructed.

A discussion of TPCs, and the physics which governs their use, is conducted in Section 5.

Associated with the use of TPCs is the task of identifying the tracks left by particles moving within the detector chamber,

and subsequently determining their kinematic properties. These two processes of track identification and track fitting

are introduced in Section 7. Existing techniques include sequential RANdom SAmple Consensus (RANSAC) and the

sequential Hough transform, which suffer from greedy fitting. A reframing of the track-fitting problem as an uncapacitated

facility location problem (UFLP) is given in Section 7.2. There, the Propose Expand and Re-estimate Labels (PEaRL)

algorithm is introduced as an approach to solving theUFLP for geometric track fitting, with a discussion of its performance

when applied to several simulated track observations.

A scattering experiment was performed by the Texas A&M group in 2018, before the work in this thesis began. The

TexAT TPC was used in conjunction with a radioactive beamline to perform (elastic) scattering of 10C upon 4He, which

would facilitate an investigation into the presumed molecular structures in 14O. An overview of the existing literature

upon 14O and its mirror nucleus 14C is given in Section 4. A description of the TexAT detector, and the various detector
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and experimental properties that were recorded during the experiment is given in Section 6. The workflow for an analysis

of these (and similar) data is described in Section 8, with a focus upon the analysis challenges imposed by the early data

from the TexAT TPC. These challenges include the handling of ringing artefacts, which must be distinguished from true

MicroMeGaS measurements, and fitting of the GET-shaped waveforms in the absence of a measured response function.

Further developments to this analysis were impeded by the onset of the COVID-19 pandemic, which detracted from the

collaborative nature of research in every way imaginable. During this time, a need for teaching laboratory skills in the

face of legal and ethical barriers to in-person demonstration was identified. This led to the development of the Online

nuclear LABoratory (O-Lab), whose development, features, and usage statistics are outlined in Section 9.

Underpinning the work in this thesis is a considerable body of software that was developed in order to perform the analysis

work described in Section 8, and develop the fitting method described in Section 7. These software will be made publicly

available under an open-source license.
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CHAPTER

THREE

NUCLEAR MODELS

When describing the nucleus, it may appear that the most natural degrees of freedom are those of the constituent nucleons:

their spins, isospins, and positions. From these parameters arises a set of microscopic models, which vary according to

the assumptions and symmetries used to render an otherwise intractable computation feasible. These models are sensitive

to the nucleon-nucleon interaction, for which there is no analytical theory. It is also possible to describe the nucleus in

terms of the collective degrees of freedom, such as the centre-of-mass, or quadrupole moment. The challenge of aligning

these two descriptions of the nucleus is a significant, on-going effort in the research community.

3.1 Macroscopic Models

3.1.1 Liquid Drop Model

First described in 1935, the Semi Empirical Mass Formula (SEMF) is an approximation for the ground-state binding

energy of a nucleus according to its proton and neutron numbers [3]. Inspired by the liquid drop model, which considers

the nucleus as a drop of incompressible fluid, it comprises of several theoretically-motivated terms (see Fig. 3.1):

𝐸𝐵 = 𝑎𝑉 𝐴⏟
volume

− 𝑎𝑆𝐴 2
3⏟

surface
− 𝑎𝐶

𝑍(𝑍 − 1)
𝐴 1

3⏟⏟⏟⏟⏟
coulomb

− 𝑎𝐴
(𝑁 − 𝑍)2

𝐴⏟⏟⏟⏟⏟
asymmetry

+ 𝛿(𝑁, 𝑍)⏟
pairing

. (3.1)

Volume energy

The attractive-repulsive potential of the strong force. The short effective range of the strong interaction means that

it is effectively constrained to a constant number of neighbours.

Surface energy

A corrective term to account for nucleons at the surface of the nucleus, which have fewer neighbours than those at

the centre of the drop.
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Coulomb energy

Coulombic repulsion between positively charged protons reduces the binding energy.

Asymmetry energy

Given the Paul exclusion principle, nuclei of 𝑁 = 𝑍 should have higher binding energies than those for which

𝑁 ≠ 𝑍.

Pairing energy

Identical nucleons with anti-aligned spins in the same spatial state have maximal wavefunction overlap, and corre-

spondingly an enhanced binding energy.

It will be useful to discuss some of the features of this model in subsequent sections. For now, it suffices to say that the

liquid-drop model (or semi-empirical mass formula) produces a reasonable prediction of the binding energy of a wide

range of nuclei, particularly for heavier nuclei.

Fig. 3.1: Illustration of the physical interpretation of the terms that comprise the liquid-drop nature of the SEMF. Figure
by Daniel FR, distributed under a CC BY-SA 3.0 license.

3.1.2 Rotor Model

Under the symmetry of the spherical shell model, eigenstates |𝑗𝑚⟩ of the angular-momentum projection operator are

degenerate with respect to the Hamiltonian; it is only the total momentum 𝑗 that, under the spin-orbit interaction, yields
distinct eigenvalues. Within a deformed system, however, it becomes possible to define an orientation, and the degen-

eracy of |𝑗𝑚⟩ is lifted. This deformation may be invariant with respect to particular rotational subgroup(s), e.g. axially
symmetric deformations, such that the orientation of the system is only partially defined and restrictions are imposed on

the rotational degrees of freedom.

The lowest-order measure of stable deformation of a state is given by the (electric) quadrupole moment 𝑄 =
⟨𝐽𝑀 = 𝐽|𝑄̂0|𝐽𝑀 = 𝐽⟩ of the nucleus, which is measured such that the space-fixed ̂𝑧 component is maximal. When

measuring these values for the 2+ states even-even nuclei, a trend towards large, negative values is observed in the mid-

shell region, whilst near to shell closures the quadrupole moment is significant diminished. Odd-mass near singly-closed

nuclei demonstrate small negative Q values, corresponding to valence nucleons polarising a spherical core, whereas large

https://creativecommons.org/licenses/by-sa/3.0/deed.en


prolate deformations are seen in the mid-shell region [4].

When a charged object with a quadrupole moment undergoes rotation, it emits quadrupole (E2) radiation. It follows that

the E2 transition rates serve as an indicator of deformation; when the reduced transition rate (B(E2)) values are expressed

in terms of single-particle (Weisskopf) strengths (the typical strengths observed for single-nucleon transitions), it is clear

that some of these transitions must involve collective excitations of many correlated nucleons. It transpires that both the

large prolate and large oblate Q values observed in doubly-open mid-shell even-even and odd-mass nuclei can be explained

through the rotor model (see Fig. 3.2).

3Z

J

K=J
M=J

(a) Prolate nucleus

3

Z

J

M=J

(b) Oblate nucleus

Fig. 3.2: Schematic illustration of the measured quadrupole moment 𝑄 for an axially symmetric rotor. (a) shows the
configuration in which the rotor symmetry axis 3 is maximally aligned with the space-fixed axis 𝑧. (b) depicts a state in
which the 3 axis is approximately perpendicular to the 𝑧 axis; in this case, the 3-projected momentum is zero. Under the
rotor model, both the oblate doubly-even and prolate odd-mass nuclei measurements are explained by an intrinsic prolate
deformation. Adapted from Ref. [4].
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A quantum mechanical rotor has the Hamiltonian

𝐻̂rot = ℏ2

2 [𝑅̂2
1

ℐ1
+ 𝑅̂2

2
ℐ2

+ 𝑅̂2
3

ℐ3
] , (3.2)

where ℐ𝑗 is the moment of inertia with respect to the intrinsic axis 𝑗, and ℏ the reduced Planck’s constant. With the

inclusion of intrinsic degrees of freedom, this Hamiltonian would also possess an intrinsic term that couples with the

extrinsic components; if the nucleus has intrinsic angular momentum J, then the total angular momentum is given by the

vector sum

̂I = R̂ + ̂J . (3.3)

It can be shown that the Hamiltonian factors into intrinsic, rotational, and Coriolis terms

𝐻̂′
rot⏟

rotational
+ 𝐻̂intr⏟

intrinsic
− ∑

𝑖

ℏ2

ℐ𝑖
̂𝐼𝑖 ̂𝐽𝑖

⏟⏟⏟⏟⏟
Coriolis interaction

, (3.4)

where

̂𝐻′
rot = ∑

𝑖

ℏ2

2ℐ𝑖
̂𝐼2
𝑖 (3.5)

(see [4]).

An additional coupling term arises if the moments of inertia depends upon the intrinsic variables. However, one can

ignore both of these coupling interactions to define the adiabatic approximation which omits the coupling terms. For an

axially symmetric rotor, 𝐻̂′
rot admits analytical solutions for the ground-state band, with energy eigenvalues

𝐸′
𝐾𝐼 = ℏ2

2 [𝐼(𝐼 + 1)
ℐ + ( 1

ℐ3
− 1

ℐ)𝐾2] , (3.6)

and corresponding eigenvectors satisfying

̂𝐼2 |𝐾𝐼𝑀⟩ = 𝐼(𝐼 + 1) |𝐾𝐼𝑀⟩

̂𝐼𝑧 |𝐾𝐼𝑀⟩ = 𝑀 |𝐾𝐼𝑀⟩

̂𝐼3 |𝐾𝐼𝑀⟩ = 𝐾 |𝐾𝐼𝑀⟩

(3.7)

where 𝐾 is the eigenvalue of the ̂𝐼3 operator (see Fig. 3.3). In this model, 𝑀 and 𝐾 are good quantum numbers, and 𝐾
defines a band of states for increasing 𝐼 . For excited states, the 𝐾 and ℐ parameters may differ from the ground state,



generalising Eqn. 3.6 to

𝐸𝛼𝐾𝐼 = ℏ2

2ℐ𝛼
𝐼(𝐼 + 1) + 𝐸𝛼𝐾 , (3.8)

where 𝛼 indicates the excited state.

K

R M

J

I 3

Z

Fig. 3.3: Relationship between the total angular momentum I, the intrinsic angular momentum J, the rotor angular
momentum R, and the components 𝑀 of I along the fixed axis 𝑧; and 𝐾 the symmetry axis. Adapted from Ref. [4].

Under the adiabatic limit, it is reasonable to consider the intrinsic structure of the nucleus to be independent of extrinsic

rotational angular momentum [5]. We may partition the quantum state of the system into intrinsic (𝐾) and extrinsic

(𝐼, 𝑀 ). Yet, the same cannot be said for the symmetries of each frame. For an axially symmetric rotor with reflection

symmetry (in the plane whose normal is co-linear with the symmetry axis), it is not possible to distinguish rotations

about the symmetry axis of the intrinsic frame. It follows that the total angular momentum component 𝐼3 is given by the

projection 𝐽3 of the intrinsic angular momentum onto the symmetry axis, i.e. it is exclusively a function of the intrinsic

state. This eliminates the degree of freedom associated with rotation around 3̂.

Parity Doublets

Simultaneously, if the intrinsic Hamiltonian is invariant with respect to a rotationℛ2(𝜋) about an axis perpendicular to the
symmetry axis, a further reduction in the rotational (extrinsic) degrees of freedom is possible. This intrinsic symmetry

operator ℛ𝑖 = ℛ2(𝜋) has corresponding eigenvalues 𝑟 = ±1 as ℛ2
𝑖 = ℛ2(2𝜋) = +1. The 𝐾 = 0 state is an

eigenfunction of this operator. Meanwhile, the same symmetry in the extrinsic frameℛ𝑒 = ℛ𝑖 yields eigenvalues of−1𝐼

3.1. Macroscopic Models 31



for this 𝐾 = 0 state, which follows from the behaviour of the spherical harmonics [6], such that we have

𝑟 = −1𝐼 (3.9)

Eqn. 3.9 admits two families of solutions; 𝐼 = 0, 2, 4, … for the positive 𝑟 = +1 eigenvalue ofℛ𝑖, and 𝐼 = 1, 3, 5, … for

the negative 𝑟 = −1 counterpart. For reflection-symmetric axially-asymmetric structures, this gives rise to a phenomenon
known as “parity inversion doublets”, in which both solutions are seen with an associated energy splitting [7].

For the𝐾 ≠ 0 states, it does not hold that they are eigenfunctions ofℛ𝑖. Upon expanding the intrinsic state in components

of the total angular momentum, it can be shown that in order for ℛ𝑖 = ℛ𝑒, a superposition of 𝐾, 𝐾 solutions (where

𝐾 = −𝐾) is required such that from two intrinsic states 𝐾, 𝐾 a single rotational state is defined.

3.2 Microscopic Models

3.2.1 Many Body Systems

For a system of 𝑁 indistinguishable particles, the canonical many-particle basis is given by the direct-product of the

single-particle states:

|𝜆1𝜆2 … 𝜆𝑁⟩C = |𝜆1⟩ ⊗ |𝜆2⟩ ⊗ ⋯ ⊗ |𝜆𝑁⟩

= |𝜆1⟩ |𝜆2⟩ … |𝜆𝑁⟩ .
(3.10)

However, an arbitrary state in this basis is not guaranteed to satisfy the anti-symmetry requirements of a fermionic system

such as the nucleus (under isospin symmetry). These anti-symmetric states are given by permutations of the canonical

basis vectors (via the anti-symmetrisation operator ̂𝒜)

|𝜆1𝜆2 … 𝜆𝑁⟩AS = ̂𝒜{|𝜆1⟩ ⊗ |𝜆2⟩ ⊗ ⋯ ⊗ |𝜆𝑁⟩}

= 1
𝑁! ∑

𝑃∈𝑆𝑁

(−1)𝜋 ̂𝑃 (|𝜆1⟩ ⊗ |𝜆2⟩ ⊗ ⋯ ⊗ |𝜆𝑁⟩) .
(3.11)

It is usually more convenient to explore nuclear theory in terms of the language of second quantisation, which intrinsically

embodies the anti-symmetrisation requirement through the creation and annihilation operators [8]. Subsequently, states

are most naturally described using occupation number representation

|𝑛1𝑛2 …⟩OR , (3.12)



where 𝑛1 indicates the number of particles in the single-particle state 1.

The Hamiltonian of a quantum system is the operator 𝐻̂ , conventionally given as the sum of kinetic and potential energy

operators

𝐻̂ = ̂𝑇 + ̂𝑉 , (3.13)

whose eigenvalues correspond to the set of measurable energies. Considering up-to two-body interactions, we can write

Eqn. 3.13 in second quantization form as

𝐻̂ = ∑
𝛼𝛽

𝑇𝛼𝛽 ̂𝑎†
𝛼 ̂𝑎𝛽⏟

one-body

+1
2 ∑

𝛼𝛽𝛾𝛿
𝑉𝛼𝛽𝛾𝛿 ̂𝑎†

𝛼 ̂𝑎†
𝛽 ̂𝑎𝛿 ̂𝑎𝛾⏟⏟⏟⏟⏟

two-body

, (3.14)

where ̂𝑇 is the kinetic energy operator and ̂𝑉 is the two-body inter-nucleon interaction.

3.2.2 Mean Field Theory

Eqn. 3.14 could be recast in terms of an artificial single-particle potential ̂𝑈

𝐻̂ = ∑
𝛼𝛽

(𝑇𝛼𝛽 + 𝑈𝛼𝛽) ̂𝑎†
𝛼 ̂𝑎𝛽

⏟⏟⏟⏟⏟⏟⏟⏟⏟
single particle Hamiltonian

+ 1
2 ∑

𝛼𝛽𝛾𝛿
𝑉𝛼𝛽𝛾𝛿 ̂𝑎†

𝛼 ̂𝑎†
𝛽 ̂𝑎𝛿 ̂𝑎𝛾 − ∑

𝛼𝛽
𝑈𝛼𝛽 ̂𝑎†

𝛼 ̂𝑎𝛽
⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟

residual interaction

,

= 𝐻̂ [1] + ̂𝑉 ′ ,

(3.15)

where 𝐻̂ [1] is the single-particle Hamiltonian, and ̂𝑉 ′ is a residual interaction between nucleons. In the event that this

residual interaction is small, it can be treated as a perturbation of the single-particle Hamiltonian. Under this simplification,

the problem of solving the many-body Schrodinger equation is reduced to that of solving the single-particle Schrödinger

equation for an external potential

𝐻̂ [1] |𝜙𝑘⟩ = 𝐸𝑘 |𝜙𝑘⟩ . (3.16)

Hence, the introduction of a particular single-particle potential transforms the problem from a strongly interacting system

of nucleons to a weakly interacting system of particles [11]. The residual interaction ̂𝑉 ′, whose matrix elements are much

reduced in amplitude with respect to the bare two-nucleon potential, is responsible for configuration mixing between

single-particle states, i.e. correlating otherwise independent nucleons [4].

In the context of the nucleus, the existence of a single-particle potential corresponds to a mean-field, whose origin is

the motion of the nucleons themselves. The physical justification for introducing a mean-field potential ̂𝑈 depends upon
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whether one-body behaviour or two-body collisions dominate within the nucleus, i.e. whether the nucleon mean-free-path

is much greater than, or lesser than the nuclear size [12]. Despite the strong short-range repulsive nature of the strong

nuclear force, through Pauli blocking of states close to the Fermi surface it can be shown that nucleons behave to first

approximation as independent particles i.e. comprise an Independent Particle Model (IPM) [13].

In occupation representation, a general state |𝜙⟩ is written as

|𝜙⟩ = ∑
𝑖1𝑖2…𝑖𝑁

𝑐𝑖1𝑖2…𝑖𝑁
̂𝑎†
𝑖1

̂𝑎†
𝑖2

… ̂𝑎†
𝑖𝑁

|0⟩ , (3.17)

where |0⟩ is the vacuum state, and the number of combinations of 𝑖1𝑖2 … 𝑖𝑁 is given by (𝑁𝑐
𝑁 ). Clearly, despite the

introduction of a single-particle approximation (imposed by the supposition of a mean-field), Eqn. 3.16 remains an

intractable problem unless a simplification is used to reduce the size of the model space. There are two predominant

mechanisms for proceeding:

• Restrict the number of active particles and states (constrain 𝑁𝑐 and 𝑁 )

• Choose a restricted many-particle form (constrain |𝜙⟩) [4].

The former approach underpins the shell model, whilst the latter describes the high-level procedure of the Hartree-Fock

Approximation.

3.2.3 Hartree Fock

The question that follows Eqn. 3.15 is that of how to determine ̂𝑈 such that ̂𝑉 ′ is minimised. A natural candidate would be

one of the phenomenological potentials, such as the Woods-Saxon model, or an analytical potential such as the Harmonic

Oscillator. However, these are ultimately simplifications of the nuclear potential. A proper treatment of the mean field

must produce a self-consistent solution in which the field generated by the motion of the nucleons agrees with that used

to derive the wavefunction of the system [10]. One such treatment is the Hartree-Fock (HF) approximation method.

Though a detailed discussion of HF will not be performed here, it suffices to establish the assumptions and conclusions

of the method. In order to restrict the model space of the many-particle problem to a tractable subset, the HF method

assumes that the ground state of the system is described by a single Slater-determinant of single-particle eigenfunctions.

Therefore, instead of Eqn. 3.17, we have

|HF⟩ = ̂𝑎†
𝑖1

̂𝑎†
𝑖2

… ̂𝑎†
𝑖𝑁

|0⟩ . (3.18)

This assumption is most appropriate for doubly-closed nuclei, where there is a large energy gap between the first unfilled

single-particle level and the ground state |HF⟩ such that the gound state is reasonably stable [14] [5].



Variational Principle

The mean field is ultimately derived through the variational principle, which seeks to determine |𝜙⟩ such that 𝐻̂ [1] is

minimised with respect to small admixtures of Slater determinants:

𝛿( ⟨𝜙|𝐻̂|𝜙⟩ − 𝐸 ⟨𝜙|𝜙⟩) = ⟨𝛿𝜓|𝐻̂|𝜓⟩ − 𝐸 ⟨𝛿𝜓|𝜓⟩ = 0 , (3.19)

where |𝛿𝜓⟩ = 𝜀 ̂𝑎†
𝑘 ̂𝑎𝑗 |𝜓⟩ for some arbitrary 𝜀, and 𝑘 > 𝑁, 𝑗 ≤ 𝑁 [4] [15]. If the 𝑁 -lowest energy single-particle eigen-

functions are taken as the HF ground-state, then these admixtures correspond to single “particle-hole” (1p1h) excitations

of the closed “core” that lies below the sharp Fermi surface (see Fig. 3.4).

Fig. 3.4: Labelling of particle and hole states relative to a sharp Fermi surface, that follows from the restricted Slater
determinant form of the HF ground state |HF⟩. Figure taken from Ref. [5].

The process of determining the eigenstates of 𝐻̂ [1] is given by the following recurrence relation [5]:

{∣HF(0)⟩} → ̂𝑈 (0) → {∣HF(1)⟩} → ̂𝑈 (1) → … (3.20)

It can ultimately be shown that the HF Hamiltonian is

𝐻̂ = ∑
𝛼𝛽

(𝑇𝛼𝛽 + ∑
𝛾

𝑉 𝛼𝛾𝛽𝛾) ̂𝑎†
𝛼 ̂𝑎𝛽 , (3.21)

where ̂𝑉 is the anti-symmetrised interaction potential. This implies that the mean field ̂𝑈 from Eqn. 3.15 is

̂𝑈 = ∑
𝛼𝛾𝛽

𝑉 𝛼𝛾𝛽𝛾 ̂𝑎†
𝛼 ̂𝑎𝛽 , (3.22)

i.e. the averaged two-body contributions from the 𝑁 − 1 remaining nucleons [4] [15]. Primitive excited states can then
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be constructed from one-particle/one-hole (1p1h) and two-particle/two-hole (2p2h) excitations of this ground state [5].

Whether the minimum found by the HF procedure is a true global minimum depends upon the initial configuration. If the

initial configuration determined by the trial wave-functions lies close to a shape-isomeric state, it is quite possible for the

numerical procedure to settle upon a configuration that is deformed from the ground state [15]. The variational principle

outlined in Eqn. 3.19 can be extended to include a deformation constraint that restricts e.g. the quadrupole moment 𝑄 of

the nucleus (see Fig. 3.5).

Fig. 3.5: Schematic diagram of the convergence of different HF trial wave-functions to local minima with distinct
quadrupole moments 𝑄 corresponding to a deformed isomer and subsequent fissioning of the nucleus. Figure taken
from Ref. [15].

Residual Interaction

Whilst the HF approximation generates a set of self-consistent single-particle states, it does so by explicitly ignoring

the residual interaction. The variational principle requires that the single-particle Hamiltonian matrix element satisfies

⟨𝛿𝜓|𝐻̂|𝜓⟩ = 0, where |𝛿𝜓⟩ = ∑𝑚𝑖 𝜖𝑚𝑖 ̂𝑎†
𝑚 ̂𝑎𝑖 |𝜓⟩. This is equivalent to requiring that the Hamiltonian does not couple

one-particle-hole excitations to the ground state (i.e., no residual interaction). A significant component of this interaction

is the short-range pairing correlation, discussed in Section 3.1.1, that couples like-pairs of nucleons to states of zero

angular momentum [4]. This is most evident in nuclei with pairs of protons or neutrons outside of doubly-closed shells

[4].1

Extensions to the Hartree-Fock method have been developed to consider the pairing interaction:

• the Bardeen-Cooper-Schrieffer (BCS) model introduces a generalised pair creation operator for even-even nuclei

of the form 𝐴+ = ∑𝑘>0
𝑣𝑘
𝑢𝑘

𝑎+
𝑘 𝑎+

𝑘 to build the BCS ansatz: |BCS⟩ ∝ exp (𝐴+) |−⟩ = ∑∞
𝑟=0

1
𝑛! (𝐴+)𝑟 |−⟩, where

1 Experimentally, it is found that the ground state of spherical nuclei with partially filled 𝑗-shells is not degenerate with respect to angular momentum
as would be expected for a purely single-particle model. It follows that the residual interaction lowers the zero angular momentum state with respect to

the other configurations [15].



|−⟩ is the vacuum state.[16] The resulting Hamiltonian is constrained to conserve particle number 𝑁 . Unlike

the base HF method, the BCS model is not self-consistent; the pairing field does not change the single-particle

wavefunctions [10], which are generated using traditional Hartree-Fock [17].

• the Hartree-Fock-Bogoliubov (HFB) model generalises HF theory to incorporate the quasi-particle concepts of the

BCS model. Importantly, it replaces the single particle-pair operators with generalised Bogoliubov quasi-particle

operators of the form ∑𝜇 ̂𝑎†
𝜇𝑢𝜇𝜈 + ̂𝑎𝜇𝑣𝜇𝜈 [4].

Excited States

Meanwhile, excited states are primarily modelled in the HF approximation as 1p1h excitations. Experimentally, however,

it is clear that for many nuclei these single 1p1h excitations are themselves insufficient to describe low-lying excited

states. An example is 16O, for which the lowest energy excitations predicted by the harmonic oscillator approximation

should be seen at around 11.5 MeV (the difference between the 1p and 2s-1d shells). The spectrum of 16O, however,

has a 𝐽𝜋 = 3− state at 6.13 MeV, indicating additional coherent excitation mechanisms [14]. The observation of these

excitation modes directly underpins the use of collective models to describe the nucleus. These collective models usually

ignore the single-particle degrees of freedom in favour of collective vibrational or rotational modes.

In addition to collective models, there are microscopic treatments of collective excitations. The most fundamental of

these is the Tamm-Dancoff Approximation (TDA), which treats excited states of the nucleus as a superposition of 1p1h

excitations of the ground state. These excitations are introduced by a creation operator [15]:

𝑄̂†
𝜈 = ∑

𝑚𝑖
𝑐𝜈

𝑚𝑖 ̂𝑎†
𝑚 ̂𝑎𝑖 , (3.23)

and a correlational potential that acts in the excited particle-hole space. It can be shown that such an ansatz admits

collective behaviour through a coherent excitation of single particles [15]. Typically these solutions are obtained in a

restricted model space comprising of several levels above and below the Fermi level [14].

A limitation of the TDA, besides treating only 1p1h excitations, is the use of the unmodified HF ground state; the TDA

assumption is that only excited states may have particle-hole excitations above the ground state [13]. The Random-Phase

Approximation (RPA) extends the particle-hole creation operator to

𝑄̂†
𝜈 = ∑

𝑚𝑖
𝑥𝜈

𝑚𝑖 ̂𝑎†
𝑚 ̂𝑎𝑖 + 𝑦𝜈

𝑚𝑖 ̂𝑎†
𝑖 ̂𝑎𝑚 , (3.24)

where {𝑦𝑚𝑖} account for the account for the correlations in the ground state.
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3.2.4 Shell Model

Having established the fundamental principles of microscopic models with Hartree-Fock theory, the nature of the shell

model becomes fairly trivial to describe. Yet Hartree-Fock theory, though formally solvable, is computationally expensive

and requires that the mean field be computed for each nucleus of interest. A simplified approach, the Shell Model, is

found by determining the self-consistent field empirically, rather than from the two-body nucleon-nucleon interaction.

The shell model potential should reconstruct the well-established shell-structure (magic numbers) of nuclear structure.

The simplest model of the nucleus, that of the harmonic oscillator, does not on its own reconstruct these magic numbers.

Instead, a central potential that lies between the HO potential and a square well, is combined with a spin-orbit interaction to

reproduce the experimental values (see Fig. 3.6 and Eqn. 3.25). The Wood-Saxon potential is one such central-potential.

The 𝑙2 contribution shown in Fig. 3.6 accounts for the screening effect of the “finite” range of the strong nuclear force,
and flattens the radial shape of the potential. The spin-orbit term, meanwhile, is primarily a surface term which equates

to a dependence of the nuclear potential upon the total-spin of the nucleon [18]. The properties of the single-particle

states upon which the shell model is based are determined experimentally through pick-up and stripping reactions, which

determine the binding energy and angular momentum of particles near the Fermi surface [15].

𝑢(r) = 𝑉 (r) + 𝑓(r)l ⋅ s . (3.25)

For closed-shell nuclei, the shell model is simply an approximation to Hartree-Fock theory. An IPMHamiltonian is chosen

such that the low-energy eigenstates have the observed properties of the associated physical states, such as the nuclear

density distributions, or angular momenta. The zeroeth order approximation yields the IPM itself, which describes closed-

shell nuclei [5]. Thereafter, an improved approximation for open-shell nuclei is found by diagonalising a total Hamiltonian

(such as Eqn. 3.15) in the restricted space spanned by the lowest-energy solutions of the IPM. These solutions correspond

to placing valence nucleons in the unoccupied levels of the closed-shell core [4]. Further second approximations include

the independent-pair approximation, which accounts for the pairing contributions to the residual interaction.

In general, the shell model simplifies the many-body problem into a few-body problem by eliminating the core; considering

only the exclusion principle and the potential well that the nucleons within the core generate. This approach is limited by

the size of the model space required to perform a shell model calculation. In general, successful shell model calculations

must select an appropriate subspace that is tailored to modeling the dynamics of interest to the calculation [4]. Rowe and

Wood [4] describe the most significant role of the shell model as providing the

language and concepts for the interpretation of observed phenomena, to gain understanding of the circum-

stances in which particular phenomena arise, and to extrapolate into other mass regions to see if the inter-



Fig. 3.6: Single-particle energies for (a) a simple harmonic oscillator (SHO); (b) a SHO with an 𝑙2 term; (c) a shell-model
potential with 𝑙2 and l ⋅ s terms. Figure by Morten Hjorth-Jensen, distributed under a CC BY-NC 4.0 license.
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pretations are consistent.

Deformed Shell Model

As discussed in Section 3.1.2, nuclear states away from closed shells show evidence of strong quadrupole deformation

through their electric quadrupole moments. Given the success of the shell model in describing (near) closed-shell nuclei,

it is reasonable to ask whether it might be extended to this deformed regime. One such model is the Nilsson model,

considered one of the most successful nuclear models ever developed [4]. As with the rotor model, the adiabatic approx-

imation is used to decouple the (deformed) core from the motion of the core; this model diminishes in effectiveness at

high angular momenta.

K2

K1

Fig. 3.7: Illustration of two nucleon orbits around a deformed core. 𝐾1 depicts an orbit that lies closer to the bulk of the
nucleus than 𝐾2, and therefore lies at lower energy. Adapted from Ref. [18].

The distinguishing feature of the Nilsson model with respect to the spherical shell model is an orientation of nucleon states

with respect to the core. This is illustrated in Fig. 3.7, which depicts two nucleon orbits 𝐾1 and 𝐾2. As illustrated for the

rotor model in Fig. 3.3, the value 𝐾 corresponds to the projection of the the intrinsic angular momentum (in this case,

the single-particle momentum) onto the symmetry axis of the core.

Given the success of the SHO in the description of the single-particle basis of the spherical shell model, the spheroidal

anisotropic (deformed) harmonic oscillator is well-motivated to establish these states in the deformed system. Unlike

the spherical oscillator, in which there is a singular frequency 𝜔 that determines the per-quanta energy in each axis, the

anisotropic harmonic oscillator distinguishes the frequency by axis. In the event of an axially-symmetric rotor, there

are two distinct frequencies. Given that solutions to deformed oscillator should map onto the spherical oscillator in the

deformation-free limit, the anisotropic frequencies must preserve the nuclear volume: 𝜔3𝜔2
⟂ = 𝜔3

0, where 𝜔0 is the

spherical oscillator frequency, 𝜔3 is the axial oscillator frequency, and 𝜔⟂ is the perpendicular oscillator frequency. This



yields the following relations

𝜔⟂ = 𝜔0 exp( 𝜖
3)

𝜔3 = 𝜔0 exp(−2𝜖
3 ) .

(3.26)

where ̂3 is the symmetry axis, and 𝜖 is the deformation parameter, with 𝜖 > 0 for prolate deformation [4]. Under

this deformed potential, the total angular momentum 𝑗 is no longer a good quantum number; only the symmetry-axis

projection remains invariant whilst the orthogonal components are partitioned between the nucleons and the core [4]. It

follows that states of a given projection are two-fold degenerate as the Hamiltonian depends only upon the magnitude of

the ̂3 projection.

The principle behind the shell model is that eigenstates of the single-particle Hamiltonian are well-separated into distinct

bands. In the spherical harmonic oscillator, these are directly influenced by increments in the oscillator quanta as well as

the spin-orbit interaction splitting. The deformed harmonic oscillator also produces shell-structure, with maximal degen-

eracy (corresponding to strongly-defined shell structure) appearing at integer ratios of the two oscillator frequencies [6].

Through an application of group theory, it can be shown that the shell closures at integer deformation ratios correspond to

the decomposition of the deformed oscillator into multiple spherical potentials [19]. These findings have implications for

understanding alpha-conjugate nuclei, nuclei which may be decomposed into a set of alpha particles, and the phenomenon

of alpha clustering.

No-core Shell Model

The no-core shell model (NCSM) description of the nucleus is an ab-initio approach to determine the behaviour of the

nucleus from two-body and three-body realistic interaction potentials. No further detail beyond the high-level principles

of the model will be described here, but an overview is given to contextualize the landscape of microscopic models. The

term realistic follows from the choice of nucleon-nucleon potential that fit experimental phase shifts up to a particular

energy, and nucleon-nucleon-nucleon interactions that include terms corresponding to two-pion exchanges [20].

In the domain of nuclear physics, “ab-initio” assumes a large number of distinct meanings. In the context of the NCSM,

the term is a description of a system in which all 𝐴 nucleons are active members of the model space, and their collective

behaviour is determined from the introduction of effective interactions. Clearly, a model that operates at the level of

protons and neutrons is not concerned with the subnucleonic degrees of freedom that the term “ab-initio” might invoke.

The NCSM is somewhat paradoxically named; as aforementioned, the shell model is usually built upon a mean-field

potential, which is notably absent in the NCSM. Rather, the harmonic-oscillator basis, truncated to a maximum total

system energy, is used to define the single-particle states through natural orbitals [9]. The resulting system, using second
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quantisation representation, is then amenable to treatment with techniques developed for shell model calculations, which

justifies the shell model description.

3.2.5 Anti-symmetrised Molecular Dynamics

Anti-symmetrised Molecular Dynamics (AMD) attempts to model the coexistence of cluster and mean-fields phenomena

within the nucleus. Like the HF methods, AMD employs a basis of Slater determinants. Instead of single-particle

eigenfunctions, however, AMD uses a basis of Gaussian wave packets:

|𝜙AMD(𝑍)⟩ = ̂𝒜{|𝜓1⟩ ⊗ |𝜓1⟩ ⊗ ⋯ ⊗ |𝜓𝑁⟩} , (3.27)

where |𝜓𝑖⟩ is the direct product state of the spatial (𝜙), intrinsic spin (𝜒), and isospin (𝜏 ) states of nucleus 𝑖:

|𝜓𝑖⟩ = ∣𝜙Z𝑖
⟩ ⊗ |𝜒𝑖⟩ ⊗ |𝜏𝑖⟩

⟨𝜙Z𝑖
∣𝜙Z𝑖

⟩ ∝ exp(−𝜈(r𝑗 − Z𝑖√𝜈 )
2
)

|𝜒𝑖⟩ = (1
2 + 𝜉𝑖) ∣𝜒↑⟩ + (1

2 − 𝜉𝑖) ∣𝜒↓⟩ .

(3.28)

It follows that an AMD many-body basis state can be represented by a set of variational parameters, 𝒵 =
{𝜈,Z1,Z2, … ,Z𝑁 , 𝜉1, 𝜉2, … 𝜉𝑁}, where the width parameter 𝜈 is optimised for a given system, and z𝑖 =
(x y z 𝜎) describes the centre, momenta, and width of each localised Gaussian [21]. In the limit that the Gaussian

centres converge upon a particular location, then the AMD wave-function becomes equivalent to the harmonic oscillator

shell-model wave-function (see Fig. 3.8) [22].

Energy minimisation

To determine the optimum values for𝒵, the time-dependent variational principle (using the principle of least action) [24]

𝛿 ∫
𝑡2

𝑡1

⟨𝜓(𝑡)|𝐻̂ − iℏ 𝜕
𝜕𝑡 |𝜓⟩ = 0 (3.29)

is used to derive the equations of motion of the system [23]:

𝑖ℏd𝑍𝑘
d𝑡 = (𝜆 + 𝑖𝜇) 𝜕

𝜕𝑍∗
𝑘

⟨𝜙±|𝐻̂|𝜙±⟩
⟨𝜙±|𝜙±⟩ , (3.30)

where the term (𝜆 + 𝑖𝜇) is an artificial viscous component designed to dissipate the energy of the system towards a

minimum [25] [26].



Fig. 3.8: Schematic representation of the eigenstates resulting from anti-symmetrisation of Gaussian wave-packets in the
limit of 𝑑√𝑎 → 0, where 𝑑 = 0.75√𝑎 is the displacement between each wave-packet, and 𝑎 the real width parameter.
Figure taken from Ref. [23].

In the language of second quantisation, the AMD Hamiltonian

𝐻̂ = ∑
𝛼𝛽

𝑇𝛼𝛽 ̂𝑎†
𝛼 ̂𝑎𝛽 + 1

2 ∑
𝛼𝛽𝛾𝛿

(𝑉 𝒩
𝛼𝛽𝛾𝛿 + 𝑉 𝒞

𝛼𝛽𝛾𝛿) ̂𝑎†
𝛼 ̂𝑎†

𝛽 ̂𝑎𝛿 ̂𝑎𝛾 − ̂𝑇CoM (3.31)

is identical to Eqn. 3.14 except for an additional two-body Coulomb interaction (usually ignored in the HFB procedure)

[27], and the removal of the centre-of-mass energy via the operator ̂𝑇CoM. A range of effective nuclear potentials have

been used for ̂𝑉nuc including the Volkov, Gogny, or Skyme forces; whilst the Coulomb force is often approximated by a
sum of (seven) Gaussians [22]. The expectation of this Hamiltonian is then minimised with respect to the wave-function

parametrisation 𝒵

min
𝒵

⟨𝜙AMD|𝐻 − 𝑇cm|𝜙AMD⟩
⟨𝜙AMD|𝜙AMD⟩ (3.32)

to determine the lowest energy state |𝜙AMD⟩.
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Variation after Projection, Projection after Variation

States obtained by the variation procedure generally no longer demonstrate the symmetries of the Hamiltonian Eqn. 3.31

with respect to parity and rotational invariance [28]. These symmetries can be restored through projection onto angular

momentum and parity eigenstates:

∣𝜙±
AMD⟩ ≡ 𝑃 ± |𝜙AMD(𝒵)⟩ = 1 ± ̂𝑃𝑟

2 |𝜙AMD(𝒵)⟩

∣𝜙𝐽
𝑀𝐾⟩ ≡ 𝑃 𝐽

𝑀𝐾 |𝜙AMD(𝒵)⟩ = ∫ 𝑑Ω𝐷𝐽∗
𝑀𝐾(Ω)𝑅̂(Ω) |𝜙AMD(𝒵)⟩ ,

(3.33)

where 𝐷𝐽
𝑀𝐾(Ω) is the Wigner’s 𝐷 function, and 𝑅̂(Ω) is a rotation operator for some Euler angle Ω [22] [29].

Early AMD calculations were performed first by a method known as variation before projection (VBP, or properly

VaP𝜋bP𝐽 ) [26]. By deferring angular momentum projection until after variation, VBP is numerically the least inex-

pensive means of obtaining states of good angular momentum. Nevertheless, it is possible to minimise the energy of the

projected state, i.e.

min
𝒵

⟨𝜙AMD|𝑃 𝐽±
𝑀𝐾

†(𝐻 − 𝑇cm)𝑃 𝐽±
𝑀𝐾 |𝜙AMD⟩

⟨𝜙AMD|𝑃 𝐽±
𝑀𝐾

†𝑃 𝐽±
𝑀𝐾 |𝜙AMD⟩

(3.34)

for some state ∣𝜙𝐽
𝑀𝐾⟩, a method known as variation after projection (VAP, or properly VaP𝜋aP𝐽 ) [30]. Fundamentally,

VAP approach necessitates a minimisation procedure for each eigenstate onto which the AMD state is projected. Although

much more costly than VBP, the VAP procedure is necessary to describe states with intrinsic structures that differ from

the mean-field state (see Fig. 3.9) [31].

The single Slater-determinant AMD basis representation ensures that the solution to the many-body problem is restricted

to a subset of the anti-symmetric Hilbert space, i.e. that given by the mean-field approximation of independent nucleons

in single-particle eigenstates moving in an external potential. Complex correlational phenomena, corresponding to con-

figuration mixing, requires a linear superposition of Slater determinants. The admixtures of eigenstates yielded by the

projection operators leads to the consideration of beyond mean-field phenomena during the variational procedure.

Excited States

In the HF approximation, a set of low-lying excited states can be constructed from superpositions of 1p1h excitations

of the ground state |𝐻𝐹⟩. This approximation is built upon the assumption that these excited states do not significantly
deform the mean field, and that their correlations can be ignored [15]. In the extreme case of the structures that emerge

in excited states near the cluster-decay threshold, these assumptions are unfounded and the single-particle states must be

recalculated in a self-consistent manner.



Fig. 3.9: Density distributions of the AMD wavefunctions for 9Li obtained by (a) variation before parity and angular
momentum projection, (b) after parity and before angular momentum projection, and (c) after parity and angular mo-
mentum projection. It can be seen that only (c) exhibits beyond mean-field structure. The proton (𝜌𝑝), neutron (𝜌𝑛), and
total (𝜌𝑚) densities of the AMD wave-function are illustrated. Figure adapted from Ref. [21].

Unlike HF, the AMD method does not readily admit a set of basis states from which to compose excited states. There

are two favoured methods for determining such a basis; orthogonal VAP, and constrained variation. In orthogonal VAP,

a set of basis functions is established through orthogonalisation to already-obtained lower states 𝜙𝐽±
𝑘 ({𝒵𝑘}) for 𝑘 =

1, … , 𝑛 − 1, thus building a set of intrinsic AMD states:

𝜙𝐽±
𝑛 (𝒵) = 𝑃 𝐽±

𝑀𝐾𝜙AMD(𝒵) −
𝑛−1
∑
𝑘=1

⟨𝜙𝐽±
𝑘 (𝒵𝐽±

𝑘 )∣𝑃 𝐽±
𝑀𝐾𝜙AMD(𝒵)⟩

⟨𝜙𝐽±
𝑘 (𝒵𝐽±

𝑘 )∣𝜙𝐽±
𝑘 (𝒵𝐽±

𝑘 )⟩ 𝜙𝐽±
𝑘 (𝒵𝐽±

𝑘 ) . (3.35)

The eigenstates of the AMD Hamiltonian are constructed from these intrinsic states {|𝜙AMD(𝒵𝑖)⟩} by simultaneously

diagonalising the Hamiltonian ⟨𝑃 𝐽±
𝑀𝐾′𝜙𝑖

AMD∣𝐻∣𝑃 𝐽±
𝑀𝐾′′𝜙𝑗

AMD⟩ and normal ⟨𝑃 𝐽±
𝑀𝐾′𝜙𝑖

AMD∣𝑃 𝐽±
𝑀𝐾′′𝜙𝑗

AMD⟩matrices formed
from these states [30]. It follows that these eigenstates are superpositions of intrinsic states.

Meanwhile, constrained variation closely resembles the Generator Coordinate Method (GCM) used to include collective

phenomena in many-body wave-functions [32]. First, a set of basis functions is established through the imposition of a

deformation constraint on the VBP variation equation. This establishes a set of states with a given quadrupole deformation

for which the energy is locally minimal. These states are then projected onto states of good angular momentum, and used

as a basis for the many-body state. Like orthogonal VAP, the eigenstates of the AMDHamiltonian are determined through

simultaneous diagonalisation of the norm and Hamiltonian matrices [21].

Constrained solutions are particularly useful in obtaining basis states for loosely bound systems, e.g. those of cluster or

halo nature; the solution given by VAP usually corresponds to a compact configuration [31].
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Fig. 3.10: Density distributions of a singular AMD wave-function for 9Li obtained by variation after parity and before
angular momentum projection for a deformation constraint of 𝛽 = 0.35. The proton (𝜌𝑝), neutron (𝜌𝑛), and total (𝜌𝑚)
densities of the AMD wave-function are illustrated. See Fig. 3.9 for comparison to other variational solutions. Figure
adapted from Ref. [21].

3.2.6 Nuclear Molecules

The pairing force, which anti-aligns the angular momenta of like-nucleons within the same orbital, is responsible for

some of the most exciting phenomena in nuclear physics, e.g. the even-even energy gap between the ground state and

lowest single-particle excitation, or the zero angular momentum of even-even ground state nuclei. It is most strikingly

seen within the 𝛼-particle system, which is comprised to two correlated pairs of protons and neutrons. In combination
with the small symmetry energy of the system, the pairing interaction is responsible for the significant binding energy (28

MeV), and first excited state (20 MeV). These two properties suggest that where an 𝛼-particle forms in the nucleus, it may
remain stable for a considerable period of time [33]. Meanwhile, the emission of 𝛼-particles from the nucleus implies

that such particles might be preformed and exist prior to the decay. Although it is known that such an assumption is overly

reductive, the existence of many alpha-clustered structures is postulated by the Ikeda threshold rule, which predicts the

emergence of such structures near the alpha breakup threshold [34].

Fig. 3.11: A myriad of clustering phenomena are seen in light nuclei, varying from small clusters outside of a closed shell
to alpha condensates. Figure taken from Ref. [34].



A number of examples of “clustering” phenomena, including alpha condensates (e.g. 8Be), can be seen in Fig. 3.11. In

recent times, a focus has been placed on neutron-rich nuclei, where the existence of valence neutrons has been shown

to stabilise the cluster structure and give rise to a class of nuclear molecular states [1]. In the case of 8Be; the alpha

condensate has a half-life of ∼ 10−16s, whereas its sibling 9Be is considered stable. This “Borromean”-like behaviour

follows from the behaviour of the valence neutron, which may be thought of as occupying a delocalised orbit shared

between separate alpha-particle clusters [35]. The term “nuclear molecule” is well-chosen; in the case of the beryllium

isotopes, the effective 𝛼-𝛼 potential has three modes: weakly attractive at intermediate distances; strongly repulsive at

smaller distances, due to the exchange interaction; and moderately repulsive at larger distances, due to Coulomb repulsion

[1]. The nature of this interaction closely resembles the VanDerWaals molecular potential, giving rise to the term “nuclear

molecule”. In general, molecular structures are strongly predisposed to form chain-like states in order to minimise the

Coulomb repulsion between the constituents

𝜋 bonds & 𝜎 bonds

The Hückel method, taken from molecular orbital (MO) theory, can be used to describe the molecular orbit occupied by

a valence neutron as a superposition of the single-centre shell model states:

|𝜓±⟩ = 1√
2

(|𝜓1⟩ ± |𝜓2⟩) . (3.36)

This yields two molecular orbitals, conventionally labelled g (|𝜓+⟩) and u (|𝜓−⟩). Each has both a total spin 𝐽 and an

orbital angular momentum 𝑙. The projection 𝑚𝑙 of 𝑙 admits two further families of orbitals; 𝜎 orbits with 𝑚𝑙 = 0, and
𝜋 orbits with 𝑚𝑙 = 1. This labelling of the 𝑚𝑙 projections follows from Molecular Orbital theory. Of course, in a non-

spherical system the total angular momentum 𝐽 is no longer a good quantum number, so the symmetry-axis projection𝐾
is taken instead. The parity of these states is given by 𝜋 = (−1)𝑙𝑝 where 𝑝 = 1 for g orbits, and 𝑝 = −1 for u orbits [7].

The Hückel wave-function amplitudes for the various orbital configurations are shown in Fig. 3.12.

Fig. 3.12: One-dimensional molecular orbits for cluster states in 9Be; showing (a) 𝜎 bonding, (b) 𝜎 anti-bonding, (c)
𝜋 bonding, (d) 𝜋 anti-bonding. In this 2D projection, the deformation axis lies in parallel to the plane normal. Figure
adapted from Ref. [35].

It can be seen that the 𝜋 and 𝜎 bonds in Fig. 3.12 bare close resemblence to their namesakes in atomic molecular orbitals,
shown in Fig. 3.13.
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Fig. 3.13: One-dimensional molecular orbits from atomic physics; showing (a) 𝜋 bonding, (b) 𝜋 anti-bonding, (c) 𝜎
bonding, (d) 𝜎 anti-bonding. Figure adapted from Ref. [36].

The 𝜋 orbit is also known as the ring orbit, because it spreads perpendicular to the 𝛼-𝛼 axis, whilst the 𝜎 orbit is called

the chain orbit it spreads parallel to the 𝛼-𝛼 axis (see Fig. 3.14) [37].

Fig. 3.14: Illustration of the spatial overlap of two 𝑝-shell orbits, corresponding to (a) 𝜋 and (b) 𝜎 molecular orbitals.
Figure adapted from Ref. [1].

In 9Be, molecular states comprise two clusters 𝛼 + 𝛼 + 𝑛 → 5He+ 𝛼, whereby molecular orbitals are constructed from
the 𝑝3/2 shell-model orbit of the valence neutron in 5He. A two-centre model of the nucleus has been explored in [38],

and a neutron level scheme computed as a function of the centre separation (see Fig. 3.15). Though a formal model can

be used to build this scheme [39], significant insight can be derived from mapping the separate-centre shell-model states

onto states in the Nilsson deformed harmonic oscillator. With known spin and parity, the Nilsson orbits can be used to

label the two-centre solutions and define a set of molecular orbitals [40]. By correlating the states in Fig. 3.15 with those

in Fig. 3.16, one can identify the four molecular orbitals available to the 1𝑝3/2 neutron in 5He: the 3/2−, 1/2+, and

1/2− states in 9Be correspond to the (𝜋3/2− , g), (𝜎1/2+ , 𝑢), and (𝜋1/2− , 𝑔) orbitals [41] (see Fig. 3.17). The complete
set of low-lying states in 9Be are consistent with rotational bands built upon these basis [41].

The set of basis states established from this two-centre approach can be extended in the case of a three-center molecule,

such as the carbon isotopes. This additional center primarily splits the basis states, and lowers the lowest state with respect

to the three-body particle threshold [43]. In addition, the formation of asymmetric structures may lead to the phenomenon

of parity doublets (see Section 3.1.2).



Fig. 3.15: Neutron level scheme of the two-centre shell-model as a function of the deformation eccentricity 𝑧0 ∈ [0, 𝑅],
where 𝑅 is the nuclear radius. The y-axis intercepts correspond to spherical shell-model states, whilst at large separations
the spherical shell-model states of the fragments are indicated [38].
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Fig. 3.16: Single-particle level scheme of the Nilsson deformed harmonic oscillator potential, for 𝑁 < 50. Solid lines
indicate positive parity solutions, whilst dashed lines represent negative parity states. Each state is labelled by [𝑁𝑛𝑧ΛΩ],
where 𝑁 is the major oscillator number, 𝑛𝑧 is the oscillator quanta along the 3-axis, Λ the z projection of the orbital
angular momentum, and Ω the z projection of the total angular momentum 𝐽 . Figure taken from Ref. [42].
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3.3 Conclusion

From the discussion in this chapter, it is evident that the landscape of nuclear models is both rich and varied. It suffices to

say that there is yet no single model that can describe the full set of physical phenomena that nuclei have been observed

to demonstrate, despite new approaches such as the no-core shell model showing promise in the emergent description of

collective behaviour alongside the established single-particle description of the nucleus.

Collective models provide a basis for describing the macroscopic phenomena that is easily visible in level schemes, such

as rotational bands, or collective vibrational modes (though the latter is omitted in this chapter). Alongside single-particle

models, collective descriptions of the nucleus provide a lens to interpret the behavior of the nucleus.

The Hartree-Fock description of the nucleus both serves to elucidate the single-particle behavior of many nuclear states,

and provides a language for describing the further developments in nuclear models such as AMD, just as the shell-model

is used to describe phenomena that escape single-particle descriptions. The Hartree-Fock description in this chapter is

sufficient to understand its function, but leaves room for a more comprehensive, mathematically rigorous treatment.

The AMD model of the nucleus proves particular interesting to the discipline of cluster physics, as it provides compu-

tationally tractable predictions of the structure of these unusual nuclei. Later discussions in this thesis make particular

reference to the AMD predictions of the structures in 14O and 14C, which provides some insight into the mechanisms

that govern their observed level schemes. A focus was placed upon the variations of AMD that are in common practice;

recent developments have led to VaP approaches becoming tractable and commonplace, providing richer predictions for

far-from-mean-field structures.

Finally, a discussion of nuclear molecules provides a basis for describing the non alpha-conjugate cluster-like structures

predicted in 14O and 14C. Understanding the level-schemes of these nuclei is an on-going field of research in nuclear

structure, and molecular orbitals provide an approachable model for interpreting the sometimes unintuitive phenomena

that arise, such as the binding behavior of valence nucleons.



CHAPTER

FOUR

CARBON-14 AND OXYGEN-14 MIRROR NUCLEI

4.1 Mirror Nuclei

In Section 3.1.1, the semi-empirical mass formula was introduced. Notably, it is only the Coulomb term of Eqn. 3.1

that explicitly depends upon a nucleon flavour (the proton). This hints at a symmetry of the strong interaction - that the

Hamiltonian is degenerate with respect to nucleon charge. It is not an exact symmetry; the mass of the neutron is slightly

greater than that of the proton, and thus the eigenvalues of the strong Hamiltonian are distinct. This difference can be

treated as a perturbation of an exact symmetry, called Isospin, 𝐼 , for its close resemblance to the spin- 1
2 representation

[44]. In this model, protons and neutrons form eigenstates of the spin-doublet system with 3 projection, 𝐼3 = ± 1
2 .

There are two interpretations of isospin symmetry:

Charge-symmetry

Charge-symmetry holds that the pp interaction is indistinguishable from that of the nn interaction. In terms of the

isospin

[𝐻̂, exp(𝑖𝜋 ̂𝐼𝑖
ℏ )] = 0 , (4.1)

where ̂𝐼𝑖 is the operator that measures the 𝑖 ≠ 3 projection of the isospin 𝐼 , and 𝐻̂ is the strong Hamiltonian. The

exp( 𝑖𝜋 ̂𝐼𝑖
ℏ ) rotation operator negates the ̂𝐼3 expectation value.

Charge-independence

Charge-independence holds that the pp, nn, and pn interactions are indistinguishable, i.e.

[𝐻̂, exp(𝑖𝜃 ̂𝐼𝑖
ℏ )] = 0 , (4.2)

where 𝜃 is an arbitrary rotation in isospin space. It is therefore a stronger statement of charge-symmetry. The
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eigenstates correspond to a set of isobaric nuclei; nuclei with the same total number of nucleons.

As implied from the construction of Eqn. 3.1, there is good evidence from measurements of nucleon-nucleon scattering

lengths that the strong interaction is approximately charge-symmetric [45]. These same data indicate a stronger degree of

charge-independence breaking, suggested by a larger (absolute) value for the pn scattering length. It follows that mirror

nuclei, nuclei with exchanged proton and neutron numbers such as 11C and 11B, or 14O and 14C, should exhibit similar

structures subject to modulation by the different Coulomb interactions.

The level schemes for a pair of mirror nuclei are shown in Fig. 4.1. It is clear that the two nuclei possess very similar

structures; the ordering between levels is closely matched, with a general decrease in excitation energy associated with

the additional long-range spin-independent Coulomb potential seen in 11C. For this reason, mirror nuclei can serve as

useful tools for probing the structure of hard-to-measure nuclei, and elucidating the role of valence nucleons in stabilising

deformed structures.

Fig. 4.1: Level schemes of the 11C and 11B nuclei. The order and spacing between the levels is well preserved under
exchange of the protons and neutrons, with only the 7

2
− and 1

2
+ states changing in order. Generated from data taken from

the ENSDF database as of March 24th, 2023. Version available at http://www.nndc.bnl.gov/ensarchivals/.

http://www.nndc.bnl.gov/ensarchivals/


4.2 Predicted Structures in Carbon-14 and Oxygen-14

Later in this chapter, an experimental measurement of the structure of 14O is discussed. As the mirror of 14O, 14C is well

studied. It therefore serves as a good foil against which to evaluate the performance of the measurement, in addition to

the effects of charge-symmetry breaking upon the observed structure of the nucleus. As such, it is of interest to evaluate

the landscape of structure predictions concerning the carbon analogue for which there is a greater body of research.

Fig. 4.2: Low lying energy levels of 𝐴 = 14 isobars, with adjusted energies relative to 14N. Levels in 14C and 14O have
𝑇 = 1, whilst those in 14N have 𝑇 = 0 apart from those levels in common with the other members of the isobar. Figure
taken from Ref. [46].

An exploration of the relationship between clustering and the deformed harmonic oscillator (DHO) model has been

performed by Freer, Betts, and Wuosmaa in Ref. [47], demonstrating that spherical harmonic oscillator (SHO) shell-

model structure appears within the DHO for integer deformation ratios (𝜔𝑥 ∶ 𝜔𝑦 ∶ 𝜔𝑧 , 𝜔𝑖 ∈ 𝒵). The symmetries

observed in these integral deformation ratios suggest that the deformed potential may instead be expressed in term of

overlapping spherical oscillators. This provides a lens through which clustered structures may be understood as multi-

centre spherical potentials. Subsequent work has applied this concept to propose the existence of a linear chain structure

at a 3 ∶ 1 deformation. In this configuration, three quartets of paired protons and neutrons occupy the leading, degenerate
SHO s shells; whilst the two valence neutrons lie on perpendicular orbitals given by the shared 𝑝 3

2
state (see Fig. 4.3).

This chain is predicted to form a 𝜋-orbital, which the DHO model associated with the lowest-energy linear chain system

by minimising the axial deformation [1]. See Fig. 4.4 for the Hückel wave-function amplitudes that correspond to the

valence nucleon orbits in 13C.

One of the earliest conjectures as to the existence of molecular structures in 14C was that of a near-threshold 9Be+ 5He

isomeric state at ~17.24 MeV given by Ref. [48] (see (x) in Fig. 4.5). This prediction followed from the postulate
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Fig. 4.3: Energy diagram of shell-model degeneracies for integer deformation ratios in an axially deformed harmonic
oscillator. The open circles indicate the shells occupied by valence neutrons, whilst the shaded dots denote the shells
occupied by the isospin-degenerate 𝐽𝑧 = 0 nucleon pairs that form an 𝛼-particle. Figure taken from Ref. [1].

Fig. 4.4: One-dimensional molecular orbits for cluster states in 13C; showing 𝜋. Note that the number of nodes [𝑛1𝑛2𝑛3]
increases with increasing oscillator quanta. In this 2D projection, the deformation axis lies in parallel to the plane normal.
Figure adapted from Ref. [35].



that bound multimers could be formed by adding helium isotopes to the known beryllium dimer structures, whereby the

additional valence neutrons would form covalent bonds between the next two 𝛼-particles.

Fig. 4.5: Energy diagrams of molecular chain states in carbon isotopes, adapted from Ref. [41]. The black boxes indicate
the first two-center non-rotational isomeric states. The predicted configurations for 14C are shown in the blue box.

Extending the concept of near-threshold states, von Oertzen further anticipated resonances in the 10Be∗ + 𝛼 system at 18

MeV [41]. These resonances lie, below the ~18.8 MeV 8Be+2𝑛+𝛼 threshold, due to the covalent binding of the valence

neutrons [1]. It was predicted that a series of four states would arise from the group of states at 6 MeV in 10Be∗ with spins

0+, 2+, 1−, and 2−. The reflection-symmetric 𝜎-orbit configuration, with valence nucleons distributed equally among the
alpha particles (see (x) in Fig. 4.5), is expected to be found at lower energies than the asymmetric 𝜋-orbit configuration
due to the stronger binding effect of each valence neutron. It is anticipated to form a rotational band comprising of 0+,

2+, and 4+ [41].

The prolate linear-chain structures described above have two deformationmodes, shown in Fig. 4.6. In the alpha-conjugate

nucleus 12C, there is an absence of experimental evidence for pure linear chain structures, indicating that it is unstable

with respect to these bending and breathing modes. Itagaki, Okabe, Ikeda, and Tanihata have applied the Molecular

Orbital model, discussed briefly in Section 3.2.6, to predict the behaviour of these conjected structures [49]. The orbitals

that are obtained by this method are classified in terms of their projections onto states of good momentum projection and

parity, 𝐾𝜋.

Calculations of 14C for the given configurations identify minima in the binding energy with respect to molecular centre

separation; the 14C(3/2−
𝜋 )2 configuration appears to possess a minimum at an excitation energy of ~18 MeV [49]. Whilst

the 14C(1/2−
𝜎 )2 configuration is predicted to exhibit a minimum at ~32 MeV, it is not sufficiently deep enough to be
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Fig. 4.6: Schematic illustration of the deformation modes of linear-chain states. (a) shows the breathing mode in which
the centre-separation, 𝑑, varies, whilst (b) depicts the bendingmode that depends upon the bending angle 𝜃. Figure taken
from Ref. [49].

associated with stability against breathing-mode deformation. Against bending-mode deformation, [49] do not predict

stability for any of the molecular configurations in 14C. Such stability is only predicted for 16C((3/2−
𝜋 )2(1/2−

𝜎 )2), due to
the overlap between the two neutrons in the 𝜋 orbit and the two neutrons in the 𝜎; an increase in mutual overlap between
the valence orbitals leads to a decrease in the total-wavefunction overlap component due to Pauli blocking [49].

Milin and von Oertzen briefly predict the existence of three-centre states in 14C that build upon the molecular orbital

structures identified for 13C [43]; (𝜋)2, (𝜎)2, and (𝜋 ⊗ 𝜎). The dominant structures are conjectured to be based upon
the ground state 𝐾 = 0(𝜋)2, the excited state 𝐾 = 0(𝜎)2, and the 𝐾 = 1−(𝜎 × 𝜋) state of 10Be.

A long conjectured state in three-alpha systems is that of an equilateral triangle configuration, which would exhibit a series

of rotational bands starting at 3− and 0+ [50] [51]. Though such a state lies above the three-alpha threshold in 12C, it is

expected that the valence neutrons of 14C should stabilise the triangular configuration. Using the Generator Coordinate

Method (GCM, see Section 3.2.5), Itagaki, Otsuka, Ikeda, and Okabe [51] make a series of predictions for the energy

levels in 14C, identifying the two aforementioned rotational bands (see Fig. 4.7). It is observed experimentally that the

second 3− band is easily excited by 𝛼 transfer, which indicates an alpha-cluster structure. Simultaneously, the band based

upon the (fourth) 0+ state is observed to exhibit strong B(E2) transition rates, supporting the indication of a rotational

band. The authors emphasise the difference between the Ikeda near-threshold clustering, with localised excess neutrons,

and the crystalline alpha-condensate structures that can form well below the threshold energy due to the stabilisation of

the delocalised valence neutrons. This observation represents a distinct mechanism for cluster states beyond the localised

molecular orbits seen in the linear-chain structures.



(a) Positive parity states. (b) Negative parity states.

Fig. 4.7: Energy levels in 14C for positive (a) and negative (b) parity states. Energies are measured relative to the 10Be+𝛼
threshold, and the experimental states are plotted against the predictions for comparison. Figure taken from Ref. [51].

In a large work that undertakes a systematic review of experimental data, von Oertzen, Bohlen, Milin, Kokalova, Thum-

merer, Tumino, Kalpakchieva, Massey, Eisermann, Graw, Faestermann, Hertenberger, and Wirth identify single-particle

states with oblate shapes, and prolate states with nontrivial structure associated with the low-lying oblate structure of
12C [52]. These latter states are proposed to have strong 𝛼-clustering and form rotational bands with signature parity

inversion doublets and a high moment of inertia. The complete set of anticipated structures is schematically depicted

in Fig. 4.8. This work finds itself in agreement with Ref. [51] as to the existence of an oblate triangular configuration

with 𝐾𝜋 = 0+, 3− band heads. von Oertzen, Bohlen, Milin, Kokalova, Thummerer, Tumino, Kalpakchieva, Massey,

Eisermann, Graw, Faestermann, Hertenberger, and Wirth ascribe the prolate structures built upon the 0+
3 , 1−

2 states to

chain structures [52], though do not go so far as to identify these as either the symmetric or anti-symmetric structures

described above.

Results of performing AMD simulations of the negative parity and positive parity states are given in Ref. [53]. The

findings agree with the existing experimental level assignments such as those described in [52]. In particular, both shell-

model and oblate/triaxial structures are identified at low energies below the 10Be + 𝛼 threshold. The triaxial structures

are observed in 𝐾𝜋 = 0+ and 𝐾𝜋 = 2+ bands, with the excess neutrons occupying the sd-like orbitals [53]. A prolate

𝐾𝜋 = 0+ band is also identified thereafter, with valence neutrons localised about two of the three alpha clusters. Such

a configuration suggests a 10Be correlation, in agreement with prior experiment. An investigation of the above-threshold

decay in 4He(10Be, 𝛼)10Be in Ref. [54] provides some agreement with this structure determination, but notes that lower

excitation energies would be useful to observe the angular distributions required to resolve the structural identity with

more detail [54]. Further AMD work by Baba and Kimura in Ref. [55] adds to the theoretical support for linear-chain

structures in 14C, and remarks that the observation of decays to both the ground and 2+ states in 10Be would serve as

additional evidence for linear chain formation. With these results, there is still little evidence for linear chain structures
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Fig. 4.8: Schematic illustration of the cluster structures anticipated in 14C for various valence neutron configurations. (a)
depicts the symmetric, positive parity 𝛼+𝑛+𝛼+𝑛+𝛼 configuration with the valence neutrons distributed outside of the
symmetry axis; (b) shows the reflection-asymmetric inversion doublets, based upon 10Be + 𝛼 structure with the valence
neutrons in the same covalent 𝜋-bond; and (c) illustrates the two oblate triangular-cluster states with 𝜎-bonds between
two 𝛼-particles, whose valence particles wavefunctions have (i) a node at the center of the nucleus with 𝐽𝜋 = 3− and
(ii) a maximum at the center of the nucleus with 𝐽𝜋 = 0+. The dashed lines indicate three sites between which the two
valence neutrons are distributed. Figure adapted from Ref. [52].

with negative parity [55]. A recent experimental work [56] has been performed in a similar manner to this work, using

resonant scattering in inverse kinematics. The findings of this work indicate the existence of several alpha-cluster-like

states in the 14 MeV–19 MeV excitation energy region. The observed spin-parities, and level separation, is given as a

strong indication of the linear-chain cluster state (LCCS) structure.

Of particular relevance to this work is that of Ref. [57], which considers the Coulomb shift of the mirror pair 14C and
14O. The AMD calculations performed in this work suggest that the excitation energy of the 𝜋-bond linear chains seen in
14C should lie close to those in 14O, with similar decay widths. The findings for the 𝜎-bond chain are somewhat different;
it is anticipated that the levels in 14C have both larger decay widths and distinctly higher excitation energies, which are

ascribed to a large Thomas-Ehrman shift (see Fig. 4.9). The Thomas-Ehrman shift describes a pronounced shift in the

energy of the first 1/2+ state; s-states are able to avoid significant Coulomb repulsion due to the lack of a centrifugal

(𝑙 > 0) barrier which confines the wavefunction inside the Coulomb barrier [58].
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Fig. 4.9: (a) 2+ and (b) 4+ states in 14C and 14O determined by AMD calculation. Close correspondence between the
𝜋-bond chain states is observed, whilst the 𝜎-bond levels are expected to differ significantly in excitation energy and decay
width. Figure taken from Ref. [57].

4.3 Conclusion

The symmetries of the residual strong interaction provide a mechanism by which to elucidate the structure of a poorly

understood nucleus using that of its mirror. 14O is one such nucleus, whose level scheme is less comprehensive than that

of 14C. In this chapter, the justification for using one nucleus as a means of understanding the structure of its mirror

has been established. A discussion was made of the degree to which this model is appropriate, with particular emphasis

on the shift in the potential that arises from the additional Coulomb contribution, and the discrepancy in the form of a

Thomas-Ehrman shift.

Using 14C as a reference, the literature was summarised to give an indication as to the predicted structures in 14O, and

their properties. From this discussion, the notion that a linear chain LCCS state may be observable in the 14 MeV—19

MeV region was established. Additional molecular structures were also conjectured, with two triangular configurations,

and a second linear state. Many of the referenced works used AMD simulations to establish their predictions, which is

discussed in Section 3.2.5.
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CHAPTER

FIVE

THICK TARGET EXPERIMENTS

5.1 Resonant Scattering

Nuclear reactions may be classified with respect to two extremes modes; compound reactions in which the reactants fuse

into a highly excited compound nucleus, and direct interactions that involve typically only the surface nucleons of the target

(see Fig. 5.1). As these latter reactions transition directly between initial and final states, the entrance and exit channels are

strongly correlated. Meanwhile, the decay channel of the liquid-drop formed by coalescence of the target and projectile

is considered to be reasonably independent of the entrance channel [59]. Consequently, the reaction cross-section is

typically modelled as two separable terms [60].

Fig. 5.1: Semi-classical illustration of the limiting extremes to nuclear reactions: formation of a transitory compound
nucleus, and direct reactions. Figure taken from Ref. [60].
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Between two charged nuclei, there exists a barrier to fusion that follows from the intrinsic positive charge of the nucleus.

The magnitude of this barrier can be approximated through a classical treatment of the system, whereby the two nuclei

are taken to be point charges separated by the sum of the nuclear radii. It follows that an interaction between two colliding

nuclei may form a compound nucleus only if there is sufficient energy to overcome this barrier.

At low incident energies, the compound nucleus may exhibit discrete states, despite being unstable against particle emis-

sion. Although there is sufficient energy for ejection of one or more particles, this energy is typically partitioned among

several nucleons. Decay of this compound state occurs only once the excitation energy localises itself sufficiently for

particles to escape. It follows that the compound nucleus may demonstrate a lifetime much greater than the orbital period

of a single nucleon (∼ 10−22 s) i.e. the duration of a direct interaction [60]. In the low-energy region at which reso-

nances are found, there are usually only two decay modes available to the liquid drop; rejection of the incident particle

(scattering), or 𝛾-emission [46]. Given that a quasi-bound state is unstable, it possesses an imprecise energy; from the

Mandelstam-Tamm uncertainty principle [61]

Δ𝐻Δ𝑇 ≥ ℏ
2 , (5.1)

one might assume that the long lifetime 𝜏 = Δ𝑇 of the quasi-bound compound state implies that the width of this

distribution Γ = Δ𝐻 is smaller than 1 MeV. Where the energy of the entrance channel is sufficiently matched with that

of the quasi-bound state, there will be a marked enhancement in the cross section of the reaction, a phenomenon known

as a resonance. Typically this has the form of the Breit-Wigner distribution

𝜎res(𝐸) = 𝜎0
1
4 Γ2

(𝐸 − 𝐸r)
2 + 1

4 Γ2
, (5.2)

where Γ is the full-width at half-maximum (FWHM) of the resonance (see Fig. 5.2), 𝐸𝑟 the centroid of the distribution,

and 𝜎0 the amplitude of the resonance [60]. These resonant states are only visible at sufficiently low energies; as the

excitation energy increases, the separation between levels decreases until the density is such that individual states can

no-longer be resolved and form a continuum of unbound states. It transpires that in practical terms the energy relation

in Eqn. 5.1 is inapplicable to the Breit-Wigner curve, yet it can be shown that the lifetime of the state 𝜏 is related to its
width by Eqn. 5.3 [62] [63].

Γ = ℏ
𝜏 . (5.3)

Among the exit channels of the compound nucleus is an elastic channel, i.e. that which corresponds to the 𝐴(𝑎, 𝑎)𝐴
reaction. When the elastic scattering cross section is measured, however, it typically does not exhibit the predicted Breit-

Wigner shape. In addition to forming a resonant quasi-bound state in the compound nucleus, the incident particle may



simply scatter directly off the target. This leads to an additional shape-elastic potential contribution to the elastic scattering

cross-section (see Fig. 5.2).

Fig. 5.2: Comparison between the (left) Breit-Wigner distribution and the (right) elastic scattering cross section. (right)
includes interference between the shape-elastic and resonance-elastic interactions. Subfigures taken from Ref. [60].

5.2 Conservation Rules

As a closed physical system, the normal conservation rules still apply to a scattering reaction between two nuclei. The

total energy of the system must therefore be conserved during the interaction. Assuming a resonance reaction of the form

𝐴(𝑎, 𝑏)𝐵,

𝑇𝐴 + 𝑚𝐴𝑐2 + 𝑇𝑎 + 𝑚𝑎𝑐2 = 𝑇𝐵 + 𝑚𝐵𝑐2 + 𝑇𝑏 + 𝑚𝑏𝑐2 (5.4)

where 𝑚𝑋 is the rest mass of 𝑋, which may be excited, and 𝑇𝑋 is the kinetic energy of 𝑋 in the current frame. With the

following definition of the reaction Q-value with respect to the ground-state masses (e.g. 𝑚gs
𝑋)

𝑄 = (𝑚gs
𝐴 + 𝑚gs

𝑎 − 𝑚gs
𝐵 − 𝑚gs

𝑏 ) , (5.5)

Eqn. 5.4 simplifies to

𝑇𝐴 + 𝑇𝑎 + 𝑄 = 𝑇𝐵 + 𝑇𝑏 + 𝐸ex , (5.6)

where 𝐸ex is the total excitation energy shared between 𝐵 and 𝑏. For resonant reactions involving a compound nucleus
𝑋, one must consider the intermediate state. If both the reactants and the products of the total reaction remain in their
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ground states, then

𝑇𝐴 + 𝑇𝑎 + 𝑄 = 𝑇𝑋 + 𝐸ex = 𝑇𝐵 + 𝑇𝑏 , (5.7)

i.e. measurement of the reactant and product kinetic energies is sufficient to determine the excitation energy for a known

𝑄-value.

In addition to conservation of energy, the conservation of angular momentum must also be considered. For 𝐽 = 0
reactants, the angular momentum of the compound nucleus is entirely determined by the orbital angular momentum of

the beam

ĴX = ĴA + Ĵa

ĴX = L̂A + ÎA + L̂a + Îa

ĴX = L̂a ,

(5.8)

where ĴX is the total angular momentum of 𝑋, the compound nucleus; ÎX the intrinsic spin angular momentum of 𝑋; 𝐴,
the target; and 𝑎, the beam. The vector ĴX is by definition perpendicular to the momentum vector of the beam, in the event

of a two-body scatter. In combination with conservation of parity, the conservation of angular momentum implies that

one can only populate either natural-parity (Π = (−1)𝑙) or unnatural parity (Π = (−1)𝑙+1) states for spin-0 reactants.

The same holds for the subsequent decay of the resonant states; if the products are both spin-0, then the orbital angular

momentum of the products is defined entirely by the parity of the populated state.

5.3 Time-Projection Chambers

A time-projection chamber (TPC) is a particle detector which employs the use of a time-sensitive anode to perform

three-dimensional reconstruction of particle trajectories. The original design for the TPC was developed at Lawrence

Berkeley Laboratory [64], and has since seen multiple variations that improve the spatial resolution and gain. At the heart

of the TPC is the time-sensitive anode, upon which a current is induced due to the drift of charges liberated by ionising

radiation incident upon the active volume (see Fig. 5.3). Conventionally, time-projection chambers use gas mixtures such

as P10 (90% Argon, 10% Methane) as the interaction medium; gas targets may easily be pressurised to tune the density

according to the energies and families of particles that are likely to be observed. In order to produce signals which can be

discriminated against the electronic noise of the acquisition system, gas multiplication is typically employed.
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Fig. 5.3: Operational principle of a gridded ion-chamber, in which charged particles ionise the gas to liberate electron-ion
charge carriers that move under an applied field. The movement of charge carriers induces a charge upon the anode and
cathode. The grid serves to remove the positional dependence of the signal amplitude when operated in electron-sensitive
mode; only the electron component contributes to the measured voltage across the resistor𝑅 once the electrons enter into
the grid-anode region.

5.3.1 Gas Ionisiation

A charged particle moving through a gas medium loses energy by both excitation and ionisation of the target, to a similar

extent. Each ionising collision is a stochastic process, obeying Poissonian statistics:

𝑃(𝑛) = ((𝑠/𝜆)𝑛

𝑛! ) exp(−𝑠/𝜆) , (5.9)

where 𝑠 is the length of a given segment, 𝜆 = 1
𝑁𝑒𝜎𝑖

is the mean separation between clusters, 𝑁𝑒 is the electron number

density of the gas, and 𝜎𝑖 the ionisation cross-section of an electron [65]. The probability that zero clusters are formed

in an interval is exp( −𝑠
𝜆 ), which tends to zero as 𝜆 → 0. Thus, clusters tend to form quite close together along a given

track. Whilst most of these clusters consist of single ions liberated by the charged particle, a small proportion of collisions

induce secondary ionisation whereby the liberated electron ionises additional molecules. In some cases, these electrons

travel sufficient distance from the primary ionisation that they leave detectable ionisation trails, and are referred to as 𝛿-
electrons. It is observed that clusters with greater than a single electron tend to contain a significant number, contributing

strongly to the mean number of electrons per unit path length. Between the Poisson counting statistics and distribution of

the cluster size, the spatial resolution of a drift-chamber is limited by the properties of the gas.

The mean energy-loss of an ion moving through a material is given by the Bethe-Bloch formula [66], which relates several

material properties

− ⟨d𝐸d𝑥 ⟩ = 4𝜋
𝑚𝑒𝑐2 ⋅ 𝑛𝑧2

𝛽2 ⋅ ( 𝑒2

4𝜋𝜀0
)

2
⋅ [ln( 2𝑚𝑒𝑐2𝛽2

𝐼 ⋅ (1 − 𝛽2)) − 𝛽2] , (5.10)
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where 𝑐 is the speed of light, 𝜀0 the vacuum permittivity, 𝐼 the mean excitation potential of the material, 𝑧 the proton
number of the ion, 𝐸 the energy of the ion, 𝛽 = 𝑣

𝑐 , 𝑚𝑒 the electronic rest mass, 𝑒 the elementary charge, and 𝑛 the

electron number density of the material. In the non-relativistic limit, this simplifies to

− ⟨d𝐸d𝑥 ⟩ = 4𝜋𝑛𝑧2

𝑚𝑒𝑣2 ⋅ ( 𝑒2

4𝜋𝜀0
)

2
⋅ [ln(2𝑚𝑒𝑣2

𝐼 )]. (5.11)

5.3.2 Charge Multiplication

The applied field between the anode and cathode serves to accelerate the liberated charge carriers within the detector. Due

to collisions with gas atoms, the drift velocity of each charge carrier approaches a constant proportional to 𝐸
𝑃 , where 𝐸 is

the applied field; and 𝑃 the gas pressure [67]. The utility of a gas chamber for energy measurement lies in a proportional

response between the measured current/voltage and the energy deposited within the detector. Below a threshold field

strength, recombination of the liberated ion pairs contributes to non-linearity and defines the ion-saturation region of the

pulse-amplitude applied-field curve. At higher field strengths, exceeding a threshold field value𝐸av, free electrons drifting

under 𝐸 gain sufficient kinetic energy between collisions with the gas molecules to cause secondary ionisations. This

demarcates the start of a proportional response mode. In typical gases at atmospheric pressure, the secondary ionisation

potential tends to exceed the order of 106 V/m. The first Townsend coefficient, 𝛼, of the gas determines the fractional
increase in the number of electrons per unit path length

d𝑛
d𝑥 = 𝛼 d𝑥 . (5.12)

It follows that for spatially invariant fields, the number density of electrons is given by 𝑛(𝑥) = 𝑛(0) exp(𝛼𝑥). Thus,
increasing the voltage above 𝐸av leads to an increased gain that facilitates measurements of clusters that are seeded by

only a few primary electrons. Increasing the applied field further leads to the onset of non-proportionality, in which

the build-up of slow-moving positive ions is sufficient to deform the electric field within the detector. Quickly thereafter

begins the Geiger-Mueller region of operation, in which the space-charge effect is sufficiently strong that the multiplication

process is self-limiting, and the pulse amplitude from the detector is independent of the properties of the incident radiation

(see Fig. 5.4).

Frequently, noble gases such as argon or helium are used as the primary gas, as they have small electronegativities that

prevent electrons liberated by ionisation being absorbed by the fill gas. However, alone these gases are susceptible to low

breakdown-voltages in which the proportional region is lost, and typically have poor gain characteristics. Addition of a

second component with a smaller ionisation energy than the fill gas leads to the Penning effect, in which the number of

ion pairs produced per unit energy is enhanced [69]. Furthermore, additive gasses can be used to suppress the breakdown



Fig. 5.4: The different operation regions of gas-filled detectors, according to the applied electric field. Only a limited
range of field strengths corresponds to a proportional regime in the detector response. Figure taken from Ref. [68].

phenomenon; primary gas atoms excited by secondary electrons may de-excite through the emission of UV photons.

These photons can seed additional avalanches within the active volume, leading to saturation. By adding a quench gas

with additional degrees of freedom and a large UV photo-absorption cross section, e.g. diatomic hydrocarbons with

rotational and vibrational modes, the UV photons emitted by secondary excitation can be absorbed without subsequent

re-emission [70]. Finally, with a large enough field, the dielectric properties of a gas detector can break down. Admixtures

that contain quench gases can also increase the value of the field required to induce this phenomenon [71].

5.4 Thick-Target Inverse Kinematics

Nuclear reactions are typically performed in one of two configurations. In thin-target experiments, a beam of known

energy is trained upon a target whose geometry is sufficiently thin that the majority of interactions occur at a similar beam

energy. Thick-target experiments dispense with this constraint; the thickness of the target is employed as a degree of

freedom. Whilst thin-target experiments pose a much reduced analysis challenge, to perform a measurement that spans

a range of energies requires varying the energy of the beam, a slow process that is both costly in time and limited in

the number of “stops” (energies) that can be observed. Meanwhile, thick-target experiments circumvent this restriction

by using the target itself as both the reaction domain and energy loss medium. In this configuration, the energy of each

interaction is given as a function of the interaction location, i.e. the distance travelled within the target by the projectile.

In a system consisting of two different-mass nuclei, thick-target resonant scattering can be performed either in forward
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kinematics, or in inverse kinematics. In forward kinematics, the beam consists of the lighter nucleus, whilst the heavier

nucleus serves as the target. In inverse kinematics, the reverse is true: the heavier ion serves as the beam, which is used to

bombard a target consisting of the lighter isotope. This approach provides several advantages over forward kinematics:

• From the conservation of momentum, two-body reactions with negative (or zero) Q values are forward focussed

(see Fig. 5.5), which improves the geometrical efficiency of the forward-angle detector for a particular solid-angle

coverage.

• For short-lived isotopes, it is possible to use a particle accelerator to produce ions on-line to circumvent challenges

of radioactive target production. This is particular feasible for alpha-scattering experiments; 4He is one of the

lightest nuclei in existence, and therefore most nuclei of interest have larger masses.

A

A

a

a

(a) Forward kinematics

A

A

a

a

(b) Inverse kinematics

Fig. 5.5: Schematic illustration of a non-relativistic elastic scattering reaction (lab frame) in (a) forward kinematics, in
which the lighter nucleus a is used as the projectile; and (b) inverse kinematics, whereby the heavy nucleus A impinges
upon the light target. In each panel, the upper region indicates a potential post-scattering configuration. In the inverse
regime, due to conservation of momentum and energy, the reaction is forward projected; both nuclei continue travelling
forward in the lab frame. Meanwhile, in forward kinematics it is possible for the beam to achieve a (smaller) negative
velocity in the lab frame.

Given the clear 𝑧 dependence of Eqn. 5.11 (see Fig. 5.6), it is evident that thick-target inverse-kinematics configurations
are particularly useful in isolating the heavy beam ions from the light target ions; the target dimensions can be configured

such that the heavy ions are quickly arrested within the detector volume. From the ln( 𝐸
𝐼 )

𝐸 terms, the stopping power

acquires a maximum as a function of energy just prior to the particle coming to rest. When plotted as a function of the

path length, the observed peak in the stopping power distribution is often called the Bragg-peak. The thickness of the



target additionally enhances the luminosity; unlike thin-target reactions in which a significant proportion of events will

not interact with the target, thick-target reactions span a much wider portion of the reaction cross-section energy domain.

In the event that the beam fully stops within the target, the efficiency of the experiment is limited only by secondary

interactions, and the efficiency of the detectors.

Fig. 5.6: Stopping power of 10C and 4He ions in a gas-mixture of 96% 4He, 4% CO2 at 405 torr, simulated using SRIM
[72].

Unlike thin-target kinematics, reactions that take place within a gas chamber are not confined to a localised region.

Therefore, the experimental advantages of operating in a thick-target inverse-kinematic regime can only realised if there

are suitable detectors (see Section 6) and analysis techniques (see Section 7) available to recover the reaction kinematics.

5.5 Conclusion

Experimental nuclear physics is predicated in-part upon the ability to inspect the interactions that govern nuclear structure

through scattering interactions. Within the domain of nuclear scattering, there are innumerable techniques that are used

to scatter and measure two or more systems of nucleons, although they essentially fall into several extremes, indicated in

Fig. 5.1. In this thesis, the phenomenon of resonant nuclear elastic scattering is of particular interest, as is discussed in

subsequent chapters. In this regime, a compound nucleus is formed, whose structure can be elucidated from the properties

of the outgoing products. As such, in this chapter, the conservation rules which govern nuclear interactions, and facilitate

their kinematic reconstruction, were discussed.

In order to measure the products of a scattering reaction, an experimentalist has a choice of measurement techniques. A

powerful approach that is outlined in this thesis is the time-projection chamber, used in inverse kinematics. The concept of
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forward and inverse kinematics was introduced in this chapter, alongside the advantages of operating in inverse kinematics

when working with short-lived radioactive reactants. In this chapter, the operating principles of TPCs were established,

and the fundamental concepts of gas ionisation and charge multiplication discussed. Subsequent chapters build upon the

concepts outlined here, in the description of the form and function of the TexAT TPC given in Section 6.



CHAPTER

SIX

THE TEXAT DETECTOR FOR RARE ISOTOPE BEAM EXPERIMENTS

TexAT (Texas Active Target) is a general-purpose detector developed by the Cyclotron Institute at Texas A&MUniversity

for low-energy nuclear physics experiments [73]. As an active-target detector, the fill gas serves as both the detection

medium and the target, such that TexAT is well suited to conducting scattering and implantation experiments with rare

isotope beams.

TexAT has been upgraded over several experiments. In this section, the initial design of the detector will be outlined,

followed by an exploration of the modifications relevant to the experiment discussed later in the chapter.

6.1 Experiment Design

A primary 10B3+ beam with 7 MeV/u was produced by the K500 cyclotron at the Cyclotron Institute, Texas A & M

University [74]. These ions were directed towards a liquid-nitrogen (LN) cooled 9.2 cm gas cell, with 4 μm thick and

19 mm diameter Havar entrance and exit windows [75]. At a pressure of 870 torr, the H2 gas within the cell was used

to facilitate an 10B(𝑝, 𝑛)10C exchange reaction. The resulting 10C beam had an energy of 32.9 MeV, and an intensity of

16500 particles per second (pps).

6.2 Detector Overview

TexAT is comprised of a gas-filled TPC andMicroMeGaS (Micro-Mesh Gaseous Structure) particle detector, surrounded

by an array of telescopes for particle identification and total energy measurement of ions that escape the active volume.

A 3D model of these detectors is shown in Fig. 6.1.
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Fig. 6.1: A 3Dmodel of the “final” innermost TexAT detector components, comprised of silicon (purple), thallium doped
cesium iodide (turquoise), and MicroMeGaS (yellow) detectors. The ion counter is not pictured here.

To establish a uniform electric field within the ionisation region, a wire field-cage surrounds the active volume. An

isographic 3D rendering of the combined detector with the field-cage and MicroMeGaS visible is shown in Fig. 6.2.

Fig. 6.2: A schematic diagram of the TexAT detector configuration, indicating the location of the various detectors and
auxiliary apparatus. A black arrow indicates the direction of the beam, which first enters the detector through the ion-
counter (IC, indicated). The segmented anode is visible in blue and purple at the top of the detector, whilst the field-cage
(FC) and the array of CsI(Tl) + Si detectors are visible around the outside of the field cage. These detectors occupy the
same gas cell as the MicroMeGaS (MM), which sits at the top of the detector. The ion drift plane is given by the normal
of the MicroMeGaS. The beam direction, given by a vector between the window and silicon wall, is indicated by a white
arrow. Figure taken from Ref. [76].

6.2.1 MicroMeGaS

The MicroMeGaS is a parallel-plate gas particle detector. It comprises of a micro-pattern anode, with a thin metallic

mesh suspended at a height of 128 μm above the surface (see Fig. 6.3). This micro-mesh partitions the gas into two

juxtaposed volumes of differing potentials, forming a large drift region above the mesh, and a small amplification region

between the mesh and the anode. In this manner, the detector behaves like an ideal parallel plate detector; the signals

formed on the anode readout are predominantly determined by the electron mobility of the gas rather than that of the

ions. The irregular pixelation of the anode facilitates high position resolution measurement of these signals. The bias for



the mesh is constant across the detector geometry; individual region biasing is performed by applying different potentials

to the corresponding elements of the anode.

Fig. 6.3: Charge signal formation from charged particle ionisation. A small amplification region, with an electric field
of the order ~kV/cm, can be seen between the micromesh and the anode strips. The larger drift/conversion region, with
a field strength of ~102V/cm, is bounded by the cathode and the micromesh. Gas multiplication predominantly occurs
in the amplification region; the drift/conversion region serves only to separate the ion pairs liberated by ionising particle
tracks, such as those of scattered alpha particles. Figure adapted from Ref. [77].

The MicroMeGaS anode has an active area of 245 × 224mm2, which is composed of three distinct conductive elements:

• single electrode rows (112 × 1.67mm2)

• chained electrode columns (1.67 × 224mm2)

• single electrode pads (3.42 × 1.67mm2)

These elements are arranged into a three-region configuration: the two side regions are formed by interleaving strips and

chains, and the central columnar region is composed from a regular grid of pads (see Fig. 6.4). To ensure that adjacent

elements remain electrically isolated from one another, the separation between disjoint strips and chains is 1.75 mm,

whilst separate pads are separated by chains is 1.75 mm and 3.5 mm in the vertical and horizontal axes respectively.

The multiplexing scheme present in the side regions is used to reduce the number of channels from 64 × 128 to 64 + 64,
at a cost of lower resolution, sensitivity, and reconstruction ambiguity. The readout is mapped such that individual zones

within the MicroMeGaS can be biased in order to create areas with different gas gains.

In the context of the wider TexAT TPC, the MicroMeGaS provides a readout of the active volume of the TPC chamber.

Ionising radiation liberates charge carriers within the conversion region of the MicroMeGaS (i.e. the active volume of the

TPC), which separate under the applied electric field (see the field cage in Fig. 6.3). Within the amplification region of the

MicroMeGaS, the high-mobility electrons drifting from the conversion region under amplification, forming a proportional

distribution of electrons which induce a charge upon the anode (see Fig. 6.4) [67]. This charge is subsequently recorded

by the GET electronics to perform reconstruction of the incident particle track.
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Fig. 6.4: The segmentation plan of the MicroMeGaS anode. There are three distinct regions: a central column of 6×128
pads, and two side regions with 64 interleaved rows (strips) and columns (chains). The strips are formed from single
electrodes, whilst the chains are formed from staggered readout pads that are electrically connected together. Note that
the measurements in this figure were subsequently revised for fabrication. Figure adapted from Ref. [73].



6.2.2 Silicon

In the TexAT configuration used in the experiment described in this chapter, only the silicon quadrant detectors were

present. Without the thallium-doped caesium iodide detectors, only partial energy can be measured for escaping ions that

punch through the silicon detectors. In these cases, particle identification must be performed by alternate means.

Two families of silicon detector are used in the TexAT detector:

• MSQ25-1000 (Micron Semiconductor)

• KDP-1K (JSC, “Institute in Physical-Technical Problems”, Dubna, Russia)

Both of these detectors are configured with four (25 × 25mm2) quadrants, as shown in Fig. 6.5. Although the MSQ25-

1000 includes an additional rear quadrant (50 × 50mm2), it was not read-out for this experiment. The thickness of these

detectors ranges from 700-1000 μm [75]. Under alpha particles irradiation from an 241Am source, the MSQ25-1000

detectors have been found to exhibit an energy resolution of 50-70 keV whilst the KDP-1K detectors have been observed

to possess an improved resolution of 30-50 keV [73].

Fig. 6.5: A 3D rendering of the solid-state detector telescopes that surround the TPC: downstream array (top left);
upstream array (bottom left); side array (top right); bottom array (bottom right). Figure taken from Ref. [73].

6.2.3 Ion Counter

For this experiment, a planar windowless ionisation chamber (IC) was placed immediately after the entrance window to

the gas volume to detect the beam current (see Fig. 6.2). Through charge-time discrimination, the signals of this detector

can be used to identify the beam ion, help to eliminate pile-up within the TPC, and trigger the acquisition system in

coincidence with the other detectors.
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6.3 Readout Electronics

6.3.1 GET Architecture

TexAT uses the General Electronics for TPCs (GET) system for readout of the detectors [78]. GET comprises of a

hierarchy of electronic components, starting at the lowest level with the AGET (ASIC, Application-Specific Integrated

Circuit, for GET) chip to amplify, shape, and store the signals from each detector (see Fig. 6.6).

Fig. 6.6: An illustration of the relationship between the experimental detector, readout electronics, and data acquisition
and storage equipment in an experiment that uses the GET system [78].

Each channel possesses an independent trigger and continuously samples the filtered analogue signal from the shaper, with

a sampling frequency between 1 and 100MHz, using a 512-cell switch-capacitor circular buffer [78]. For this experiment,

the readout sampling frequency was set to 25 MHz. A single AGET chip has 64 independent channels in addition to 4

floating channels that provide a measure of the electronic noise, known as fixed-pattern noise (FPN) channels. These FPN

channels are distributed across the AGET chip in order to place one FPN channel at the edge of each chip [78].

To read out all of the channels in a TexAT detector requires 24 AGET chips. There are 4 AGET chips on each AsAd

(ASIC and Analog to Digital converter) board, which digitises the signals from the SCA memory of the AGET chips

using a 12-bit ADC [78]. The data from these AsAd boards are collected by a series of CoBo’s (Concentration Boards),

which timestamp the information and transmit it to the storage infrastructure.

In order to synchronize the CoBos and generate a global trigger, an additional board called the MuTAnT (MUltiplicity

Trigger ANd Time) is used. In this context, a global trigger describes a single trigger event derived from multiple CoBo

boards. The MuTAnT supports multiple kinds (levels) of trigger:

• Level 0: an external trigger, e.g. from an ancillary detector

• Level 1: a “multiplicity” trigger which reduces the triggers from each CoBo board into a single trigger.



• Level 2: a pattern-based trigger that matches the 64-bit hit-pattern from each AGET

In this experiment, a Level 1 silicon-only trigger was used.

6.3.2 Signal Shaping

The internal pre-amplification stage (CSA) in each AGET chip can be bypassed in cases where external pre-amplifiers

need to be read-out by the GET electronics [78]. In order to optimise the signal processing of the detector (bypassing the

GET filtering stage) the IC is connected via a bypass circuit (see Fig. 6.7) to an external MESYTEC shaper (MSCF-16).

The signals from this bypass circuit are fed back into the Gain-2 stage of AGET chip, as discussed in [73].

Fig. 6.7: A schematic diagram of the shaper bypass facility of AGET chips. External shapers are used for the ion counter
signals (see above). Figure adapted from Ref. [73].

6.4 Conclusion

The TexAT detector is a novel TPC detector developed by the Cyclotron Institute at Texas A&M University. In this

chapter, an overview of the function of this detector has been given, with a focus upon the high-level view of the detector.

Previous chapters, such as Section 5, discuss some of the mechanisms by which the TPC functions. Following this

discussion, the distinguishing characteristics of this TPC, namely the GET electronic readout and pixelated MicroMeGaS

anode, have been established. In particular, the multiplexing scheme used to reduce the multiplicity of the MicroMeGaS

readout is referenced, which is of particular importance in subsequent chapters concerning strip-chain reconstruction

ambiguity (see Section 8.10).
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The properties of the component detectors, such as the silicon detector array, have been outlined. This includes the

thickness and energy resolution of these detectors. In addition to the detector characteristics, the experimental parameters

were introduced; notably the use of a radioactive beamline of 10C, with a gas target of 4He + CO2. The information

outlined here is of import to the later discussion of reconstructing and analysing the data from this experiment, given in

Section 8. These parameters govern the phase space of the elastic scattering reaction that this experiment was designed

to perform, and generally must be well chosen to ensure the physics of interest is observed. The conclusion in Section 8

refers to this constraint, whereby it is suggested that the experiment parameters were suboptimal for zero-degree scattering

reconstruction.



CHAPTER

SEVEN

TRACK FINDING AND FITTING

Fundamental to the design of many particle physics experiments is the ability to detect reaction ejectiles and measure their

physical properties. The considerable challenge that this poses, in even the most conventional forward-kinematics fixed-

target experiments, is exacerbated in the thick-target regime described in Section 5. In the absence of a single interaction

locus, it becomes of vital importance to be able to observe the trajectories of reaction products such that the underlying

kinematic variables can be reconstructed. As discussed in Section 5.3, the TPC detectors in which these experiments

are often conducted typically incorporate a segmented readout, whereby particle trajectories are described as a set of

discretised samples. The resolution of these data is usually governed by a combination of the ejectile, gas, and readout

properties.

The problems of identifying and fitting the particle trajectories recorded in such data are nominally distinct concepts,

although many approaches necessarily combine the two. Track finding describes the task of identifying the existence of

a particle track, whilst track fitting refers to the process of ascribing model variables to identified tracks subject to the

parametrisation. Central to both subproblems is the importance of outlier rejection, which is often used as a metric by

which to evaluate algorithm performance.

7.1 Conventional Techniques

7.1.1 Hough Transform

The classical Hough transform is a technique for estimating the parameters and multiplicity of a model family within a

dataset. In this context, a model is a description of a set of data, such as a line or a plane. The Hough transform employs

a scheme whereby features in the dataset, i.e. points along a line, vote for models with which they are compatible (see

Fig. 7.1). For any continuous parametrisation, a single observation is a member of an infinite set of models. In order to

make this tractable, the Hough transform is conventionally performed by discretising the 𝑛-dimensional parameter space
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of the model. Thereafter, for each observation, the set of compatible models can be determined from the permutations

of the discrete 𝑛 − 1-dimensional free parameter space.

Yes

No

Yes

No

Start Select observation

Select parameters 2..n
Compute parameter 1 Store vote

Phase-space exhausted?

Next observation? Stop

Fig. 7.1: Flowchart detailing the classic discrete Hough transform. Once the algorithm has terminated, maxima in the
voting space correspond to models (parameterisations) with high support (large numbers of votes). These maxima can be
treated as candidates that well describe the data.

This technique introduces an explicit relationship between the precision of the identified model parameters and the robust-

ness to noise; fine discretisations are able to accurately determine the underlying model parameters, but the introduction

of noise quickly leads to the identification of multiple models. Meanwhile, coarse discretisations are far less vulnerable

to over-fitting, but at a cost of poor parameter resolution. This trade-off requires the user to balance the anticipated level

of noise (signal-to-noise ratio) and the similarity of observations (how close any-two separate models are in parameter

space. Furthermore, the search complexity increases exponentially with the number of model parameters.

Certain procedures can be used to mitigate this compromise:

• Bin smoothing: convolving the parameter space with a smoothing kernel to reduce the significance of spurious

peaks

• Secondary optimisation: by asserting that identified models are close to their “true” representations, a secondary

optimiser (e.g. least squares) can be used to improve the model parameters.

7.1.2 RANSAC

Random Sample Consensus (RANSAC) is a paradigm for fitting a singular model to experimental data. It recognises the

model finding/fitting problem as a connected one; the challenge of identifying a unique set of models within a dataset is

highly dependent upon estimating their free parameters given the observed data [79].

RANSAC draws a distinction between two kinds of error:

• measurement error: deviations from the “true” values observed in measurements

• classification error: gross errors that arise from misclassification of the dataset

The RANSAC procedure accounts for these two kinds of error by starting with a small, feasible, initial dataset, before

enlarging this set with consistent data (see Fig. 7.2). Concretely, when fitting e.g a line within a set of 𝑁 points, the



RANSAC approach would be to select two points, compute origin and direction vectors, and then determine the points

which lie within an acceptance window (orthogonal distance) to the model. These new inliers can then be used to re-

estimate the model; smoothing the measurement errors.

No

yesStart FinishDraw random sample

Fit model to subset Expand inliers Fit consensus set

Drawn k trials?

Fig. 7.2: Flowchart outlining the RANSAC algorithm.

A number of parameters determine the termination of the algorithm, namely:

• the acceptance window that separates inliers from outliers

• the minimum support required to instantiate a model (the number of inliers required to consider the model valid)

• the number of (random) subsets to draw in the search for model candidates.

The upper bound on the number of trials required to select a “good” subset from the dataset can be determined mathemat-

ically. If 𝑤 is the probability that a selected data point is within the error tolerance of a given model, then the expectation

value 𝐸(𝐾) of the number of trials 𝑘 required to select a subset of 𝑛 points is given by

𝐸(𝑘) = 𝑏 + 2(1 − 𝑏)𝑏 + 3(1 − 𝑏)2𝑏 + ⋯ + 𝑖(1 − 𝑏)𝑖−1𝑏 … ,

= 𝑏[1 + 2𝑎 + 3𝑎2 + ⋯ + 𝑖𝑎𝑖−1 + …] ,
(7.1)

where 𝑏 = 𝑤𝑛 and 𝑎 = (1 − 𝑏).

It can be shown that the above simplifies to

𝐸(𝑘) = 1
𝑏 = 𝑤−𝑛 (7.2)

(see [79]).

Although there is no analytic method for determining the minimum support required to instantiate a model, there exist

methods by which to determine sensible values of this parameter for a given problem.
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Sequential RANSAC

The RANSAC algorithm is designed to find the best-fit model given a dataset. In scenarios where there may be multiple

models, RANSAC must be generalised to identify a family of consensus sets. A common approach is to use Sequential

RANSAC, which iteratively applies the RANSAC algorithm to the dataset until no further models can be identified with

sufficient support.

The RANSAC algorithm establishes a hard distinction between inliers and outliers. An important consequence of this

behaviour is that the method is hierarchical: the first “winning” model has the greatest number of data points to choose

from, whilst the final model has the least. As such, for models with overlapping observations, RANSAC can perform

poorly. Two instances of ideal simulated track scattering reactions are shown in Fig. 7.3 and Fig. 7.5, whilst a reaction

for which sequential RANSAC is ill-suited is shown in Fig. 7.7.

Fig. 7.3: 3D scatter plot of a simulated elastic scattering reaction between a 10C beam and a 4He gas target. The simulation
parameters match the experimental parameters described in Section 8. The simulation was performed using a heavily
modified variant of TexATSim, the software developed by the group at Texaa A&M for TexAT reaction studies. The
beam direction is given by the ̂𝑦 axis. Three track labels given by sequential RANSAC are indicated by the colour map,
with a fourth outlier label corresponding to -1. It can clearly be seen that the scattered beam (blue) labelling is over-
supported, as it extends into the incident beam (yellow) track clusters.



Fig. 7.4: 3D visualisation of the tracks reconstructed from Fig. 7.3 using sequential RANSAC. Only the track direction
should be considered; these fits correspond to unbounded lines. The simulated (red) tracks and reconstructed (blue)
tracks are superimposed over a semi-transparent point-cloud of the measured track clusters. It can be seen that whilst the
scattered beam track lies close to the simulated track, a common-vertex fit will pull the vertex away from its true value.

Fig. 7.5: 3D scatter plot of a second simulated elastic scattering reaction between a 10C beam and a 4He gas target. The
simulation parameters match the experimental parameters described in Section 8. The beam direction is given by the ̂𝑦
axis. Three track labels are indicated by the colour map, with a fourth outlier label corresponding to -1. Like Fig. 7.3,
the RANSAC fit is greedy, but in this figure it can be seen that the indicent beam (purple) is over-supported and extends
into the scattered beam (yellow) track clusters.
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Fig. 7.6: 3D visualisation of the tracks reconstructed from Fig. 7.5 using sequential RANSAC. Only the track direction
should be considered; these fits correspond to unbounded lines. The simulated (red) tracks and reconstructed (blue) tracks
are superimposed over a semi-transparent point-cloud of the measured track clusters. Like Fig. 7.4, it can be seen that
whilst the scattered beam track lies close to the simulated track, a common-vertex fit will pull the vertex away from its
true value.

Fig. 7.7: 3D scatter plot of a third simulated elastic scattering reaction between a 10C beam and a 4He gas target. The
simulation parameters match the experimental parameters described in Section 8. The beam direction is given by the

̂𝑦 axis. Three track labels are indicated by the colour map, with a fourth outlier label corresponding to -1. Whilst the
correct number of active tracks (3) have been identified, it can be seen that the light-product track (blue) extends far into
the incident beam clusters (green), and the incident beam clusters extend into the scattered beam region (yellow). The
beam track is thus discontinuous.



Fig. 7.8: 3D visualisation of the tracks reconstructed from Fig. 7.7 using sequential RANSAC. Only the track direction
should be considered; these fits correspond to unbounded lines. The simulated (red) tracks and reconstructed (blue) tracks
are superimposed over a semi-transparent point-cloud of the measured track clusters. It can be seen that the poor labelling
shown in Fig. 7.7 produces a poor fit, with the reconstructed vertex (given by the intersection of the blue scattered and
heavy beam tracks) displaced outside the measured clusters.

7.2 Facility Location Problem

The previously explored methods of the Hough transform and RANSAC are both greedy methods; the order in which

solutions are generated favours those models which are found first. The consequence of greedy optimisation is that the

global solution across several models may not be optimal.

In order to obtain a global solution to track labelling, the task must be reframed as a global optimisation problem. The

facility location problem (FLP) is an optimisation problem whose solution determines the optimal location for a set of

facilities such that the transportation costs for each facility are minimised. There are several formulations of the problem

with auxillary constraints, such as the capacity of the facilities, or the addition of an opening cost for each facility.

The significance of “facility” and “transportation cost” depends upon the framing of the problem. Here, the uncapacitated

facility location problem (UFLP) will be explored in the context of particle track labelling.

7.2.1 Uncapacitated Facility Location Problem

The uncapacitated facility location problem is a variant of the FLP in which each facility has an unlimited capacity and

an associated opening cost. In prose, the problem may be defined by three requirements:

• A manufacturing company wants to minimise costs.

• Delivery is expensive, so facilities need to be close to consumers.
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• Facilities are also expensive, so as few as possible should be opened.

The solution to this problem is given by the minimisation of the following cost function:

𝐸(𝐹) = ∑
𝑓∈𝐹

(𝑂𝑓 + ∑
𝑐∈𝐶

𝑇𝑓𝑐𝐷𝑓𝑐) , (7.3)

where

• 𝐹 is the set of open facilities.

• 𝑂𝑓 is the cost of opening facility 𝑓 .

• 𝑇𝑓𝑐 is the cost of transporting goods between facility 𝑓 and consumer 𝑐.

• 𝐷𝑓𝑐 is the demand of consumer 𝑐 satisfied by facility 𝑓 .

In the domain of track labelling, the terms “facility”, “distance”, and “consumer”, acquire new meaning:

Term Interpretation

Facility A hypothetical track model

Consumer An observation that belongs to an unknown track model

Transport cost The goodness-of-fit for an observation given a particular track model

Table 7.1: Terms corresponding to the FLP interpretation of track labelling.
Meanwhile, the consumer demand 𝐷𝑓𝑐 is simply the delta function of the labelling 𝛿𝑓𝑓(𝑐), i.e. a single observation 𝑐 is
served by exactly one facility 𝑓(𝑐). See Fig. 7.9 for an illustration of these components.

Fig. 7.9: An illustration of a 2D track described by a proposed track model.



The probability of observing set 𝐶 of observations for facility 𝑓 is the product of the probabilities of observing each 𝑐,
i.e.

𝑃(𝑓 ∣ 𝐶) = ∏
𝑐

𝑃(𝑓 ∣ 𝑐) . (7.4)

If the per-consumer transport cost is given as a log-likelihood, then it follows that the sum over the transport costs for

each facility is equivalent to the log-likelihood of the facility given 𝐶:

∑
𝑐
ln (𝑃 (𝑓 ∣ 𝑐)) = ln(∏

𝑐
𝑃(𝑓 ∣ 𝑐))

= ln (𝑃 (𝑓 ∣ 𝐶)) .
(7.5)

7.2.2 Metric Labelling Problem

The trivial form of Eqn. 7.3, in which the facility cost 𝑂𝑓 is zero

𝐸(𝐹) = ∑
𝑓∈𝐹, 𝑐∈𝐶

𝑇𝑓𝑐𝐷𝑓𝑐 , (7.6)

is ill-posed. A well-posed problem is guaranteed to have a unique solution that depends continuously on the input data

[80].

In order to solve Eqn. 7.6, the set of admissible solutions must be restricted by the introduction of a priori knowledge, i.e.

the problemmust be regularised. The label cost term given in Eqn. 7.3 is one such regulariser which imposes a preference

for solutions with fewer labels.

A common feature of the labelling problem (of which the track labelling problem is a derivative) is that coherent groups

of observations are typically known a priori to be positively correlated.

This behaviour can be accounted for by an additional regulariser in the energy function

∑
𝑐𝑐′∈𝐶

𝑉𝑓(𝑐),𝑓(𝑐′)(𝑐, 𝑐′) , (7.7)

where 𝑉𝑓(𝑐),𝑓(𝑐′)(𝑐, 𝑐′) is the pairwise prior that penalises 𝑓(𝑐) ≠ 𝑓(𝑐′), such that

𝐸(𝐹) = ∑
𝑓∈𝐹

𝑂𝑓
⏟
label cost

+ ∑
𝑓∈𝐹, 𝑐∈𝐶

𝑇𝑓𝑐𝐷𝑓𝑐
⏟⏟⏟⏟⏟⏟⏟

data cost

+ ∑
𝑐𝑐′∈𝐶

𝑉𝑓(𝑐),𝑓(𝑐′)(𝑐, 𝑐′)
⏟⏟⏟⏟⏟⏟⏟⏟⏟

smooth cost

.
(7.8)

A two dimensional model potential is shown in Fig. 7.10.
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Fig. 7.10: Illustration of a 2D smoothness prior between two labellings. The highest costs are observed between unalike
labels at small distances.

Clearly, the label cost leads to minimisation of the model count, whilst the smooth cost leads to the preference of spatially

coherent labellings. As before, the data cost prefers models which are well-described by their inliers.

7.2.3 Graph Cut Optimisation

In the absence of smooth costs, the UFLP can be solved by integer programming techniques, but remains NP-hard [81].

There exists an heuristic method which solves Eqn. 7.3 in 𝑂(|𝐹 |2|𝐶|) time [82], where 𝑂(𝑛) represents an asymptotic
time complexity that is linear in 𝑛. Meanwhile, the task of minimising Eqn. 7.8 is also NP-hard for |𝐹 | ≥ 3 [83], but
there exist approximate solutions using graph cuts that are guaranteed to find the local minima within a fixed bound of

the global optimum [84].

Graph Cuts

One family of approximations to the solution of Eqn. 7.8 are based upon themethod of graph cuts. Here, the fundamentals

of the 𝛼-expansion method will be discussed, with the treatment of label costs and 𝛼𝛽-swap moves omitted for brevity.



Without label costs, Eqn. 7.8 becomes

𝐸(𝐹) = ∑
𝑓∈𝐹, 𝑐∈𝐶

𝑇𝑓𝑐𝐷𝑓𝑐
⏟⏟⏟⏟⏟⏟⏟

data cost

+ ∑
𝑐𝑐′∈𝐶

𝑉𝑓(𝑐),𝑓(𝑐′)(𝑐, 𝑐′)
⏟⏟⏟⏟⏟⏟⏟⏟⏟

smooth cost

.
(7.9)

A graph 𝒢(𝒱, ℰ) is fundamentally a set of vertices 𝒱 and a set of pairwise edges ℰ between them. Each edge may have

an associated weight, and may further be directed such that 𝐴 → 𝐵 is distinct from 𝐴 ← 𝐵.

u v
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Fig. 7.11: Simple two-vertex graph.
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Fig. 7.12: Simple two-vertex graph with terminals 𝑠, 𝑡. The maximum flow between the terminals is 10.

A cut 𝒞 ⊂ ℰ is a set of edges which partitions the graph into two disjoint subsets, separating the terminals. Importantly,

the cost |𝒞| equals the sum of the edge weights. Furthermore, no proper subset of 𝒞 may also be a cut.
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Fig. 7.13: Simple two-vertex graph with terminals 𝑠, 𝑡. A valid cut is indicated by dotted lines.

Under the min-cut max-flow theorem , the minimum-cut 𝒞⋆ (cut for which |𝒞| is minimal) is equivalent to the maximum-
flow, which can be computed in an efficient manner [85] [86].

7.2. Facility Location Problem 91



Alpha Expansion

The 𝛼-expansion algorithm is a method of finding the labelling 𝐹 such that the potential Eqn. 7.9 is minimised. It has

been extended to solve Eqn. 7.8 through the treatment of label costs. The method is based upon the observation that, if

Eqn. 7.9 is encoded in terms of a particular graph construction 𝐺𝛼, the minimum cut corresponds to the optimal (local)

labelling. The choice of this graph, and the mechanism by which the optimal labelling is determined by the minimum

cut, will be outlined briefly below.

Consider an example comprised of two nodes (observations) Ω and 𝐴. One can introduce two labels: 𝛼 and 𝜔. The true
labelling is given in Table 7.2: the Ω is labelled by 𝜔, and 𝐴 is labelled by 𝛼.

Node Label

𝐴 𝛼

Ω 𝜔

Table 7.2: Lowest cost (correct) labelling for a two-node system
The optimal labelling given in (Table 7.2) should have a cost that evaluates to

𝐸(𝐹) = 𝐷(𝐴 ⋅ 𝛼) + 𝐷(Ω ⋅ 𝜔) + 𝑉 (Ω ⋅ 𝜔, 𝐴 ⋅ 𝛼) , (7.10)

i.e. the sum of

• the data cost for 𝐴 under the 𝛼 model

• the data cost for Ω under the 𝜔 model

• the smoothness cost between Ω under the 𝜔 model, and 𝐴 under the 𝛼 model.

The graph for this two-node system whose minimum cut yields Eqn. 7.10 is shown in Fig. 7.14.

Clearly, the cut illustrated in Fig. 7.14 yields the optimal cost. However, how does this cut invoke a (new) labelling? One

implication of the property

no proper subset of 𝒞 may also be a cut

is that exactly one edge between the terminals ({ 𝜔, 𝛼 }) and any node can be cut [83]. This naturally defines a correspon-
dence between a cut and a labelling: the cutting of a terminal edge assigns the corresponding label to the node. In this

case, there is a cut through 𝛼 − 𝐴 and 𝜔 − Ω, which assigns label 𝛼 to 𝐴 and Ω to 𝜔 respectively.

Although it is already known that this labelling is the correct (optimal) one, in general one might not have this prior

information. The expansion-move algorithm can be used to find an improved labelling 𝐹 ′
𝛼 through the expansion of a
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V(Ω·ω,A·α)
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Fig. 7.14: Graph representing a two-node system whose optimal labelling is given in Table 7.2. By choosing appropriate
edge weights, the cost of the minimum cut is equal to the optimal labelling cost given in Eqn. 7.10. Cut links are indicated
with dotted lines. Smoothness costs that penalise localised discontinuities in the labelling are introduced through the
addition auxillary nodes at label boundaries, i.e. the ⋆ node between Ω and 𝐴. The edges between these auxiliary nodes
and their neighbours encode the smoothness penalty.

particular label 𝛼. If the expansion does not modify the labelling, then it is optimal i.e. the current labelling 𝐹 is a

(local) minimum. The expansion of a label 𝛼 refers to an equivalence class of cuts that preserve the edges between the

alternate label and each node. For the two-node system shown in Fig. 7.14, the expansion property of the expansion-move

algorithm is introduced by setting the cost of the edges between the terminal 𝜔 and the nodes𝐴, Ω to infinity. Edges with

infinite costs will belong to any minimum cut, ensuring that the 𝜔 label does not grow (see Fig. 7.15).

This simple model only considers two labels (|𝐹 | = 2), whilst in practice |𝐹 | ≫ 2. To generalise the expansion of label
𝛼 to |𝐹 | > 2, 𝜔 can be replaced with a meta label 𝛼 that represents not-𝛼. Thereafter, the procedure remains identical.
In order to determine the optimum expansion-move, this procedure must be repeated for each label.

The 𝛼-expansion algorithm is therefore

1. Build a graph 𝒢𝛼(𝒱𝛼, ℰ𝛼) composed of a set of vertices 𝒱𝛼 and a set of pairwise edges ℰ𝛼.

2. Add a pair of additional terminal vertices 𝛼 and 𝛼 that represent the 𝛼 label and the set of complement labels

𝛼 = 𝐹 − { 𝛼 }.

3. Establish a weight for each edge in ℰ𝛼.
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Fig. 7.15: Variation of Fig. 7.14 depicting a two-node system whose labelling is already optimal. As such, the weight
between 𝐴 and the terminal 𝜔 is set to infinity, so that the 𝜔 label does not grow i.e. the 𝛼 label does not shrink.

4. Determine the minimum cut of 𝒢(𝒱, ℰ) to propose a new labelling.

5. Accept the new labelling if the cost of the cut, which is equivalent to Eqn. 7.9, is lower than the existing solution.

6. Go to 1. for the next label.

The choice of weights is the fundamental mechanism by which the expansion-move algorithm operates. The rules for

finding these values are given in [84]. In addition, it can be shown that this algorithm can be generalised to account for

label costs in order to solve Eqn. 7.8 [84].

A condition of the 𝛼-expansion method is that the interaction potential between labels be metric, i.e. it must satisfy [83]

𝑉𝛼,𝛽 ≤ 𝑉𝛼,𝛾 + 𝑉𝛾,𝛽

𝑉𝛼,𝛽 = 𝑉𝛽,𝛼 ≥ 0 .
(7.11)

The choice of a 𝑉𝛼,𝛾 = 𝛿𝛼𝛾 interaction potential (the Potts model) combined with a geometric distance meets this

requirement [87].



7.2.4 PeARL

So far, the application of graph-cuts to solving the metric labelling problem has been explored. It is not immediately

obvious how this approach maps onto the problem of track fitting. At first glance, the model 𝑓 seen in Eqn. 7.8 resembles
the label described in Section 7.2.3. However, our track models are members of ℒ = ℝ𝑛, and therefore a one-to-one

mapping between 𝐹 and ℒ would be infinitely large. In order to explore the continuum of model parameters whilst

working within a feasible subset of the parameter space, the PeARL algorithm may be used [83].

(1) Propose labelling F (2) Expand labelling F to F' (3) Re-estimate models

Fig. 7.16: Process diagram of the PeARL algorithm

A process diagram for the PeARL algorithm is shown in Fig. 7.16, and is comprised of the following steps:

1. Propose an initial set of models ℒ0 by random sampling from a set of observations

2. Compute the optimal labelling 𝐹𝑡 from ℒ𝑡 by expanding each label 𝑓 ∈ 𝐹

3. Re-estimate the model parameters of ℒ𝑡 using 𝐹𝑡 to find ℒ𝑡+1; go to (2.)

The proposal step (1) of the PeARL algorithm closely resembles that of RANSAC. Unlike RANSAC, however, PeARL

evaluates these proposals against a single optimisation objective, rather than hierarchically.

7.2.5 Track Fitting

Unbounded Line

Conventional track fitting approaches often model a track as an unbounded line in three dimensional space. Such a

model has an non-normalisable probability density; naturally over an infinite interval, the probability of observing any

particular value approaches 0. As such, it is not appropriate (or indeed possible) to use the log-likelihood in Eqn. 7.5 to

describe the data cost required by Eqn. 7.8. Instead, a simple orthogonal displacement cost function, analogous to the

total least-squares cost function, can be used

𝑇𝑓𝑐 = 𝑘
∥( ⃗𝑟(𝑐) − ⃗𝑜(𝑓)) ∧ ̂𝑛⃗(𝑓)∥

2

𝜎(𝑓)2 , (7.12)

where ⃗𝑟(𝑐) is the position of observation 𝑐, ⃗𝑜(𝑓) a point belonging to model 𝑓 , ̂𝑛⃗(𝑓) the direction of model 𝑓 , 𝜎(𝑓) the
width of the transverse distribution, and 𝑘 a scaling factor. This corresponds to the residual shown in Fig. 7.9.
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The unbounded line may not be the most suitable model to describe linear data. Crucially, it has no concept of regularity;

there is no parameterisation by which to describe the distribution along the linear axis.

Line Segment

Another model applicable to track fitting is to treat a set of observations as a line interval. With a finite length, the model

has a normalisable probability density, and as such the log likelihood can be used to determine the data cost.

A curve can be defined as an infinite sum of point distributions, where the probability 𝑝( ⃗r) of observing ⃗r is

𝑝( ⃗r) = ∫
𝐿

𝑓( ⃗r; 𝜇⃗(𝑡), Σ⃗) d𝑡 . (7.13)

The PDF for a non-degenerate multivariate normal distribution is

𝑓( ⃗r) =
exp(− 1

2 ( ⃗r − 𝜇⃗)TΣ⃗−1( ⃗r − 𝜇⃗))

√(2𝜋)𝑘∣Σ⃗∣
, (7.14)

for ⃗r ∈ ℝ𝑘, where Σ⃗ is a symmetric matrix. For a line interval of normally distributed points, bounded between 𝑡 ∈ [0, 1],
Eqn. 7.13 expands to

𝑝( ⃗r) = ∫
1

0

exp(− 1
2 ( ⃗r − 𝜇⃗(𝑡))TΣ⃗−1( ⃗r − 𝜇⃗(𝑡)))

√(2𝜋)𝑘∣Σ⃗∣
d𝑡 . (7.15)

With considerations for symmetry, it can be shown that the log of the integral in Eqn. 7.15 reduces to

𝑝( ⃗r) = log( 1
4𝜋𝐿𝜎2 )⏟⏟⏟⏟⏟⏟⏟

length penalty

+ log(erfc [ 1√
2𝜎

(∣Δ ⃗r ⋅ n̂ − 𝐿
2 ∣ − 𝐿

2 )])
⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟

end-point penalty

+ 1
2𝜎2 [(Δ ⃗r ⋅ n̂)2 − Δ ⃗r ⋅ Δ ⃗r]⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟⏟

orthogonal distance penalty

, (7.16)

where 𝐿 is the length of the line, n̂ is the unit direction of the line, and Δ ⃗r the relative position of ⃗r with respect to the
line origin.

A visualisation of this likelihood function can be see in Fig. 7.17.

From the same dataset used to produce Fig. 7.3 (and associated figures), a series of track fits using the PeARL algorithm

(using the line interval model given by Eqn. 7.16) were produced. Whilst Fig. 7.18 and Fig. 7.20 offer moderate improve-

ments in track labelling over their respective RANSAC results in Fig. 7.3 and Fig. 7.5, these represent ideal behaviour of

the RANSAC algorithm. Under narrower track angles, the sequential RANSAC approach given in Section 7.1.2 suffers



Fig. 7.17: 3D volume plot of the likelihood function for a point described by a line interval between (4 4 4) and
(16 16 16) with 𝜎 = 1.0.

from poor fits due to earlier track fits intersecting with separate tracks. Such a pathological worst-case is depicted in Fig.

7.7, with the improved PeARL result shown in Fig. 7.22. In this case it is both the choice of bounded line intervals and

a global fitting approach that regularises the result.

Of fundamental importance to any track-fitting approach is the treatment of each track on an equal basis, and establishing

the concept of a global (total) fit. The PeARL method provides a mechanism for this, and the relative advantages can be

seen in particular in Fig. 7.22. A particular challenge of using PeARL with line intervals (as defined above) is the increase

in dimensionality of the space from whic PeARL samples candidate models. Unlike unbounded lines, line intervals do

not well describe points that lie beyond the interval bounds (indeed, unbounded lines have infinite bounds). As such, the

problem is more sensitive to the set of available models, as prior samples are poorly incentivised to expand their inlier

set. Further work could be performed here to investigate the prior distribution from which candidate models are sampled,

such as the use of scattering-vertex seeding. The use of unbounded lines with PeARL is also feasible, and retains many

of the advantages of the PeARL algorithm over sequential RANSAC. However, the problem of small-angle scattering is

less tractable through unbounded lines, due to the strong incentive to grow the inlier set without impedence due to a track

length penalty.
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Fig. 7.18: 3D scatter plot of the simulated elastic scattering reaction shown in Fig. 7.3. Three track labels given by the
PeARL algorithm are indicated by the colour map. In comparison to Fig. 7.3, it can be seen that the PeARL fit (with line
intervals) preserves a common vertex through distinct track separation.

Fig. 7.19: 3D visualisation of the tracks reconstructed from Fig. 7.18 using PeARL. Both the track direction and end-
point should be considered; these fits correspond to bounded line intervals. The simulated (red) tracks and reconstructed
(blue) tracks are superimposed over a semi-transparent point-cloud of the measured track clusters. For the same reaction
as depicted in Fig. 7.4, it can be seen that the PeARL fit (with line intervals) better preserves a common vertex through
distinct track separation. The line-interval parameterisation makes it possible to clearly identify the estimated vertex from
the end-point of the incident beam track.



Fig. 7.20: 3D scatter plot of the simulated elastic scattering reaction shown in Fig. 7.5. Three track labels given by the
PeARL algorithm are indicated by the colour map. In comparison to Fig. 7.5, it can be seen that the PeARL fit (with line
intervals) avoids overfitting of the incident beam (blue) track, although a reduced degree of overfitting is observed in the
scattered beam (purple) region.
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Fig. 7.21: 3D visualisation of the tracks reconstructed from Fig. 7.20 using PeARL. Both the track direction and end-
point should be considered; these fits correspond to bounded line intervals. The simulated (red) tracks and reconstructed
(blue) tracks are superimposed over a semi-transparent point-cloud of the measured track clusters. For the same reaction
as depicted in Fig. 7.6, it can be seen that the PeARL fit (with line intervals) better reconstructs the angle of each track in
agreement with the simulation. A common vertex is much more easily identified by the intersection of the reconstructed
tracks.

Fig. 7.22: 3D scatter plot of the simulated elastic scattering reaction shown in Fig. 7.7. Three track labels given by the
PeARL algorithm are indicated by the colour map. In comparison to Fig. 7.7, it can be seen that the PeARL fit (with
line intervals) avoids the discontinuity in the reconstructed incident beam (blue) track. As such, the labelling of the
scattered beam (yellow) track has more support. The degree of overfitting in the light product (purple) track is also much
diminished, and all clusters are considered inliers.



Fig. 7.23: 3D visualisation of the tracks reconstructed from Fig. 7.22 using PeARL. Both the track direction and end-point
should be considered; these fits correspond to bounded line intervals. The simulated (red) tracks and reconstructed (blue)
tracks are superimposed over a semi-transparent point-cloud of the measured track clusters. For the same reaction as
depicted in Fig. 7.8, it can be seen that the PeARL fit (with line intervals) produces a far more reasonable reconstruction
of the track angles, with the closest-point-of-approach between any two tracks producing a good starting-point for vertex
estimation. As evidenced by its length, the incident beam track is slightly overfit. A bigger discrepancy lies in the light-
product track, which is visually distinct from the simulated track. Here it can be presumed that secondary scattering in
the simulation leads to a bending in the track, which lies below the resolution of the MicroMeGaS. As such, only a single
track is observed here.

7.3 Kinematic Fitting

Many classes of problem, including those seen in track fitting, are amenable through least squares optimisation. In the

context of track fitting, it is often the case that the solution is required to satisfy a set of constraints. These constraints

ensure that determined solution is physically admissible.

The general case of least squares estimation with constraints is solved by linearising the constraint equations, and solving

the problem iteratively. Let ⃗𝜂 = {𝜂1, 𝜂2, … , 𝜂𝑛} be a vector of 𝑁 observables, whose measured values are ⃗𝑦, with errors
given by the covariance matrix 𝑉 ( ⃗𝑦). From the Least-Squares Principle [88], the objective function 𝜒2 is given by

𝜒2 = ( ⃗𝑦 − ⃗𝜂)𝑇 𝑉 ( ⃗𝑦)−1( ⃗𝑦 − ⃗𝜂) . (7.17)

It follows that the best estimates of ⃗𝜂 satisfy

∇𝜂⃗𝜒2( ⃗𝜂) = ⃗0 . (7.18)

Frequently one is interested in a solution to Eqn. 7.18, subject to constraints. Consider a single constraint 𝑔, for which
𝑆 = { ⃗𝑟 ∶ 𝑔( ⃗𝑟) = 0}. The minimum for 𝑓 subject to 𝑔 is the point ⃗𝑟1 ∈ 𝑆 at which any small displacement along 𝑔 yields
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no change in 𝑓 (to first order). If this were not the case, there would exist another point ⃗𝑟2 ∈ 𝑆 for which 𝑓( ⃗𝑟2) < 𝑓( ⃗𝑟1).
It follows that level curve 𝑓( ⃗𝑟) = 𝑘 must be parallel to 𝑔 at ⃗𝑟1, which is equivalently stated as

∇𝑓 = 𝜆∇𝑔 , (7.19)

where 𝜆 is a constant (see Fig. 7.24).

y

g(x,y) = c

f(x,y) = d
1

f(x,y) = d2

x

f(x,y) = d3

Fig. 7.24: Diagram illustrating a constrained optimisation problem, in which the constraint (red curve) touches an equipo-
tential contour (blue curve) of the function being optimised. By definition, the constrained solution occur where the two
curves are touching, in order for the solution to be a minimum.

Instead of a single constraint 𝑔( ⃗𝑟), one might have 𝐾 constraint equations,

𝑔𝑘( ⃗𝜂, ⃗𝜉) = 0 , 𝑘 = 1, 2, … , 𝐾 . (7.20)

where ⃗𝜉 is a set of unmeasured model variables ⃗𝜉 = {𝜉1, 𝜉2, … , 𝜉𝐽}.The solution to Eqn. 7.18 is then given by reformu-
lating the problem in terms of the Lagrangian

ℒ = 𝜒2 + ∑
𝑘

𝜆𝑘𝑔𝑘 , (7.21)

and solving ∇𝜆, ⃗𝑟ℒ = 0 for ⃗𝑟.

Our original problem in Eqn. 7.17 may be rewritten using Lagrange multipliers, such that one minimises

𝜒2( ⃗𝜂, ⃗𝜉, 𝜆⃗) = ( ⃗𝑦 − ⃗𝜂)𝑇 𝑉 ( ⃗𝑦)−1 ( ⃗𝑦 − ⃗𝜂) + 2𝜆⃗𝑇 ⃗𝑔( ⃗𝜂, ⃗𝜉) . (7.22)



Setting the gradient of 𝜒2 to zero gives

∇𝜂⃗𝜒2 = 2𝑉 −1( ⃗𝑦 − ⃗𝜂) + 2𝐺𝑇
𝜂⃗ 𝜆⃗ = ⃗0

∇ ⃗𝜉𝜒2 = 2𝐺𝑇
⃗𝜉 𝜆⃗ = ⃗0

∇𝜆⃗𝜒2 = 2 ⃗𝑔( ⃗𝜂, ⃗𝜉) = ⃗0 ,

(7.23)

where the matrices 𝐺𝜇⃗ are defined as

(𝐺𝜇⃗)𝑘𝑖 = 𝜕𝑔𝑘
𝜕𝜇𝑖

. (7.24)

It follows that to minimise the objective function, one must solve

𝑉 −1( ⃗𝜂 − ⃗𝑦) + 𝐺𝑇
𝜂⃗ 𝜆⃗ = ⃗0 , (7.25)

𝐺𝑇
⃗𝜉 𝜆⃗ = ⃗0 , (7.26)

and

⃗𝑔( ⃗𝜂, ⃗𝜉) = ⃗0 . (7.27)

Taylor expanding 𝑔( ⃗𝜂, ⃗𝜉) to first order about the point ⃗𝜂𝑣, ⃗𝜉𝑣 gives

⃗𝑔( ⃗𝜂, ⃗𝜉) = ⃗𝑔( ⃗𝜂𝑣, ⃗𝜉𝑣) + 𝐺𝑣
𝜂⃗( ⃗𝜂 − ⃗𝜂𝑣) + 𝐺𝑣

⃗𝜉( ⃗𝜉 − ⃗𝜉𝑣) . (7.28)

Solving Eqn. 7.25 for ⃗𝜂 and setting Eqn. 7.28 to zero, it follows that

⃗𝑔𝑣 + 𝐺𝑣
𝜂⃗( ⃗𝑦 − 𝑉 (𝐺𝑣

𝜂⃗)𝑇 𝜆⃗ − ⃗𝜂𝑣) + 𝐺𝑣
⃗𝜉( ⃗𝜉 − ⃗𝜉𝑣) = ⃗0 . (7.29)

By the introduction of

⃗𝑟 = ⃗𝑔𝑣 + 𝐺𝑣
𝜂⃗( ⃗𝑦 − ⃗𝜂𝑣)

𝑆 = 𝐺𝑣
𝜂⃗𝑉 (𝐺𝑣

𝜂⃗)𝑇 ,
(7.30)

Eqn. 7.29 becomes

⃗𝑟 − 𝑆𝜆⃗ + 𝐺𝑣
⃗𝜉( ⃗𝜉 − ⃗𝜉𝑣) = ⃗0 . (7.31)
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Left multiplying by 𝑆−1 one obtains

𝜆⃗ = 𝑆−1( ⃗𝑟 + 𝐺𝑣
⃗𝜉( ⃗𝜉 − ⃗𝜉𝑣)) . (7.32)

Eqn. 7.32 may then be substituted into Eqn. 7.26 to give

(𝐺𝑣
⃗𝜉)

𝑇
𝑆−1( ⃗𝑟 + 𝐺𝑣

⃗𝜉( ⃗𝜉 − ⃗𝜉𝑣)) = ⃗0 , (7.33)

which may be solved for ⃗𝜉:

⃗𝜉 = ⃗𝜉𝑣 − ((𝐺𝑣
⃗𝜉)

𝑇
𝑆−1𝐺𝑣

⃗𝜉)
−1

(𝐺𝑣
⃗𝜉)

𝑇
𝑆−1 ⃗𝑟 . (7.34)

Finally, Eqn. 7.25 can be rearranged to give

⃗𝜂 = ⃗𝑦 − 𝑉 (𝐺𝑣
𝜂⃗)𝑇 𝜆⃗ (7.35)

The solutions to the system are obtained by repeated application of the update equations as follows:

• Determine ⃗𝜉𝑖+1 from ⃗𝑟𝑖 and 𝑆𝑖 using Eqn. 7.34.

• Find 𝜆⃗𝑖+1 from ⃗𝜉𝑖+1 using Eqn. 7.32.

• Use 𝜆⃗𝑖+1 to find ⃗𝜂𝑖+1 using Eqn. 7.35.

In this manner, the unknown variables ⃗𝜉 are initially computed, then the Lagrangian multipliers found, and finally the
estimates ⃗𝜂 of the measured variables ⃗𝑦 are updated. This process repeats until the 𝜒2 reaches a minimum, e.g. it

becomes stable within successive iterations to some tolerance,

∣ (𝜒2)𝑖+1 − (𝜒2)𝑖+1

(𝜒2)𝑖 ∣ < 𝜖 . (7.36)

7.4 Conclusion

The fundamental challenge involved with reconstructing the information captured within a TPC is the ability to identify

and fit the kinematics of the tracks left behind by the movement of ionising particles. This is a space of on-going research,

with classical statistical techniques such as the Hough transform forming the basis of many analyses. In recent times, the

RANSAC method has found popularity in its ability to overcome the limitations of the Hough transform, which suffers

from poor performance in the phase space of poor track resolution and similar track properties.



In this chapter, these two methods have been introduced and discussed, with reference to their limitations as track-finding

approaches. The RANSACmethod was explored in greater detail, with an application to scattering reactions simulated by

the TexATSim simulation package. This package was developed by the Texas A&M group, and further enhanced during

the work on this thesis, in order to improve the user-experience and the behavior of the cluster resolution fit model. From

these simulations, it was shown that the sequential RANSAC technique suffers from poor performance in a number of

scenarios, which represent the limits of the greedy fitting approach.

Subsequently, the reframing of the track fitting & finding task as an Uncapacitated Facility Location Problem was made,

in order to explore the set of similar problems outside of nuclear physics that have already been solved. Through an

introduction to the method of Graph Cuts, a novel track fitting approach that leverages the PEaRL algorithm was intro-

duced. In support of this novel approach, the cost function of a line-interval model was derived to provide the ability to

fit finite-length tracks. This new track fitting approach using line intervals was later applied to the simulation reactions

shown in Section 7.1.2, and the improved reconstruction performance emphasised as a function of the global, interval

based fitting technique.

Finally, a discussion of the theory behind kinematic fitting (constrained optimisation) was made, in order to support the

next steps in the analysis workflow described in Section 8.
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CHAPTER

EIGHT

RESONANT ELASTIC SCATTERING OF 𝛼-PARTICLES WITH 10C

This chapter outlines an analysis workflow that has been developed to reconstruct experimental data taken from an ex-

periment conducted at Texas A&M University in 2018 using the TeXAT detector at the Cyclotron Institute. For much

of this analysis work, there were no public references for best-practice or existing analysis techniques beyond high-level

discussions in a preliminary paper published by the physics group at Texas A&M University. As such, all methods de-

scribed here are original work, although the group at Texas A&M were helpful in resolving particular lines of questioning

concerning detector function and other analysis techniques being developed. Reconstruction of the GET response func-

tion, and its use in signal fitting; track fitting using the PeARL method; and ringing elimination may be considered to be

particularly novel contributions. Application of kinematic fitting to the reconstructed kinematics was also a novel contri-

bution to this kind of analysis, although a summary of the results from this work is not included following a refocussing on

the challenges associated with signal ringing in the detector. The development of this analysis using modern high-energy

physics packages, and the Dask parallel computing library was also novel, although discussion of this work was omitted

here for brevity.

The analysis process described in this chapter was performed in a series of discrete stages (see Fig. 8.1).
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Fig. 8.1: Process diagram of the TexAT analysis.



8.1 Partitioning

The GET acquisition system serialises data using the MultiFrame Metaformat (MFM), which is described as: [89]

a binary format for data acquisition and serialization that are self-contained, layered, adapted to network

transfers[,] and evolving.

This file format is more suitable for disk storage than in-memory representation of data, as it is a hierarchical format in

which each frame must be read, regardless of whether it is needed. The use of separate header and data sections means

that the cost of skipping a frame is limited to parsing the header, but MFM is still a struct-based format. In many cases,

columnar processing is both more performant and more expressive than an equivalent event-loop based approach [90].

At the earliest stages of the reconstruction pipeline, performance is primarily bounded by available memory, and therefore

it is sensible to partition the data by the event multiplicity: the number of waveforms stored for each event. This process

constitutes the first two stages of this analysis, seen in Fig. 8.1. In the ROOT dataset, the mmMul branch contains the

per-event multiplicity. To regularise the dataset according to this multiplicity, it was partitioned into approximate chunks

of a given aggregate multiplicity. Given that the memory of an MFM event is primarily determined by the number of

waveforms that it contains, this effectively balances the memory footprint of each partition.

In subsequent stages, the memory bound gives way to compute costs, and so the partition size is refined to balance naive

parallelisation against parallelisation overhead. Where data is written to disk, the Hierarchical Data Format version 5

(HDF5) format [91] is used as a consequence of its good language support, high compression ratios (with GZip [92]),

and columnar representation. The Parquet format [93] is another strong format for columnar representation but, due to

some library constraints, HDF5 was preferred.

8.2 Noise and Baseline Removal

8.2.1 Electronic Noise Removal

As discussed in Section 6.3.1, the AGET chip provides four additional channels for measuring the electronic noise (see

Fig. 8.2). These channels can be used to eliminate some of the electronic noise inherent within the system.

As seen in Fig. 8.2, the fixed-pattern noise (FPN) waveforms typically include a non-linear baseline component. This

component, when subtracted from non-FPN channels, restores the constant floor of the measured signals (see Fig. 8.3).

8.1. Partitioning 109



Fig. 8.2: FPN channel waveforms digitised by the GET acquisition system, alongside their binned mean, for a random
AGET chip. Each FPN waveform has a different vertical offset, which can be modelled to first-order as contributing
a constant offset in the computed average basliebaseline. In practice, this offset is unimportant; even when using the
nearest-FPN channel for noise estimation, there is typically a non-zero offset that necessitates a baseline removal step.
The x-axis is given in terms of AGET circular-buffer cells (see Section 6.3.1).

A number of noise removal strategies are discussed in [94], where it is established that an average over the set of FPN

channels per-chip is optimal.

In addition to a low frequency component of the electronic noise, a separate baseline offset was observed in the Mi-

croMeGAS and silicon detector channels. This component was removed using two separate methods:

8.2.2 MicroMeGaS Baseline Estimation

Given that time in the MicroMeGaS is primarly determined by the drift time of the liberated electrons in the gas volume,

the baseline observed in the MicroMeGaS detector was not seen to occur at specific times. Therefore, in order to identify

the region of baseline that would be linearly subtracted from the recorded signal, a local variance was computed for the

channel samples, with a window of 96 cells. The value of the baseline was given by the locus of the minimum computed

variance (see Fig. 8.4).



Fig. 8.3: Alternative estimates of the electronic noise for a singular MicroMeGaS GET channel. (a) The raw GET
waveform. (b) The subtraction of a single FPN waveform. (c) The removal of the FPN waveform average. The leading
samples of each estimate is fit with a linear baseline.
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Fig. 8.4: Estimate of the signal baseline used to normalise MicroMeGaS samples. The locus of the minimum variance
indicates the “flattest” portion of the waveform.



8.2.3 Silicon Baseline Estimation

Unlike the MicroMeGaS channels, the silicon quadrant detectors have a well defined boundary between the baseline and

the interaction signals. This boundary occurs at a similar time for each detector, as it is the silicon detectors upon which the

GET system was configured to trigger. To determine the baseline value, the mean of the sample values for the preceding

ten cells was used (see Fig. 8.5).

Fig. 8.5: Estimate of the signal baseline for the negative polarity silicon samples. The leading ten samples (shaded region)
are used to compute an average constant baseline.

8.3 Response Estimation

Channels which employ the AGET shaper require deconvolution in order to recover the underlying signal. This process

requires a good knowledge of the underlying response function of the system. An approximate analytical solution is given

in [94]:

ℎ(𝑡) = 𝐴 ⋅ exp(−3 𝑡
𝜏 ) ⋅ ( 𝑡

𝜏 )
3

⋅ sin( 𝑡
𝜏 ) , (8.1)

for 𝜏 = 𝜏𝑠
𝛿𝑡 , where 𝜏 is the shaping time and 𝛿𝑡 the reciprocal sampling rate. The authors of Ref. [94] note, however, that

it is insufficiently accurate to be used with deconvolutional methods. Whilst the electronics can be configured such that

the response function can be directly measured, this would have required further access to the detector which resides at

the Cyclotron Institute, Texas A&M University [94]. Without the ability to experimentally derive a response function, an

estimate was determined through two separate methods.
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8.3.1 Iterative Estimation

In order to determine a better approximation for the response function, an iterative deconvolve-fit process can be applied

to a set of MicroMeGaS waveforms. These waveforms should be taken from a random spanning sample of the recorded

MicroMeGaS waveforms (see Fig. 8.6).

Fig. 8.6: A plot of the waveforms that are employed by the fitting process to derive an estimated response function.

Given such a sample, an initial estimate of the response function, 𝐹 (1), can be used to fit each waveform with the convo-

lution of a Gaussian function:

𝑌 (1) = 𝐹 (1) ∗ 𝒩(1) , (8.2)

where the initial function 𝐹 (1) can be determined from Eqn. 8.1 with 𝜏 = 502 ns (see Fig. 8.7) [94].

The resulting fit 𝒩(1) can then be deconvolved from the original sample 𝑌 to yield 𝐹 (2). This process can be repeated

until the solution becomes stable, and the solutions for a set of random waveforms may be averaged to produce a singular



Fig. 8.7: GET response function for 𝜏 given in Eqn. 8.1.

response function 𝐹 (see Fig. 8.8).

𝑌 (1) = 𝐹 (1) ∗ 𝒩(1) ,

𝐹 (2) = Deconv(𝑌 (1), 𝒩(1)) ,

⋮

𝑌 (𝑛−1) = 𝐹 (𝑛−1) ∗ 𝒩(𝑛−1) ,

𝐹 (𝑛) = Deconv(𝑌 (𝑛−1), 𝒩(𝑛−1)) ,

(8.3)

Fig. 8.8: A waterfall plot of the response function estimates computed over many sequential iterations. It can be seen that
the estimated response function becomes broader with each iteration, ultimately converging upon a stable shape.
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The initial trial function shown in Fig. 8.8 is a poor fit with respect to the final response function. The convergence of the

fit can be improved by first optimising the parameter 𝜏 using a convolution fit (see Fig. 8.9).

Fig. 8.9: A plot of the convolution fit solution cost as a function of the free parameter 𝜏 .

It can be seen that the fit value of 𝜏 is larger than the 𝜏 = 502 ns that was taken from the literature (see Fig. 8.10).

Fig. 8.10: Comparison of the response function for different values of 𝜏 .

Performing another estimate of 𝐹 using Eqn. 8.3 converges to a solution much more quickly (see Fig. 8.11), with little

change in macroscopic shape.



Fig. 8.11: A plot of the estimated response function over several iterations, with an initial estimate given by optimising
Eqn. 8.1. It can be seen that the estimated response function becomes broader with each iteration.

The final response function estimate also agrees with that computed from the published 𝜏 . A comparison of the two

solutions is shown in Fig. 8.12.

Fig. 8.12: A comparison between the response functions computed for different starting estimates of 𝐹 (1).

That the published value of 𝜏 does not agree with the value determined in Fig. 8.9 is not necessarily surprising. Given

that the convolution of any two Gaussians is also Gaussian, the solution from Eqn. 8.2 is not guaranteed to be unique, i.e.

the resulting response function may include some Gaussian component common to the sampled waveforms.
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8.3.2 Sample Averaging

As discussed in Section 6.2.1, the width of the deconvolved GET waveforms in the MicroMeGaS is partially determined

by the shape of the charge clusters formed in the detector, i.e. the elevation of the path travelled by ionising radiation.

This additional degree of freedom is accounted for above through the Gaussian convolution fit. It follows that the silicon

waveforms may provide a more robust estimate of the GET response function, as the shape of the current signal produced

by interactions with the silicon detector is predominantly determined by the shaper.

To first approximation, the measured signal can be assumed to be the convolution of the delta function at some time 𝑡 and
the intrinsic response function. To build a response function estimate, a random sample of silicon waveforms spanning

a range of amplitudes is taken. The bin-wise mean of this set of waveforms is taken to produce an average waveform

(see Fig. 8.13). This waveform is an approximate response function, which can then be time-shifted such that the peak

coincides with 𝑡 = 0.

Fig. 8.13: A plot of the waveforms that are averaged to compute the silicon response function.

These two methods of estimating the response function of the GET electronics can be compared. In Fig. 8.14 the two

response function estimates are visually compared. It can be seen that the MicroMeGaS iterative-estimate response

function closely resembles the silicon average response function after Gaussian broadening. As the silicon average response

function is computed directly, and is narrower than that of the MicroMeGaS response, it is better suited as the response

function of choice.



Fig. 8.14: A visual comparison of the response function estimates produced from iterative estimation and signal averaging.
(a) A comparison of the raw response functions. (b) A comparison of the Gaussian broadened silicon average response
function with the iterative estimate from the MicroMeGaS detector samples.

8.4 Gain Matching

In Section 6.2.1, it was noted that the MicroMeGaS anode is subdivided into a set of distinct zones that can be held at

different potentials in order to spatially vary the gain. In this experiment, both the strip-chain (side) regions and final

block of pads in the central region were held at a high gain in order to better resolve light particle tracks with low stopping

powers (see Fig. 8.15).

Following position reconstruction, these gains must be accounted for if the collected charge is to be used for particle

identification. Given that the strips, chains, and final central pads were held at the same potential, the relative gain of these

regions can be determined solely by looking at the relative gain of the final central pad region. This was experimentally

measured by observing the change in charge collected by the rows of pads either side of the high-low gain boundary (see

regions (b) and (c) of Fig. 8.15).

After fitting this distribution with a binned likelihood estimator, the relative gain between the low and high gain regions

was found to be 0.105 with a standard deviation of 0.018.
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Fig. 8.15: Illustration of the significant zones within the MicroMeGaS anode segmentation. The strip-chain region (a),
held at the same potential as the high-gain pads (c), is shaded in green. The high-gain pads region (c) is shaded in orange,
whilst the low-gain pads (b) are coloured in blue. The beam direction is indicated by a black vertical arrow.

Fig. 8.16: Ratio of the mean collected charge between the low gain and high gain region boundary in the Micromegas
pads.



8.5 Signal Fitting

In the above sections, it was established that the sampled GET waveforms are effectively convolutions of an original source

signal and the intrinsic GET shaper response function. Having determined an approximation for this response function,

the source signals can then be recovered by deconvolutional methods.

8.5.1 MicroMeGaS Signals

For each preprocessed MicroMeGaS waveform, a convolutional Gaussian fit is performed using a nonlinear least squares

optimiser that solves 𝑦 = 𝐹 ∗ 𝒩(𝜙) for the set of model parameters 𝜙. This is preferred over computing the Gaussian fit
of the deconvolved signal; although repeated convolution is much more computationally expensive, it is less vulnerable to

artefacts produced by the deconvolution technique. For samples which do not exceed the dynamic range of the acquisition

system, the peak multiplicity is estimated using the GOLD deconvolution algorithm with boosting [95], which collapses

broad peaks into smooth, sharp peaks. These peaks are then identified using a simple turning-point localiser, which is

used to seed the initial fit parameters (see Fig. 8.17).

Fig. 8.17: A plot of the peaks identified within a MicroMeGaS waveform sample using boosted GOLD deconvolution. It
can clearly be seen that the signal is formed of two separate peaks, whose convolution cannot trivially be separated into
distinct peaks. Experimentally, this corresponds to overlapping charge clusters (in the drift plane).

In some cases, the measured sample exceeds the dynamic range of waveform amplitudes that can be measured. This

saturation introduces a discontinuity in the derivative of the sample, which renders it un-amenable to deconvolution (see

Fig. 8.18).

8.5. Signal Fitting 121



Fig. 8.18: A plot of the saturated MicroMeGaS waveform sample, and its GOLD deconvolution.

In such instances, the peak multiplicity of the sample cannot easily be determined. Given that MicroMeGaS waveforms

provide both charge and temporal (spatial) information, it is important that these signals are not discarded prematurely.

To recover these signals, it is therefore assumed that the measured sample contains only one peak, which is fit as described

above using an additional mask. This mask that forces the fit algorithm to ignore the saturated regions. Consequently,

these fits are more prone to poor estimation of the signal amplitude where a significant portion of the signal is lost to

saturation effects.

Fig. 8.19: A plot of the saturated MicroMeGaS waveform sample, and the mask used for fitting.



8.5.2 Silicon Signals

In the silicon detector, the preliminary calibration run that is analysed in Section 8.7 was used to ensure that the dynamic

range of the silicon detectors was sufficiently large during the acquisition phase of the experiment. As such, signals

measured by the silicon detectors do not suffer from the saturation phenomenon described above.

Meanwhile, the response function derived in Section 8.3 is, by virtue of its construction, a poor choice for (de)convolution

fits of the silicon signals as the necessary source waveforms approach widths of ~1 time cell. Therefore, a simple linear

transformation of the response function was used to fit silicon waveforms, which correctly recovers the peak locus and

amplitude (see Fig. 8.20).

Fig. 8.20: A plot of silicon waveform sample, and its linear response fit.

8.6 Signal Ringing

In the presence of shaped signals whose amplitudes exceed the dynamic range of the ADC, spurious waveforms are

observed in the other channels of the acquisition system. This phenomenon, known as “ringing”, presents a challenge to

the reconstruction of particle trajectories within the TPC. An example waveform is shown in Fig. 8.21.
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Fig. 8.21: A waveform with the ringing phenomenon visible at 𝑡 ∼ 345. A distinct non-ringing component is also visible
at 𝑡 ∼ 254. The shaded region indicates the span covering ringing in this channel.

8.6.1 Pulse Width Identification

In order to identify and eliminate these spurious signals, one approach might be to consider the narrow width of the

primary peaks. On average, it can be seen that ringing waveforms posses sharper peaks than true waveforms (see Fig.

8.22)

Fig. 8.22: The distribution of peak widths for ringing and non-ringing events.

However, given that the shape of these ringing waveforms is not that of a typical GET waveform (see Fig. 8.21), it follows

that we cannot rely on the fit (which assumes a regular response function) as a robust description of the ringing peak. In



order to identify and remove these waveforms, a different approach must be taken.

8.6.2 Pulse Height Identification

As outlined above, the appearance of ringing waveforms in the sampled GET waveforms follows from the presence of

saturated channels. Predictably, these ringing waveforms also occur at a similar time to that of the saturated signals (see

Fig. 8.22)

Fig. 8.23: A waveform from the same event as Fig. 8.21 in which the signal is saturated at 𝑡 ∼ 345. The shaded region
indicates the span covering ringing signals in other channels.

Consequently, the loci of peaks fit to saturated waveforms can be used to define a set of time intervals in which ringing

signals may be anticipated. Given that one cannot use theGET fit to perform a robust classification between ameasurement

and a ringing signal, the amplitude of the signal may be used instead. It is observed that the majority of ringing signals

have amplitudes well below that of the saturated signal, on the order of 𝑦 < 750 units. By taking the logical AND of

these two conditions, a better classification of ringing signals can be performed.

8.6.3 Periodicity

The presence of saturated signals in the MicroMeGaS detector gives a locus (in time) for ringing signals to occur. It is

not sufficient to discriminate those elements which are trigged by legitimate signals at this locus from those which are

experiencing the ringing phenomenon. The damped periodicity of the ringing signals can be used to further discriminate

one from the other. Fig. 8.25 shows the result of computing a deconvolution of the baseline-adjusted waveform. It
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Fig. 8.24: A 2D hitmap of the MicroMeGaS anode for a random event. (a) A raw event heatmap with ringing signals.
Note that the majority of the elements in the left side region have been activated. The linear track formed in the central
pads region does not suggest such a pattern will be observed in the side region. (b) A modified hitmap with ringing signals
and invalid fits removed. The resulting hitmap more closely agrees with the predicted track yielded by the central pads
region.

can clearly be seen that the peaks in the shaded region are of a similar amplitude, and narrow widths, whilst the those

associated with the locus at 𝑡 = 250 are dominated by a single, broad peak.

The baseline is adjusted such that the waveform is positive definite. The GOLD algorithm [95] used to deconvolve ringing

waveforms requires such a condition. Furthermore, the baseline estimation procedure outlined in Section 8.2.2 does not

produce reasonable solutions in the event that the baseline is dominated by a strong noise component. This is a significant

problem for signals with ringing artefacts, which therefore require baseline adjustment in order to properly recover the

peaks.

It follows that a veto window that start immediately before the saturated waveform locus, and extends several peak-

widths beyond it, can be defined. Waveform peaks that are identified within this veto window are only retained iff. they

demonstrate a reasonable width (see Section 8.6.1), and they have no secondary ringing peaks (identified as above) with

a primary-amplitude ratio that exceeds a threshold value.



Fig. 8.25: A waveform with the ringing phenomenon visible at 𝑡 ∼ 345, and the deconvolution of the baseline adjusted
signal overlaid. A distinct non-ringing component is also visible at 𝑡 ∼ 254. The shaded region indicates the span covering
ringing in this channel. It can be seen that the green peaks in the shaded region have much higher relative amplitudes,
and much narrower widths.

8.7 Silicon Calibration

8.7.1 Semiconductor Detectors

The silicon detectors that surround the TexAT TPC are used to measure the energy of light products that escape the active

volume. Within each detector, the periodic structure of the semiconductor’s crystalline lattice establishes a set of electron

energy bands separated by ranges of forbidden energies. At the Fermi level, the lower energy (valence) band comprises

a continuum of fully occupied states that are bound to particular lattice sites, whilst the higher energy (conduction) band

contains entirely unfilled states in which the electrons are free to move throughout the lattice (see Fig. 8.26).

Unfilled
bands

Filled
bands

Conduction
band

Valence
band

E

E
Band gap

F

Fig. 8.26: An illustration of the band structure in a semiconductor. The dashed line indicates the Fermi level that separates
the valence and conduction bands. Figure by Tim Starling & Mliu92, distributed under a CC BY-SA 4.0 license.
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The excitation of an electron across the gap between the valence and conduction bands establishes an electron-hole pair,

which is free to migrate throughout the lattice. It is the motion of these charge-pairs under an electric field that gives rise

to a current. Above 0 K there will exist some steady-state concentration (given by the Boltzmann distribution) of thermal

electrons in the conduction band such that the material will be conductive.

In order to observe the charge-pairs produced by ionisation, there must exist an electric field such that the charge-carriers

do not recombine, but rather induce a current through their motion. As any externally developed potential will induce an

opposing potential in the material, it follows that this field must be established through intrinsic diffusion of the charge

carriers. To this end, one can dope the semiconductor lattice with substitutional impurities that introduce a surplus of a

particular charge carrier. These dopant atoms do not conserve the electron-hole equilibrium, i.e. they introduce a majority

of the singular charge carrier that exclusively determines the material’s electric conductivity. Semiconductors doped with

donor (electron) impurities are denoted N-type semiconductors whilst those with acceptor impurities are termed P-type

materials (see Fig. 8.27).

E

(a) (a)

E

(b) (b)

Fig. 8.27: An illustrative diagram of the minority-majority charge carriers in an (a) p-type semiconductor and (b) n-type
semiconductor. A surplus of mobile charge carriers can be seen in the conduction band. The charge carriers in p-type
semiconductors (a) are termed holes, whilst those in n-type materials (b) are electrons.

Upon interfacing two alternately doped semiconductors, a P-N junction is formed. An initial gradient in the concentration

of charge carriers leads to the establishment of a “depletion zone” in which electrons and holes combine, filling the valence

band. This displacement of the majority charge carriers in turn establishes an electric field that inhibits further diffusion

(see Fig. 8.28). These two phenomena render the depletion zone an ideal region for radiation detection; the electron-hole

pairs formed by ionisation will quickly move under the electric field to establish a measurable current.

The contact potential established by the space charge at either end of the junction is of the order ∼ 1 𝑉 , which yields a
poor electron-hole mobility. An electric potential can be applied to either side of the junction, widening the depletion

region and reducing the likelihood of charge-pair recombination. Known as reverse biasing, this significantly improves

the detector performance.

It is the time-integral of the current induced within the semiconductor that is proportional to the energy deposited within

the material. In order to determine the constant of proportionality between the measured signal and the deposited energy,

the detector must first be calibrated with a known source.



Fig. 8.28: An illustrative diagram of the charge-carrier distribution across a P-N junction. Additional graphs show the
charge, field, and electric potential, across the junction. Figure by TheNoise, distributed under a CC BY-SA 3.0 license.
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For this experiment, a four-peak alpha source was suspended within the TexAT TPC chamber, which was held under

vacuum. A list of constituent isotopes and their decay radiation is given in Table 8.1.

Isotope Energy /keV Intensity (%)

241Am 5442.8 13.1

5485.6 84.8

244Cm 5762.6 23.1

5804.8 76.9

239Pu 5105.5 11.9

5144.3 17.1

5156.6 70.8

148Gd 3182.7 100

Table 8.1: Isotopes present in the four-α calibration source, and their α decay radiation. From ENSDF database as of
March 24th, 2023. Version available at http://www.nndc.bnl.gov/ensarchivals/.
The waveforms recorded by the GET acquisition system were fit using the methods described in Section 8.5, and the

corresponding charge accumulated in a histogram. It can be seen in Fig. 8.30 that the majority of the silicon quadrants

measured similar signal amplitudes for the given sources. A total of 11 quadrants were found to have an insufficient

number of hits to be able to build a calibration, primarily those in the forward silicon detector array. See Fig. 8.29 for a

visual representation of these missing quadrants.

Fig. 8.29: A schematic diagram of the (a) forward and (b) side silicon detector arrays indicating quadrants with incomplete
calibrations in pink.

Where charge-pair formation is not the primary mode of energy loss within the semiconductor, the number of created



Fig. 8.30: A 2D histogram of the charge distribution measured by each silicon detector for a fixed calibration source
containing 241Am, 148Gd, 239Pu, and 244Cm.

pairs is governed by Poisson counting statistics Var(𝑁) = 𝑁 . Meanwhile, in the limit that charge-pair formation is the

singular energy-loss mechanism, the number of charge pairs is exactly determined by the deposited energy (ignoring the

distribution on the ionisation energy), i.e. Var(𝑁) = 0. The ratio between the observed variance and its Poissonian
expectation value is the Fano factor: [96]

𝐹 = ⟨𝛿𝑁2⟩
⟨𝑁⟩ , (8.4)

where ⟨𝛿𝑁2⟩ is the observed variance and ⟨𝑁⟩ the observed mean. In silicon detectors, which exhibit a high charge-pair
formation efficiency, 𝐹 is experimentally found to be of the order 10−1 [97][98].

Note: Simplified “final-state” models can predict the experimental values for 𝐹 with a microscopic assuming a single-

particle-distribution function. One such model, the “bathtub model”, assumes no inter-charge-pair correlations and draws

from this single-particle-distribution to partition the deposited energy. It has been shown that correlational effects are

required to fully reproduce experimental measurements of 𝐹 , through models such as the random parking problem (RPP)

[96].

For each detector, the charge distribution was fit as a sum of four Gaussian distributed random variables.

Note: The motivation for a Gaussian fit function follows from the application of the central-limit-theorem to the final-
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state model of charge-pair formation [96], yielding

𝑃(𝐸𝑁) = 𝐶𝑁 exp [−(𝐸𝑁 − 𝑁𝜖)2

2𝑁⟨𝛿𝜖2⟩ ] . (8.5)

In order to determine the set of initial fit parameters, a cumulative mass lookup was used to estimate the peak loci (see

Fig. 8.31), and sensible values chosen for the peak width and scaling factor.

Fig. 8.31: The charge distribution for a random silicon detector, superimposed with a plot of the cumulative distribution.
The dashed lines indicate particular fractions of the cumulative distribution at which the peaks are localised.

This method of localising the decay peaks from the calibration source is robust in the face of varying detector noise.

8.7.2 Calibration

Following the peak fitting process, a linear regression was then performed against the known energies given in Table 8.1

to obtain a set of calibration coefficients for each detector. A superposition of the calibrated charge distributions can be

seen in Fig. 8.32.



Fig. 8.32: A combined plot of the calibrated charge distribution histograms. The characteristic decay peak energies are
shown in the staggered X axis.

8.7.3 Resolution

The energy resolution of a detector is a measure of its performance with respect to the resolution of fine detail in the

deposited energy.

It is conventionally given as the dimensionless quantity

𝑅 = FWHM
𝐸 , (8.6)

where 𝐸 is the mean, and FWHM the full-width at half-maximum (FWHM) of the energy distribution. Given Eqn. 8.4,

this expands to

𝑅 = 2√2 ln 2𝐹𝑘
𝐸 , (8.7)

where 𝐹 the Fano factor, and 𝑘 is the mean number of charge carriers liberated per unit energy deposited in the detector.
Experimental measurements have found 𝑘 to be approximately 3.6 eV for alpha particles in silicon [97][99][98].

Whilst the majority of the calibrated detectors were found to have a resolution of 70-120 keV at 3182.7 keV, it can be

seen that some detectors exhibited clear signs of degraded resolution. The waveforms measured by these detectors were

subsequently discarded.
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8.8 Gas Simulation

8.8.1 Drift Velocity

The transformation from energy-time space of the GET waveforms to the energy-position space of the reconstructed

charge clusters requires knowledge of the intrinsic drift velocity of the MicroMeGaS detector. The drift velocity is a

function of the gas parameters (pressure, temperature, etc.) and the applied electric field within the drift chamber. The

parameters for the experimental run described in this chapter are recorded in Table 8.2

Name Value

Pressure 405 Torr

Temperature 290 K

Composition 96% 4He, 4% CO2

Drift Field 53.85 V/cm

Table 8.2: The gas and field parameters that govern charge transport within the active chamber
The phenomenon of electron diffusion within a gas is described by the Boltzmann transport equation (BTE), which models

the phase-space evolution of a system in the absence of significant ionisation. Given the distribution function 𝑓(r, v, 𝑡)
describing the number density of electrons at the locus (r, v, 𝑡) in phase space, the BTE may be expressed as

𝜕𝑓
𝜕𝑡 + 𝜕𝑓

𝜕r ⋅ ̇r + 𝜕𝑓
𝜕v ⋅ ̇v = (𝜕𝑓

𝜕𝑡 )
coll

, (8.8)

where ( 𝜕𝑓
𝜕𝑡 )

coll
represents the rate of change due to collision processes.

Eqn. 8.8 is nontrivial to solve. Under the assumption of a constant uniform electric field, the distribution function may

be reparametrised in terms of the electron energy 𝜖 and angle to the field 𝜃 such that 𝑓 may be written as an expansion

in the Legendre polynomials [100]. This simplification yields a set of coupled differential equations, which can be solved

with numerical methods. An experimental code that numerically solves the BTE, Magboltz, is described in [100]. Recent

versions of the Magboltz program solve the problem of electron transport with Monte Carlo techniques, which yields

solutions whose accuracy depends solely upon computation time [101].

A Magboltz simulation was performed to compute the mean drift velocity within the TPC for the parameters given in

Table 8.2. The drift velocity was found to be 5.302 µm/ns.



8.8.2 Cluster Resolution

Using a microscopicMonte Carlo model, the spread of the drift electrons can be determined as a function of displacement.

The Garfield++ detector simulation toolkit includes a microscopic tracking component that consumes the per-scattering-

process collision rates 𝜏−1
𝑖 (𝜖) computed by Magboltz in order to evolve single electrons through time. An aggregate of

these single-particle walks can be used to determine the distribution of the drift time and widths in the transverse and

drift axes. Fig. 8.33 shows the transverse position resolution of electrons produced at a drift height of 5.90 cm.

Fig. 8.33: The x position distribution of drifted electrons for y=5.90 cm fit with a normal distribution. The standard
deviation region is shaded.

The observed width of a charge cluster resolved perpendicular to the drift plane is determined by two components; the

intrinsic resolution (e.g. of the readout system), and the spread determined by transverse diffusion of the charge cluster:

𝜎2
track = 𝜎2

0 + 𝐶2
𝐷𝑧 , (8.9)

where 𝐶𝐷 is the transverse diffusion coefficient, 𝑧 the drift distance, and 𝜎0 the intrinsic resolution [102].

A regression of the transverse variance against the drift height yields𝐶𝐷 of 0.016365mm (see Fig. 8.34), with the median

standard deviation of the charge cluster distribution within the conversion region of the TPC found to be on approximately

1 mm. This value is significantly smaller than the width of a MicroMeGaS pad (3.5 mm), which (subject to the initial

cluster size) implies that tracks within the central region of the detector should predominantly comprise of single pads.
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Fig. 8.34: The standard deviation of the final electron transverse position as a function of the drift distance. Against the
scatter plot, a linear regression indicates the slope and intercept of the data.

8.9 Beam Origin

In the MicroMeGaS detector, the zero-point of the ̂𝑧 coordinate is a computed property of both the detector geometry,
and the readout electronics. The incoming beam is expected to be distributed according to some uncertainty about the

̂𝑥 − ̂𝑦 plane, therefore a histogram of the time distribution in the early pads region of the MicroMeGaS should yield a

symmetric distribution. The mode of this distribution represents the origin in the time domain (see Fig. 8.35).

The distribution observed in Fig. 8.35 was fit as the sum of a constant function, and a Gaussian distribution, using a

binned negative log-likelihood optimiser. The linear contribution of the constant function corresponds to interactions that

occur in the region prior to the MicroMeGaS. These interactions occur over a wide range of stops and over a range of

angles, such that the charge clusters liberated by these tracks appear evenly distributed when viewed over a narrow slice.

Despite some periodicity in the residual plot, indicating a mismatch between model and data, the fit shown in Fig. 8.36

demonstrates good agreement with the data and yields an origin of 350.8 cells.



Fig. 8.35: Distribution of the charge-cluster time coordinate in the early pads region of the MicroMeGaS detector. The
origin of this coordinate corresponds to the modal value, which lies around 350 cells.
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Fig. 8.36: Fit of the histogram in Fig. 8.35 using a constant function and Gaussian distribution. Above the x-axis,
the original histogram and minimiser result are superimposed. Below, the residual distribution of the fit against the
measurement is shown.



8.10 Cluster Reconstruction

As outlined in Section 6.2.1, the MicroMeGaS anode is highly segmented to give good position resolution measurements

of the charge clusters produced by ionisation. In order to reconstruct the track trajectories in 3D, it is necessary to

determine the height of the charge cluster. Given that the MicroMeGaS waveforms are energy-time signals, the height

coordinate can be derived from the drift time, given by the locus of the peak in the measured waveform, and the drift

velocity (see Section 8.8). The origin of this coordinate was discussed in Section 8.9.

Fig. 8.37: 3D scatter plot of the cluster reconstruction taken from experiment. The charge of each cluster is indicated
by its colour. Three distinct tracks can be identified; a heavier incoming and scatter track, and a light recoiling track. A
discontinuity in the light recoil track immediately after the interaction vertex is clearly visible. This follows from the low
stopping power of the corresponding ion, whereby the energy deposited in the MicroMeGaS is insufficient to trigger the
low-gain channels. Once the ion enters the high-gain region it forms a coherent track.

8.10.1 Central Region

Within the central “pads” region, the anode position of a waveform is uniquely determined by the channel from which it

was measured (see Fig. 8.38). Yet, the resolution in this region is diminished in the horizontal (x) axis; each pad has a

width of 3.5 mm, and a length of 1.75 mm. As such, to avoid biasing subsequent fitting routines with aliasing artefacts

yielded by taking the exact pad location, a uniform random offset was added to each (𝑥, 𝑦) coordinate .
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Fig. 8.38: A 3D diagram of the pad reconstruction procedure. The electrical contacts that comprise the MicroMeGaS
anode are represented with a plane of opaque quadrilaterals. The shaded volume above these contacts indicates the
measured drift time of the charge cluster incident upon the element. The volume above the contact upon which the
current signal is induced is shaded opaque.

8.10.2 Side Region

Meanwhile, for the multiplexing side regions, only one coordinate is uniquely defined: the column for the chains, and

the row for the strips. In order to localise a waveform in these regions, another waveform must be recorded in the

complementary family (strip-chain or chain-strip) of channels such that both coordinates are uniquely determined.

The set of valid positions 𝑃 defined for the side regions is naively given by the Cartesian product of the strips 𝑆 and chains

𝐶, i.e.

𝑃 = 𝑆 × 𝐶 . (8.10)

Among these ordered pairs, only a small subset 𝑃valid provides a reasonable interpretation of the observed ion path in the

detector. In order to identify this subset, an additional discriminator is required.

For tracks with a significant inclination to the drift plane, we can use the drift time to order strip-chain pairings by their

vertical separation. In the extreme case of a track that lies along the drift axis, the drift time is an exact proxy for the

position of the charge distribution along the track (see Fig. 8.39). It follows that for some deviation from this ideal case,

taking the strip-chain pairs with the smallest time difference will yield a reasonable set of charge clusters.

Meanwhile, the charge distributions formed along a track have a non-zero width and relative position to the average track

direction; the electrons liberated by scattering of the incident ion arrest over a finite distance within the gas. There is

therefore a minimum time-separation below which a “reasonable set” of pair can not be discriminated from those which

arise from random correlations. In the extreme case, a track that lies exactly within the drift plane will yield strip-chain

pairs that are entirely separated in time by the uncertainty on the cluster position, and this method cannot be used (see



Fig. 8.39: A 3D diagram of the strip-chain pairing procedure. The electrical contacts that comprise the MicroMeGaS
anode are represented with a plane of opaque quadrilaterals. The shaded volume above these contacts indicates the
measured drift time of the charge cluster incident upon the element (strip/chain). The volume above the contact upon
which the current signal is induced is shaded opaque, whilst the remaining (electrically connected) contacts are rendered
partially transparent. It can be seen that the pairs with the closest drift times correspond to the elements over which the
track passes.

Fig. 8.40).

Fig. 8.40: A 3D diagram of the strip-chain pairing procedure for planar tracks. See Fig. 8.39 for more details. It can be
seen that the pairs with the closest drift times no longer correspond to the elements over which the track passes.

To discern the range over which time-separation holds as a valuable reconstruction method, consider a track with the

gradient d𝑧d𝑠 at 45° to the element stacking axis, where element refers to a strip or chain. Any two elements (strip-strip or

chain-chain) are separated by a fixed spacing 𝛿𝑠. The separation between an adjacent hit on a strip-chain pair is therefore
√2 (𝛿𝑠)2. The change in height between the members of the pair consequently given by 𝛿𝑧 = d𝑧

d𝑠 ⋅
√

2𝛿𝑠. For some
intrinsic width 𝜎 of the charge distribution about the track, it follows that the resolving limit is

d𝑧
d𝑠 ≥ 𝜎√

2𝛿𝑠 (8.11)
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In-plane Events

A fundamental limitation to the strip-chain time-matching approach detailed above is observed for events in which all

strip-chain times lie beneath the resolving limit. For these events, the set of possible matches grows to encompass the

Cartesian product of the elements. It follows that an alternative approach must be taken to recover the track information

for these events. Under the assumption of a single, linear track (which holds reasonably well in the side regions), a pair

of vertices can be drawn from the innermost and outermost pairs of strips and chains. These vertices correspond to the

conjectured start and end positions of a forward-focussed track that originates from the central pads region. One can then

interpolate along this idealised track to recover the charge clusters.

8.11 Track Fitting

Tracks within the TPC volume were fit with line-interval models (see Section 7.2.5) using the methods described in

Section 7.2.4. From these fits, a set of labels was generated, which permits ascribing each cluster to a given track model.

Fig. 8.41 shows an event that was fit according to these techniques.

Fig. 8.41: A 3D plot of the track reconstruction for a single event using the PEARL method described in Section 7.2.4.
Each distinct track is labelled with a distinct colour, and the line of best fit superimposed. Due to the uncertainty of the
cluster positions in the pads region, the beam track is found to be longer than it is physically expected to be. This can
be corrected in a subsequent constrained fit. The upper track corresponds to a beam-like pile-up track, whilst the lower
track triplet belong to a single scattering reaction.



8.11.1 Track Multiplicity

In Section 7.2, the PeARL method for multi-model discovery and fitting was discussed. For this experiment, a random

sample of 1024 models was drawn from pairwise combinations of the clusters computed in Section 8.10. Each model

comprised of a pair of clusters, with corresponding positions and charges, and assigned a characteristic width drawn from

a Gaussian distribution whose width was determined by inspection. Fig. 8.42 shows the track multiplicity of these fits,

i.e. the number of tracks per event. Perfect scattering reactions correspond to three-track events, in which the beam,

light product recoil, and heavy reactant scatter are observed. However, these events are in the minority; interactions

which occur near (or before) the start of the MicroMeGaS are only partially captured by the detector; the beam track

falls outside of the active region of the TPC. Similarly, the heavy product track is often too short to be identified from the

resolution of the detector. As such, the majority of events are fewer-than-three-track events. Beyond-three-track events

typically correspond to coherent noise, which is reconstructed as ghost tracks, or pileup, in which there are demonstrably

greater than three tracks present in the event.

Fig. 8.42: Histogram of the track multiplicity found during fitting of the usable experimental runs. A majority of events
have a single track; these correspond to events in which the light product is not observed.

These track fits are unconstrained; in the preliminary fitting procedure there is no imposition of reaction kinematics upon
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the result. Though it might seem prudent to pursue only those solutions which satisfy kinematic constraints, at this early

juncture in the analysis there is insufficient information to introduce these constraints; in order to apply the rules of energy

and momentum conservation, each track must be identified in terms of the particle kind, and the reaction to which it

belongs. This requires that the fitting process be diphasic; a primary track finding routine, followed by a kinematic fitting

procedure (see Section 7.3).

8.11.2 Silicon Projection

For each event, with the trigger placed upon the silicon detector channels, it follows that there should be a track associated

with a low-z ion incident upon the detector. Therefore, one can establish a 2D histogram corresponding to the projection

of these tracks upon the triggered silicon detector. Without any gating logic, it should follow that the these intersections

agree closely to the known geometrical dimensions of each quadrant. Fig. 8.43 shows a pair of hitmaps for the forward

silicon detector array. Due to the high incidence of proton tracks in the central region, it is necessary to ignore the central

detectors in order to best visualise the quality of the hitmap in other regions. These protons originate from the production

reaction of the 10C secondary beam, whereby one of the available exit channels is the elastic scattering of the 10B primary

beam with the H2 gas-cell ions.

A plot of the relative hitmap formed by taking the difference of the reconstructed hit position with the known silicon

centroid is shown in Fig. 8.44 to have good agreement with the quadrant dimensions. It is expected that the agreement

will not be exact; small tracks incur a larger angular error, whichmanifests as significant displacements in the reconstructed

hit position. In both figures, the hitmap is formed by the union of all track intersections in order to remove bias from

gating the track hit position. A position gate was applied to the track endpoint; tracks whose endpoints lie within the final

sector of the MicroMeGaS are likely to be the light particles that reach the silicon; the beam and scattered beam tracks

are typically found earlier in the detector.



Fig. 8.43: 2D hitmaps for the forward silicon detector array, formed by the intersection of reconstructed tracks, whose
endpoints lie in the final sector of the MicroMeGaS, with the silicon plane. The hitmap for all events is shown in (a). The
subset of hits outside the central region is plotted in (b).

Fig. 8.44: 2D relative hitmaps for the forward silicon detector array, formed by the intersection of reconstructed tracks,
whose endpoints lie in the final sector of the MicroMeGaS, with the silicon plane. The position of each reconstructed hit
is plotted relative to the detector centroid.
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8.12 Particle Identification

8.12.1 Beam Tracks

The majority of signals formed in the MicroMeGaS belong to charge clusters liberated by the passage of 10C beam ions

within the TPC. Given the linear response between the signal formed on the anode and the energy deposited by the beam,

it is possible to correlate the energy loss curve of the central MicroMeGaS pads region with a known stopping power

curve of 10C within the TPC gas mixture.

A 2D histogram of the measured charge against the pad rowwas computed across all events (see Fig. 8.45). Superimposed

over this distribution is the stopping power for the beam ions in the active target, indicated by the dashed line, as simulated

by SRIM [72] for a beam energy given by a fit parameter (30.5 MeV). There are two loci clearly visible within the

histogram, one of which lies at much lower charges than the other. The primary locus, that of the beam, coincides with

the predicted stopping power curve, which has been displaced along the 𝑦 axis in order to treat the initial beam energy as

an unknown. The Bragg peak, corresponding to the maximum stopping power of the 10C ions, is indicated by the dotted

line at row ~60. It follows that the beam is fully stopped in the active target, and any hits measured in the central silicon

detectors originate from lighter particles which have sufficient energy to escape the chamber. The secondary locus, at near

constant charge of 1500 units, corresponds to the scattered light alpha-particles and 10C ions produced by reactions before

the sensitive region of the MicroMeGaS anode. The far pads region, has been omitted due to the high-gain pads region

located in the last 16 rows of pads. These pads are sensitive to both 180∘-scattered alpha particles and low stopping-power

protons. Meanwhile, the beam is fully stopped well before this region.

By approximately fitting the stopping power curve to the arbitrary charge units seen in Fig. 8.45, a rudimentary calibration

of the MicroMeGaS gain can be achieved yielding ∼ 1.219 × 10−1 keVcm−1 in the low-gain region.

The same distribution can be fit using stopping powers predicted by MSTAR [103] (see Fig. 8.46). The predicted after-

window beam energy is 29.7 MeV.



Fig. 8.45: Experimental distribution of the stopping power of 10C ions in a gas-mixture of 96% 4He, 4% CO2 held at
405 torr. SRIM prediction for an after-window beam energy of 30.5 MeV indicated by the dashed line.

Fig. 8.46: Experimental distribution of the stopping power of 10C ions in a gas-mixture of 96% 4He, 4% CO2 held at
405 torr. MSTAR prediction for an after-window beam energy of 29.7 MeV indicated by the dashed line.
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8.12.2 Separating Light-Product Tracks

The primary set of particles observed in the TPC are 10C, 1H, and 4He. Each has a characteristic stopping power curve,

as determined by SRIM (see Fig. 8.47). Notably, the protons are easily distinguished from the beam ions, which typically

vary by 1–2 orders of magnitude over the active region of the MicroMeGaS. Meanwhile, the stopping power of the 4He

ions lies nearly equidistant from the other two ions (in log space), and if the ion energies are not known, experimental

uncertainty can render it difficult to distinguish between the two ions simply from the energy deposition within the TPC.

Fig. 8.47: Stopping power curves predicted by SRIM for 1H, 4He, and 10C ions in a gas-mixture of 96% 4He, 4% CO2
with density 𝜌. Each curve overlaps with the others for a given ion energy.

In order to identify the ions that comprise the tracks found in Section 8.11, the MicroMeGas was used in tandem with the

silicon detector array to establish a particle telescope (see Fig. 8.48). Conventionally, a particle telescope is established

with two silicon detectors placed in close succession. In the TexAT detector, only a single “thick” silicon array was

available (and chosen to prevent punch-through of the alpha particles). Therefore, in order to establish theΔ𝐸 component

of the telescope, the MicroMeGas itself was used. Following from Eqn. 5.11, the energy deposited by an ion within the

active region of the MicroMeGaS is approximately proportional to 1
𝐸 , such that a plot of the measured energy 𝐸 against

the charge deposited within the final region of the MicroMeGaS should yield a locus unique to the 𝑧 of the ion. A series

of histograms plotting these two quantities for each silicon detector (and the associated region of the MicroMeGaS) were



produced, and clearly demonstrate such a phenomenon. See Fig. 8.49 for an example of such a histogram.

Incident ion

Thin "dE" detector

Thick "E" detector

Fig. 8.48: Illustration of a particle telescope. A thin Δ𝐸 detector measures the 𝑧-dependent energy loss of the incident
radiation within a thin silicon target. The ion punches through this material, and is fully stopped within the “thick” silicon
detector. Conventionally, the energy lost in both detectors is taken to be the total energy of the particle. However, to first
approximation the contribution lost in the thin detector can be ignored.

The d𝐸
d𝑥—𝐸 plot is useful in discriminating between alpha particles and the lighter protons, but is only applicable in the

case that a given track interacts with the silicon detector. For any other track, it is not possible to use this approach

to identify the particle. Furthermore, the presence of pile-up events, which superimpose in the drift plane, can frustrate

efforts to use theMicroMeGaS as a “thin” detector (see Fig. 8.48) due to the difficulty in disambiguating the charge clusters

of separate tracks. This phenomenon is confined predominantly to the central-angle detectors; tracks in the high-gain side

regions are typically more well reconstructed.

For non-backscatter (lab) events, such as those observed in inverse kinematics, track identities can be assumed by the

process of elimination; identifying a vertex using the light-product track and the ideal beam axis makes it possible to

partition the anode into forward and backward regions. Near co-linear tracks in the backward region (towards the ion

counter) are likely to be the beam (or pile-up). Remaining tracks are highly likely to be the scattered beam ion.
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Fig. 8.49: 2D histogram of the energy deposited in an individual silicon detector against the energy lost in the final 𝑁
elements of the MicroMeGaS detector. Two loci are visible; the proton region at (5000, 250), and an upper alpha curve.

8.13 Kinematics

8.13.1 Angular Scattering

Fundamentally, in the sub-relativistic regime, the following conservation laws typically form the basis of any kinematic

reconstruction of an elastic interaction

∑
𝑗
pji = ∑

𝑗
pjf

∑
𝑗

𝐸𝑗
𝑖 = ∑

𝑗
𝐸𝑗

𝑓 .
(8.12)

In the context of a scattering reaction between an incident heavy (larger A, Z) ion and a stationary light (smaller A, Z)

target (gas), the reaction will be forward projected and the range of the scattered light ion will be significantly greater

than that of the recoiling heavy ion. As such, the tracks left by light ions moving through the TPC are much more easily

identified, and may be fit with greater precision than fits performed using the heavy recoil.

Given the energy and angular straggling of the beam following interactions with the window, it is also evident that indirect

measurements of the beam energy will be less accurate than those of the light ion after it interacts with the silicon detector



array. As such, the most accurate measurements of the reaction kinematics are given by the track scattering angles and

known energy of the light product. In such a configuration, the beam and recoil momentum vectors are initially unknown.

We can define a beam-centric coordinate system (see Fig. 8.50) with the ̂1 vector given by the beam direction, the ̂3 vector
given by the normalised cross product of the beam and scatter tracks, and the ̂2 vector taken to be perpendicular to ̂1 and
̂3.

p1

p2

p2
(2)

p2
(1)

p3
(2)

p3

p3
(1)

Fig. 8.50: Schematic diagram of a static-target scattering reaction in a beam-centric coordinate system. The ̂1 vector is
given by the beam direction, the ̂3 vector given by the reaction plane normal, and the ̂2 vector taken to be perpendicular to
̂1 and ̂3. Each particle p𝑖 can be resolved along these canonical axis vectors. Each vector p𝑖 indicates the momentum of
the reaction participant 𝑖, whose components p(𝑗)

𝑖 have been resolved along the beam-centric coordinate system vectors
̂𝑗.

From Eqn. 8.12, conservation of momentum can be applied separately to each axis such that we have

𝑝1 = 𝑝(1)
2 + 𝑝(1)

3

0 = 𝑝(2)
2 + 𝑝(2)

3 .
(8.13)

An application of energy conservation yields

𝑝2
1

2𝑚1
= 𝑝2

2
2𝑚2

+ 𝑝2
3

2𝑚3
+ 𝐸ex , (8.14)

where 𝐸ex is the total excitation energy of particles 2 and 3. For elastic scattering, 𝐸ex = 0. It can be shown that if
𝑚1 = 𝑚3, the recoil momentum is uniquely determined by

𝑝(1)
3 =

((𝑝(2)
2 )

2
+ (𝑝(1)

2 )
2
) 𝑚1

𝑚2
+ (𝑝(2)

2 )
2

− (𝑝(1)
2 )

2

2𝑝(1)
2

=
(𝑝(2)

2 )
2
(𝑚1 + 𝑚2) + (𝑝(1)

2 )
2
(𝑚1 − 𝑚2)

2𝑝(1)
2 𝑚2

,

(8.15)

ultimately yielding an expression for the beam energy in terms of the reaction products.

Fig. 8.51 shows a histogram of the observed silicon energy as a function of the reconstructed event vertex position. The
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vertex is computed from the tracks fit in Section 8.11, using the closest point of approach between the beam and the light

recoil tracks. In the event that one does not observe the beam track directly, an idealised track can be assumed in which

the beam is aligned along the forward (+ ̂𝑦) vector. For these tracks, the vertex of the interaction is given by taking the
closest point of approach between the ideal beam track and the track of the observed light-recoil.

Two clear loci are visible, corresponding to the elastic (upper) and inelastic (lower) scattering channels; with a portion of

the available centre-of-mass energy partitioned into formation of an excited state in the (heavy) scattered beam nucleus,

there is less kinetic energy available to the products of inelastic scattering reactions.

Fig. 8.51: A plot of the vertex position in non zero-degree scattering reactions as a function of energy measured in the
silicon detectors. A clear locus of bins corresponding to elastic reactions can be observed, with a maximum near (-100,
7500).

This approach necessarily requires the knowledge of the interaction vertex (to identify the light particle energy) and the

relative angle of the beam to the scattered ion track. If both of these cannot be determined, then there is insufficient

knowledge of the system to find a solution. In the central detectors, in which the light product track is close to zero

degrees, it is possible to leverage the assumption of a linear reaction in order to once-again determine the beam energy

(see Section 8.13.2).



8.13.2 Zero-degree Scattering

Unlike the method described in Section 8.13.1, reactions in the zero-degree regime are unsuitable for reconstruction using

track fit information; the resolution of the TexAT MicroMeGaS in the drift plane is too poor to appropriately identify

the reaction vertex in the majority of these interactions. Reactions confined to the drift axis are more amenable to the

track-fit method; the temporal resolution of the MicroMeGaS is superior to the anode spatial resolution, but only a subset

of events are suitable for this kind of reconstruction.

An alternative reconstruction approach leverages the approximation that angular information can be neglected in the

extreme zero-degree (lab frame) scattering regime. Under this assumption, Eqn. 8.15 simplifies to

𝑝3 = 𝑝2(𝑚1 − 𝑚2)
2𝑚2

. (8.16)

This in turn admits a relationship between the beam and scatter energies

𝐸2
𝐸1

= 4𝑚1𝑚2
(𝑚1 + 𝑚2)2 . (8.17)

In this regime, the reaction vertex (and hence kinematics) is given by the point at which a separate model of the beam

energy, such as that described in Section 8.13.4, agrees with that given by Eqn. 8.17. Yet, it was observed that the beam

energy as predicted by direct and indirect methods did not show strong agreement and thus choice of a particular method

introduces significant error in the reconstructed kinematics.

The infeasibility of using a directly-reconstructed beam-energy model to identify the reaction vertex derives from from

the sensitivity of energy loss calculations upon the path-length and stopping-power model of beam ion. For high-Z ions

and large path lengths, this uncertainty dominates all other measures of uncertainty (such as the resolution of the silicon

detectors and appropriateness of the zero-degree assumption).

An alternative reconstruction approach is to identify the vertex of the reaction using the position of the Bragg peak of

the scattering projectile. Knowledge of the Bragg peak location provides a measure of the heavy-product energy at that

position. The interaction vertex is then defined by the position at which the heavy-product energy given by Eqn. 8.17

agrees with that which yields the Bragg peak at the observed location. Such an approach requires precise tabulation of the

low-energy stopping powers for the projectile, unlike the methodology outlined in Section 8.13.1 which requires only the

stopping powers of the light-product. Furthermore, and prohibiting the use of such a method in this analysis, it must be

possible to identify the Bragg peak within the active volume. For these data, the kinematics given by simulated stopping

powers (using both SRIM and MSTAR) do not admit the possibility of observing the Bragg peak of the scattered beam;

for an elastic scattering reaction to have sufficient energy to be measurable by the silicon detectors, it is found that the
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heavy-product must stop before the start of the MicroMeGaS.

With Eqn. 8.17, the beam energy is uniquely determined for elastic scattering by the energy of the light ion at the reaction

vertex. If the beam energy is approximately known, it is possible to identify the vertex at the intersection between the

curves that describe the beam energy as reconstructed from the initial beam energy and the energy deposited in the silicon

detectors. See Fig. 8.52 for a plot of the vertex position as a function of silicon energy as reconstructed by this method.

Fig. 8.52: A plot of the expected vertex position in zero-degree scattering as a function of energy measured in the central
silicon detectors. The two curves show the interaction vertex for (solid line) elastic and (dashed line) inelastic scatters that
produces the corresponding silicon hit for a known beam energy given by Section 8.13.4.

For inelastic scatters, it is anticipated that the measured silicon energy be reduced with respect to the elastic curve for a

given vertex position. This describes the loci below the elastic curve shown in Fig. 8.52. By treating the excitation of the

heavy product, it can be shown that Eqn. 8.17 is the ground-state simplification of the following relation:

𝐸2
𝐸1

= 4𝑚1𝑚2

(𝑚1(1 + 𝐸∗
𝐸2

) + 𝑚2)2 , (8.18)

where 𝐸∗ is the excitation energy of the scattered heavy-ion.

Without additional information such as the Bragg peak to disambiguate between elastic and inelastic loci, it is not possible

with these data to identify the subset which corresponds to elastic interactions; for any event with an observed energy

deposit in the central silicon detector, either an elastic scattering reaction at vertex 𝑣1 took place, or an inelastic reaction

at vertex 𝑣2, where 𝑣1 lies closer in the beam axis towards the silicon detector than 𝑣2.



8.13.3 Excitation Functions

The calculation of a reaction Q-value is described in Section 5.2. For elastic scattering of 10C ions upon a 4He target,

the Q-value is 10117 keV. This value is used to build the elastic non-zero-degree excitation function shown in Fig. 8.53,
which is given by 𝐸ex = 𝐸1 − 𝐸CoM + 𝑄 = 𝐸1

𝑚2
𝑚1+𝑚2

+ 𝑄. Without the ability to isolate the elastic and inelastic

contributions to the excitation function, it is not possible to combine the data in Fig. 8.53 with those in Fig. 8.54 which

plots the zero-degree counterpart. As such, Fig. 8.54 plots the excitation function derived under the assumption that these

data were obtained via the elastic, and inelastic channels.

Fig. 8.53: A histogram of the excitation energy of the 14O nucleus integrated over all non-zero-degree scattering angles.
States published in the ENSDF database are plotted in dashed lines, whilst the various AMD predictions discussed in
this work for 14O are, where plausible, indicated by solid lines. Clear peak-like structures are visible, against a wider
background distribution. Despite this, further enhancement of these data through secondary fitting is required to provide
more conclusive agreement with predicted states.

Although the analysis work described in this chapter does not yield sufficient results to elucidate the structure of the 14O

nucleus, it can be seen that a number of peaks in the excitation function coincide with known or predicted energies. Yet,

further analysis is still required, including kinematic fitting of the angular measurements, and elastic-inelastic subtraction,

to make any deeper observations. The completion of this work is planned by the nuclear physics group at the University

of Birmingham, which will identify the cross sections associated with the elastic scattering channel, and use them to infer

the states present in 14O.
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Fig. 8.54: A histogram of the excitation energy of the 14Onucleus computed from the near-zero-degree scattering channel.
States published in the ENSDF database are plotted in dashed lines, whilst the various AMD predictions discussed in this
work for 14O are, where plausible, indicated by solid lines.

8.13.4 Beam Energy Estimation

The beam energy after the Havar window is predicted by SRIM calculations to be ~25 MeV. A preliminary evaluation

of this estimate can be performed using the maximum energy deposited in the central silicon detectors. This should

correspond to a near zero-degree scatter from the farthest point in the active volume, i.e. the window (see Fig. 8.55). Given

a maximum energy of 23 MeV, the after-window beam energy computed by the alpha stopping power is 30.576 MeV.
This value is much larger than the initial prediction, but lies in close agreement with the fit parameter used to produce the

theoretical stopping power curve in Fig. 8.45.

A more robust approach is to reconstruct the reaction kinematics in the non zero-degree regime, and plot the difference

of the projectile energies computed by this reconstruction and directly by energy loss through the gas. Fig. 8.56 clearly

shows a non-central distribution, indicating that the direct prediction lies below the reconstructed value by ~1 MeV, i.e.

the true beam energy after the window is .

It is evident that these calculations are highly sensitive to the stopping power tabulation; the disagreement in Fig. 8.56

implies that the stopping powers used in this analysis over-predict the energy loss of the beam in the energy region of

interest. There is preliminary experimental evidence to suggest that this is the case for both MSTAR and SRIM [104].

Future work should measure these stopping powers, both of 10C in 4He and 4He in 4He in order to reduce the discrepancy



Fig. 8.55: A histogram of the silicon energy distribution, with inset axes indicating a candidate for the maximum value.

Fig. 8.56: A histogram of the difference in projectile energy computed directly (through SRIM calculations of energy loss
in the gas), and via indirect kinematic reconstruction (using the known track angles and measured energy deposit in the
silicon detectors).
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in the agreement of these two beam-energy estimates.



8.14 Conclusion

In this chapter, the workflow for an analysis of the experimental data recorded by the TexAT TPC was introduced and

discussed. In the process of developing this workflow, a range of problems associated with the early variant of the

TexAT detector were identified, such as the poor performance of the silicon detector array, the considerable problem

of signal ringing and its indistinguisability from valid signals, and the challenging nature of the inhomogenous pixellated

MicroMeGaS. The raw GET data files that this analysis was built to ingest are typically of considerable size; even with a

partial read-out mode, a single event nominally contains on the order of 300 waveforms of 512 samples. The workflow

described in this chapter was designed to make such a problem tractable; breaking down the data into compute-friendly

chunks, and leveraging modern distributed computation frameworks to facilitate its analysis. Each stage of the workflow

given in Fig. 8.1 was original work, with the exception of the ROOT Conversion tool, which was improved but other-

wise pre-existing; and the gas-simulation tool described in Section 8.8, which was strongly inspired by the Texas A&M

approach.

The track-fitting technique established in this thesis was used to perform preliminary steps towards an investigation of

the structure of 14O. With the challenges posed by COVID-19 and the quirks with the aforementioned TexAT data,

this analysis was not carried beyond an initial exploration of the problem space. During this process, limitations of the

data were identified, such as the missing Bragg peak of the heavy scattered beam that would be required for zero-degree

reconstruction. Before the COVID pandemic, a future iteration of the TexAT detector was in its development phase, and

this author made some contributions to the discussions and planning around future analysis software. This new detector,

TeBAT, will solve many of the problems encountered in this analysis, such as the strip-chain matching for planar events,

and the poor resolution of the central columnar region. Future efforts to finalise the analysis of the data discussed in

this chapter should look to resolving the question of the zero-degree elastic-inelastic discrimination, before proceeding to

account for the silicon detector efficiencies in the cross-section reconstruction of the reconstructed data. The preliminary

excitation function shown in Section 8.13.3 indicates that the prediction of a linear-chain state in the 14 MeV—19 MeV

region may be feasibly identified in these data, should it exist.
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CHAPTER

NINE

O-LAB ONLINE NUCLEAR LABORATORY

And now for something completely different.

---Monty Python’s Flying Circus.

A foundational theme running through this thesis is the use of interactive computing and modern software development

practices to support research and communication. In this chapter, an application of these principles is outlined in response

to the COVID-19 pandemic, and the unique, time-sensitive challenges that it posed for teaching provision within the

School of Physics and Astronomy at the University of Birmingham.

It is my hope that this work helps to shape the learning of future student cohorts, from both a technical and cultural

perspective, and serves as a testament to the versatility of interactive, virtual learning.

9.1 Motivations

The identification of the SARS-COV-2 virus in 2019marked the onset of an unprecedented period of social and economic

disruption across the global community. Its impact has been felt in the majority of countries around the world, both in

terms of the real-terms consequences of wide-spread infection, and the subsequent public health interventions in pursuit

of elimination or suppression. Within the domain of Higher Education, which has placed a particular importance upon

in-person learning and interaction, the complex ongoing challenges associated with the COVID-19 pandemic have placed

significant burden upon educators and their institutions [105].

At the University of Birmingham, a central aspect of the Nuclear Physics teaching provision is the availability of under-

graduate laboratories. Over the course of the teaching semester, students enrolled in the appropriate modules are given

the opportunity to learn the fundamentals of practical nuclear physics, including

• the principles which underpin the measurement of radiation,

• the process of building and testing radiation experiments,
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• practices and procedures involved in working with radioactive sources,

• the analytical techniques required to extract physics from laboratory measurements.

The specialised nature of the laboratory sessions in which these skills are taught imposes rigid constraints on the kinds of

accommodations that can be made in light of University public health measures e.g. occupancy limits, staffing availability,

and ventilation requirements. Several experiments that undergraduates are expected to undertake include fundamentally

immovable apparatus, such as a 8m3 graphite stack for neutron moderation, or a 150 L water bath used for neutron

activation experiments.

The detector equipment used to observe andmeasure incident radiation is typically fragile, bulky, and extremely expensive,

such that undergraduates are not expected to move such equipment within the laboratory. The radioactive sources used

within the various experiments are also controlled substances; requiring significant care during handling, preparatory

safety training, and diligent monitoring to ensure that the sources are properly accounted for at all times. These factors

conspire together such that conventional approaches to mitigating COVID-19 risks during the pandemic, such as the

introduction of a “two meter rule”, or reducing teaching group sizes, represent impractical solutions in the context of the

nuclear laboratory [106].

Unlike other areas of the taught programmes such as lectures, in which provisions for distance learning (such as Panopto)

were already in-use within the undergraduate teaching programs before the pandemic, no such solutions could be found to

facilitate the development of practical laboratory skills in the domain of Nuclear Physics [107]. To address this challenge

for the new and existing students impacted by the COVID-19 pandemic, an Online nuclear LABoratory (OLAB) was

developed by a team of postgraduate nuclear physics students at the University of Birmingham. The objectives of this

project were to implement an online learning resource which

• minimises the impact of digital inequality

• scales to meet the demand of the existing and future student cohorts

• provides an extensible platform upon which to develop new course material

• integrates with the University E-Learning platform(s)

• leverages existing, open-source technologies and

• facilitates content-first development



9.2 Virtual Laboratories

9.2.1 Simplicity and Reproducibility

Despite being strongly motivated by the need to provide students with laboratory experience, the opportunities afforded

by an online physics laboratory transcend the immediate problem of tackling the disruption of a public health emer-

gency. Through a carefully defined environment, experiment designers can guide students towards successful application

of learned theory, but also towards “interesting” or educational failure modes [108]. Crucially, the experiment designer

can design experiments in which these “error conditions” are directly addressed as part of the narrative content, such

as through user-prompts, or remote demonstrator questions. For example, the background radiation observed during a

measurement can be modified by the designer to exhibit particular spectral peaks that the student might be tasked with

explaining. Due to the curated nature of the virtual environment, these failure modes can be introduced in accordance

with the objectives of the laboratory; educators can teach through failure in a controlled manner. Furthermore, by de-

signing failure into an experiment, educators are given the ability to prepare in advance for adverse outcomes, and guide

students through the experience. This is particularly relevant in the event that experiment failures are irrecoverable, e.g.

loss of experimental data, or damage to the electronics of a high-voltage power supply. Through the careful selection of

a basis of representative failure modes, students can be better prepared for failures in a real-world experiment, which are

often multi-factorial and represent poor educational experiences.

Given the removal of the physical constraints associated with on-premise in-person teaching, online laboratory experi-

ences are free to explore experiment designs that are infeasible or indeed impossible to realise in a conventional setting.

Experiments can be simplified to eliminate confusing details such as cumbrous software, or simplify characteristics of

the model such that the results are easier or more convenient to interpret e.g. increasing the rate of a decay process

[108]. Furthermore, it is possible to treat physical invariants as model parameters that students can interact with e.g. the

material properties of a radiation absorber. This freedom to modify “reality” can be used to build experiments in which

the challenge to the student is not building the experiment, but rather interpreting the observed results. Where suitable,

this may provide a mechanism to improve student understanding and retention.
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9.2.2 Hybrid Learning

In addition to providing educators with greater freedoms over experimental outcomes and narrative towards deeper under-

standing of fundamental concepts, a significant benefit of virtual experiments is the improved efficiency associated with

reduced setup time, and time-to-results. Nuclear physics experiments are typically constrained by the time required to

configure the necessary detection equipment, and the subsequent interval over which the measurement must be gathered.

In some cases, the time investment required to perform a measurement may serve as a lens through which to develop

planning and reflection skills [108]. In the virtual laboratory, educators can choose whether to impose these restrictions.

Where hybrid learning is possible, it may be favourable to distinguish between virtual and practical experiments through

these real-world constraints in order to prioritise different learning outcomes. Equally, by preparing an experiment in the

virtual space, students would have the opportunity to identify areas of concern ahead of time, and optimise their time in

the physical laboratory e.g. determining ideal detector locations. It has been shown that hybrid approaches that combine

in-person and virtual laboratories can improve learning outcomes with respect to either method in isolation [108].

For educators, the added flexibility of hybrid learning can also be beneficial; supervision of multiple groups of students

is made more feasible by the elimination of spatial constraints associated with particular in-person demonstrations [109].

In the event that physical/spatial resources are limited, such as equipment confined to particular laboratories with a finite

capacity, virtual experiments can be used to increase the number of concurrent students that may engage with the session.

Furthermore, demonstrators of virtual laboratories would not be required to undergo the same kinds of safety training that

in-person demonstration necessitates. This follows from the improved health and safety risk-profile of distance learning.

9.2.3 Accessibility and Student-Centred Learning

As noted in the introduction to this chapter, a significant motivation for the development of OLAB was provided by the

need to support students engaging with distance learning as a consequence of University, domestic, or foreign policy.

Outside of the pandemic control measures, the opportunity for students to revisit practical experiments in order to aid

retention and understanding has been identified by students as a welcome consequence [110]. Remote labs can be used

to extend the window of availability of an experiment outside the limits of contact time, which provides tangible benefits

to part-time learners, or students who wish to revisit material at a later date in order to consolidate their learning. It is

also noted that the flexibility to arrange their own learning process can give students a sense of ownership that correlates

with increased motivation [109].

It should also be noted that hybrid virtual-practical laboratories offer the opportunity to increase accessibility and equity

of learning provision, particularly in such cases where buildings or experiments cannot be readily made accessible. For

students with learning difficulties such as dyslexia, the ability to decouple the process of learning laboratory skills from



the spatio-temporal requirements of timetabled learning may offer a more inclusive learning experience. Furthermore,

this flexibility may also offer benefits to students who are unable to access on-campus teaching, but wish to continue their

learning in some capacity, such as students on temporary withdrawal or off-sick.

Undergraduate laboratories typically imposes significant constraints on the teaching schedule due to the long sessions

required to setup, measure, and restore the experimental equipment. This, in turn, places a higher cost on mistakes during

these sessions, and prevents the students from repeating an experiment with the knowledge learned through failure. The

ability to revisit experiments has been recognised by students as a positive aspect of virtual laboratories. Some students

have also reported that the ability to work alone was a preferential mode of learning that was not possible in the physical

laboratory due to equipment constraints [110]. Alongside this, research has shown that communication opportunities

within virtual laboratories are highly correlated with student learning achievement; care must be taken by educators to

ensure that these opportunities are established within the virtual space [111].

9.2.4 Powerful Learning Tools

The provision of a virtual laboratory offers the opportunity for educators to directly influence the kinds of software

available to students on a per-course or even per-experiment basis. In particular, unlike practical laboratories in which the

hardware often has a lifespan of many years (with the associated software lifespan), virtual laboratories may not be so far

constrained in the software that students are required to use, and are better positioned to modify the tools that students are

presented with on a needs basis. This is particularly relevant in the context of nuclear laboratories, in which the lifespan

of the apparatus can span decades. Virtual laboratories are well positioned to eliminate these kinds of “lock-in” issues.

Within virtual experiments, educators may choose to provide interfaces that make it easier for students to analyse their

acquired data. The elimination of this boundary between measurement and analysis is a contributing factor to reducing

the “time to result” that distracts from learning outcomes. Whilst there is a recognisable place for teaching students the

skills required to operate real hardware, virtual laboratories enable educators to determine when these skills are taught.

The promise of virtual laboratories includes the ability to interleave hands-on experimental tasks with curated learning

material. Outside of the virtual laboratory space, Massive Online Only Courses (MOOCs) are increasingly built around

interactive notebooks, which employ the principles of computational narratives and interactive computing to build ex-

pressive and communicative resources that permit students to employ an explorative approach to their learning [112].

These tools show similar promise in the context of university education, where they are often already used to facilitate

undergraduate programming classes. Developments in these tools offer the prospect for educators to interact with mul-

tiple remote students, providing a foundation for remote-first teaching. Students in virtual laboratories would arguably

benefit from reusing the same tools that they are familiar with outside of the laboratory to reduce inertia. Furthermore,

the challenge of preparing a software environment in order to perform an analysis is ever-growing; students wishing to
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use the tools that are commonplace in modern high-energy physics (HEP) research must increasingly demonstrate an

understanding of package management, code compilation, unix, and containerisation technologies before they can even

start to begin looking at their data. By utilising managed, remote software, educators can reduce the burden of supporting

students with installing these software packages on their own computers via a write-once, deploy many strategy. In some

institutions, it has been possible for a small team of developers to support upwards of 800 students using such strategies

[113].

9.3 Software and Infrastructure

The objectives outlined in Section 9.1 can be partitioned into development-focused priorities and product-focused out-

comes. Though members of the development team had varying degrees of experience in writing Physics analyses, the

landscape of modern software development spans a significant number of software packages, programming languages,

and domain-specific knowledge. In order to deliver a usable, extensible platform which could be used to facilitate remote

learning within the constrained time frame, a content-first, iterative approach to developing OLAB would be imperative.

From these constraints, the following technological decisions were made:



Software / Tool Motivation

Python Python is the fastest growing programming language as measured by the TIOBE index, and

is frequently used in data analytics and dashboarding contexts [114]. The development group

already had varying experience with the language, which is renowned for its quick time-to-

first-result.

Jupyter Notebook Jupyter Notebooks are widely used in academic research. There are already a significant

number of software packages that add interactive widgets, and the notebook format serves as

a standard across the Jupyter ecosystem.

JupyterHub JupyterHub provides a battle-tested multi-tenant platform around which to serve customised

computing environments to individual users. It provides hooks to integrate with LTI authen-

tication systems such as those used by the Canvas LMS.

ROOT ROOT is a standard tool used in the particle physics domain for all stages of the analysis

lifecycle.

ipywidgets ipywidgets provides a well-tested suite of interactive widgets, which can easily be composed

to build complex layouts.

Voilà The Voilà server was used alongside jupyter-flex to present linear notebook documents as a

customised user-friendly dashboard.

Kubernetes on GCP To orchestrate the multi-tenant JupyterHub containers, Kubernetes was deployed on Google

Cloud Platform.

Table 9.1: High-level list of software packages used to build O-Lab.
Further discussion of the merits and motivations behind this set of software packages is given later in this chapter.

9.3.1 Jupyter & Interactive Dashboarding

The Jupyter (a loose acronym meaning Julia-Python-R) project is a

non-profit, open-source project, born out of the IPython Project in 2014 as it evolved to support interactive

data science and scientific computing across all programming languages. Jupyter will always be 100% open-

source software, free for all to use and released under the liberal terms of the modified BSD license [115].

It encompasses a range of open source protocols and repositories around which a collaborative, interoperable ecosystem

has been established. Through these common protocols and standards, a project building a particular Jupyter project is

able to integrate with a range of other Jupyter-aware applications and software libraries. The Jupyter kernel standard, and

the Jupyter notebook format are of particular relevance to this project; around these two standards, a strong separation

between code, evaluation, and presentation has been established. This separation facilitates specialised workflows in which
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content authorship can use different tools to those used for the final presentation. Fig. 9.1 shows an example notebook

of the Lorenz attractor open in the JupyterLab IDE. It can be seen that both narrative and computational components

are present in the same editor workflow [116]. The same notebook can be served via the Voila server, which presents

end-users with pre-rendered interactive representations of Jupyter notebooks. Fig. 9.2 shows a screenshot of Voila serving

the Lorenz attractor notebook. It can be seen that the editable code cell has been hidden (removed) from the end user,

which places greater emphasis on the narrative and interactive portions of the document.

Fig. 9.1: Screenshot of the Lorenz demonstration notebook within the JupyterLab next-generation IDE. Rich compu-
tational narratives can easily be constructed by interweaving code and markup (Markdown) cells. Rich outputs, such as
interactive widgets and rendered plots, can be embedded to support exploratory analyses.

Jupyter Notebook (or Lab) is already an established tool for aiding research within the academic sphere. It is used across a

range of disciplines, and is particularly popular in the science and engineering fields. It follows that the OLab development

team were already partially familiar with parts of the Jupyter ecosystem, and the choice to commit to the Jupyter software

stack provided a low barrier to entry for authoring virtual laboratory content.

As discussed in Section 9.2.4, a prospective benefit of virtual laboratories is the ability to unify and maintain the software

and content deployment process. A key component of this within the Jupyter project is JupyterHub.

JupyterHub brings the power of notebooks to groups of users. It gives users access to computational environ-



Fig. 9.2: Screenshot of the Lorenz demonstration notebook presented using Voila. Voila templates can be customised
and configured: from re-arranging content or changing the formatting, to building entire applications.
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ments and resources without burdening the users with installation and maintenance tasks. Users - including

students, researchers, and data scientists - can get their work done in their own workspaces on shared re-

sources which can be managed efficiently by system administrators [117].

Within institutions, JupyterHub is increasingly popular, with a number of universities building MOOCs upon the platform

such as Berkley’s Data8 course [118]. Though these institutions predominantly utilise JupyterHub to provision JupyterLab

instances, i.e. to provide a partially homogeneous computing environment, there are an increasing number of groups using

JupyterHub to serve third-party software such as RStudio. JupyterHub is built from a series of composable resources that

facilitate integration of a multi-tenant compute platform with existing virtual learning systems and compute resources.

Users can be authenticated using OAuth or LTI solutions. User environments (containers) can easily be configured by

platform maintainers, and can be run on a range of cloud providers e.g. via Kubernetes, or using on-prem infrastructure

via SLURM, Torque, or even Docker spawners. It was for these reasons that the Jupyter technologies listed in Table 9.1

were employed to build O-Lab.

9.3.2 Containerisation

Just as there exists a challenge in supporting students with installation and management of software packages, the same

concerns are present when working with a team of developers to build software. Modern software development typically

involves the usage of solutions that guarantee the reproducibility of an environment, such as conda, or Node JS’s npm

[119]. These package managers make use of a “lockfile” to solve a set of software dependencies ahead-of-time for a

known set of architectures (in the later case, exclusively Node). In doing so, it is guaranteed that users of these lockfiles

can reproduce the same environment, avoiding the often seen “this works on my machine” complaint. Of these two

examples, Conda is the more general; it provides binary packages for multiple platforms, fulfilling the role of a general-

purpose package manager.

Despite this, there are times when even an equivalent set of packages is insufficient to guarantee a working environment;

existing software installed on the host operating system can sometimes “bleed” into the Conda environment, e.g. through

environment variables, or additional constraintsmay be required, such as a particular file-system layout, or port availability.

It follows that reproducibility of packages alone is not sufficient to fully reproduce a software environment. Containers

are a tool which provide this abstraction by not only “locking” the application state (installed packages), but also the

filesystem. They support mechanisms for remapping ports, binding external files, and can be deployed as immutable

artefacts, avoiding problems of state corruption. For this reason, they can be a powerful tool in distributing the same

development environment to a team of software developers. Indeed, tools such as Visual Studio Code and IntelliJ IDEA

now provide remote development workflows that are powered by containers.

The container concept has undergone many iterations and realisations in the last decade, with recent popularity driven by



Docker, which has seen vast adoption since its introduction in 2013 [120]. Since that time, industry-wide efforts have

focused upon standardisation, with the Open Container Initiative developing standards for container images (that contain

the container filesystem) and container runtimes (that extract the container image and setup the relevant namespaces

for execution). JupyterHub supports a number of spawners which work with user-defined container images, including

KubeSpawner and DockerSpawner. The benefit of using containers in this context is predominantly to reduce

development time; user containers can be tested locally on a local JupyterHub instance, and subsequently deployed with

high confidence to remote / cloud-based Hubs. The ease of local development conserves developer time that would

otherwise be spent on administering the remote deployment. At the time of O-Lab development, Docker was still a

popular choice of image builder and container runtime, and was used to implement both the reproducible development

environment, and the final production user image (see Listing 12.1).

9.3.3 Cloud Deployment & Provisioning

An impediment to deploying a JupyterHub within an academic institution is the lack of appropriate compute resources.

Whilst universities often maintain on-prem compute facilities, these are usually designed to tackle conventional (homoge-

neous) HPC workloads, rather than the heterogeneous demands of general-purpose user containers. Whilst these systems

can be leveraged to host a JupyterHub instance, e.g. using the aforementioned SLURM spawner, in practice the lim-

itations of these systems are encountered fairly immediately. On an administrative level, HPC resources are typically

earmarked for research purposes; deployment of teaching resources usually requires a separate treatment. Nonetheless, a

trial deployment using the SLURM spawner was trialed to evaluate the viability of the HPC platform as a compute layer.

There were several notable drawbacks identified during this trial period: users required VPN access in order to access

the Hub from outside the University network, and the startup times were considerable; in some instances, on the order of

tens of minutes. In general, this is a drawback of HPC-oriented schedulers; users are rewarded for short-running jobs.

Meanwhile, JupyterHub jobs are unknown in duration, and therefore we must ask the schedule for long runtimes on the

order of many hours, which leads to low job priorities.

It follows that a more versatile deployment solution was needed. Without dedicated on-prem compute to power O-Lab,

a cloud solution was sought after. In this space, the dominant approach is to use Kubernetes as the lingua-franca of

cloud compute providers. Kubernetes defines an abstract set of primitives that collectively facilitate large-scale container

orchestration and deployment (see Fig. 9.3). It is supported by the majority of cloud providers, meaning that an investment

in a particular cloud provider is not fraught with the perils of vendor lock-in, as is common with bespoke cloud platforms.

These building blocks are configured through declarative YAML templates, which can be parameterised by user values to

easily customise the deployment through centralised configuration files. See Listing 9.1 for an example of such a template.

Kubernetes is a “lingua franca” for cloud providers because it abstracts over the details of how these platforms expose
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Fig. 9.3: Architecture diagram of a Kubernetes deployment. Several black-box containers are run within Kubernetes
“pods”, and communicate with one another over a shared network. Through horizontal and vertical autoscaling, Ku-
bernetes can ensure that available resources are optimally distributed across the running pods. Healthy deployments
are ensured through monitoring and subsequent redeployment, providing a mechanism for failure tolerance. Figure by
Khtan66, distributed under a CC BY-SA 4.0 license.

https://creativecommons.org/licenses/by-sa/4.0/deed.en


e.g. routing, disk allocation, etc. Instead, Kubernetes provides a standard interface with which tools like JupyterHub’s

KubeSpawner can communicate, allowing a write-once use-everywhere design. This flexibility was employed during

theO-Lab trials; an initial deployment wasmade ontoMicrosoft Azure, before subsequentmigration toGoogle Kubernetes

Engine (GKE).

Listing 9.1: YAML template for a Kubernetes resource configuring the HTTPS certificates of the ingress node.

apiVersion: networking.gke.io/v1

kind: ManagedCertificate

metadata:

name: ingress-certificate

spec:

domains:

{{- range $.Values.domains }}

- {{ . }}

{{- end }}

Whilst Kubernetes is a powerful tool for managing deployments of scalable applications in the cloud, it does not address

the challenge of setting up the infrastructure upon which it runs. For this, Terraform (after investigations with Ansible) was

used. Like Kubernetes, a fundamental advantage of Terraform is its declarative configuration files; infrastructure state

is expressed through intent (infrastructure as code), rather than imperative procedures. Although a unique Terraform

configuration is required for each cloud provider, the building blocks provided by Terraform significantly reduce the

maintenance burden. When building cloud-hosted distributed applications, the ability to automate the provisioning and

deployment of infrastructure is invaluable.

Listing 9.2: Example Terraform Resource configuration file, provisioning a node pool of three compute nodes on Google
Kubernetes Engine (GKE).

resource "google_container_node_pool" "user_nodes" {

name = "user"

cluster = google_container_cluster.primary.name

node_count = 3

node_config {

preemptible = false

machine_type = "e2-standard-2"

(continues on next page)
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(continued from previous page)

# Google recommends custom service accounts that have

# cloud-platform scope and permissions granted via IAM Roles.

service_account = google_service_account.default.email

oauth_scopes = [

...

]

# To prevent non-user nodes being scheduled here

labels = {

"hub.jupyter.org/node-purpose" = "user"

}

taint = [

{

effect = "NO_SCHEDULE"

key = "hub.jupyter.org_dedicated"

value = "user"

}

]

}

autoscaling {

min_node_count = 0

max_node_count = 3

}

}

A significant drawback of using cloud infrastructure is the runtime costs. Whilst these services take responsibility for

managing the infrastructure upon which they operate, this comes with an associated penalty with respect to usage tariffs;

users are typically charged according to the number of nodes (and their respective configurations) required to run the

cluster. Cloud operators increasingly offer managed Kubernetes deployments, such as Google Kubernetes Engine’s Au-

topilot, in which the baseline runtime cost is governed by the number of pods running, rather than the nodes upon which

they run. In this model, even more of the work associated with deploying an application on Kubernetes is managed by the

cloud provider, simplifying the task of deploying an application. In general, the tradeoffs and benefits of using a managed



service over a self-managed deployment yield an inflection point in the baseline load below which it is more affordable to

manage the deployment one’s self. Furthermore, managed Kubernetes services often do not benefit from the same “free

tier” benefits that providers such as Google Cloud make available. As such, this self-managed scheme was used in the

O-Lab. For this reason, infrastructure-as-code was of particular importance; the ability to programmatically tear down

and subsequently re-establish the cluster infrastructure enabled the implementation cost-saving shutdowns during quiet

period (e.g. weekends).

JuypterHub has several distributions according to the needs of the user. For small deployments The Littlest JupyterHub

(TLJH) runs on a single machine, without containerisation. For larger deployments in which scaling is important, and

containers are required, there is Zero to JupyterHub with Kubernetes. It is this distribution that was chosen for O-Lab.

In this distribution, JupyterHub employs two primary Kubernetes pods: a proxy pod, and a Hub pod, that together

comprise “JupyterHub”. The proxy is used to route network traffic between different endpoints according to a cookie

that is associated with each user request. If a user already exists, the proxy pod routes their traffic to the appropriate user

pod. Otherwise, the request is instead sent to he Hub pod, which creates the user container. The Hub pod, meanwhile, is

responsible for administrative tasks, such as authentication (is the user logged in?), container spawning (provisioning an

environment for new users), and an administrative panel for maintenance and deployment information (e.g. who is logged

in) (see Fig. 9.4).

Fig. 9.4: Screenshot of the JupyterHub administrator panel, showing a list of previously seen users, and their server status.
Individual user servers can be stopped and started by the administrator; enabling remote troubleshooting in the event of
a problem.

\

9.4 Content

9.4.1 Experiment Layout

Each page of the O-Lab deployment consisted of three main sections: the sidebar, the navbar, and the main-content

(see Fig. 9.5). The sidebar, which was hidden by default but could be maximised, was used to present a set of global
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navigation links between the various experiments and other resource links, such as the laboratory manual. These links

could be customised according to each deployment; different teaching groups made use of different manuals, and so the

links generated in the sidebar could be configured for each user. The navbar was used for local navigation within the

current notebook. For the experiment notebooks, this was used to separate the different stages of an experiment. Within

each page, the per-page content was shown in the main-content region, which comprised a grid system populated by

discrete “cards”. Each card contained rich content, e.g. rich-text; interactive widgets; or images; which was used to

convey the relevant information about the experimental setup, analysis tasks, and equipment configuration to the user. An

example notebook that employs this card system can be seen in Fig. 9.5.

Navbar

Sidebar Main Content

(a) (a) (b) (b)

Fig. 9.5: (a) Schematic rendering of the page layout of a typical O-Lab experiment. Content is divided into several
regions; the sidebar, which contains the global navigation links; the navbar, which contains the local navigation links; and
the main content, in which the experiment details are presented. Each white rectangle represents a “card”, which can
contain rich content such as rich text, interactive widgets, or images. (b) Rendering of the “Getting Started” resource
presented to new users of O-Lab. This page gives an overview of the purpose of O-Lab, its core features and user-guide,
and where to access additional support.

9.4.2 Preliminary Experiments

As a first iteration of the online laboratory concept, a set of six preliminary experiments with close resemblance to

their real-world counterparts was designed, listed in Table 9.2. In addition to reducing the scope of the laboratory design,

replicating on-premise experiments also offers the opportunity for students to prepare for practical in-situ experimentation,

with an understanding of the real-world constraints. The landing page of each notebook was designed to introduce the

experiment, and discuss the various tasks that the usermust complete (see Fig. 9.6. Rendered schematics of the experiment

were generated by the the team, and included in the introduction to give a visualisation of what a practical experiment

configuration would look like.



Notebook Aim

10-nai-detector.ipynb To investigate and study the properties of the NaI(Tl) detector and understand

the mechanisms involved in the detection of gamma rays.

20-hpge-detector.ipynb To investigate and study the properties of the HPGe detector and understand

the mechanisms involved in the detection of gamma rays.

30-gamma-attenuation.

ipynb

To measure the absorption cross sections of 𝛾-rays for a wide range of mate-
rials, and to understand the mechanisms involved.

40-neutron-activation.

ipynb

To demonstrate the principles of identifying elements in a sample by means

of neutron activation analysis.

50-beta-decay.ipynb To measure simultaneously the half-life of a beta decaying nucleus and the

decay energy from the beta spectrum.

60-detector.comparison.

ipynb

To compare detector performance of different size NaI(Tl) scintillation de-

tectors.

Table 9.2: List of preliminary O-Lab experiments

Fig. 9.6: Screenshot of the60-detector-comparison.ipynb notebook, described in Table 9.2. Each experiment
followed a similar structure; the Introduction page was composed from several distinct cards: a list of tasks, a schematic
diagram of the apparatus, additional details, safety notes, and any further reading.
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From this initial set of experiment proposals, a single candidate was chosen for the proof-of-concept demonstration:

characterisation of a NaI(Tl) scintillation detector (10-nai-detector.ipynb). In this notebook (see Fig. 9.7), users

were charged with building a comprehensive understanding of the observable characteristics of the detector in relation to

the observed gamma spectra. In the physical laboratory, this experiment involved the setup of lead shielding (to minimise

background radiation, and to reduce exposure to ionising radiation), the selection of a range of gamma sources such

as 137Cs, and the configuration of a NaI(Tl) scintillation detector with the necessary Multi Channel Analyser (MCA),

high-voltage amplifier, and computer (for analysis). Fig. 9.7 shows the landing page for the experiment. Students were

expected to read this page, and identify the key tasks and further reading in order to support self-assisted learning. As

discussed in Fig. 9.6, the layout of this page was standardised with subsequent experiments to provide a familiar workflow.

Once students were comfortable with the requirements of the experiment, they were encouraged to move to the next page

(section) in order to learn about the details of the experiment that they would be performing.

Fig. 9.7: Screenshot of the 10-nai-detector.ipynb notebook introduction page, bearing close resemblance to
Fig. 9.6.



The Experiment Details page (see Fig. 9.8) was designed to provide auxiliary information about the experiment setup

to the students. Students are expected to gain an understanding of the operating limits of the detectors (e.g. the safe

voltage range), and learn how to connect the experimental modules together in order to perform a measurement. Some of

these tasks have been replicated within O-Lab, whilst others (particularly the task of working with physical experimental

modules) have been left for future work. As discussed in Section 9.2.2, it is an educational question as to whether to

fully virtualise the physical experiment, or whether to build a distinct learning experience through the form of a virtual

experiment. In the early stages of this pilot, it was decided that these experiments would attempt to prepare students for

the real-world laboratory experiments. This would minimise the burden on educators to adapt assessment workflows, and

account for the considerable uncertainty in the student timetabling as to whether students would return to the physical

laboratories in the academic year. In future revisions to these experiments, this information will still be pertinent in order

to contextualise the subsequent results that the students obtain.

TheDetector Properties page (see Fig. 9.8) was designed to strike a balance between establishing O-Lab as a self-contained

learning resource, and leaning upon existing literature to develop student understanding. Although virtual platforms are

at an advantage in terms of integrating third-party content, such as by providing hyperlinks to additional websites, it was

considered important that students were not required tomove betweenmultiple resources during an experiment. The cards

explore the fundamental principles of efficiency, resolution, and calibration, in order to prepare students for the objectives

of the experiment. The importance of mixed visual-text imagery was emphasised during the development of this page,

with interactive widgets used to visually convey the principle of solid angle (see the Geometric Efficiency card in Fig. 9.8).

These kinds of interactivity, as discussed in Section 9.2.4, provide a compact interrogatory mechanism for explaining

visual phenomenon. The ability to mix rich-prose (Markdown) with mathematical expressions (LaTeX) and interactive

widgets was found to significantly reduce the time to author this content. In particular, diagrams could be written in code

and directly embedded into the document in favor of authoring the same content offline (see the Intrinsic Efficiency card

in Fig. 9.8). This significantly reduced the time to produce these kinds of diagrams, and made the collaborative effort

easier; content authors were able to synchronise changes to the document (using Git) and iterate upon the designs.

The Detector Investigation page (see Fig. 9.10) provides students with a series of interactive cards. Some of these cards

were designed to represent the interface of experimental modules in the laboratory, such as theORTEC 671 Amplifier. The

ORTEC 671 Amplifier card depicts a spectroscopic amplifier manufactured by ORTEC; it provides the user with sliders

to control the coarse and fine gain of the amplifier. This level of granularity (one card per module) was chosen in order

to maintain a logical relationship between the experimental setup diagrams and the practical experiment. Each module

embeds a link to the relevant manufacturer documentation, shown with a blue external link icon. This supports students

in furthering their understanding of the apparatus, and encourages them to think about these cards as representative of a

physical device. This is the first step towards designing a skeumorphic user interface.

In the Spectrum Viewer card, users are presented with a histogram display. This can be panned, zoomed, and supports
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Fig. 9.8: Screenshot of the 10-nai-detector.ipynb notebook details page, discussing the finer details of how the
experimental equipment is operated, and points of consideration during operation.



Fig. 9.9: Screenshot of the 10-nai-detector.ipynb notebook properties page, discussing the various properties
of a detector, and how they are measured.9.4. Content 183



switching to a logarithmic (Y) scale. A separate Export widget provides the ability to export the rendered histogram to a

range of formats, such as ROOT, Spe, CSV, PNG, JPEG, and SVG. The result can be renamed according to the student

preference. The exported plots can then be used by students in their subsequent write-up of the experiment.

The NaI(Tl) Detector card represents the sodium iodide scintillation detector that underpins the experiment. The user is

presented with a voltage slider, controlling the preamplifier voltage, and shown a status checkmark (Operational Voltage)

which describes whether the detector is running at a supported voltage. This was designed in order to prepare users for

the practical considerations of operating a detector in laboratory conditions, a technique discussed in Section 9.2.1.

The Environment card is an entrypoint for the user-configured aspect of the experiment. Each experiment features a

customised Environment card that implements the non-standard aspects of the experiment. In Fig. 9.10, the environment

corresponds to the source type and distance to the detector. The user can also choose to hide the background, which

would otherwise require a manual background subtraction in the laboratory.

Finally, the Acquisition card corresponds to the MCA discussed above. Users can perform multiple acquisitions, and

configure the characteristic parameters of the corresponding device software such as the lower and upper channels, or the

live time of the measurement. Repeated acquisitions are superposed via the Acquire button, whilst the user can clear the

buffer using the Clear button.

An additional experiment was virtualised in order to assist with educational outreach provision. A simplified variant of

the Gamma Attenuation experiment was built, in which the absorption cross sections of gamma-rays is determined for a

range of materials (see Fig. 9.11). Using the rich-content mechanism, a spreadsheet widget was created, whose contents

were mapped onto a scatter plot to visualise the Beer-Lambert law. A group of Year-9 students was tasked with exploring

the relationship between absorber material, thickness, and the number of gamma rays observed. In a practical laboratory,

this would have required careful instruction about how to use the apparatus, such as learning how to use the proprietary

acquisition software, and handling of shielding materials. These present both a safety and supervision burden on staff,

limiting the kinds of experiments that can be performed by visiting students. With O-Lab, it was possible to design an

experiment that did not require such knowledge— exemplifying the flexibility of virtual laboratories that was explored in

Section 9.2.2. In this notebook, some of the interactive elements were simplified to minimise the risk of confusion. The

Acquisition card was modified to prevent superposition of measurements; students were not required to clear the buffer

before each new measurement. The addition of a Peak Area card avoided the need for off-line analysis tools e.g. ROOT,

and allowed students to continue to work in-browser. Finally, the plotting cards (consisting of a spreadsheet and scatter

graph) were added to reduce the time-to-results for the students. These modifications ensured that remote demonstrators

could effectively cover the experiment material in the required time frame.



Fig. 9.10: Screenshot of the 10-nai-detector.ipynb notebook experiment page, providing interactive widgets to
configure the apparatus and produce a spectrum.
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Fig. 9.11: Screenshot of the 70-gamma-attenuation.ipynb notebook experiment page, providing interactive
widgets to explore the attenuation of gamma rays through a range of absorber materials and thicknesses.



9.5 Analytics

9.5.1 User Analytics

In order to provision appropriate resources for the Kubernetes JupyterHub deployment such that costs could beminimised,

a number of metrics were recorded. These data were then parsed from the Google Cloud Logging backend, and built into

a dataset consisting of JSON records. Each record was built by correlating analytics events, e.g. the adjacent start and

stop events for a particular user server. These records were then aggregated by notebook path (experiment name), time

(concurrent users), and analysed to give indications towards usage trends.

The produced JSON records consisted of two families: a notebook record (see Listing 9.4), and a server record (see

Listing 9.3). Both records contain a user ID field which uniquely identifies the user to whom the record pertains. The

server record includes only the start and stop times of the server.

Listing 9.3: An example server-session record taken from recorded analytics.

{

"user": "5ac27e656c88c5cddd3ebe956b57819586541a810ffac363eab2906e0539d6db",

"start": 1605711173,

"start_delay": 2.231,

"stop": 1605717001,

"stop_delay": 6.851

}

The start time of each user server was downsampled to a granularity of days, and the distinct number of unique users

per-day computed. A total of 66 unique users (including demonstrators) were identified in this dataset. See Fig. 9.12 for

a subset of these records. The OLAB cluster was closed over the weekend to minimise running costs, which is reflected

in the sharp, constant drop in users during these two-day windows. The median number of concurrent users for the entire

trial period was found to be 5 users per day, but this value represents the entire distribution; in totality, the trial was phased

as different student cohorts were given access to the resource. Throughout the month of November, a steady increasing

trend in the number of concurrent users can be seen. In the subsequent period, user engagement remained fairly closely

distributed around 6 daily users. Strongly evident in these data is the end of term on the 21st of December 2020; in the

week preceding, student engagement was much reduced.
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Fig. 9.12: The unique number of OLAB users aggregated by day. Anonymous user IDs were generated by hashing the
unique Canvas student IDs.
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Fig. 9.13: The number of times each user started a server. Anonymous user IDs were generated by hashing the unique
Canvas student IDs.



On a per-user basis, a long-tailed distribution was observed in the number of times that a server session was started (see

Fig. 9.13). The first quartile of the number of starts was found to be 1. The cumulative session duration of each user

shown in Fig. 9.15 indicates that the majority of these single-use servers were opened for very short periods of time.

Meanwhile, Fig. 9.14 shows that the start times of each user session are skewed earlier in the single-use server dataset.

This is likely due to the following phenomena:

• demonstrators walking through the login process with students; these demonstrators were not required to use OLAB

during the sessions.

• servers that failed to launch for particular users.

• students from outside the teaching cohort visiting the deployment page.

• students failing to meaningfully engage with the laboratory.
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Fig. 9.14: The start times for each user session, grouped according to whether the user started more than one session
during the trial.
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Fig. 9.15: The total session duration of each user.
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The median session length for single-use servers was found to be 14.86 minutes. This includes an additional margin of

one minute for the server to detect and stop servers after users close the browser tab. Due to the anonymisation of records,

it is not possible to isolate instructors from students in these data. The median session length across all server sessions

was 204.6 min, with a long tailed distribution; the mean session length was 567.1 min with a standard deviation of 858.7

min. One reason for this long-tail is the possibility of idle servers; servers with which users are no longer interacting,

but remain open and consuming resources. A prompt was generated to remind users to close unused servers, but the

component responsible for automatically closing the server (after a grace period elapsed) was not successful, following

some technical problems with API authentication.
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Fig. 9.16: The duration of each started user server.

To better understand resource provision, it is useful to look at the number of concurrent users over the course of the

trial (see Fig. 9.17). From a peak of 9 users, the median number of concurrent users was 2. Again, partitioning the

dataset around the 9th of November reveals two trends; the median number of concurrent sessions in the pre-November

period was , whilst during the second period this value was . This finding was significantly far from early predictions; to

ensure sufficient capacity exists for 90% of the trial period, provision for only 4 concurrent users was required. With the

near-continuous roll-out of OLAB within the separate student cohorts, and without the necessary further study into usage

trends and student engagement, only limited conclusions can be drawn from these data. Specifically, it is not within scope

to use these data in order to predict the capacity required for future deployments.
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Fig. 9.17: The number of concurrent users (users whose start and end times overlap).

9.5.2 Notebook Analytics

The notebook record includes information about the time that a notebook session started, stopped, and to which notebook

the record corresponds (see Listing 9.4).

Listing 9.4: An example notebook-session record taken from recorded analytics.

{

"user": "62a39aa76ab34147ef996f9f8f052dd663d67b38bf13c55e8ce6b911404b2e8e",

"kernel_id": "a5f751d0-1650-480a-b5b6-3384f6f72c96",

"start": 1605878281,

"notebook": "index.ipynb",

"stop": 1605878396

}

Within the notebook analytics, clear trends emerge with respect to access patterns. In Fig. 9.18, a timeline plot of

the per-notebook session intervals is shown. It can clearly be seen that the 30-gamma-attenuation.ipynb

resource was accessed predominantly after the 13th of November. Meanwhile, students most-frequently visited the
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10-nai-detector.ipynb NaI(Tl) detector investigation notebook throughout the trial, with similar degree of reg-

ularity to that of the HPGe detector investigation notebook. It is likely that these notebooks were used as a reference on

detector behaviour and principles (e.g. solid angle calculations) even after students had completed the experiment in the

early (relative) weeks of the trial.

Oct 25 NovemberNov 08 Nov 15 Nov 22 Nov 29 Dec 06 Dec 13 Dec 20

start, stop

10-nai-detector.ipynb

20-hpge-detector.ipynb

30-gamma-attenuation.ipynb

40-neutron-activation.ipynb

50-beta-decay.ipynb

60-detector-comparison.ipynb

index.ipynb

n
o
te

b
o
o
k

Fig. 9.18: Experiment notebook access patterns during the trial.

The number of times a notebook server was launched differed significantly across users. Fig. 9.19 shows the distribution

of the number of started notebooks across the trial participants. A significant number of users opened under two notebook

sessions, with the median number of notebook sessions equal to 8 sessions per user. Within these sessions, it is useful to

consider the unique notebooks that were opened by each user. Fig. 9.20 plots the distribution of the number of unique

notebooks opened by users. It is clear that the median student opened 2 notebooks. A breakdown of the number of users

that visited each notebook (see Fig. 9.21) shows a distinct pattern; nearly all users visited the index page (those who didn’t

likely experienced connectivity problems), with the most popular experiment being the NaI(Tl) detector investigation

notebook (10-nai-detector.ipynb). Besides this experiment, the majority of the virtual experiments had similar

occupancy, with the detector comparison notebook (60-detector-comparison.ipynb) being the least popular

of the available assignments.
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Fig. 9.19: The number of notebook sessions that users opened during the trial.
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Fig. 9.20: The number of unique-notebook sessions that users opened during the trial.
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Fig. 9.21: The number of users that opened each notebook at least once during the trial. Anonymous user IDs were
generated by hashing the unique Canvas student IDs.

9.6 Future Work

It was discussed in Section 9.4 that the provisional O-Lab deployment was designed with reduced scope in order to meet

the requirements of the academic timetabling. these constraints. Yet, in Section 9.2, it was established that the wider

landscape available to virtual laboratory design is much broader; the decision to replicate in-person experiments is both

a practical decision and an educational one. Whilst the primary goal of this early O-Lab deployment was to facilitate the

student laboratory provision during the semesters disrupted by public health measures, subsequent investigations could be

designed to further explore the utility of a virtual nuclear laboratory in both hybrid and dedicated contexts. In order to

evaluate the value of such a proposal, it would be necessary to predetermine the scope of a subsequent pilot study, and

establish the criteria by which success can be measured. Both educators and students are stakeholders in laboratory work,

and it would be of fundamental importance to establish a dialogue with these groups in the wake of this O-Lab deployment

to determine those aspects which proved of value to students. At the same time, educators should be encouraged to provide

feedback as to the impact that the virtual format of these laboratories had upon student engagement and understanding,

particularly in relation to assessedmaterial such as lab reports. During this preliminary trial, a feedback formwas designed

in order to assess student sentiment towards the trial, but was not released to students following technical errors. Such

feedback would prove invaluable in directing future development of the O-Lab platform.

In addition to a broader remit, a subsequent iteration on the O-Lab platform could look to expand its scope for student

interaction. O-Lab was designed upon a platform that could be extended to meet future need, such as student analyses.

In the majority of experiments there is a need to analyse data, which is conventionally done with in-house software.

Future development could provide students with a JupyterLab instance, and implement additional widgets to export data

from the O-Lab frontend to these sessions in order to facilitate further investigation. It is of growing importance to be

able to perform analysis work using programming languages such as Python; providing an ability for students to leverage

these skills within a virtual laboratory would provide both a mechanism to reinforce student understanding and cross-



discipline knowledge. Additional JupyterLab plugins such as jupyterlab-preview enable integration of voila-

backed dashboards within the JupyterLab environment (see Fig. 9.22).

Fig. 9.22: Screenshot of the Voila preview panel running in JupyterLab courtesy of the jupyterlab-preview ex-
tension. With this extension, customised dashboards can be opened by the user, whilst conventional cellular notebooks
can also be edited and run.

Students were able to engage with remote demonstrators during the O-Lab trial period using the Zoom video-conferencing

software. JupyterHub plugins such as jupyter-videochat could be added to the JupyterHub deployment in order to

reduce the barrier to engaging with demonstrators (see Fig. 9.23) [121]. It would also then be easier for students to form

breakout rooms to work with peers on group projects. This would be increasingly useful as the scope of the O-Lab project

grows, where the logistics concerning organising Zoom meetings could be circumvented in favour of drop-in sessions

facilitated by the Hub plugin.

JupyterLab also implements support for collaborative editing. As part of a remote-first workflow, teaching assistants

could utilise such a feature to work with students to resolve problems with their analysis. The standard working practices

in the practical laboratory are designed around resource limitations; students are often tasked with working in pairs.

The O-Lab pilot demonstrated that this was no longer a practical issue, and introduced the ability for students to work

individually. Therefore, the collaborative features of JupyterLab could be employed to permit students collaborate on an

analysis. Alongside a push towards building and publishing reports as interactive documents (notebooks), this kind of

shared editing provides the opportunity for deeper collaboration than conventional pen-and-paper based workflows.

The Apple iOS operating system popularised the concept of skeumorphic design; making items resemble their real-world

counterparts. Though there is continuing debate as to whether skeumorphism aids retention and learning, there is evidence

to suggest that the affordances (ability to determine as-yet unseen behaviour from visual cues) it provides reduce cognitive

overhead through familiar metaphors [122]. The real-world equipment that O-Lab imitates, such as the high-voltage

amplifiers, could be extended to acknowledge this design trend. One approach would be to retain the existing data-
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Fig. 9.23: Screenshot of the Jitsi video chat panel running in JupyterLab courtesy of the jupyterlab-videochat
extension. Jitsi provides the conventional video-conferencing features that students are already familiar with, conveniently
integrated with the JupyterLab application.

oriented user interface, and design a visual widget that represents the equipment state (e.g. the front display panel of the

HV amplifier). Another, more involved approach would be to replace the form input fields with an entirely skeumorphic

UI, e.g. replacing sliders with control knobs. As a component of these approaches, additional development could be spent

in the direction of teaching students how to assemble an experiment in an interactive manner. As these are inherently

visual changes, considerable effort would be required to implement and validate the approaches.



Part IV

Discussion

197





CHAPTER

TEN

CONCLUSIONS

A workflow for feature analysis of the raw GET waveforms was established, using modern columnar analysis tools and

techniques to ensure high throughput and convenient re-analysis. Alongside this analysis, a suite of investigative tools

was developed to aid the investigation of single events at different stages of the analysis workflow, such as 3D event

viewers, 2D hit-map reconstruction, and 1D waveform analysis. Behind the discussion in this thesis lies a considerable

amount of software designed to provide high-throughput analysis, with a strong consideration of the importance of it-

erative feedback and exploratory analysis. Despite its omission due to the length of this thesis, this programming work

included the application of columnar programming techniques, JIT-compiled analysis routines, and research into ran-

dom sampling techniques. An understanding of the limitations associated with the TexAT detector was developed, with

particular focus upon the problem of “ringing” in the high-gain MicroMeGaS regions, and the challenge associated with

strip-chain agreement for near-planar events. As such, strategies for identifying the GET waveforms with ringing arte-

facts, and extracting a usable signal were developed. This proved to take considerable amounts of work, which involved

identifying commonalities amongst signals that suffered this phenomenon, and exploring different approaches, such as

wavelet transforms, deconvolutions, and spatio-temporal pattern matching to search for a solution. Though amenable to

recovery using symmetries of the detector, poor performance of the silicon detector array was observed to diminish the

statistics of subsequent analysis work. In the absence of information concerning the detector configuration, such as the

displacement of the silicon detector wall with respect to the center of the detector, hitmaps of reconstructed tracks against

the silicon quadrants were made to infer an adjustment factor.

Simulations of the properties of the 4He + CO2 gas mixture were made to support simulation and analysis of novel re-

construction approaches in the 4He+ 10C scattering reaction. The drift velocity, drift resolution, and stopping powers of

relevant ions were computed for the gas mixture; wrapper codes for both SRIM and MSTAR were improved / developed,

and these codes investigated for the heavy ion (10C) energy loss calculations. Investigations into the use of Hough trans-

form, RANSAC, and graph-cut methods for track finding and fitting were performed, with a comparison made between

state of the art sequential RANSAC and the novel PEARL method for a set of exemplar events. To generate these events,

the reaction and electronic simulation packages (TexATSim and TexATResponse) were heavily modified to improve the
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user experience, and correctness of the cluster diffusion resolution model. These tools were then used to generate test

cases against which the PEaRL-based method for track fitting was developed. A line-interval model for finite-length

tracks was derived, and used alongside the PEARL method to reconstruct particle tracks recorded by the TexAT TPC

detector at the Texas A & M Cyclotron Institute, College Station, United States.

An exploration of the literature was conducted to determine the structures that might be populated in the elastic alpha-

scattering entrance channel of the 14O nucleus. An initial, highly preliminary exploration of the experimental results was

made towards investigating the states populated in 14O via the elastic scattering channel. A preliminary excitation function

was derived for the different reconstruction methods, whose shortcomings were discussed. The inability to discriminate

between the elastic and inelastic contributions to the zero-degree excitation function was identified as a fundamental

limitation to further analysis of these data. In support of future analysis of these data, the theory behind constrained

optimisation of track fitting was explored. Future work should investigate the use of R-Matrix fitting codes such as

AZURE2 in the fitting of angular cross-section functions in order to assign spin-parities to measured states. Alongside

work to compute the final reaction kinematics, an exploration of the beam energy reconstructed through a full kinematic

analysis was made in comparison to that derived from the stopping power beam in the TPC fill gas. A focus was placed

upon the auxiliary data required to reconstruct TPC reactions, with reference to the need for measured stopping powers

of the light particle within the active medium. In the absence of these data, the aforementioned simulated values were

used.

In the second half of this thesis, a virtual online laboratory for nuclear physics students was developed, with a strong

focus on reducing the time-to-deployment, familiarity to existing laboratory users, and integration with existing Learning

Tools Interoperability (LTI)-aware Virtual Learning Environments (VLE)s. A series of virtual laboratory experiments

were designed around existing in-person experiences, with requisite support material to facilitate self-sufficient learning.

A cloud-based JupyterHub deployment was developed using Kubernetes to provide distance-learning and self-isolating

students with access to per-user compute environments outside of the University campus network. Provision was made

for future extensions of the laboratory including cloud-based analysis to facilitate future extensions into hybrid-learning.

The high-level usage data for an initial cohort of students were recorded and analysed to infer usage patterns, and task

engagement.

Future work to further the O-Lab provision should look to extend the self-supervised analysis capabilities of the system,

such as integration of a data analysis environment that permits students to develop and extend their programming and

analysis skills. This could be done in-line with existing undergraduate taught programming modules, to ensure that these

skills are applied in a practical context. Additional experiments may be added to provide a more comprehensive intro-

duction to the nuclear laboratory, with a particular focus on beyond-practical experiments i.e. experiments which take

advantage of the low-risk, digital nature of the laboratory.



CHAPTER

ELEVEN

FUTURE WORK

The data analysed in this thesis are amenable to further investigation. A particular challenge in this work has been the

measurement of the ion stopping powers in the TPC gas, which are fundamental to the reconstruction of the reaction

kinematics. Future efforts to measure these stopping powers in order to accurately model energy loss in the gas would

likely bring the different beam-energy reconstruction approaches outlined in Section 8.13.4 into agreement, subject to the

energy and angular straggling incurred by the beam as it moves through the TexAT TPC entrance window.

The problem of ringing in the MicroMeGaS signals may also be further addressed in future works. Whilst the methods

outlined in this thesis address many of these waveforms, a more robust approach could be introduced to better classify non-

significant waveform regions. Machine learning methods are of an increasing relevance in the space of signal classification,

and future works may be well positioned to take advantage of the rapid pace of contemporary developments in this space.

The ability to separate the elastic and inelastic contributions to the zero-degree reconstruction outlined in Section 8.13.2

depends upon the ability to identify the interaction vertex. Without a well defined Bragg peak, one could instead identify a

step change in the d𝐸
d𝑥 of the pads region which corresponds to the interaction vertex. Otherwise, it may also be possible to

identify the position at which the energy lost in the MicroMeGaS no longer includes contributions from the heavy-scatter

track. In such a scenario it would be kinematically possible to identify the interaction vertex, and thus discriminate elastic

and inelastic scatters.

With these data, future work may compute differential cross sections to aid in the assignment of spins and parities to the

observed levels, in order to support theoretical predictions of the structure of excited states.

It would be beneficial to build upon the success of the TexAT TPC detector to improve the position resolution, and

reduce the artefacts originating from inhomogeneity in the MicroMeGaS anode. Replacing the thick silicon quadrant

detectors with particle telescopes (e.g. thin silicon, thick scintillator) would remove a degree of ambiguity in the particle

identification procedure that derives from the poor charge sensitivity of the MicroMeGaS anode. Furthermore, increasing

the coverage of the particle detectors to 2𝜋 would improve the efficiency of the detector, enhancing the statistics of the

dataset and its derived measures. By replacing the strip-chain layout of the MicroMeGaS with an homogenous pixelated
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anode would eliminate the challenges of track reconstruction that pertain to the interaction between the central and side

regions of the anode. This could be further enhanced with the introduction of a resistive strip anode, which would provide

sub-pad resolution of charge clusters measured in the TPC [123].
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Listing 12.1: Sample from the O-Lab Dockerfile configuration. This Dockerfile was used to build both the production
and development targets, using a multi-stage build.

# Base image #########################################################################

↪######

FROM rootproject/root:6.22.00-ubuntu20.

↪04@sha256:f1013a28f03e91a886ce2e2a3954428258c4fe8901770645b286b159e5fcf20e as base

# Derived from https://github.com/thomasms/docker-g4root/blob/master/ubuntu/

↪Dockerfile.ubuntu18.04

MAINTAINER Angus Hollands

# See http://label-schema.org

LABEL org.label-schema.name="O-Lab Runtime Container" \

org.label-schema.description="Runtime environment for O-Lab project" \

org.label-schema.url="https://gitlab.com/uob-nuclear-olab/olab" \

org.label-schema.vcs-url="https://gitlab.com/uob-nuclear-olab/olab.git" \

org.label-schema.vendor="" \

org.label-schema.license="Apache-2.0" \

org.label-schema.schema-version="1.0"

# Allow builder to specify UID

ARG NB_USER=olab

ARG NB_UID=1000

(continues on next page)
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ENV NB_USER ${NB_USER}

ENV NB_UID ${NB_UID}

ENV PYTHONDONTWRITEBYTECODE 1

ENV POETRY_VIRTUALENVS_CREATE 0

ENV POETRY_HOME=/opt/poetry

ENV POETRY_VERSION=1.1.0rc1

ENV POETRY_PREVIEW=1

# Load requirejs for ROOT

ADD https://requirejs.org/docs/release/2.3.6/minified/require.js ${ROOTSYS}/js/

↪components/requirejs/require.js

# Install packages

RUN apt-get update -qq \

&& apt-get -y install python3-pip python3-venv git ca-certificates \

&& rm -rf /var/lib/apt/lists/* \

# Add a user

&& adduser --disabled-password \

--gecos "Default user" \

--uid ${NB_UID} \

${NB_USER} \

&& chown -R ${NB_UID} ${HOME} \

&& echo "${NB_USER}:${NB_USER}" | chpasswd \

# Fix PyROOT v22.

&& sed -i "s/gStyle, style)/gStyle, obj)/" ${ROOTSYS}/js/scripts/JSRootPainter.v6.js␣

↪\

# Change permissions of downloaded requirejs

&& chmod 775 ${ROOTSYS}/js/components/requirejs/require.js

# Install poetry

RUN curl -sSL https://raw.githubusercontent.com/python-poetry/poetry/master/get-

↪poetry.py | python3

RUN chmod og+x -R ${POETRY_HOME}/bin

# Install poetry as user

ENV PATH="${POETRY_HOME}/bin:${PATH}"

(continues on next page)



(continued from previous page)

# Setup virtualenv

ENV VIRTUAL_ENV=/opt/olab-venv

RUN python3 -m venv "$VIRTUAL_ENV" \

&& chown -R "${NB_USER}:${NB_USER}" "${VIRTUAL_ENV}"

ENV PATH="$VIRTUAL_ENV/bin:$PATH"

# Production (base) image ###########################################################

↪###############

FROM base as production-base

WORKDIR /usr/src/olab

# Setup user

RUN chown -R "${NB_USER}:${NB_USER}" /usr/src/olab

USER ${NB_USER}

# Install dependencies

COPY --chown="${NB_USER}:${NB_USER}" pyproject.toml poetry.lock ./

COPY --chown="${NB_USER}:${NB_USER}" extern extern/

RUN poetry install --no-root --no-dev

# Copy Jupyter configuration directory

COPY --chown="${NB_USER}:${NB_USER}" etc/jupyter /usr/local/etc/jupyter/

COPY --chown="${NB_USER}:${NB_USER}" share/jupyter /usr/local/share/jupyter/

# Install olab

COPY --chown="${NB_USER}:${NB_USER}" olab olab/

# Install dependencies

RUN poetry install --no-dev

# Copy resources

COPY --chown="${NB_USER}:${NB_USER}" notebooks notebooks/

(continues on next page)
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COPY --chown="${NB_USER}:${NB_USER}" templates templates/

# Production image ##################################################################

↪#############

FROM production-base as production

WORKDIR /usr/src/olab/notebooks

ENTRYPOINT ["jupyterhub-singleuser"]

# Test image #########################################################################

↪#############

FROM production-base as test

COPY tests tests/

RUN poetry install

ENTRYPOINT ["/usr/bin/env", "bash"]

# Development image ##################################################################

↪#############

FROM base as development

USER ${NB_USER}

ENTRYPOINT ["/usr/bin/env", "bash"]
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