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AbstractCollege of Engineering and Physical Sciences School of Physics & AstronomyDoctor of Philosophy
Applications of Precision Interferometry in Quantum Measurement and 

Gravitational Wave Detectionby Jin SmetanaInterferometry sits at the forefront of precision measurement. This versatile technique is used to detect the smallest signals in the universe, including microscopic fluctuations of quantum phenomena, and gravitational waves. In this thesis, I present the development of (i) new interferometer configurations, (ii) new interferometric sensors, and (iii) quantum-limited systems of fundamental physics importance.Concerning contribution (i), I present work on two new interferometer configurations for gravitational-wave detection, (a) Theoretical analysis of an optomechanical filter cavity that acts as a quantum amplifier. The purpose of the amplifier is to enhance the quantum-limited sensitivity of future detectors. The technique uses a dual frequency- and time-domain approach to verify the effect, (b) A high-frequency design that is capable of measuring the signal from a post-merger neutron star collapse. My contribution concerns the modelling of classical noise sources in the region of the spectrum where the conventional noise models lose their validity.The device comprising contribution (ii) is a compact, interferometric displacement sensor. The position sensors and inertial sensors on contemporary detectors are limited by readout noise, which couples into the gravitational-wave readout channel. The sensor presented utilises the sharp response of a Michelson interferometer, with the additional use of deep frequency modulation. I show that the device improves upon existing displacement sensors by a factor of 300.Contribution (iii) concerns the measurement of quantum noise over a broad band in a macroscopic system. Future gravitational-wave detectors will be able to operate at a quantum-limited level of sensitivity at the level of the so-called standard quantum limit. However, this limit has not yet been reached, despite the opportunities to study matters of fundamental physics importance that such a system would bring. I present a high-finesse, suspended optical cavity theoretically capable of reaching this level of operation. I analyse the performance of the main aspects of the experiment and present initial results from the operation of the cavity.
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195

197
201
202



XXXV

6.9 The shape of the three lowest-frequency modes with non-zero beam overlap for an optimised aspect ratio of 1.75. Modes (a) and (c) are approximately analogous to the fundamental mode of a vibrating, circular membrane, with the oscillations of the central anti-node being in-phase and in opposition for the two modes respectively. Mode (b) corresponds to a radially symmetric expansion and contraction along the cylinder’s axis of symmetry. The resonant frequencies specified under each mode are for a test mass radius of 10 cm............................................................................ 2066.10 The resonant frequencies of the three modes shown in Fig. 6.9 over a range of aspect ratios. Each data point was obtained through the FEA modal analysis performed individually for each new substrate geometry defined by the aspect ratio. Due to the time-consuming nature of this process, the parameter space is rather sparsely sampled. Despite this limitation, we can determine the key result, which is the approximate aspect ratio of 1.75 at which the two lowest resonant frequencies coincide.207
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Chapter 1

Introduction

In 1887, Albert A. Michelson and Edward W. Morley failed to demonstrate the existence of the luminiferous aether [1]. However, their failure has been eclipsed by their development of interferometry as a tool of scientific discovery. Interferometry has pushed the boundaries of precision measurement, provided the means to probe quantum mechanical phenomena, and even opened a whole new window through which to observe the cosmological history of the universe. I hope that my failures will one day also lead to revolutionary advancements across multiple fields of physics.Much of contemporary scientific discovery is concerned with the detection of weak signals or measurement of known signals to ever-increasing levels of precision. This is evidenced by the many advances made in the experimental demonstration of quantum mechanics—the standard for what constitutes a small scale. On the opposite end of the scale, astrophysical phenomena, although energetic and prominent at the source, often result in weak signals detected on Earth. From the discovery of cosmic microwave background anisotropy to the detection of gravitational waves (GWs), here one can also see the success of precision measurement.Firmly embedded within the broad topic of precision measurement is the technique of laser interferometry. Interferometry constitutes the gold standard for displacement 
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measurement, with an excellent level of precision attainable, as well as versatility in its deployment. Although there is a common thread of GW instrumentation throughout the following chapters, this should not be considered as the limiting scope of this work. This thesis should be primarily understood as a collection of diverse applications of interferometry, spanning from novel enhancements of the sensitivity of existing devices, through to expanding the boundaries of fundamental physics research.This introductory chapter lays out the basic properties of interferometry that underlie every application discussed in later chapters. It is designed to provide simple examples and define the notation and analytical conventions that I use in the analysis of interferometric devices. I also motivate the suitability of interferometers as displacement sensors broadly and as GW detectors in particular. The expert reader may choose to turn directly to the chapter of interest as each can be understood in isolation.
1.1 Framework

Much of the ensuing investigative framework is focused on the analysis of linear time-invariant (LTI) systems [2] and their performance in the frequency domain. To this end, I adopt the standard approach of using the Laplace transform defined as [3]
F(s) = / ∕(t) exp(-st)dt, (1.1)

Jo

where s denotes the complex frequency space. The Laplace transform can be linked to the more conventional Fourier transform via the substitution s = zΩ. Unless otherwise specified, An upper-case quantity, such as F(s) or F(Ω), should be understood as the frequency-domain representation of the time-domain quantity f(t), denoted in lower-case. The Laplace transform is very useful in the analysis of LTI systems as the 
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output, y(t), of the system can be related to the input, z(t), in frequency space via

v(≡) = τ(s)xw, (i.2)
where T(s) is the transfer function, a characteristic property of the system. Eq. 1.2 reveals a key property of LTI systems, which is that a signal at any frequency, s or Ω, maps onto the same frequency in the output.The sensitivity of systems presented herein is obtained via the standard application of the power spectral density (PSD) that can be defined in numerous (but equivalent) ways, such as [4]

Sxx(Q) = / Rxx(t) exp(-zΩt)dt, (1.3)
J — ∞where Rxx(t} is the autocorrelation function of the signal x(t). The PSD receives the units of [x]2∕Hz. The featured sensitivity plots often contain the amplitude spectral density, which is simply given by the square root of the PSD. The related cross spectral density (CSD) between two quantities, x(t) and y(t), is denoted by Sxy(Ω) or Sxy(f). A frequently used standard relation between PSDs is

Sy(ty = ∖k∖2Sx^), (1.4)
where k is the constant of proportionality in the relation y(t) — kx(t). More generally, this relation can be expressed as

¾(Ω) = ∣T(Ω)∣2⅛(Ω), (1.5)
where T(Ω) is defined in Eq. 1.2. In some scenarios, the total PSD of a quantity is provided with a breakdown of each individual contribution. In such a case the PSD is 
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supplemented with a subscript following a comma that denotes the particular noise, for example, Slιth that denotes the thermal noise contribution to x.

1.2 Interferometry

Many aspects of the behaviour of light can be explained through its treatment as an electromagnetic wave. Here, the most interesting is the ability of light to interfere, that is to say, to produce patterns through the superposition of multiple waves, which happen to be highly sensitive to microscopic perturbations. Interferometers are devices which allow the transformation of a physical quantity, such as displacement, into a light signal via the precisely controlled manipulation of the light’s phase. In this sense, interferometers act as phase-to-intensity converters.Interferometry is a tool with a broad range of applications due to the diversity of interferometer design. The multiple waves that generate the interference pattern can be obtained by, for example, splitting light through a partially reflective surface or distorting them through diffraction. The interference can arise from the waves travelling along different optical paths or by being confined over several round trips in a closed loop. Due to the breadth of the topic, it is not useful to speak in generalities. Therefore, I will focus directly on the two key interferometer types that will be utilised throughout this work. These are the Michelson interferometer and the Fabry-Perot interferometer.
1.2.1 Michelson Interferometer

One of the first uses of the Michelson interferometer was in the well-known Michelson- 
Morley experiment of 1887 [1]. The interferometer topology is laid out in Fig. 1.1 and consists of a light source, a central beamsplitter, and two ‘arms’ formed by the
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Figure 1.1: Panel (a) shows the schematic diagram of a simple Michelson interfer­
ometer. Panel (b) shows the response with differential distance (#2 - in Eq. 1.6). 
The annotations define the bright and dark fringes, which correspond to the state of 

constructive and destructive interference, respectively.

(b)

beamsplitter and a highly reflective mirror on each end. In the conventional configuration, the light field enters from the left-hand side (LHS). The field is split at the beamsplitter, usually with equal parts in reflection and transmission, and the two field components travel along their corresponding arm, where they reflect and return to the beamsplitter to recombine. The source of interference is the different paths travelled by the two split field components.The utility of interferometry within the context of this work is in its displacement­measuring capability. Consider the effect of a displacement of the two end mirrors of each interferometer arm. Performing the analysis requires a straightforward application of wave optics and the standard approach to light interaction with an optical component [5]. The perturbation of the light field generates an interference pattern, which is detected by the photodiode in Fig. 1.1a. The resulting optical power incident on the photodiode
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is given by (derived in Appendix A.l) »Pout = ^[1 - cos(2⅛(x2 - ^ι))], (1.6)
where Pin is the power supplied by the laser, k = 2π∕λ where A is the wavelength, and x1 and x2 are the displacements of mirrors 1 and 2 respectively.There are several important effects to consider here. Firstly, the measured signal very clearly fluctuates with a variation in the position of the mirrors, which qualifies the Michelson interferometer as a candidate for displacement sensing. Conventionally, a linear response is sought in the displacement sensor with a constant conversion factor, in this case from distance in metres to optical power in Watts. Due to the evidently non-linear response (see Fig. 1.1b),consider only small displacements confined to a narrow region around some average value. For example, considerering only the region around the mid-point between maximum and minimum power (where the gradient of Eq. 1.6 is maximised), a Taylor expansion can be applied to linear order, which gives an optical response of kPιn W m~1. For a nominal system consisting of a 10 mW, 1550 nm laser, and an InGaAs photodiode with a dark current of 0.1 nA and responsivity of 1AW^1, the lowest static displacement that can be hypothetically detected is 2.5 fm. This rather impressive resolution gives an indication of the utility of interferometry in precision metrology. Ultimately, the displacement sensitivity that is achievable in a realistic system is limited by a host of noise sources whose study and mitigation encompass a significant part of this work.An important property to consider is the fact that the measured signal is a function of the difference between the arm displacements. This allows the Michelson interferometer to be used in two distinct ways. If one arm can be effectively and reliably constrained to a fixed length, the interferometer can be used as a precise displacement sensor for the 
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measurement of the unconstrained arm length. Such an application of the Michelson interferometer is explored in Chapter 7. In the second mode of operation, both arms can be left unconstrained and then the photodiode signal will be sensitive to the differential motion of the two arms and reject any common motion. This is a particularly useful feature in the context of GW detection (Section 1.3).Finally, it is also important to point out the symmetry between frequency and displacement. It is possible to maintain the interferometer output at a constant power level upon a change in arm length by compensating with an appropriate shift of the input laser frequency (i.e. keeping the term kx constant and noting that k = 2πf0∕c, where ∕0 is the laser frequency). Consequently, it is impossible to separate power fluctuations that originate due to displacement from those that originate due to fluctuations in the laser frequency. This effect is a key source of uncertainty in all interferometric measurements and several sections throughout the following chapters are devoted to discussing it in detail. Nonetheless, the symmetry between frequency and displacement can be useful, for example, in the case of maintaining cavity lock, as laid out in Section 1.2.5.
1.2.2 Fabry-Perot Interferometer

The second type of ubiquitous device that I consider is the Fabry-Perot interferometer. Developed by Charles Fabry and Alfred Perot in 1899 [6], it is also sometimes called an etalon1. The topology of this type is very simple, consisting of merely two face-on mirrors as shown in Fig. 1.2a. Such a simple design is often an elementary building block within the design of more complex interferometer systems. It is thus also generically referred to as an optical cavity, due to the confinement of the EM field within the space between the two mirrors. The partial reflection from each mirror results in a 1The etalon terminology is usually used when mirrors are fixed and the interferometer is used as a frequency reference
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round-trip interference of the field entering the cavity with a phase-delayed component of itself. By considering the superposition of two waves of equal frequency, it is clear that the resulting wave increases in amplitude when the two incoming waves are in-phase. The iteration of this process over subsequent round-trips within the cavity causes the intra-cavity field to build up over time. This constructive interference is reached over a tightly constrained range of operation that forms a ‘resonance’ in analogy with the standing wave criterion in acoustics.The input field to a Fabry-Perot interferometer is conventionally generated from a laser placed on one side of the cavity. Due to the partial reflectivity of both cavity mirrors, there are two fields that can be probed, one on each end of the cavity. These signals are defined to be in reflection and transmission based on the position of the photodetector relative to the input field. Continuing with the standard field interaction approach [5], the two signals dependent on the cavity length, L, (derived in Appendix A.2) are given by
_ R1 + R2 - 2r1r2 cos(2kL)

refl~ l + R1R2-2r1r2cos(2kL) in, l 'T,T9
Ptran — ∙∣ ∣ p p X ∕9, r × -Pin, (1∙8)1 + RγR2 — 2γ^Γ2 cos(2kL)

where Fin is the power supplied by the laser, T and R correspond to the power transmissivity and reflectivity of the mirrors respectively, and subscripts 1 and 2 refer to properties of mirrors 1 and 2. The lower case r = >∕R refers to amplitude reflectivity.From this result, some similarities and key differences can be derived between the two interferometers presented thus far, some of which can be well illustrated by considering the comparison between the signals of the two interferometers shown in Fig. 1.1a and 1.2a. In similarity with the Michelson interferometer, the Fabry-Perot
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Distance [μm]

(b)

FIGURE 1.2: Panel (a) shows the schematic diagram of a simple Fabry-Perot inter­
ferometer. Panel (b) shows the response (power measured at the two photodiodes) 
of a nominal Fabry-Perot interferometer. The top plot shows the reflected power 
and the bottom plot shows the transmitted power. The parameters that give this 

particular response curve are: Ti = 20%, = 40%, and λ = 1550nm.

interferometer is capable of acting as a displacement sensor. Additionally, as the response is related to a change in the cavity length, the Fabry-Perot interferometer, strictly speaking, also responds to a differential measurement—in this case, the difference between the displacements of the two cavity mirrors. However, consider the sharpness and narrowness of the Fabry-Perot interferometer response in Fig. 1.2b, where it is clear that (a) the Fabry-Perot interferometer makes for a more sensitive device (or at least has the potential) and (b) the Fabry-Perot interferometer has a substantially smaller range over which it can operate.For such a configuration there are two key quantities of interest. As is to be expected from the presence of the trigonometric functions in Eq. 1.6-1.8, both interferometer types exhibit a repeating response with displacement and, analogously, with frequency. The frequency span of a single repetition in a Fabry-Perot interferometer is referred to 
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as the free spectral range (FSR), which is given by [5]
∕fsr - —■ (1-9)

Depending on the transmissivity of the cavity mirrors, the height and width of the peaks can be tuned and this can be done independently of any changes to the FSR. Therefore, another commonly used quantity can be defined: the cavity finesse. This is a measure of the relative width of the resonant peak, given by [5]
∕fsr ____________ τr_________ ~ 7Γ∕fwhm 2 arcsin ( 1 - ∏r2 ’∖2v∕r1r2 J (1-10)

where ∕fwhm is the full-width frequency at half-maximum of the peak power and the approximation holds for reflectivities close to unity.Fabry-Perot interferometers see widespread use in areas of precision metrology, particularly due to their versatility (they can be incorporated into more complex optical systems) and their very sharp response to displacement fluctuations. The analysis of multiple systems consisting of Fabry-Perot interferometers is performed throughout several of the following chapters. The types of noise present in such a configuration are discussed in Chapter 2, whilst practical examples in the context of models, simulations, and experimental work are presented in Chapter 3, 4, and 5.
1.2.3 Gaussian Beams

Although much of the analysis performed thus far can be explained through plane­wave optics alone, there are aspects of a real laser beam beyond the plane-wave treatment that are essential to understand when designing a stable interferometric system. A more 
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general wave treatment of light requires revisiting the wave equation, which governs the propagation of electromagnetic fields in free space. Whilst the plane-wave solution satisfies the wave equation, the condition of finite spatial extent can be imposed to solve the wave equation in the so-called paraxial approximation, which leads to the following constraint on the spatial component of the field,

A(r) = u(r) exp{ikz}, (1.11)
where u(r) is a slowly varying component of the complex amplitude for a wave propa­gating in the z direction. This approximation leads to the paraxial Helmholtz equation,

+ ⅝k- = 0, (1.12)
where is the transverse component of the usual Laplacian operator. The full solution to the wave equation under such constraints consists of a sum over an infinite series of particular solutions that can receive arbitrary weights to construct any shape that satisfies Eq. 1.12. This decomposition into a sum over different modes can be achieved in different modal bases, one of the most prominent of which is the Hermite-Gauss basis, which yields the following solution to the electric field [7],

7-,∕ ,∖ τ-> wo u ∣ । tr ( y∕⅜y ∣ ( χ ÷ y ∖
■E (•£ ? 5 % y 0 — / ^nim 7 ∖H∏ I 7 Γ I I 7 Γ I θ^P I / ∖o /v 7 , w(z) ∖w(z) / ∖w(z) / ∖ w(zy Jnym v ∖ / ∖ / (1.13)exp ω°* ~kz —
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where En,m is a complex scaling factor of the mode’s amplitude, w0 is the beam waist2, 
w(z) is the beam radius, Hi are the Hermite polynomials, R(z) is the beam’s radius of curvature, and V⅛m(2) is the Gouy phase, an additional term that contains the phase change over the beam focus.

2 Beam radius is the distance in the transverse direction at which the field amplitude changes from the mid-beam amplitude by a factor of 1/e. The beam waist is the beam radius at the narrowest point of the beam.

The fundamental mode (n = 0, m = 0) has a Gaussian spatial distribution, giving rise to the term Gaussian optics to describe the specific analysis of such spatially distributed beams. As lasers generally produce spatially confined beams that satisfy the paraxial approximation, the results of Gaussian optics apply in the analysis of laser interferometers as well.
1.2.4 Cavity Mode and Stability

An important practical consideration in the operation of any interferometric device is its robustness to perturbations from its ideal operating point. In the naive case of two planar cavity mirrors, the interferometer is highly sensitive to small angular misalignments. Consider the reflection of rays inside a misaligned planar cavity. As no line can be drawn between the two mirrors that meets both mirror surfaces at a right angle, the reflected rays cannot be confined along a single cavity axis each round trip. In such a case, the cavity will fail to resonate even if the longitudinal distance has been correctly set to satisfy the resonant condition.The solution to this is to refocus the beam using curved cavity mirrors. However, this introduces a key condition on the input field’s transverse components, as a curved mirror can alter the mode content of the beam. In simple terms, the resonant condition can be further elaborated to require a round-trip reproduction of the spatial mode 
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shape as well as the longitudinal phase. This means that a particular, stable cavity has a characteristic transverse field configuration that satisfies the resonant condition, which is called the cavity mode.Deriving the cavity mode is a standard exercise in Gaussian optics, and leads to the condition that the input beam’s mode must match the specific mode that can be supported by the cavity. Of particular importance to this stability condition are the radii of curvature of the cavity mirrors in relation to the cavity length. A stability parameter for each mirror can be defined, given by [7]

S∙ = l-⅛. (114)
where 1Zi is the radius of curvature of mirror i. For the complete cavity, the stability criterion becomes 0 ≤ 9192 ≤ 1. (1∙15)
Calculations of cavity stability are a standard yet essential part of interferometer design and will be discussed in more detail in the relevant chapters. There is a set of common, named cavity configurations, such as confocal, 1Zι = 77-2 = L', concentric, 
1Z1 = T?2 = Z/2; hemispherical, 1l1 = L,TZ2 = ∞∙ AU of these cavities are on the boundary of stability and thus realistic cavities will usually be near one of these canonical configurations with some additional stability margin to protect from small perturbations. There are reasons for choosing each configuration based on specific experimental constraints/requirements, such as beam waist size and location, beam size at the mirrors, cavity response to angular tilts of the mirrors, or one of the mirrors must be planar.
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1.2.5 Locking Scheme

As expressed through Eq. 1.7 and 1.8 it is often necessary to consider a very narrow range of operation over which a sufficiently linear response can be obtained of the output of an interferometer to displacement. Small amplitude signals within particular parts of the displacement spectrum are often the most interesting, but if the root mean square (RMS) displacement is too large, the linear approximation breaks down nonetheless and thus the whole endeavour suffers from excess noise and other non-linear effects. In the case of the sharp and narrow region around the resonance of a Fabry-Perot interferometer, the issue of short displacement range is even more troublesome.However, it is possible to constrain the operating range to the narrow region around the resonance. This can be achieved through the implementation of an appropriate control scheme that uses the principles of feedback/feedforward to reduce the RMS of the signal produced by the cavity. The process of maintaining a cavity at the optimal operating point is known as ‘locking’ and the process by which this state is achieved is referred to as ‘lock acquisition’. Aside from the specifics of the application, the basic concepts within achieving and maintaining cavity lock, such as controllability and stability, can be readily understood with reference to standard controls theory (e.g. [8]) and thus will not be laid out here.Within the scheme of a conventional feedback loop, the error signal plays a key role as the quantity that defines a measure of the ‘distance’ that the system is away from the optimal set-point. As part of the LTI formalism, the error signal should be linear in the measured quantity to ensure ease of analysis and mitigate the additional noise that arises from non-linear effects. The one area of the cavity locking process that is worthwhile to discuss further is the specific technique for obtaining this error signal in the context of an optical cavity. The raw power signal detected at the photodiode 
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cannot be directly used as an error signal for maintaining the cavity on resonance, as the resonance, by definition, occurs at a stationary point. It thus exhibits a quadratic drop in cavity power for small perturbations. Therefore, a more advanced technique is required that produces a linear signal, which can be fed into the feedback control loop.
Pound-Drever-Hall Locking

One such widely-used technique is the Pound-Drever-Hall (PDH) locking scheme [9]. In simple terms, this scheme involves modulating the input electric field’s phase/frequency at some known and controlled frequency, resulting in an input field
Ein = E0exp(i[ω0t + mcos(ωmt)]'), (1.16)

where ω⅛ is the frequency of the carrier field, m is the modulation index, a dimensionless quantity representing the depth of the modulation, and ωm is the frequency of the modulation. From Eq. 1.16, it is clear that the intensity of the light does not change as a result of the modulation and requires interference with another field to be observed at a photodetector. Usually, the modulation index is small, as the depth of the perturbation of the carrier field required for locking does not have to be large. In such a case, where 
m ≪ 1, the field can be approximated as

τn
Ein ≈ E0exp(zω0t)[l + ?—(exp(-⅛t) + exp(⅛t))]. (1∙17)

£

Written in this way, it is clear that the field contains three frequency components, one at ω0 and two at ω0 ± ωm. Therefore, a weak modulation generates two so-called sidebands, one at either side of the carrier.
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The modulation sidebands are often placed in the radio frequency (RF) band, at frequencies above the cavity bandwidth, and specifically chosen to not coincide with any multiple of the cavity FSR. This condition prevents the RF sidebands from being resonantly enhanced by the cavity, otherwise both the carrier and the sidebands would receive a common phase change from the cavity interaction, and the measured power would be invariant to the modulation, as is the case in Eq. 1.16. However, with non- resonant sidebands (situated in the relatively flat region of Fig. 1.2b), the sideband power is only very weakly dependent on the cavity length. Therefore, the RF sidebands effectively act as a local oscillator for the signal field reflected from the cavity at the carrier frequency. This generates a beat signal at the photodiode, which results in a component of the detected power at the modulation frequency, ωm. Photodetectors exist with a sufficiently broad bandwidth to detect the beat signal in the RF band, meaning that the final stage of demodulation from ωo, can be performed electronically. This yields a signal that contains a closely linear region around the resonance of the cavity, with a zero crossing when the carrier is on resonance, as shown in Fig. 1.3.As mentioned in Section 1.2.1, there is a symmetry between displacement and frequency. Strictly speaking, keeping the cavity locked on resonance only requires that the term kL in Eq. 1.7 and 1.8 is kept at an integer multiple of π. This can be achieved through either an actuation on the mirror positions through, for example, a piezoelectric transducer, or through an actuation on the laser frequency. One effect can be used to compensate for the other. For example, a free-swinging cavity whose displacement is not controlled can be kept locked through laser frequency actuation, which is the principle applied in Chapter 4. Similarly, a drifting laser frequency can be compensated using a sufficiently quiet reference interferometer, as is the case for the frequency stabilisation servo implemented in Chapter 7. Conversely, if the laser
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Figure 1.3: Close up of a two-mirror-cavity error signal (lower plot) in the region 
around a single resonance. The transmitted power for the given region is shown in 
the top plot and corresponds to an enlarged region around the first resonance in

Fig. 1.2b.

is the pre-stabilised (by, for example, locking to an atomic absorption line [10]), or intrinsically quiet, then the cavity’s length can be stabilised to the laser. Crucially, the locking servo does not distinguish between signal and noise. Therefore, it does not directly boost signal-to-noise ratio (SNR) but rather suppresses the high RMS of the readout signal and thus maintains the interferometer within the linear operating range.
1.3 Gravitational Wave Detection

Thus far the technique of interferometry has been discussed in its application to displacement measurement. However, given the frequent reference within the ensuing chapters to GW astronomy, the knowledge and experience accumulated in this field, and the presentation of direct contributions to this field, it is worthwhile to discuss the basic principles of GW detection.
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There is a significant body of literature surrounding the sources of GWs and what information about these sources can be imprinted on the GW signal. As the astrophysical implications of the results presented in the experimental chapters will only be mentioned in passing, I will not cover the generation of GWs and the nature of their sources here. Instead, I will begin with the propagation of GWs through empty spacetime and focus on their detection in terrestrial observatories.To begin, it is important to lay out two sets of fundamental equations that describe spacetime in vacuum. The first is the metric equation,
ds2 = gμudxμdxv, (1.18)

where ds is the differential line element, drrμ is the coordinate differential and gμl, is the spacetime metric, which can be reduced to the Minkowski metric gμι, = ημv = diag{-1,1,1,1} in flat spacetime (I have adopted the MTW3 sign convention in natural units). The second set of equations are the Einstein field equations in vacuum, given by [11]

3Misner-Thorne-Wheeler

‰ = 0, (1.19)
where Rμv is the Ricci tensor. The Ricci tensor can be connected back to the metric tensor via the definitions

► __ _ μσ . pσ∙ pp _  pσ pp
μly - ∂xσ ∂xu ' i μv^ σp i μpL uσ, pσ __ σp /^9pμ , ∂gpv _ ∂gμv∖μ" - 2y V ‰μ ∂xp ) ,

(1-20)(1.21)
where Γ^1, are the Christoffel symbols and gμy is the inverse metric.
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The solution to Eq. 1.19 allows for a perturbation to the Minkowski metric of the form gμv = ημv + hμl,, where the metric perturbation is small, ∖hμv∖ ≪ 1, and the expansion is limited to terms linear in the perturbation (the so-called linearised theory 

of gravity). Propagating the perturbed metric through Eq. 1.20 and 1.21 shows that 
hμv follows the familiar wave equation

ι a2 λc2dt21 ‰-o (1-22)
The solution to the metric perturbation can be written in the so-called transverse 
traceless gauge, which imposes certain restrictions on the properties of the metric components. Consider the metric components individually, where t represents the time index and x, y and z represent the three spatial directions, the plane wave solution to Eq. 1.22 results in the following constraints [11]

hxx = ~hyy = h+ c0≡M - M> (1∙23)
hxy = hyx = h× c°sM - kz^ (1∙24)

hμu = 0 otherwise. (1.25)
Here the wave is propagating in the z direction and the superscript TT denotes the transverse traceless gauge. The wave amplitude is given by h+ and hx, which denotes the two possible wave polarisations.A notable consequence of this result is that the perturbation to spacetime caused by a propagating GW occurs in both the transverse directions and only in the transverse directions. The passage of a GW between two spatially separated bodies will perturb the distance between them and this change in distance can be measured by the change in the arrival time of a light pulse travelling between the two bodies [12]. In recognising
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Figure 1.4: Centre: Schematic Diagram of a contemporary gravitational-wave 
detector featuring the key optics—the power recycling mirror (PRM), signal recycling 
mirror (SRM), the input test mass (ITM), and the end test mass (ETM). Surrounding 
the central interferometer schematic is a representation of a gravitational wave passing 
through a simple Michelson interferometer with the cyclical effect on the displacement 

of the arm optics shown.

this feature of GWs, it becomes clear that the interferometers presented in Section 1.2 (being devices that specifically measure the separation between two optical components
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with high precision) are ideal candidates to detect them.The Michelson interferometer, with its ability to measure displacements in orthogonal directions, is particularly well suited to detect the differential, transverse perturbation of spacetime by GWs. A representation of how a Michelson interferometer responds to a passing GW is shown in Fig. 1.4. Due to the very small amplitude of typical GW signals (h < 10-20), it is highly desirable to increase the response of the interferometer even at the expense of a reduction in range. Therefore, the next logical step is to enhance the base design with the addition of resonant optical cavities, which sharpen the interferometer response (Section 1.2.2). These considerations are at the heart of contemporary GW detector design and the schematic shown at the centre of Fig. 1.4 has identifiable similarities with all existing GW observatories, such as Advanced LIGO [13], 
Advanced Virgo [14] and KAGRA [15]. The success of this approach to GW detection was proven on 14th September 2015 with the first detection of a GW signal detected from the merger event of two black holes [16].Due to the exceptionally small amplitude of GW signals on Earth, their detection is a challenging task in precision interferometry. Achieving such sensitivity relies on good knowledge of the limiting noise sources and advanced strategies in their suppression that are at the frontiers of scientific research in this field.
1.4 Thesis Structure

Chapter 2 provides some essential theoretical background for the experimental chapters that follow. In it, I discuss how different types of noise affect the displacement sensitivity of interferometric measurements. Particular focus is placed on the origins of quantum noise, suppression of seismic noise, and the modelling of thermal noise.
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Chapters 3 and 4 together present a table-top experiment for the measurement of quantum perturbations over the most sensitive frequency band, centred at 100 Hz. Chapter 3 provides the motivation for the experiment and places it within the context of the contemporary theoretical understanding and current/planned experimental efforts. The chapter further contains a detailed exploration of the seismic isolation techniques, particularly the work on the internal, passive seismic suspension. Chapter 4 focuses on the aspects of the design pertaining to thermal noise and its suppression. This chapter also presents the current status of the experiment with relevant experimental results.Chapters 5-7 present my contributions to individual, published projects spanning from theoretical modelling and simulations, through to experimental work and laboratory measurements. Chapter 5 presents a novel approach to analysing a quantum amplifier capable of surpassing the conventional shot-noise-limited sensitivity in contemporary GW detectors. This approach utilises a numerical time-domain simulation in support of an expanded frequency-domain analysis.Chapter 6 contains my contribution to a proposal for a high-frequency detector capable of investigating GW signals from the collapse of post-merger supernovae remnants. It presents the modelling of classical noises at frequencies above the regime usually considered within the band of current detectors.Chapter 7 presents a compact, multi-fringe interferometric displacement sensor with a level of sensitivity that surpasses displacement sensors currently deployed on the test-mass suspensions of GW detectors. This chapter contains the experimental layout, the sensitivity results of a fixed-mirror measurement and a discussion of the noise sources that limit the sensitivity including suggestions for their further mitigation where appropriate.
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Chapter 8 summarises the work presented in each chapter and reiterates the overar­ching message of this thesis: the application of precision interferometry has broad use in quantum measurement and GW detection and its continued development is essential to our further understanding of fundamental problems in contemporary physics.
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Chapter 2

Sensitivity of Interferometric

Measurements

Interferometric devices have the potential to measure displacement with excellent levels of precision due to their sharp output response over a very narrow range. However, this potential can only be realised if the level of noise in the readout is sufficiently smaller than the signal. To ensure this is the case, several strategies can be employed. I place these strategies into informal categories as a logical way to think about the different approaches to noise mitigation that are deployed within subsequent chapters:
• noise reduction—directly reducing the level of noise, such as lowering the temper­ature to inherently reduce thermal fluctuations (Chapter 4 and 6) or locating the interferometer in an area with inherently lower environmental disturbances,
• noise suppression—implementing a technique that lowers the coupling of noise to the signal channel, such as isolating the interferometer from ground vibrations (Sections 2.2 and 3.2-3.6),
• noise cancellation—measuring the noise independently of the signal so that it can be subtracted/suppressed in post-processing or through feedback control
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(Section 7.3),
• signal amplification—increasing signal response without a corresponding increase in noise (Chapter 5),
• optimal readout—manipulating the readout technique to make it less sensitive to the noise without directly removing it (Sections 3.1.3 and 5.5).
The sensitivity of a device refers to the ambient level of noise that is measured by it in the absence of signal, which ultimately determines the limit of the smallest measurable signal. As I am primarily concerned with LTI systems (Section 1.1), the sensitivity can be understood well in the form of a PSD (Eq. 1.3). This can be further supplemented by measured or modelled contributions from each known noise source, giving a noise budget. The noise budget for the Advanced LIGO design [13], as well as the sensitivity measurement from the third GW observing run (03) [17], provide good examples of modelling and independently measuring the impact of multiple noise sources. This, in turn, allows for the prediction and verification of which noise sources are the dominant ones at particular frequencies and to consider the optimal strategies for mitigation.Generally, the sources of noise in an interferometric displacement measurement fall into two distinct types. These can be described as (a) those that induce an unwanted displacement in the test mass1, and (b) those that affect the field inside the interferometer in a way that is indistinguishable from displacement2. I consider three particular noise sources in detail—quantum noise, seismic noise, and thermal noise. These noises, in a sense, comprise the fundamental limitations of the interferometer sensitivity, as they are dictated by the location, material properties or a fundamental 1e.g. seismic noise, suspension and substrate thermal noises2e.g. laser frequency noise, quantum shot noise
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aspect of nature, and are not easily overcome. I conclude the chapter with a brief discussion of the key noises generated by the laser and how they can be suppressed.
2.1 Quantum Noise

The quantum nature of light imposes a limit upon the precision of any measurement of its properties [18]. This is widely understood as the application of the Heisenberg uncertainty limit to the field inside the interferometer [19,20]. Although often treated as a single phenomenon, the quantum noise can be separated into two conceptually distinct sources, that is the quantum shot noise (QSN) and the quantum radiation pressure noise (QRPN). The two contributions generate noise in the displacement readout via an independent effect on the field in the case of the former, and by inducing an unwanted displacement of the test mass in the case of the latter.
2.1.1 Approximate Derivation

To motivate the existence of the two quantum noise components and intuitively understand their behaviour, one can consider the measurement of laser light as a photon counting experiment. This is a process followed by Ref. [21] and provides a good order-of-magnitude approach. In this section I will outline this approach in much the same way, as it is a central concept in the experiment presented in Chapter 3 and 4 and thus it is worthwhile to reproduce it here.
Shot Noise

The QSN is fundamentally similar to other familiar forms of shot noise, such as electron shot noise in circuits [22], To understand this effect, consider light reflecting
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off a mirror, measured by an idealised ‘phase detector’. Given an average arrival of 
Ny photons over a time interval τ, the detection can be treated as following a Poisson distribution with a fluctuation of y∕N^- The phase is related to the average arrival time of the photons, so it can be argued that the uncertainty on the phase, δφ, is given by the fractional uncertainty on the number of photons that arrive in the time, τ, that is to say, δφ = l∕y∕N^. This can be relate to the phase noise PSD as δφ2 ≈ Sφ∕τ, where the assumption is made that the QSN has a white spectral density. As the phase is directly related to the displacement by φ = kx, and Ny = P0τ∕(ħωφ), this results in an approximate displacement PSD for the QSN

x'sh P0ω0, (2.1)
where the primed quantity is used in this section to distinguish the approximate derivation from the later non-primed, accurate derivation. This simple treatment provides some important insights into the properties of the QSN. The inverse scaling with the macroscopic, average power in Eq. 2.1 correctly captures the fact that whilst the signal amplitude grows linearly with power, the noise amplitude grows only as the square root of the power, leading to the ultimately favourable scaling of the SNR. Additionally, Eq. 2.1 does not feature any physical or mechanical properties of the mirror. This reflects the fact that the QSN is purely a consequence of the quantum behaviour of the light and not dependent on the light-mirror interaction.
Radiation Pressure Noise

The second contribution to the total quantum noise, the QRPN, results from the radiation pressure generated by the field on the test mass [23]. Returning to the single-mirror photon picture once more, consider the irregular arrival of photons as 
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generating a fluctuating force on the test mass. This is given by δF = y∕Nyhk∣τ in reference to the fluctuation in the total momentum imparted by the photons over the interval, τ. Applying the assumption that the test mass is free, that is to say, unconstrained by any rigid connections, one can use Newton’s second law of motion (in its Fourier transformed form F(Ω) = —mΩ2X(Ω)) to get the approximate contribution from QRPN

PntlWn . .
5≈'rp = m2c2W (2'2)

This approximate derivation also contains useful insights. Particularly, this equation shows a proportional scaling with the laser power in contrast to the inverse scaling of the QSN in Eq. 2.1. In this case, an increase in the power does not improve the signal response but only serves to drive the mirror dynamics with greater amplitude, thus the increased power has a detrimental effect. Secondly, a property of the mirror, the mass, now features explicitly in the equation, which reflects the fact that the QRPN couples into the measurement explicitly via the light-mirror interaction.The QRPN can be thought of as a necessary consequence of performing a mea­surement of the test mass position, which is enforced by the Heisenberg uncertainty principle [20]. The QSN and QRPN can be readily analogised to the quantum noise limitation of the Heisenberg microscope [24]. The former reflects the uncertainty on the position intrinsic to the sensitivity of the probe (EM field) and the latter reflects the disturbance of the system caused by the probe interacting with the system. For this reason, the QRPN is often referred to as ‘back-action’ noise.
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Standard Quantum Limit

Combining the contributions in Eq. 2.1 and 2.2 gives the total, approximate quantum noise PSD = + ⅛ (2.3)
P0ω0 m2c2Q4 ,For the measurement of a particular test mass, this equation can be minimised with respect to PqU0 to obtain = ^Ω2∙ (2-4)

This curve represents the limit of sensitivity achievable at a particular frequency in a conventional, interferometric measurement3. This so-called standard quantum limit (SQL) was formulated by V. B. Braginsky in 1968 and subsequently discussed in the framework of a minimal force measurement [19,25]. The SQL evidently cannot be reached at all frequencies simultaneously. Rather, it is a bounding surface, which provides the sensitivity limit that cannot be surpassed by any conventional configuration and is reached by all such configurations at only one characteristic frequency, denoted by ωSQL∙ This special point reflects the balance between the two contributions and reveals a very interesting property of interferometric measurement; the SQL is only a function of a single free parameter—the mass of the test mass—and is completely independent of the interferometer topology and optical parameters. This is despite the fact that the position-momentum uncertainty of the test mass itself does not directly enforce the SQL [26].3That is to say, a measurement that does not make use of specific quantum-noise surpassing techniques, as discussed in Section 3.1
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2.1.2 Quantum Mechanical Derivation

There are two fundamental issues with the simplified derivation in Section 2.1.1. Firstly, a conventional photo-detector only gives access to the intensity of the EM field, so the assumption that one can simply extract the light phase directly is rather unrealistic. The phase detection is made possible by the presence of an interferometer, whose response is not accounted for in the prior analysis. Secondly, the QSN is fundamentally a quantum phenomenon and thus treating it as a classical, random process is not accurate. Therefore, the precise treatment must consider the system in terms of quantum mechanical operators [27, 28]. Performing these derivations requires substantial familiarity with quantum optical conventions and analysis, which is unnecessary for the scope of this work.Instead, it is possible to use fact that the quantum mechanical operators representing the electric field propagate through the interferometer in the same way as classical fields. This approach is clearly and thoroughly laid out in Ref. [29]. Consider the fields in a Fabry-Perot interferometer, as shown in Fig. 2.1, which model the propagation of signal and noise to the readout in a realistic optical system. There are two key, interrelated properties of the quantum mechanical approach that will be asserted without proof4. Firstly, the complex electric field can be represented in terms of two quadrature operators, given by α1 = (α(Ω) + αt(-Ω))∕yz2 and α2 = (α(Ω) — αt(-Ω))∕χ∕2 (Eq. 6 in Ref. [29]), which can, in loose terms, be understood as the amplitude and phase perturbations of the field respectively. Secondly, losses, such as absorption of light by a photodiode, introduce an input, so-called vacuum field (a in Fig. 2.1) with corresponding PSD and CSD given by San,am = for an,am ∈ {αι,α2} (Eq. 26 in Ref. [29]).4These are standard results used within the field. Definitions and examples of their use can be found in e.g. Ref. [21,27-29]
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T1=T T2=0
L

Figure 2.1: Schematic diagram of the relevant fields and parameters in the quantum 
mechanical derivation of quantum noise in a Fabry-Perot interferometer.

Shot Noise

This formalism can be used to obtain the separate transfer functions of the signal and noise to the readout and, from these, it is possible to derive the quantum noise coupling to the displacement measurement. The full derivation for the specific case of a tuned Fabry-Perot interferometer is fully covered in Ref. [30]. A conceptually similar approach is employed in the numerical simulation of quantum noise in Chapter 5. The resulting QSN level is given by
= (2.5)

PcTω0 ’ v 7

where 7 = Tc∕(4L) is the cavity bandwidth. This result shows the effect of the cavity in two ways that differ from the result in Eq. 2.1. Most notably, there is now a frequency dependence to the QSN, which becomes significant above the cavity bandwidth. This was not an effect accounted for in the approximate derivation because of the absence of the cavity. Secondly, the low-frequency sensitivity, given by ⅛sh∣o~ ≈ ħ,Tc2/(16Pcω0) has a slightly different form, once again due to the presence of the cavity. However, some key similarities remain. Notably, the spectral density is flat with the same inverse scaling with power and the absence of any mechanical properties of the cavity mirrors.Of note is the behaviour of the QSN with mirror transmissivity in Eq. 2.5. The 
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cavity bandwidth and the noise floor below the cavity bandwidth are both proportional to the transmissivity. Generally, it is preferable to minimise the noise and maximise the cavity bandwidth to extend the noise floor over the broadest frequency band possible. However, due to the proportionality of both terms with transmissivity, both goals cannot be achieved simultaneously. If one takes the peak optical gain of the cavity to be in a sense proportional to the inverse of the QSN floor, it can be seen that the gain­bandwidth product is constant. This result, referred to as the Mizuno limit [31], poses a very formidable obstacle towards the design of broadband, low-noise interferometric measurement.Finally, it should be noted that the rising noise above the cavity bandwidth is a consequence of the degradation in the signal response of the optical cavity rather than due to an intrinsic increase in the noise. The QSN injected into the cavity itself maintains a white spectral density as the namesake suggests. This distinction, whilst seemingly abstract here, will become crucial in the understanding of the quantum amplifier analysed in Chapter 5. The key concept to understand is that the noise in displacement can be reduced through two completely independent means: reducing the noise through a reduction/shaping of the input vacuum fluctuations, or increasing the signal response by amplifying the optical gain to displacement.
Radiation Pressure Noise

The quantum mechanical treatment of the radiation pressure effect involves the rigorous definition of the mirror’s equation of motion [21,29]. The interesting distinction between the two quantum noise sources is that the QSN arises from the direct coupling of the input phase quadrature to the output phase quadrature, that is to say, d2 —> ½, whereas the QRPN cross-couples the input amplitude quadrature to the output phase
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quadrature, that is to say, α1 —> ½∙ The accurately derived result (following the detailedapproach in Ref. [30]) is given by
, _ 16PcThω0'x'rp = (2.6)

which shows key differences due to the cavity response and key similarities in the low-frequency scaling compared to Eq. 2.2 in complete analogy with the result of the two QSN derivations.
Standard Quantum Limit

In the complete treatment, the total quantum noise, given by the combination of Eq. 2.5 and 2.6, can be written more concisely as [21,29]
⅞ql(Ω)2 (2.7)

adopting the notation of [21]. The parameter κ is given by
_________ωpTιPc_________
mL2Ω2 (Ω2 + (⅛)2} ’ (2.8)

and ⅛ql(Ω) = ~^∙ m∖P (2.9)
The comparison between the QSN and the QRPN is shown in Fig. 2.2 where the SQL surface is also indicated. This figure concisely lays out the behaviour of the two noise sources discussed in their respective sections.When written in the form of Eq. 2.7, it is still possible to identify the two quantum noise sources, where S⅛ql∕2k is the QSN and k¾ql∕2 is the QRPN. In this form,
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however, it is clear that the quantum noise is minimised at κ = 1. This means that the terms collected into Ssql in Eq. 2.9 can be identified with the SQL concept derived in Eq. 2.4, except with a corrected numerical prefactor. Further, due to the explicit dependence of κ, on frequency, Eq. 2.7 also confirms that the SQL can only be reached at only one frequency in a given detector configuration (this is evident in Fig. 2.2 also).Thus, the insight obtained from the approximate derivation holds true even in the precise treatment. This definition of the SQL applies to a longitudinal position measurement but a similar result can be derived for other degrees of freedom, such as angular motion [32]. The implications of the SQL on quantum measurement, including efforts to surpass it are further discussed in Chapter 3.
2.2 Seismic Noise

Seismic noise is a very prominent noise source in many interferometric applications. It arises from the ambient ground vibrations and intermittent seismic events, which directly result in displacement of the test masses in terrestrial interferometric devices. In fact, this noise source would naturally be the most prominent over the whole detection band of contemporary GW detectors by several orders of magnitude if not for the extensive use of suppression techniques.
2.2.1 Passive Isolation

The most comprehensive way to reduce the effect of the ground’s vibrations is to avoid placing the interferometer in direct contact with the ground. Taken to its logical conclusion, this leads to the consideration of not having it on Earth at all, which is the approach of space-based detectors such as LISA [33]. Given such a radical step is often
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Figure 2.2: Quantum noise in an example system separated into the two constituent 
contributions of quantum shot noise and quantum radiation pressure noise. The 
particular system being modelled consists of a tuned Fabry-Perot interferometer of 
length 10 cm with 100 g mirrors and an input coupler transmissivity of 10 ppm. The 
input laser power has been tuned to place the frequency at which the total noise 

intersects with the standard quantum limit at 100 Hz.

impractical and too expensive, one must instead consider the options for isolating the interferometer from the seismic noise on Earth.Fundamentally, the detector must be in contact with the ground somehow. The purpose of seismic isolation is to provide a buffer between this contact point and the test masses5, which attenuates the ground motion, and is often mechanical in nature. Two such commonly deployed components are the pendulum and the spring. Both of these components fit the category of LTI systems for motion that is sufficiently small 5the masses whose position is ultimately measured (often the mirrors of an interferometer)
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in amplitude6, which is particularly useful for the analysis common frequency-domain methods and standard tools of control theory can be utilised. The techniques and results described in this section will be extensively applied within the experimental design outlined in Chapter 3.

6The definition of small in this case means motion that is confined to regions of linear response (for example within the elastic region of deformation of mechanical components) or, at least, regions where a linear expansion of the dynamics is accurate enough for the purposes of the experiment.

The framework I adopt in the analysis of seismic isolation begins with constructing the system Lagrangian,
⅜i) = T⅛j)-V⅛i), (2.10)

where T and V are the system’s kinetic and potential energy respectively and both are functions of the generalised coordinates, q, and their respective velocities.
Spring-Based Isolation

First, consider the isolation capabilities of a spring as this is the simplest system to analyse. Springs can be used in vertical or horizontal configurations. In GW detectors, however, they are primarily used for the isolation of vertical motion [34]. In this light, consider a vertically oriented spring with a spring constant k, supporting a mass m as shown in Fig. 2.3a. The mass motion, z, is defined in an inertial frame rather than in the lab frame, which is itself experiencing vertical (non-inertial) motion, zg, due to the ground vibration. A very useful property of the LTI treatment is that if two input drives do not couple to the same degrees of freedom, each driving term can be considered in terms of two independent Lagrangians. As vertical ground motion induces
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(b)Figure 2.3: Panel (a) shows the schematic diagram of a simple spring-based 
isolation system. Panel (b) shows the Bode plot of the transfer function for the 
vertical displacement at the attachment point to the displacement of the mass at the 
bottom of the spring. The three areas indicated correspond to regions where the 
motion is (i) directly transferred from suspension point to mass, (ii) amplified by the 
resonant oscillations of the mass-spring system, and (iii) suppressed by the naturally 

diminishing response of the system above its resonance.

vertical motion in the spring1, the kinetic energy reduces to
rp ∙ 21 = -mz .2 (2.11)

The potential energy can be written down with reference to Hooke’s law as
v = ∖<z - zsY, (2.12)

where it should be noted that the spring extension can be given by the difference, (z — zg), regardless of any static offsets between the two quantities (see proof in Appendix B.l). The equation of motion can subsequently be derived from the Euler-Lagrange (EL)7Vertical ground motion can induce coupling into non-vertical degrees of freedom but this effect can usually be made small and treated separately (see later subsection for discussion of cross-couplings).
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equations d ac _ ∂C dt ∂qi ∂qi (2-13)

For the simple case of a single spring, the system state can be described with one generalised coordinate, which results in only a single EL equation for the system. In a more complex system, the number of generalised coordinates can be naturally expanded to describe the system, which in turn will result in a coupled set of simultaneous equations resulting from the EL equation applied to each coordinate.Returning to the simple case, the spring equation of motion (EOM) is given by
mz + k(z — zg) = 0 (2.14)

from the Lagrangian constructed from Eq. 2.11 and 2.12. Note that Eq. 2.14 can be rewritten in the form
mz + kz = F, (2.15)

where the LHS represents the drive-free dynamics of the system and F = kzg is the external force applied by the moving ground. The form of Eq. 2.15 is suggestive of the general way to couple an arbitrary, external force into the EOM via the right-hand side (RHS) of the EL equation. Although I will primarily couple the driving force generated by ground motion via the definition of the coordinate system that led to Eq. 2.14, I will also use the latter approach in situations where this treatment is more appropriate, for example in Section 2.3.At this stage, the analysis can continue in one of two ways. One can (i) construct a state space model or (ii) produce the transfer function by transforming into the frequency domain. In the case of (i), I adopt the standard state space representation of 
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a system, given by the equations
x(t) = Ax(t) + Bu(t), (2.16)
y(t) — Cx(t) + Du(t), (2.17)

where x(f) is a vector containing the internal states, u(t) is a vector of all the external inputs, and y(t) is a vector of the system observables (outputs). A, B, C, and D are the matrices governing (a) the internal dynamics, (b) the input driving the system, (c) the linkage between observables and the internal states, and (d) the direct coupling of inputs to observables, respectively. There are many benefits to using this approach, particularly in the case of cumbersome systems with multiple degrees of freedom, such as that presented in Chapter 3. Due to the direct analogy between Eq. 2.16 and the system’s EOMs, it is often much easier to obtain the state space representation from the EL equations than it is to solve a complicated system of simultaneous equations to obtain the transfer function. However, a drawback is that it may not be as clear to get an intuitive understanding of the system’s behaviour by simply glancing at the state space representation. In such a case, it is often more useful to turn to the transfer function instead.The transfer function can be obtained either from the state space model or from the original EOM. In the former case, this is particularly straightforward to achieve computationally, even for a highly complex system, if an analytic representation is not required. However, in the single spring case, it is simple enough to start with Eq. 2.14 and solve the system analytically. Transforming to the frequency domain via the Laplace transform yields
ms2Z + k(Z — Zg) = 0, (2.18)
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which can be rearranged in the transfer function form

. Z(s) k
T(s) = = —r-. 2.19)

Zg(s) ms2 + k

This formalism leads to some insight into the system’s behaviour and why a spring acts as seismic isolation. Consider the steady state frequency response of the system by substituting s = iΩ into the equation. Fig. 2.3b shows the transfer function in frequency space for a nominal choice of parameters. The three regions labelled in Fig. 2.3b highlight the three features of interest for an isolation system. Region (i) corresponds to the low-frequency response of the isolation, which is often a region of flat response close to unity in magnitude. In this region, the spring transfers the ground motion directly to the mass with negligible attenuation or amplification. Feature (ii) corresponds to the region at and around the resonance of the system, which occurs at the root of the denominator of Eq. 2.19. Noting that the standard relation for the resonant frequency, ω0, of a spring is given by ω,o2 = k/m, Eq. 2.19 can be rewritten in the form . , 2T(Ω) = , 2° O2∙ (22θ)ωoz — j IFrom this result, it is clear that the root of the system occurs at the resonant frequency. In region (ii), the motion is substantially amplified by the spring system. In the final region, (iii), the transfer function falls off as ~ Ω~2, corresponding to a reduction in the coupling between the motion of the ground and the resultant motion of the mass. It is in this sense that the spring acts as seismic isolation—at frequencies above the system resonance, a test mass connected to the spring experiences a residual level of seismic noise that is attenuated from the pure ground motion. This type of isolation entirely relies on the natural, mechanical response of the spring to external excitation. As such,
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Figure 2.4: Schematic diagram of a simple pendulum-based isolation system.

it falls under the category of passive isolation, which is contrasted in Section 2.2.4 with its counterpart, active isolation.
Pendulum-Based Isolation

A similar treatment can be applied to the case of a pendulum. Consider a mass 
m suspended from a pendulum of length I as in Fig. 2.4. The pendulum is suitable for horizontal isolation and is ubiquitously used among the high-performance isolation stages of all contemporary GW detectors. As such, consider a horizontal ground vibration, xg that displaces the suspension point of the pendulum. Unlike the spring example, the pendulum’s motion lies within a plane formed by the vertical axis and one horizontal direction (motion in the perpendicular direction can be treated independently). Although the Lagrangian must now be constructed from both the x and z components of the pendulum motion, they can both be parametrised in terms of the angle, θ, to the vertical axis. This is due to the motion being confined to an arc, constrained by the length of the pendulum wire. Consequently, the system is fully described by the new 
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generalised coordinate, θ. The parametrisation is as follows:

x = xg + ∕sin(0), (2.21)
z = z0 — l cos(0) (2.22)

where it should be noted that the ground couples directly into the definition of the x coordinate. This approach gives θ a physical meaning—it represents the angle from vertical through which the tension in the pendulum wire acts on the pendulum mass. The ground motion can be instead coupled into the EOM via an external torque acting on the mass, but this approach makes the meaning of θ more opaque and the analysis less intuitive. Ultimately, both approaches yield the same transfer function from ground motion to the x displacement. The system Lagrangian thus becomes
£ = ^ml2θ2 + ml cos(θ)θxg + mgl cos(0), (2.23)

where terms not explicitly containing θ or its derivative have been omitted.This equation is no longer explicitly linear in the state variable, θ, which results in the breakdown of the LTI analysis. However, it has been shown that the motion of the ground is very small8, which means that a Taylor expand may be applied to linear order in the EOM (second order in the Lagrangian) in the unit-less quantities θ and 
xg∕l, and their derivatives. Applying this approximation yields the, now linear, EOM

8The typical ground motion has an RMS of ~lμm [35]. For a metre-scale pendulum, this results in an RMS angular displacement of ~1 μrad, which satisfies the small angle approximation.
lθ + gθ + xg = 0 (2.24)
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and this leads to the transfer function
Γ√s) = θ(s) _ s2

Xg(s) ls2+g'
(2.25)

This can be used to obtain the transfer function to the Laplace transformed longitudinal position of the pendulum mass using the linear order expansion of Eq. 2.21, resulting in
liw=⅛1+i7iw=δ¾ (2.26)

By introducing the standard result for the resonance of a simple pendulum, ω02 = g/l, it can be shown that the RHS of Eq. 2.26 conforms to the result in Eq. 2.20. This confirms the use of a pendulum for seismic isolation in analogy with the spring system.Thus far, the treatment of the pendulum has considered only the gravitational restoring force, which is valid in the case where the suspending wire has no stiffness. In the more general case, it is important to account for the anelasticity of the wire [36]. For small deformations of the wire, it is sage to assume the restoring torque is linear with the angular displacement, θ. This gives rise to the anelastic potential energy term in Eq. 2.23 of the form Van = ⅛02, (2.27)
which is analogous to Hooke’s law for a linear spring except that here keι is the angular spring constant. Using anelastic theory, it can be shown that the spring constant is given by [37]

kel = ∖y∕mgYIa, (2.28)
where Y is the Young’s modulus and Ia is the second moment of area.The Lagrangian can then be solved, augmented with the term in Eq. 2.27. This 
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time, the EOM is derived in terms of x in the small-angle approximation, which gives the form

mx + (kg + kw)x = F, (2.29)
where F — kgxg is the external driving force, kg = mg/l is the effective gravitational spring constant and kw = ke∖∕l2 is the linear spring constant of the wire’s anelasticity. With the constants grouped in such a way, Eq. 2.29 is in the exact form of Eq. 2.15 with a total effective spring constant k = kg + kw. As is known from the previous analysis that the resonant frequency of such a system is given by ω02 = k/m, it is clear that the effect of the wire’s anelasticity is to shift the resonance frequency above the natural resonance of the simple pendulum.
Non-Linear Coupling

It may be tempting to suggest that a pendulum might have utility in vertical isolation as well as horizontal isolation, given that the pendulum Lagrangian intrinsically contains a component in x and z. Restructuring the coordinate definitions in Eq. 2.21 and 2.22 with an applied vertical displacement, zg, results in the EOM
lθ + gθ + θzg = 0, (2.30)

where it was necessary to expand to second order to couple in the vertical ground motion. This equation is crucially different to Eq. 2.24 despite its very similar appearance, as the ground motion couples into the equation of motion via a purely non-linear term, θzg. Nonlinear effects, by definition, cannot be treated in the LTI framework and are rather an inconvenient source of error and noise within measurements. As such, a pendulum cannot be used as a standard source of vertical isolation. However, it is fortunate that 
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the non-linear nature of the vertical ground coupling in a pendulum is inherently smaller than the first-order, linear effect. Therefore, whilst the pendulum does not help with vertical isolation, it does not substantially hinder it either.Another consideration is that even for the horizontally driven pendulum, the vertical coordinate of the pendulum mass is perturbed by the ground motion. After all, the vertical degree-of-freedom is crucial as it is the only source of potential energy in the Lagrangian. This effect of the horizontal drive exciting a vertical displacement is an example of so-called cross-coupling. In the general case, the six input degrees-of-freedom (three linear and three rotational) transfer to the corresponding test mass degrees-of- freedom via a matrix of transfer functions: x = Mxg, where M is a 6 × 6 matrix. The direct coupling is given by the diagonal elements of M and the cross-coupling is given by the off-diagonal elements. Generally, cross-coupling is undesirable, as this generates an inter-dependence between the degrees-of-freedom, which makes the system more complicated. It may even completely defeat the benefit of using a notionally well- constructed isolation system. For example, a system with excellent horizontal-horizontal isolation may become dominated by vertical-horizontal coupling, which prevents it from achieving its design performance. In the pendulum case, this cross-coupling is also a non-linear effect, given by the need for a second order expansion of Eq. 2.22, leading to z = z0 — /(1 — θ2/2). This second-order dependence on θ leads to a second-order dependence on xg. By the same argument from the small angle approximation, this cross-coupling is also inherently small and thus not a significant effect. An example of cross-coupling as a primary cause for concern in a precision metrology application can be found in Ref. [38].
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2.2.2 Suspensions

The pendulum and spring form the fundamental building blocks of conventional, passive isolation systems. A complete system consists of a combination and ‘chaining together’ of both types of components. As outlined above, the pendulum is used for horizontal isolation and the spring for vertical isolation. The combination of these components forms a suspension. Prominent examples include the GEO600 [39,40] facility’s triple suspension [41], the Advanced LIGO [13] quadruple pendulum [42] and the Advanced Virgo [14] superattenuator [43], All of these suspensions can fundamentally be modelled as pendulums and springs using a technique analogous to the Lagrangian analysis discussed thus far [44].The treatment of a suspension is merely an extension of the treatment of the individual pendulum/spring components. As an intuitive expansion of the single pendulum, consider suspending multiple pendulums, each new pendulum attached to the mass of the previous. The Lagrangian can be constructed for the full system from the total kinetic and potential energy contributed by each pendulum mass. Such analysis can become very cumbersome due to the large number of terms, even if the mathematics of the situation is no more complicated. Section 3.5 contains a detailed exploration of this analysis technique applied to a real system. Therefore, the technique will only be mentioned in general terms here.Broadly, for n pendulums arranged in a suspension, each extra pendulum stage adds one further resonance to the system and the final transfer function becomes the product of n individual pendulum-like transfer functions. That is to say,
T(Ω) = ∏2=1 l∙*∙'2wi2-Ω2' (2.31)
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where ωj represents each resonance of the system in turn. It should be noted that the coupling between the pendulum stages redistributes the resonances of the system. This means that the resonances of the complete system are not identical to the resonances given by the resonance formula as applied to each pendulum in isolation.In the high frequency limit (above all resonances), Eq. 2.31 scales as Ω-2n. To understand the utility of a multi-stage suspension, consider two possible alternatives for an isolation system. The first is a 2 kg mass suspended from a 2 m pendulum and the other is a two-part suspension with two 1 kg masses suspended from alm length each. Although the total mass and length of the suspensions are the same, the two systems behave quite differently. Fig. 2.5 shows the different transfer functions of the two suspensions. Of particular importance is the difference in the high-frequency suppression of the two designs, where the transfer function of the two-stage suspension eventually drops below the single stage, thus making the former a superior option over the latter.
2.2.3 Damping

Thus far, I have considered an undamped system, that is so say one with no dissipative component in its equation of motion. The result of this are the numerical infinities that are present in the transfer functions at the resonances (at every ωi in Eq. 2.31). A more complete treatment includes the effect of energy dissipation, which ensures a finite response across all frequencies, even at the resoannces.In a sense damping is an undesirable phenomenon due to its effect on, for example, the level of thermal noise (Section 2.3). On the other hand, a system with very little damping will generate large oscillations at the resonant frequencies, which can introduce a host of other problems. The high amplification of ground motion at the resonances
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Figure 2.5: Magnitude of the transfer functions of a double-stage and single-stage 
suspension. Both suspensions modelled consist of a total of 2 kg of mass suspended 
over a total length of 2 m. In the double-stage case, the mass and length are equally 
distributed between the two stages. One point of note is the location of the resonances, 
where the lower resonance of the double-stage suspension has been slightly shifted 
with respect to the standard 2 m pendulum resonance due to the interaction between 
the two stages. Another aspect is the different high-frequency slope, which is steeper 

for the double-stage design, and thus provides more isolation.

may lead to the breakdown of the first-order approximation, such as that used in the pendulum-based system. This leads to an increase in the non-linear component of the motion and thus a potential increase in seismic noise [45]. A further negative effect is on the stability and controllability of the whole interferometer. In Section 1.2.5 I outlined the use of locking loops, which maintain the interferometer’s sharp signal response. These schemes rely on the ability to respond sufficiently quickly to a control signal (such as the error signal outlined in Fig. 1.3). However, if the test masses swing too fast, this puts an excessive strain on the control loops, an issue that is relevant to the damping solution proposed in Section 3.5.5. Thus, it is often important to consider the level of damping and, if necessary, to strengthen it. There are two general ways of 



50 Chapter 2. Sensitivity of Interferometric Measurements

introducing damping, depending on the source of the dissipation: structural damping and viscous damping.Structural damping owes its name to the (structural) material properties that introduce the energy dissipating mechanism. For a spring, the damping can be modelled by introducing a complex Young’s modulus Y = Y0(l + iφ), where Yo is the familiar, real component of the Young’s modulus and φ is the dimensionless dissipative component called the loss angle. Consider the standard spring equation of motion (Eq. 2.14) with structural damping introduced via a complex spring constant (as k oc E)

mz + fco(l + iφ)(z — zg) — θ, (2.32)
which results in the transfer function

T(Ω) = -√¾T⅛∙ {2.33)ωo2 — S22 + zωςl2φ

which already includes the standard result ω02 = ko/m.By considering the magnitude of Eq. 2.33 it can be shown that the response of a structurally damped system remains maximised at the undamped resonance, ω0. However, the damping results in a finite response across all frequencies, with a maximum response of ∣T(ω0)∣ = φ~1. This measure of amplification can be identified as the so- called quality factor (Q). For a multi-stage suspension, each resonance may generically contain its own loss angle, which may also be a frequency dependent quantity. In such a case, a Q can be defined for each resonance, representing the height of the resonant peak and given by Q⅛ = Φk~1(ωk) for the kth resonance.The latter source of dissipation, viscous damping, arises from external sources that extract the kinetic energy from the system, such as drag through an atmosphere.
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Consider the driven harmonic oscillator with a general force (Eq. 2.15). The damping can be introduced as another force term proportional to velocity, Fd = -γm(z — zg), where 7 is the damping coefficient, the minus sign implies a resistive force to the motion. The force is proportional to the difference between the velocities, as the damping is often with respect to a component or medium that is stationary in the lab frame. This leads to the EOM

z + 7(⅛ - zg) + ω02(∕√ - zg) = 0, (2.34)
which yields the transfer function

TW = ⅛4⅛. (2.35)
The presence of viscous damping means that the position of the resonance is no longer preserved and, in the presence of strong damping, can induce a substantial shift. However, in the case of sufficiently weak damping (7 ≪ ω0), the resonance remains very close to the natural resonance at ωo and the maximum response is given by the newly defined Q = ωo∕'y. ft is important to note that in Eq. 2.35 the numerator now contains an explicit frequency dependence. This term is the consequence of the damping taking place relative to the lab frame, which alters the high frequency response to fall off as ~ Ω-1.Fig. 2.6 shows a system in the presence of no damping, structural damping and viscous damping. Both damped cases have been tuned for the same Q. The clear disadvantage of viscous damping over structural damping is its detrimental impact on high-frequency isolation performance. This is the consequence of the external source of the dissipative effect, which damps the suspension with respect to the moving lab. frame rather than an underlying inertial frame.



52 Chapter 2. Sensitivity of Interferometric Measurements

Figure 2.6: Bode plot of the transfer function of a generic single-stage isolation 
system with a pole frequency at 1 Hz. The system is shown in the case of no damping, 
structural damping, and viscous damping. The quality factor of the two damped 
examples is set at 10. This figure serves to illustrate two key effects of the damping 
system. Firstly, the presence of either damping source ensures a finite response of 
the system at the resonance with a smooth and continuous phase transition between 
the two discontinuous levels of the undamped response. Secondly, the two damping 
strategies show differing behaviour at frequencies well above the resonance. Whilst 
the structural damping approaches the undamped system in both magnitude and 
phase behaviour, the viscous damping curve follows a shallower gradient and a 

correspondingly lower phase lag of only 90°.

Viscous damping can be introduced to the system in a controlled manner using, for example, eddy current damping in the presence of metal components. Eddy currents can be induced by placing magnets in close proximity to a counterpart metal component without physical contact between them. One of these components is placed on the suspension/oscillator and the other on a support structure. In the case of a harmonic oscillator, relative motion between these two parts will result in damping in proportion
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to the oscillator’s relative velocity [46]. As the production of eddy currents relies on a relative difference between velocities, this damping manifests in the way described by the viscous damping formalism. Devices using eddy current damping have been considered for high performance suspensions of GW detectors [47].It may seem more desirable to consider structural damping in preference to the viscous type. Unfortunately, there are few options for generating an effect of this kind. Most naturally, one could make use of the intrinsic mechanical losses within the chosen material but the mechanical loss in many materials is very small; the loss angle of fused silica—a high-performance material for suspension fibres—is in the range 1 × 10^8 to 1 × 10^7 [48,49], which makes structural damping largely ineffectual in reducing the Q of the resonances to a manageable level. In another sense, it is fortunate that the loss angle is so low, particularly due its effect on thermal noise (Section 2.3). This is the first hint of the tension between competing requirements in the experimental design, which will be addressed in Chapter 4. In practice, there is little choice in the type of damping that is used, with controllable tunable damping falling typically into the viscous category.The drawbacks of introducing strong viscous damping can be mitigated in a number of ways. Firstly, damping can be introduced in a limited and controlled manner using a feedback system. This falls under active control and is discussed in more detail in the next section. An alternative is through the use of an auxiliary suspension, such as that used in Advanced LIGO [50], which acts as the support structure for the actuation and damping components. This suspension filters the seismic noise through multiple isolation stages so that it is not directly injected into the relative motion between the test mass and support structure. Therefore, the lost factor of Ω in isolation at high frequencies can be partially recovered.
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FIGURE 2.7: Diagram of an elementary feedback system. In the context of seismic 
isolation, the plant refers to the passive suspension and the servo refers to an 
electronic controller that accepts input from a displacement sensor and outputs to a 

force actuator on the suspended mass.

2.2.4 Active Isolation

As the name suggests, passive isolation systems work through their mere presence alone. There is no need for measurement or control to benefit from the noise-isolating capability. However, in certain applications, the performance of passive isolation systems may not be enough, or the situation is such that passive isolation is not appropriate or practical. In such cases, one can turn to the alternative approach of implementing an active isolation system instead (e.g. [51]).In the most general terms, an active system allows for the compensation of an external disturbance through measurement and subsequent control of the system, usually through some form of feedback/feedforward scheme. The active system can thus be broadly separated into two key areas, those of sensing and actuation.Displacement sensing can be achieved through a number of commercial, as well as custom, technologies. The sensing on and around the suspension is part of a so-called 
local control scheme [41] used in all contemporary GW detectors. Advanced LIGO utilises a multi-stage active isolation system [52] in addition to the multi-stage passive isolation system [42] and thus a variety of sensing techniques can be found on the chamber and suspension of a single test mass. For the initial stages of isolation, the suspension uses capacitive position sensors, optical levers [53] as well as a range of commercial sensors [52], such as the Nanometric Trillium 240 seismometer, Sercel L-4C,
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and Geotech GS-13 geophones. Further custom sensing solutions also exist or have been proposed, such as the beam rotation sensor [54] and the 6D inertial seismometer [55,56]. The quadruple suspension itself is sensed by a number of BOSEM optical shadow sensors [50], with a range of interferometric sensors suggested as upgrades, such as the 
HoQI [57] and the SmarAct picosensor that is presented in Chapter 7. Advanced Virgo further uses the linear variable displacement transducer [58] based on magnetic readout. In terms of actuation, the landscape is generally more sparse with most techniques using some form of coil-magnet actuation such as that used in the BOSEM [50] and on the Advanced Virgo suspensions [59].There are plenty of thorough reviews of control and feedback theory that speak of its application in general terms, such as [8]. However, discussing this theory in its general application at length is unnecessary and thus I will confine the analysis to specific examples as required, such as that discussed in 3.4. Instead, consider one example here due to its relevance to the damping techniques explored in Section 2.2.3.Consider a very simple passive system controlled via a basic feedback loop as shown in Fig. 2.7. The passive system (in this case a simple spring) can be identified as the plant, following common control terminology. The displacement of the test mass attached to the spring is read out by some notionally ideal sensor with respect to the ground. This is then passed through a servo with a transfer function given by G(Ω), which controls an actuator that applies an external force on the test mass. The system can be modelled with reference to the spring EOM, driven by both the ground vibrations as well as an external force applied by the actuator (effectively combining Eq. 2.14 and 2.15). By transferring to the frequency domain immediately, this yields

~ Ω2Z+ ω02(Z - Zg) =G(Q)(Z - Zg), (2.36)
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which in turn results in the transfer function
T(Ω) = ω° ~ G(Ω)___  ∕2 37∖ω02-Ω2-G(Ω)' l }

Now, consider a couple of suggestions for the servo transfer function, G. Setting G(Ω) = immediately recovers Eq. 2.35, showing how the active system can be used to generate viscous damping, complete with its detrimental effects at high frequency. Instead, consider a modification to the servo where it is rolled off above the resonant frequency of the plant by a low pass filter, Glp(Ω), such that the new transfer function is given by G(Ω) = — i7ΩG⅛(Ω). Considering an idealised low-pass filter such that Glp(Ω < ωc) ≈ 1 and Glp(Ω > ωc) ≈ 0, where ωc is the cut-off frequency and ωc> ω0, close to the resonance the transfer function becomes identical to the damped case. However, at high frequencies (above both ω0 and ωc), the transfer function recovers the same form as the undamped system. In that sense, it is possible to obtain the best of both systems: the damping of the resonance and the higher level of isolation at high frequencies. A comparison between the performances of the active and passive damping methods is shown in Fig. 2.8. This fairly rudimentary example may serve as motivation for the potential strengths of active systems that often justify their added complexity and cost.
2.3 Thermal Noise

It is a familiar concept that a thermodynamic system at a finite temperature will generally experience fluctuations on a microscopic scale, through randomised motion due to the distributed thermal energy. However, these thermally induced fluctuations lead to an ultimate uncertainty in even the macroscopic parameters of the system. Consider,
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Figure 2.8: Bode plot of the transfer functions for a passive system that is undamped, 
experiencing viscous damping, and actively damped through feedback. The passive 
curves correspond to the system in Fig. 2.6. The active curve corresponds to Eq. 2.37 
with an applied viscous-damping-type servo transfer function and cut-off at high 
frequency with a simple, single-pole low-pass filter at 5 Hz. This (by no means 
optimal) system serves to illustrate the key effect that the high-frequency isolation 

scaling of the undamped system can be recovered with active control.

as an example, the voltage fluctuations induced by Johnson-Nyquist noise [60], which relates the macroscopic quantity (voltage) to the energy dissipative property of the electric circuit—the resistance. Due to the pioneering work of H. B. Callen et al. [61,62], it is possible to extend the analysis to the general case and, in particular, derive the effect of thermal fluctuations in linear, mechanical systems. In a harmonic oscillator, the thermal noise consequently manifests as a fluctuating force that drives the system (as in Eq. 2.15) and has a PSD given by [63]
Sf^) = 4⅛TfHc[Z(Ω)], (2.38)
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where Z(Ω) = F/x is the mechanical impedance for a particular displacement of the system, x.The innovation of Callen et al. in Ref. [61,62] was to relay thermally induced fluctuations to the source of dissipation, applicable to any thermodynamic system, giving rise to the fluctuation-dissipation theorem that yields Eq. 2.38. This relationship can be shown via example, by considering a damped spring system (again with reference to Eq. 2.15). By Laplace transforming in terms of the velocity v = x, the impedance becomes
Zs(Ω) = iΩm + + Zv[M) = iflm-∖-+ (2.39)

oj lit if I

which apply to structural and viscous damping respectively. This results in a thermal force PSD given by
‰(Ω) = sf,v(Q) = 4⅛T7m. (2.40)

LU

The round-trip fractional loss in energy is given by 2πφ or 2π7∕ωo [64], which shows that the loss angle, φ, and damping coefficient, 7, can be identified with the source of energy loss within the system. Together with Eq. 2.40, this makes explicit the direct link between the dissipative component of the system and the induced thermal motion.There are numerous ways that thermal fluctuations can couple into the displacement measurement of an interferometer, from directly induced motion to optical effects. However, I will limit detailed discussions of thermal noise to the subset which is relevant to the work presented in the following chapters. The three sources of thermal noise that will be explored in more detail are the suspension thermal noise, the substrate Brownian noise, and the coating Brownian noise.
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2.3.1 Suspension Thermal Noise

This source of thermal noise arises from the thermal fluctuations of the suspension. This is a natural place to start as it builds on Lagrangian analysis explored in Section 2.2. Suspension thermal noise in the most general sense refers to the thermal noise that arises from all loss-inducing mechanisms that are further up the suspension chain from the test mass. This may include any bolted connections, welds, and other sources that are, generally, difficult to model.However, consider the loss angle/damping framework introduced in Section 2.2 to deal with loss in seismic isolation and extend it to multi-stage systems. In such a case, the suspension thermal noise arises from losses introduced at each stage, with a damping coefficient particular to each stage of the suspension. This treatment allows for an analytic solution to be obtained if the effective loss angle for each stage is known. This quantity is a combination of all the losses mentioned above and is generally a function of material properties, and aspects of the geometry, such as the details of the shape of the connection between the wires/fibres and the stage mass [65].In the treatment of the multi-stage suspension, it was shown that each additional stage further enhances the high-frequency suppression of seismic noise (Eq. 2.31). Therefore, it is to be expected that the thermal noise should experience some form of filtering as it propagates down the suspension chain. Unfortunately, the level of complexity increases very rapidly with additional stages, which makes analysing a many-stage system rather complex and involved. However, key insights can be obtained by merely considering a two-stage system with damping at both stages.Consider a two-stage spring-based system with two bodies of mass and m2 suspended by springs with spring constant k± and k2. Each mass experiences viscous damping of its velocity with coefficients 71 and q2, respectively. The masses are arranged 
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vertically with m2 suspended from m1 and the quantity of interest is the vertical position of m2. Even such a system, which was analysed in Ref. [63], yields a rather cumbersome equation for the mechanical impedance (Eq 29 in Ref. [63]). In the high-frequency limit above both system resonances, the leading order term for each damping source is given by
k 2

k._05w⅛=∙ = ⅛⅛ <2-41)The most notable observation from Eq. 2.41 is the dominance of the loss introduced at the lower mass, which maintains the same form for the force PSD as derived for the single-stage isolation in Eq. 2.40. In this sense, the additional isolation stages do not provide much benefit from the perspective of thermal noise reduction if the final stage is very lossy. In contrast, the thermal noise that couples into the lower mass motion via loss at the upper mass does experience significant suppression, with a frequency dependence proportional to Ω-4. Consider that, in comparison, one additional suspension stage adds only a factor of Ω^2 in the suppression of seismic noise.As shown in Eq. 2.41, the thermal noise that manifests at the test mass will be significantly more susceptible to losses that occur physically closer (i.e. lower down the suspension chain). This underscores the importance of keeping lossy components of the system as far removed from the test mass and suggests that the optimal strategy to reduce thermal noise should prioritise the closest stages to the test mass. As an example of this principle in action, consider contemporary, low-noise suspension designs, such as the Advanced LIGO quadruple pendulum suspension [42]. In this case, the first three stages are suspended by metal wires, whereas the final stage consists of a much more advanced monolithic construction, using precisely welded fused-silica fibres.Although the oscillator treatment in Eq. 2.38 and 2.41 can be readily analogised to a pendulum-based suspension, it is worthwhile to elucidate further, as there are certain 
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effects that the spring-based treatment does not capture. First, consider that gravity provides some (often most) of the restoring force in the pendulum-based application. This is highly relevant as gravity is (as far as is understood) a lossless store of energy. As such, the calculation of thermal noise from a pendulum stage follows from the result in Eq. 2.29 and results in a mechanical impedance given by

Z(Ω) = iOm + ^- + + ⅛+⅛, (2.42)
ω ω iΩ iΩ

where setting φg = 0, invokes the lossless gravity condition. From this, it is possible to obtain the PSD of the thermal force [66],
⅛(Ω) = 1⅛Z⅛⅛L. (2.43)

Written in this form, Eq. 2.43 can be readily compared to Eq.2.40, where the total spring constant ko — kg + kw and D — kw∕ko is the so-called dilution factor [63,66], which represents the ‘dilution’ of the round-trip energy loss due to only a part of the total energy being stored in the lossy anelastic potential. A fuller treatment of the pendulum-based thermal noise includes the contribution from the so-called violin modes of the pendulum [67-70], which represent the standing-wave resonances that form in the transverse direction along the suspension wires.Naturally, one noise reduction strategy is to make the dilution factor as small as possible. As, in most situations, kg 3> kw, the dilution factor can be approximated to D ≈ kw∕kg. To this end, it is possible to consider non-circular geometries. For example, fused silica ribbons were investigated as an option for the early Advanced 
LIGO suspensions [71]. These allow for lower stiffness than circular wires in the beam direction (for ribbons oriented with the thin dimension along the beam axis), whilst 
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maintaining a high enough cross-sectional area to maintain safe stress levels. The trade-off is a stiffer suspension in the perpendicular direction, which means this strategy is more appropriate for an application where there is a defined direction along which thermal motion must be minimised (such as the beam axis for an optically probed test mass) and motion in the transverse direction is less important.It is also appropriate to consider reducing the loss angle of the suspending wires directly. The low suspension thermal noise of Advanced LIGO is ensured by a unique set of fused silica fibres, which have a low loss angle (e.g. <∕>tot ~ 10~9 for the fundamental violin mode [65]) compared to the more conventional steel wires used on the upper stages (e.g. 0tot ~ 10^2 for the fundamental violin mode [66]).
2.3.2 Substrate Brownian Noise

So far, the discussion has not had to deviate significantly from a point-mass model of the pendulum-based suspensions. However, it now becomes necessary to consider the test mass as an extended body and understand the consequences. The propagation of thermally induced stresses in the test mass generates strains, which alter the internal structure of the test mass and deform the surface. As an extended body, the test mass can support a sequence of internal modes that arise due to the resonant amplification of these thermally induced stress waves throughout the material. One approach is to consider the vibrational modes of the mirror as individual harmonic oscillators [72]. However, exploration of this approach will be postponed until Chapter 6, as it is directly related to the work presented therein. Instead, consider the pioneering work of Yu. Levin [73]—the so-called direct approach—which is much more tractable in the frequency band of conventional GW measurement.
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The insightful contribution in Ref. [73] was to express the mechanical impedance in the fluctuation-dissipation theorem (Eq. 2.38) in terms of the energy dissipated upon hypothetically applying an oscillatory pressure on the test mass surface. Crucially, the pressure must have an identical spatial profile to the intensity distribution of the light field used to perform the displacement measurement. This can be thought of as the complementary concept to that used in Ref. [72], whereby the displacement of the vibrating test mass surface ‘seen’ by the light field is given by the integrated displacement of the surface, weighted by the spatial profile of the light beam. In simple terms, for a Gaussian beam profile, the effective displacement measured by the beam is most sensitive to fluctuations of the mirror’s surface at the centre of the beam, where the intensity is highest. A conceptually similar statement that arises from the direct approach is that the total energy loss induced by the applied pressure (and therefore the displacement noise measured) is weighted towards losses localised closest to the centre of the light beam on the test mass surface.The thermal noise PSD in displacement is thus given by [73]

⅛(Ω) = (2.44)
where ⅛diss is the time-averaged power dissipated in the test mass and Fq is the amplitude of the applied force. Through a set of substitutions, it can be shown (see Appendix B.2) that Wdiss in a spring-based suspension in the high-frequency approximation is given by Wd⅛s = (koφFo2)/(2m2Ω3). Substituting this relation into Eq. 2.44 yields the same result that was arrived at via a direct application of the fluctuation-dissipation theorem that led to Eq. 2.40. Therefore, it is quite easy to motivate the validity of this approach through the example of a relatively straightforward and well-known system.Although this simple consistency check shows that the direct approach can recover 
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the same results as previous thermal noise calculations [63,66], it is much more powerful. The more involved derivation in Ref. [73] shows that this approach generalises beyond systems that can be reduced to point-mass suspensions. Notably, this approach was applied to the case of a displacement measurement of a test mass surface, subject to deformation due to thermal excitation of the substrate’s internal modes [73-75].For the conventional GW detector, the internal resonances of the substrate are above and outside of the detection band. Therefore, it is possible to derive the substrate thermal noise using the direct approach by applying static pressure to the test mass surface. The original approach was applied in the derivation of thermal noise for an infinite-half-plane substrate and later works [74,75] have developed this approach further to more closely approximate the finite extent of real test masses. Keeping to the more tractable infinite half-plane solution [74] 
W) = 4⅛T(1 - σ2)0subs 

ωy∕πY0w0
(2.45)

where σ is the Poisson ratio, ‰bs is the loss angle of the substrate, and w0 is the beam radius9. A finite-mirror correction can be applied to this result to improve the accuracy of the noise model. The finite-mirror model is well approximated by Eq. 2.45 for smaller beam radii and the approximation worsens as the beam radius increases. However, this correction is rather cumbersome to insert here and applies a correction on the order of a factor of unity. For example, the thermal noise for a beam radius that is approximately half the radius of a mirror of equal thickness has a discrepancy of less than 50% [75] compared to the infinite half-plane result.
9The beam radius is defined here as the distance at which the electric field amplitude has fallen by a factor of 1/e from maximum. The alternate definition of the beam radius as the distance, ro, at which the intensity has fallen by 1/e is also sometimes used and simply relates as wq = ∖∕2ro∙
The primary limitation of the treatment that led to Eq. 2.45 lies in its static 
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pressure assumption. This immediately undermines its validity at frequencies close to or above any internal resonances of the substrate. Although the direct approach is valid across all frequencies, solving the general system analytically becomes a significant challenge and alternative approaches may be considered instead (see Section 6.5). Nonetheless, obtaining an analytic equation for the substrate thermal noise that is valid over frequencies in the conventional detection band (well below substrate resonances) is, unequivocally, very useful. To underscore its usefulness, Eq. 2.45 will be directly applied in the construction of the noise budget in Section 4.3.The treatment of substrate thermal noise considers so-called homogeneous thermal fluctuations in the substrate. These are a result of the bulk losses within the material. Beyond this consideration, there are distortions of the light field generated by inho­mogeneous and optical effects, although these will not be discussed here. For further reading, particular considerations should be given to the so-called thermoelastic [75] and thermo-optic [76] noise.
2.3.3 Coating Brownian Noise

The optical coatings that are applied to the test masses in precision interferometric experiments need to be highly customisable (covering the full range between highly reflective and anti-reflective) and exhibit low optical losses. To achieve this, several techniques for depositing very thin layers of dielectric material have been developed and extensively used within precision interferometry generally and within GW instru­mentation in particular.The total coating thickness (often on the order of microns to tens of microns [77]) makes for a vanishingly small constituent of the total test mass volume. However, as the direct approach has shown, the location of the coatings on the surface of the 
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substrate means that their thermal noise contribution is disproportionate to their size, particularly in reflection, where the incoming electric field does not significantly penetrate into the substrate material. Furthermore, due to the substantially larger loss angle of conventional coatings (≠ ~ 10-4 for silica/tantala (SiO2∕Ta2O5) based coatings [77] compared to φ ~ 10^9 for bulk fused silica [64]), the coating thermal noise dominates over the substrate contribution in all contemporary GW detectors.For simplicity, consider a single layer coating of thickness d. The analysis of coating thermal noise follows as an extension of the direct approach used to obtain Eq. 2.45 and is given by [64] 8⅛T(1 - σ)(l - 2σ)d≠coat ωπFowo2where σ remains the Poisson ratio of the substrate and ≠coat is the loss angle of the coating material. With more complicated arrangements such as multi-layer coatings and anisotropic loss, the individual loss contribution of each subsequent layer and in all directions must be calculated separately and combined to yield the total coating thermal noise. However, this is merely an exercise in adding complexity through repeated application of the same principles that arrive at Eq. 2.46. Therefore, a more detailed derivation can be deferred until the specific application in a particular experimental configuration.Due to the dominant nature of coating thermal noise over the substrate contribution, much discussion within the literature and research activity within the community is focused on the different strategies for reducing it. From Eq. 2.46 it is clear that a reduction in the noise can come from changes in the substrate (for example increasing the Young’s modulus) or from improvements in the coating itself. To the latter point, much of the focus has been on reducing the loss of the existing coatings through better deposition and processing techniques, such as heat treatment of the coating 
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post-deposition [78].A further avenue of research is in alternative coating materials with higher refractive indices (to reduce the coating thickness) or intrinsically lower loss, for example, the use of silicon-based coatings [79]. These alternatives may have advantages in the contemporary GW detector configurations but some solutions are better suited for future cryogenic operation and some may have a significant impact on aspects of the whole interferometer design. For example, the silicon coatings investigated in Ref. [79] were investigated at a laser wavelength of 2 μm which requires a change in both the laser and substrate to be used.Finally, the optimisation of the thermal noise properties may come at the expense of the coating’s optical properties, such as optical losses. As is evident from the variety of different techniques and material choices, their impact on thermal and optical properties, and their impact on the entire interferometer infrastructure, there is much to be considered when selecting the optimal coating solution for a particular experiment.
2.4 Laser Noise

The analysis of interferometers undertaken in Chapter 1 assumes that the input electric field is fully coherent up to the fundamental limitations imposed by, for example, quantum fluctuations. However, in a real laser system, the output field experiences fluctuations in both phase and amplitude due to classical effects, such as temperature and voltage/current fluctuations. These fluctuations in the field have rather different effects on the interferometer’s readout and can be suppressed through different means.Generally, these noises can be readily suppressed with existing, well-known tech­niques and do not pose a fundamental limitation to the sensitivity of contemporary 
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interferometric devices. Therefore, these noises are not considered fundamental and are often left out of noise budgets. In a sense, these noises are suppressed only as much as is necessary to achieve the required sensitivity level. If the need arises to reduce these noises further, it is generally possible to do so without a significant on the infrastructure.
2.4.1 Laser Frequency Noise

The fluctuation in the phase of the output field of the laser can be more conve­niently analysed as a fluctuation on the laser’s frequency or, analogously, in the laser’s wavelength. The laser frequency noise can be most purely characterised by the spectral density of the frequency fluctuations in units of Hz∕√zHz. This noise is a specific property of the particular laser in question and is dependent on the technology used, the quality of the construction, and the stability of the control systems integrated into the laser package.The laser frequency noise couples into the displacement readout of interferometric devices due to the symmetry between frequency and length in the interferometer response, as elucidated at multiple points in Section 1.2. The phase accumulated in a Fabry-Perot interferometer is given simply by φ = 2wqL∣c from Eq. 1.7, which results in the total derivative
9≠j dΦjγ 2^j 2ωjr dφ = —⅛ω + —7-dL = —dω 4------dL. 
ou oL c c

(2.47)
In the case of small perturbations, Eq. 2.47 can be used to approximate a small change in the cavity length as equivalent to a small change in laser frequency via the relation

δω δL (2.48) 
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where ω⅛ is the nominal (central) laser frequency and Lq is the nominal (macroscopic) cavity length.Due to this interchange between length and frequency, it is often important to reduce the laser frequency noise to below the sensitivity requirements of the given displacement measurement. Aside from the technological solution of constructing a better laser, there are a number of ways to reduce the laser frequency noise for a given setup.One solution, which has already been discussed in Section 1.2.5, is the PDH locking scheme. This technique maintains the resonant condition between cavity and the electric field through a feedback to the cavity position or laser frequency. What matters to the PDH scheme is the round-trip phase accumulation inside the cavity, in other words, the suppression of dφ in Eq. 2.47. As the phase change is a combination of both frequency and length fluctuations, the feedback loop will suppress both. However, the issue with this scheme is that the control signal to the locking servo is often used to infer the cavity displacement. If the frequency noise stabilisation is in loop with the displacement sensing, then the frequency noise is not isolated from the readout at all. As a result, there are two ways to proceed in suppressing the laser frequency noise in way that achieves a real increase to the SNR: pre-stabilising the laser frequency to an external reference, or reading out the displacement with reference to an out-of-loop local oscillator.With regard to the first strategy, this is possible by obtaining a frequency reference that is more stable than the laser’s own frequency control loop. One way to achieve this is with a very rigid auxiliary cavity. The laser can be stabilised with another PDH signal to this cavity first, with the main cavity then benefiting from the independently stabilised laser frequency. Another way to achieve the frequency pre-stabilisation is by locking the laser frequency to a frequency comb [80] or an atomic transition line [10].
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Considering the latter strategy, the laser frequency is stabilised to the main cavity, meaning that an independent local oscillator is then required to extract the displacement fluctuations. In such a case, it is possible to, once again, utilise a frequency comb, assuming its own noise characteristic is sufficient for the application. Another technique to achieve this, which is implemented in Chapter 4, is to use another cavity locked to a second and independent laser. In this configuration, the two cavity signals can be interfered and the combined cavities’ displacement can be inferred from the beat spectrum. The two cavities effectively become each other’s frequency reference.
2.4.2 Laser Intensity Noise

The second laser noise to consider, the laser intensity noise, poses an issue in interferometric system due to the fact that the interferometer acts as a phase-to- intensity converter. Therefore, although the displacement measured by an interferometer is generally imparted upon the phase of the light, this information is converted into an intensity fluctuation, which then becomes indistinguishable from fluctuations of the laser intensity at the input to the device.In this case I am considering the classical effect. As such, this noise should not be mistaken for the shot noise, which also leads to an intensity fluctuation as measured by a photodetector. Crucially, the QSN scales with the square-root of the measured power and is sourced by vacuum fluctuations that enter at every lossy component of the interferometric system. Conversely, the laser intensity noise is simply a fluctuation generated at the laser due to, for example, imperfect stabilisation of the laser’s driver. Therefore, passive optical components do not affect the SNR of the laser intensity noise, as they will attenuate and amplify both the signal and noise equally. Due to this 
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simplified behaviour, a particular laser is often characterised in terms of its relative intensity noise (RIN), as this is the conserved quantity.One way that an interferometric measurement can be affected by the laser intensity noise is by directly obscuring the interference-caused intensity fluctuations at the output. Consider a Michelson interferometer operated at the mid-point between the bright and dark fringes. As mentioned in Section 1.2.1, the response to small fluctuations is given by kPiα W m~1. For an example displacement sensitivity of lpm∕√zHz and a laser wavelength of 1550 nm, this results in a RIN requirement of 8 × 10-6Hz-0'5, this is within the reasonable performance level of existing commercial laser systems. However, it does suggest that laser intensity noise is a key noise source to consider in novel, sub-picometre interferometric displacement sensors and is, indeed, discussed in some detail in Chapter 7.Another issue with intensity fluctuations arises in light-test-mass, suspended inter­ferometers due to the classical radiation pressure effect. In this effect, the fluctuating intensity excites the dynamics of the test mass and thus generates a true displacement rather than simply affecting the readout. This should, again, not be confused with the QRPN, which is a consequence of the quantum-level fluctuations of light, even though the mechanism of driving the cavity mirror with the photon’s momentum is identical in both cases. To understand this effect, consider the radiative force on a fully reflective mirror, given by F = 2P∕c. For frequencies above the mirror’s suspension resonance, in the free-mass regime, this results in a displacement noise of

/ 2 ∖2⅛(Ω) = —Fw sp^- (2∙49)∖mc∖V J

This can have a significant effect on high-sensitivity measurements using light mirrors. For example, a 10 g mirror operating at an SQL frequency of 100 Hz can tolerate a 
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maximum power fluctuation of 3 x 10^7 W∕-√zHz. This, again, places somewhat stringent requirements on the performance of the laser or constraints on the maximum pump power allowed. Whilst this longitudinal-driving effect is worth considering, the, possibly more important, effects to consider are those concerned with the driving of the test masses’ other degrees of freedom. These can result in instabilities, such as the so-called Sigg-Sidles instability [81], which can lead to a failure of the locking scheme, thus preventing any measurements from taking place altogether.
2.5 Summary

The continued success of precision interferometry is due to the efforts made to suppress or otherwise mitigate the noise sources that limit the sensitivity of these devices. In this chapter, I outlined the three most notable types of noise present in interferometric sensors, particularly contemporary GW detectors, which are the quantum, seismic, and thermal noise.The quantum noise PSD in a conventional Fabry-Perot interferometer is given using an intuitive, approximate derivation as well using the full quantum-mechanical approach. The quantum noise poses a fundamental limit to the operation of suspended interferometers. However, it can be manipulated in ways that allow for improvements in sensitivity, which is the topic of Section 3.1.3.The seismic and thermal noises severely limit the sensitivity of contemporary GW detectors in different parts of the frequency spectrum. They are formidable obstacles that require dedicated and advanced solutions to be overcome. In this chapter, I devoted much time to discussing the many and varied strategies for seismic isolation and laid out the framework for analysing the isolation systems. The sections on thermal noise 
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present the approaches for deriving the thermal noise from different components of the system based on decades of pioneering work. I also outline some of the considerations that are made when selecting optimal materials and designing optimal geometries.
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Chapter 3

Macroscopic Quantum State:

Motivation and Suspension

The quantum nature of light generates fluctuations in the readout of interferometric measurements of test mass displacement. This poses a formidable obstacle to further improvement in precision measurement. Whilst the quantum fluctuations are observed in contemporary detectors, operation at the level of the SQL has not yet been achieved. On the one hand, a device that operates in the quantum-noise-dominated regime would provide useful insight into the nature of quantum noise and serve as a test-bed for SQL- surpassing techniques. In another sense, a quantum-limited system would be a valuable resource for exploring unanswered questions in fundamental physics. In this experiment, we consider (a) test mass entanglement via the QRPN [30], (b) semi-classical gravity manifest through test mass self-interaction [82], and (c) quantum gravity effects seen through the entanglement of adjacent optical cavities mediated via the gravitational interaction [83].This chapter presents the design of a table-top experiment capable of reaching quantum-noise-limited sensitivity at the level of the SQL. The topic of quantum noise measurement and suppression is discussed in a contemporary context and the motivation 
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and strategy of the experiment are laid out. The remainder of the chapter is then devoted to the construction and performance of the larger infrastructure and the seismic isolation, with a particular focus on the internal suspension used to isolate the test masses from ground motion and cryocooler vibrations.The discussion is continued in the next chapter, which focuses on the aspects of cryogenic performance and thermal noise. That chapter (and thus the whole discussion of this experiment) concludes with a presentation of the current status of the experiment as well as the key initial results.The work presented here is my own and mostly consists of previously unpublished content. There is some overlap between the content in this chapter and the conference proceedings paper J. Smetana, D. Martynov, “Towards the Standard Quantum Limit in a Table-Top Interferometer” [84] of which I was the principal author.
3.1 Outline

Before considering the designs of the novel experiment, it is worthwhile to discuss the extent to which the quantum fluctuations have been measured so far, why the SQL is so elusive, and what strategies will be employed to reach it and, eventually, surpass it.
3.1.1 Contemporary Sensitivity

Reaching quantum-noise limited sensitivity within a part of the detection window is not such a challenge for contemporary gravitational wave detectors. For example, the 
Advanced LIGO [13] and Advanced Virgo [14] detectors are both constrained by QSN over a broad frequency band starting at frequencies above a few hundred Hz. Neither 
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detector is, however, operating at a level of sensitivity constrained by the QRPN, with the latest Advanced LIGO observing run showing the dominance of technical noises in the low-frequency band [17]. Neither detector is more than an order of magnitude away from measuring sensitivity at the SQL but in both cases, the detector is fundamentally prevented from reaching this level of sensitivity by the coating Brownian noise [13,14]. The shot noise limit has also been reached in experiments outside of the field of GW detection in table-top experiments [85,86], such as atom interferometry [87].The radiation pressure noise is elusive due to its dominance at low frequencies, which brings it below classical noise sources that, generally, increase towards lower frequencies. This can, of course, be improved upon with enhancements in low-frequency suppression, particularly of seismic noise, which is indeed a topic of serious enquiry [88]. However, it is possible to increase the radiation pressure component through an appropriate selection of the parameters in Eq. 2.6 (e.g. increasing the incident radiative power on the test mass) and by performing the measurement over a higher frequency band, where other noises don not pose such an obstacle. This measurement was performed by 
Cripe et al. using a cantilever resonator in the 2 kHz to 100 kHz band [89].
3.1.2 SQL in Future Devices

Although the SQL is rather elusive, future GW detectors will continue to improve on the current sensitivity and will operate at near-SQL levels, which provides ample motivation for understanding and testing such systems on a smaller scale. Results from these tests will be very helpful to future detectors such as the Einstein Telescope which is designed to be broadly quantum-noise limited [90]. The growing adoption of cryogenic operation, such as in the current KAGRA [91] and future LIGO Voyager [92] detectors, 
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will lead to a suppression of thermal noise that will, in turn, make quantum-noise suppressing techniques even more essential.The intrinsic link between the SQL and macroscopic quantum mechanics has natu­rally led to proposals for sites that can operate at this level of sensitivity. One such example is the AEI 10 m prototype facility [93]. This detector consists of a Michelson interferometer that will measure the quantum-noise limited displacement of 100 g test masses and allow for the exploration of phenomena ranging from macroscopic test-mass entanglement [94] to tests of quantum gravity [95],
3.1.3 Beating the SQL

Beyond the measurement of the SQL and the resulting quantum mechanical phe­nomena, there is a concerted effort to surpass the SQL in preparation for the stricter sensitivity requirements of the next generation of GW detectors. Although the SQL has not been measured directly, many of these techniques provide suppression over a broad range of frequencies such that the improvement can be observed in other parts of the spectrum. The limitations on sensitivity imposed by the quantum noise might seem to be fundamentally unavoidable. However, this is only true for a ‘conventional’ measurement like that used to derive the quantum noise spectrum in Eq. 2.7. The key insight is that typical measurements probe observables that do not commute with one another or with themselves at different times [25]. Therefore, improvements can be made by altering the measurement technique to perform measurements of only observables that minimally perturb the system, first proposed by V. B. Braginsky and termed quantum nondemolition [96].Another significant leap in the suppression of quantum noise came in the form of the so-called squeezed state of light [25,28,29,97]. This technique stems from the ability 
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to manipulate the noise content over different phases of light, which can be analysed in terms of the two quadratures introduced in Section 2.1.2. In the coherent state, these are identified as the amplitude and phase quadrature. In simple terms, the introduction of squeezing involves the reduction of noise in the quadrature that contains the desired signal at the expense of a corresponding increase in noise (anti-squeezing) in the other quadrature. This preserves the constraints of the uncertainty relation between the two observables, whilst effectively transferring the quantum noise onto a channel that does not participate in the measurement. This technique has been experimentally verified in table-top applications [98,99] and also implemented within the Advanced LIGO and 
Advanced Virgo detectors [100,101].A proposal for achieving the squeezing effect internally (i.e. without the addition of a dedicated squeezer cavity) follows from the signal recycling already implemented in contemporary GW detectors [102]. Via careful tuning of the signal recycling cavity, the sensitivity curve can be reshaped, which arises from the correlated nature of the shot noise and radiation pressure noise [103,104]. At the expense of worse sensitivity at low frequencies, it is possible to surpass the SQL within a particular frequency band.The solutions proposed thus far comprise innovative ways of reducing the quantum noise within the same displacement measuring framework. This leaves room for much broader speculation, such as completely rethinking the observable of the system that is being probed. The test mass momentum (in the free-mass approximation) commutes with itself in time, thus circumventing the additional noise imposed by the conventional displacement measurement. This led to the theoretical development of the speed meter interferometer [105,106]. Building upon these initial explorations, speed meter designs have been proposed for future generations of GW detectors [107-109]. Prototype facilities such as the one being built at the University of Glasgow may verify this 
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concept experimentally [110].A final, novel approach to quantum noise suppression is the use of a phase-insensitive quantum amplifier that leads to signal enhancement without a corresponding increase in the quantum noise. An implementation of such a device that uses a filter cavity augmented by a mechanical oscillator forms the basis of Chapter 5 and a detailed discussion can be found therein.
3.1.4 Experimental Proposal

The creation of a quantum-noise limited system is evidently a challenging task that presents many obstacles. However, from the practical development of GW detector technologies to fundamental physics research, the scientific case for creating such a system was laid out in the previous section. In this chapter, we present a novel design for a table-top interferometer capable of operating at a quantum-limited sensitivity over a frequency band containing the SQL.The overarching design requirements we lay out are for (i) an interferometer that consists of gram-scale mirrors, (ii) a high-finesse optical cavity, (iii) cryogenically cooled operation within the confines of a cryostat, (iv) a multi-stage suspension for seismic isolation, (v) quantum-noise limited operation in the ’free mass’ regime and (vi) an SQL frequency of approximately 100 Hz.The mass constraint in (i) represents a compromise between two competing aims. On the one hand, we wish to create a truly macroscopic system that consists of large optics akin to contemporary GW test masses. Furthermore, light suspended masses are difficult to operate as the classical radiation pressure induces angular instabilities [81], to which the lighter masses are more susceptible. However, due to the inverse scaling of the SQL boundary with mass (Eq. 2.9), the SQL sensitivity can be reached more
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Design room-temp, suspension
Install heavy infrastructureAssemble room-temp, suspensionLock suspended cavitiesMeasure beat spectrum
Install active isolation
Measure QSN correlationsRefine room-temp, suspension (replace metal holder)Refine beat measurement electronicsMeasure QRPNDesign cryogenic suspensionAssemble cryogenic suspensionPerform initial cryogenic testsRefine cryogenic suspensionRefine cavity alignment and lockingRefine beat measurement sensitivityMeasure SQL

Figure 3.1: Timeline of experimental milestones. The timeline shows notable past 
events at the point they were achieved and an estimate of future milestones according 

to our predicted experimental progress.

easily with lighter test masses. In this sense, we depart from the strategy followed in GW detectors where the quantum noise should be minimised. Ultimately, we chose conventionally sized (~10g) laboratory optics as a compromise and for ease of handling within a table-top environment. Requirement (ii) is particularly important for reaching a high level of quantum back-action by amplifying the carrier and vacuum fields within the cavity and enlarging the radiation pressure on the suspended mirrors.Requirements (iii) and (iv) are the necessary practical steps that must be taken to suppress the two primary noise sources in the system—the thermal noise and seismic 
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noise respectively. These steps will enable us to achieve the primary goals of the experiment, represented by requirement (v). The final, and much looser, requirement (vi) connects our work more firmly within the context of GW instrumentation. Although creating a quantum-noise-limited interferometric system at the level of the SQL would be a novel result in any frequency range, placing the SQL frequency approximately in accordance with Advanced LIGO makes the connection clearer.Due to the challenging goal of measuring the SQL, we have laid out a set of milestones, (1)-(4), that will have to be achieved along the way. (1) Due to the high finesse of the optical cavities we plan to use, the fundamental task of locking the cavity will pose a challenge and will provide valuable insight into the performance of the other aspects of the experimental design. Therefore, we consider the successful and reliable locking of the cavity to be the first milestone along the route to the SQL measurement. (2) Measuring the quantum-limited sensitivity at the SQL level will certainly require cryogenic operation. However, this poses a challenge over room temperature operation due to the stricter material requirements, deformation of the components upon cooling, and other such considerations. It is, therefore, valuable to consider an intermediate result that is achievable at room temperature. Due to the inverse scaling of the QRPN PSD with laser power (Eq. 2.6), we may deliberately amplify the radiation pressure noise to dominant levels once the cavity is locked and operational. The measurement of the quantum back-action effect within the free-mass regime would constitute a novel result. (3) We will face many challenges in the eventual transition to cryogenic operation, including a possible redesign of the suspension scheme, particularly in the final stage, where we will consider a quasi-monolithic suspension. Therefore, successful locking and long-term stability under cryogenic conditions would be another essential result. (4) Finally, a broadband measurement of the quantum noise at the level of the SQL is the
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Figure 3.2: Panel (a) shows a simplified sketch of the key aspects of the system. 
The cryostat is shown placed atop the table connected to the grund with rigid legs. 
The cryocooler head is connected to a compressor via helium lines. Panel (b) shows 
the schematic of the inner components of the cryostat system in relation to the optical 
system (thermal shield removed for simplicity). The suspension is shown in its place 
isolating the cavity at the bottom of the vacuum chamber from the vibrations of the 
ground and the cryocooler that couple in through the 10 K plate at the top. This 
plate acts as the heat sink for the conductive cooling of the cavity mirrors via the 
suspension wires. The cavity is pumped and read out via a laser and photodetectors, 

respectively, placed in-air.

(b)

ultimate goal of the experiment and comprises the last milestone. A more granular breakdown of notable events and milestones is shown on the timeline in Fig. 3.1.
3.1.5 Experimental Schematic

The outline schematic of the experiment can be found in Fig. 3.2, which highlights the key aspects of the design, this being the cryostat system, the internal suspension, and the cavity. This diagram may serve as a point of reference for later detailed discussions of the design. The cavity will be formed by the test masses located at the bottom of the suspension to maximally benefit from the seismic filtering of the 
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intermediate stages. The test masses will be conductively cooled from the top of the suspension to reach the operating temperature of 20 K. This is done for the cavity to benefit from the suspension’s vibration isolation from the moving cryostat parts, in the same way that it benefits from the suppression of seismic noise.The primary purpose of the cryostat system is to address the issue of thermal noise, which is the subject of Section 4.1. However, it is necessary to consider its impact on the suspension design. Primarily, the finite dimensions of the inner vacuum lid create a hard constraint on the maximum size of the total suspension. A further constraint is on the attachment point of the suspension. Perhaps the most conventional attachment mechanism would be to suspend the stages from a rigid frame that is placed on the floor of the vacuum chamber. In this case, this is not desirable as (a) we would not create good thermal contact between the cold plate and the suspension, and (b) we would create a path for conductive heat transfer between the relatively hotter cryostat walls and the suspension. As a result, our design is to suspend from the cold plate directly.
3.2 Seismic Isolation Overview

To understand the requirements for our isolation design, we must first consider the ambient seismic motion. Fig. 3.3 shows the horizontal displacement amplitude spectral density (ASD) of a rigidly connected table top. The optical cavity must be isolated from this motion via multiple stages of seismic filtering to reduce the residual seismic noise to a level that is sufficiently below the quantum noise. We may use Eq. 2.9 to approximate the level of sensitivity required to reach the SQL. With a mirror mass of 10 g, we obtain a spectral density of 4.6 × 10 19 m∕-√zHz at the SQL frequency of 100 Hz. By comparing this to the spectral density at 100 Hz in Fig. 3.3, we can determine that
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Figure 3.3: Horizontal, seismically-induced displacement spectrum of a table top 
connected with rigid legs. Although this motion is not the most direct measurement 
of the ground, it serves the purpose of later analysis better, such as the performance 
analysis of the seismically isolating suspension, whose input is better represented by 

the motion of the table over the motion of the floor.

a suppression factor of at least 108 is required.We can use this result to motivate the number of isolation stages that are needed to achieve a sufficient reduction in seismic noise. Using Eq. 2.31 in the high-frequency limit, and further assuming that all resonances occur at the same frequency, we obtain
lθg(T(⅛QL))

2(log(ω0) - log(cjSQL))’
(3.1)

where T(wsql) is the desired value of the transfer function at the SQL frequency, in other words the required level of suppression. The approximation of identical resonances 
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is not particularly realistic, as the cross-interactions between stages of a multi-stage suspension generally lead to a spread in the resonances. However, we can estimate the lowest reasonable resonance that is achievable given the space constraints of the cryostat. On the other extreme, we can estimate the highest resonance that we are likely to encounter for a sensible suspension design. Assuming all resonances lie at either of the two boundaries, we can obtain an upper and lower requirement for the number of stages.Assuming the lowest resonance of 0.55 Hz1 and the highest resonance of 4.5 Hz2, we arrive at a requirement for 2 to 3 stages of isolation. An additional subtlety is that the introduction of strong damping is liable to reduce the high-frequency isolation (see Section 2.2.3 and Fig. 2.6). We also wish to have some margin of safety and to be able to measure the quantum noise over a band starting below the SQL frequency. Therefore, to ensure a sufficient margin, we opt for four stages of isolation.

1The lowest resonance is given approximately by a pendulum of length 81 cm, which is the longest pendulum that can be suspended in the vacuum chamber (see Fig. 3.2).2Given our plan to use standard 1 in mirrors, the shortest suspension we can create is approximately 0.5 in in length.

3.3 Optical Table Isolation

Before we consider a dedicated seismic isolation solution, we may first consider filtering via the optical table. It is common to use floated tables to provide some level of seismic isolation, which provides some stability even to the in-air optical components. This strategy generates a soft connection between the table surface and the table legs, which is indeed useful for the isolation of motion that couples to the table via the table legs. However, another significant source of vibrations to consider is the cryocooler head that connects to the tabletop from above. This direct connection to the tabletop 
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not only bypasses the leg isolation but will in fact make the overall task of vibration isolation more difficult.To understand this, consider a single-spring system with a mass given by the tabletop 
(mt = 600 kg) and the legs acting as springs with some spring constant, kι. For motion that couples in via the vibrations of the ground, we follow the approach of Section 2.2.1 to determine the transfer function from ground motion to table motion. As previously derived, the ground motion is filtered above the spring resonance (Tx ≈ ∕02∕∕2 for resonant frequency, f0), with unity response below. Thus, it is preferable to reduce the resonance to shift the filtering property of the spring to the lowest possible frequency. This supports the conventional requirements for a softer leg connection, which prioritises the suppression of seismic noise.In our case, the internal components of the cryopump undergo significant vibrations as well. Although the cryopump assembly is isolated from direct contact with the rest of the cryostat, a connection remains between the two parts via a bellows-like component that transfers the vibrations from the cryopump to the vacuum chamber. The bellows connection has some unknown force transfer and does not necessarily behave as an ideal spring. However, we can still make a general argument about the effects of a stiff connection between optical table and ground.The optical table will experience a force with some, as yet unknown, spectral density which is applied to it by the cryopump. The response of the table to this generic force is given by

Tf = —-------∙ kι — miΩ2At high frequencies, the transfer function scales as the free-mass response (l∕(m⅛Ω2)), which is independent of the leg stiffness. At low frequencies, however, the response scales as 1∕⅛, meaning that the stiffer the legs are, the lower the response of the table 
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top to an input driving force from above. The optimal filtering thus works in the opposite sense to filtering of motion from the ground, as it is ideal to raise the stiffness of the legs and the resonant frequency to bring the system into the stiffness-limited regime over the broadest frequency region.With the two competing constraints in mind, we consider the isolation of cryocooler vibrations to be more important at the tabletop stage. We can design an internal suspension that is theoretically capable of isolating the ground vibrations within the vacuum chamber. As such, it is not entirely necessary to implement additional pre­isolation in the form of a floated table top. In contrast, we anticipate the cryocooler vibrations to be substantially larger than the ground motion and thus providing stiffer resistance to these vibrations has been deemed more important.
3.4 Cryostat Frame

The next stage in the isolation chain to consider is the frame that connects the cryostat to the optical table. The cryostat windows that give access to the cavity are located at the bottom of the cryostat’s vacuum lid, as shown in Fig. 3.2. Therefore, it is necessary to raise the cryostat to place the windows above table-top level, in line with the in-air optics. Via the same argument used to justify a stiff table-leg connection in the previous section, it is optimal for this frame to be as stiff as possible as well. Our design was made to conform closely to a tetrahedron in shape to benefit from the high rigidity of this geometry3.
3The intrinsically rigid nature of the tetrahedral geometry leads to its ubiquitous use in engineering for load-bearing components such as trusses.
Fig. 3.4 shows the schematic of the cryostat frame system with a more detailed set of technical drawings shown in Appendix D.l. The tetrahedral shape is achieved through



3.4. Cryostat Frame 89

Figure 3.4: Computer-aided design (CAD) drawing of the cryostat support frame 
in two different configurations: passive (left), and actively controlled (right). The 
frame is shown in the context of the surrounding infrastructure, such as the table 
and the supported cryostat. The frame itself is colourised in red to highlight the 
components that belong to the frame assembly. The frame is designed to allow for 
easy transition between the two modes of operation, whereby the pillars connecting 

the two hexagonal support plates can be replaced with piezo actuators in situ.

the meeting of the frame legs at three points on the tabletop defining an equilateral triangle. The planes between each set of legs form the remaining triangular faces of the tetrahedron. In order to allow room for a support plate at the top of the frame, the frame legs cannot meet at a point to fully complete the tetrahedral geometry and, as such, the actual shape is truncated from above. The frame’s height is defined by the height of the vacuum lid, which places the cryostat attachment plate 90 cm above the tabletop. The leg separation is constrained by the width of the table, which is 150 cm. The frame height is fixed, which then defines the ideal frame size to achieve equilateral side faces. Fortunately, the table is sufficiently wide to accommodate the necessary spread of the frame legs. As such the effective dihedral angle of the tetrahedron formed by the frame is within one degree of the 70.5o dihedral angle of a regular tetrahedron. This seemingly small mismatch does not account for the ambiguity in defining the correct plane from which to measure in the more complicated frame design.
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The majority of the cryopump RMS motion is predicted to occur within the 1 Hz to 10 Hz frequency band and thus it is essential to raise the resonant modes of the cryostat frame above this band to ensure a strong (rigid) coupling of the vibrational force to the table and, via the already rigid table legs, to the ground. It is also preferable to raise the resonances well above the detection band of the suspended interferometer to prevent the frame resonances from appearing in the displacement spectrum. Ideally, the resonances would appear substantially above the SQL frequency at 100 Hz. According to a finite element analysis (FEA) of the cryostat frame design, the lowest frame resonance occurs at approximately 50 Hz. This achieves the stricter requirement of being above 10 Hz but is within the detection band. However, as determined by a finite element model, the lowest resonances are dominated by the azimuthally distributed modes of the hexagonal top plates. These modes appear to couple very weakly to inner cryostat degrees of freedom and thus may not appear in the cavity spectrum. It is yet to be seen whether these modes will be present in the final analysis.The cryostat frame has been designed with two modes of operation in mind. The LHS design in Fig. 3.4 shows the passive frame with the upper hexagonal plate (directly bolted to the cryostat) connected via rigid, removable pillars to the lower hexagonal plate (welded to the frame legs). In this configuration, the frame’s only use is to rigidly support the cryostat above the table. In the RHS design, we propose to actively control the cryostat for additional vibration isolation. We achieve this by replacing the pillars connecting the upper and lower hexagonal plates with 6 piezoelectric actuators, which are controlled through feedback from commercial sensors, such as the Sercel L-4C geophone, mounted atop the upper support plate. This isolation will be akin to the control, in feedback, of a Stewart platform [111]. Such a process has been implemented in the context of cryogenic suspensions [112] and the testing of inertial 
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seismic sensors [113].Due to the potential for operation of the frame in the rigid or actively stabilised scheme, we label the cryostat frame as Stage 0 of the seismic isolation stack. Should the internal suspension (Stage 1-4) prove to be insufficient for the suppression of environmental vibrations, the potential for an active Stage 0 upgrade serves as a contingency plan in case more isolation stages are needed.
3.5 Internal Suspension

In the initial set-up of a passive Stage 0, the cryostat is rigidly connected to the ground, which means that the cryostat cold plate will experience vibrations with a PSD that closely resembles that of the ground motion. Therefore, the first stage of the seismic isolation begins at the internal suspension of the cavity (sketched out in Fig. 3.2.The most essential suppression is that of horizontal motion along the cavity axis, which directly couples to the displacement readout of the suspended cavity. With this in mind, we base our suspension design on the filtering capability of the pendulum, which was discussed in detail in Section 2.2.1. The requirements are for the softest suspension of practical design that will fit within the confines of the cryostat’s vacuum envelope.
3.5.1 Horizontal Performance—Separate Suspension

To a first-order approximation, the suspension is designed such that most degrees of freedom of the input motion will couple directly to the corresponding degree of freedom of the test mass and no other. Aside from the notable horizontal-pitch coupling,
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Figure 3.5: Panel (a) shows a sketch representation of the suspension, highlighting 
the individual stages and key components such as the suspension wires and blades. 
The sketch defines the naming convention used to refer to the individual stages, that 
is to say, the cryostat cold plate (CRYO), the top stage mass (TOP), the upper 
intermediate mass (UIM), the penultimate mass (PUM) and the two test masses 
(TM). Panel (b) shows how the suspension design is abstracted into simplified models 
for Lagrangian analysis. These models are further separated into the model used for 
the analysis of vertical input motion on the left and the model used for horizontal 
input motion on the right. The figure also defines the parameters and coordinates 

used in the relevant equations.

(b)

other cross-couplings are either non-linear or will couple through mismatches and misalignment of the real suspension. We initially consider only the key direct couplings, with the troublesome cross-couplings addressed in a later section.As motivated at the start of Section 3.2, and shown in Fig. 3.5a, we begin by considering a four-stage pendulum-based suspension to achieve the necessary level of 
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horizontal seismic isolation. In the simplified treatment, we may consider the system as consisting of four point-mass pendulums chained together, as shown on the RHS of Fig. 3.5b. In the final analysis, we will discuss the additional effects of an extended body. The system in Fig. 3.5b can be analysed through the Lagrangian formalism laid out in Section 2.2.1. As discussed in that section, we may also decouple the consideration of horizontal-horizontal coupling from vertical-vertical coupling and construct two separate Lagrangians, which is shown by the two separate representations of the same system in Fig. 3.5b. We can define the inertial-frame coordinates of each mass through the generalised coordinates, αi, which results in

n

xn = xg+ ∑liSin(ai), (3.3)
2=1 
n

yn = yo-^li cos(α⅛), (3∙4)
ι=l

for all n ∈ {1, 2,3, 4}.Given this definition of the coordinate system, we can construct the Lagrangian for this system from the kinetic energy term,
4 ∕ι I ∖

τpm = V ( Smiii + I ’ (3∙5)ι=l v 'and the potential energy term,
4Km = J2≡l≡z∙ (3-6)

2=1
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The subscript ‘pm’ refers to the quantities in the point-mass approximation. The resulting Lagrangian yields the following set of EL equations
Z1m114d1 + Z2^2,4d2 T Z377i354⅛3 + ∕4m4d4 + m4y4gαι 4- m-^Xg — 0, (3.7)Z1m2,4ci1 + Z2W,4<⅛ + ∕3≡3.4<⅛ + I4m4d4 + m2,4pα2 + W,4⅞ = 0, (3.8)Tm3,4⅛l + /2^3,4d2 + /3^3,4(¾ + /4777.404 + τn3,4gα3 + m34Xg = 0, (3.9)Zι7774dι + I2m4a2 + /3777403 + /4777404 + m4ga4 + m^Xg = 0, (3.10)

where we define
ι= (3.11)

i=kfor convenience.Through a sequence of algebraic eliminations, we can decouple the second order derivatives from each other to construct a set of four differential equations, one for each of the second derivatives of the state variables,
∕ι777ιdι = — m^ga^ + 7772Aga2 ~ τn1xg, (3.12)
I2rn2di2 = m2g (

rι + ^'7771 ] αi - m2,4g 1 1 4------ I 0:2 + nx3 4ga3,V ml / (3.13)
hm3a3 = "⅛9 ∣fι + ^'∖ m2 . j α2 - rn3Ag 1Q m3∖1 4------«3 + m4ga4,

m2∕
(3.14)

I4τri4∂t4 = m4g ∣fl + ^ ∖ m3∕
0'3 — m4g ^1 m4∖4------ I cn4. / (3.15)

Due to the cumbersome nature of solving such a system in the analytic transfer function formalism, we will instead construct a state space model in the form laid out in Eq. 2.16 and 2.17. The coupling of the ground displacement in Eq. 3.12 through its second derivative is rather inconvenient, as it is preferable to couple the ground
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displacement directly. We can apply a change in our internal state variables in the form

n = 1otherwise (3.16)
which replaces the ground acceleration with ground displacement in the equations of motion. Due to the second order nature of Eq. 3.12-3.15, we must introduce a set of intermediate variables, corresponding to the states’ angular velocities, given by ζ'i = α,i. The state variables are stored in the state vector, xh, such that

(3.17)
The vector of external inputs simplifies to uh = xg for this single input system. From Eq. 3.12-3.15, we can define the state space matrices, Ah and Bh, as

and
Bh =

(3.18)
mι,49
m√ι2

m1,4g 
milih

(3.19)0 0 0 0
where I and 0 is the 4 × 4 identity matrix and matrix of zeros, respectively, and

Mh =

mι,ig 
mill

m1,4g 
m1l2

m2,4g
m1Z1 0 0

m1,2m2,4g 
m1m2l2

ra3,4ff 
m2l2 0

m2,49 
m2l3 m2m3l3

m4g 
m3l30 m3Ag 

m3l4
m3,4g 
m3li /

(3.20)
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is the matrix constructed from the four differential equations. The output vector can, in general, contain the inertial coordinates of each mass, but to simplify the analysis to a single-input-single-output system, we only consider the horizontal displacement of the test mass, such that yh = £4 = xg + ∕ιcq + Z2θ⅛ + ∕3c⅛ + I4θt4 using a linear expansion of Eq. 3.3. We must restate this equation in terms of the new state variables (Eq. 3.16), which yields the remaining state space matrices,
C,ft = /1 ∕2 /3 ∕4 0 0 0 0 (3.21)

Dh = 0. (3.22)
In the point-mass approximation, the only parameters that can be tuned are the lengths and masses of each pendulum stage. These parameters must be optimised such that we achieve the largest suppression above the resonances. This is generally achieved by lowering all resonant frequencies of the system as much as possible (see Eq. 2.31). However, it is not possible to bring each resonance to its lowest value simultaneously because, in general, changing a parameter such that it lowers one resonance will simultaneously lead to an increase in another resonance. We can discuss this problem in a more tractable way by considering a two-stage pendulum suspension instead of the significantly more complicated four-stage system under investigation. Fig. 3.6 shows the change in the two resonances of such a system by varying the mass ratio (Fig. 3.6a) and length ratio (Fig. 3.6b) of the two stages.From these results, some general inferences can be made. In Fig. 3.6a it is clear that the lower mass should not be substantially heavier than the upper mass, else the upper resonance increases too much. This can be argued intuitively; if the upper mass is negligible, the system begins to act like a single pendulum, with the upper resonance
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FIGURE 3.6: Changes in the resonant frequencies of a two-stage pendulum-based 
suspension. The legend is common to both plots. The dashed lines represent the 
resonances of a single pendulum of the respective length. Panel (a) shows the effect 
of changing the ratio of the lower mass to the upper mass. Panel (b) shows the effect 
of changing the ratio of the lower suspension length to the upper suspension length.

diverging towards infinity. In contrast, if the upper stage increases in mass relative to the lower stage, the influence of the lower mass becomes negligible, and thus the upper-mass resonance asymptotes towards that of a single-stage pendulum. The lower resonance varies by a mere factor of √z2 between its extremal values. It may seem ideal to progressively decrease the mass of subsequent stages. However, the coupling strength of motion from the lower mass to the upper mass decreases as the upper mass becomes relatively heavier, which causes an issue with damping efficiency (see discussion in Section 3.5.5). From these arguments we determine the first empirical guideline: the stages should all be of approximately equal mass.In Fig. 3.6b, we have a much more straightforward result. Given that we are limited by the ~70cm internal height of the cryostat’s vacuum chamber, we place a hard constraint on the total height of the suspension. In such a case, the lower resonance is largely invariant and remains close to the resonance of a single 70 cm long pendulum. The upper resonance is very clearly optimised when the lengths of the two pendulums 
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are equal. We can thus motivate the second empirical guideline: the lengths of each stage’s wires should be equal.
3.5.2 Horizontal Performance—Combined Suspension

The treatment thus far considers a four-stage suspension isolating a single test mass. However, we can make further improvements by suspending the cavity mirrors from a common stage. The displacement signal produced by the cavity is proportional to the cavity length, that is to say, a differential measurement (a property that is discussed in Section 1.2). This degree of freedom, referred to as differential cavity motion (DCAV), is denoted by ^dcav∙ This means that we can, in theory, tolerate high levels of common motion, which will not couple to the cavity readout. One way to achieve this straightforwardly is with a fixed cavity akin to a conventional tabletop experiment. We cannot adopt this approach directly, as this would defeat one of the primary requirements, which is to provide an effective ‘free mass’ for the radiation pressure interaction in the detection band. This means that the test masses must be individually suspended through at least one stage. As a consequence, we consider the design already shown in Fig. 3.5a, which consists of three intermediate, common stages with the two test masses (the final stage) individually suspended from the same penultimate stage. Another way to achieve an analogous effect is by utilising a suspension point interferometer [114], which could be used to lock the penultimate masses of two completely separate test mass suspensions. This would be particularly useful if the test masses were sufficiently separated that the two test penultimate stages could not be connected with a single bar. In our case, the suspension is sufficiently compact that a shared penultimate stage is a simpler solution.
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We may analyse the effect of a coherent drive of two test masses suspended near to each other via a single pendulum stage each. The relative displacement between them, a⅛CAV = ^2 — ^ι, is linear in the two quantities. Thus, we may write the DCAV transfer function as 2dcav(Ω) = T2(Ω) ~ 7ι(Ω). Using the solution derived in Eq. 2.26, we can thus write the DCAV transfer function as

¾cav(Ω) = ------(3.23) 
[g - l1Ω2)(g - l2Ω2)

The two key results here are that (1) the isolation at high frequencies remains propor­tional to Ω^2 as in the case of a single mass, and (2) the common mode rejection leads to a low-frequency dependence proportional to Ω2. In this case, there is suppression of the input motion away from the resonances in both directions in frequency. The transfer function gain is given by the difference between the two pendulum lengths, which leads to the intuitive result that if the two suspensions are identical, then all the motion is common and the transfer function is zero.For the suggested four-stage suspension, the updated Lagrangian analysis can largely retain the same approach as before, except that Eq. 3.3 and 3.4 must now contain a further coordinate for the second test mass. This addition then cascades through the analysis to add a further set of terms to the Lagrangian and ultimately increases the dimensions of the state space matrices by a further pair of state variables. In the case of identical test-mass stages, the DCAV transfer function reduces to zero, as motivated by Eq. 3.23. Although it is our plan to design the test masses and their suspensions to be identical, in reality, the test mass stages cannot be perfectly identical due to manufacturing tolerances, material inhomogeneity and human error in assembly. Therefore, the transfer function remains finite with only limited common mode suppression. With yet more degrees of freedom, an analytic derivation of the 
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transfer functions becomes intractably complicated. Therefore, all further extensions to the system in Section 3.5.1 are solved computationally.
3.5.3 Vertical Performance

Vertical ground motion directly couples into the common vertical motion of the cavity mirrors. The response of the cavity to vertical translation can be related to the concept of beam jitter, which manifests due to a misalignment or mismatch between the input beam and the cavity mode. The cavity is conventionally tuned to be resonant for the fundamental Gaussian mode within its mode basis. However, the electric field’s spatial profile for a generic beam can be represented in terms of a summation over a series of multiple higher order modes, which are in themselves independent solutions to the electric-field wave equation [115]. The interaction between the input beam and a misaligned cavity can be analysed as the scattering of the input fundamental mode into higher order modes [116,117]. The resonant condition is not met simultaneously for all spatial modes and thus a cavity resonantly tuned for the fundamental Gaussian mode will reject the newly scattered higher order mode components of the electric field. This will lead to a reduction in the circulating cavity power, which is shown explicitly in Eq. 5 of [118] to be a second order effect in the tilt of the cavity mirrors. A vertical displacement of curved cavity mirrors can be equated to a mirror tilt.These fluctuations will have an effect on the stability and sensitivity of the cavity, which is yet to be seen. However, due to the second order nature of this effect, we anticipate that its suppression will not be as crucial to the success of the experiment as the suppression of the direct, linearly coupled noise sources. In spite of this argument, the resulting fluctuations in the circulating power are a clearly undesirable effect, which 
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would benefit from some level of suppression. We may achieve this by reducing the vertical-vertical coupling through the suspension.In the idealised model, the vertical ground motion will only affect the common vertical motion of the cavity mirrors. However, in the real system, we anticipate a level of vertical-horizontal coupling that will occur through some non-ideal mechanism or asymmetry created during manufacturing, assembly and alignment. We anticipate that the dominant source of cross-coupling will arise from the imperfect angular positioning of the cavity mirrors, which will shift the cavity axis away from the horizontal. In such a case, the DCAV degree of freedom will be given by a linear combination of the test mass horizontal and vertical motion. As we expect the angular shift of the cavity axis to be small, we may consider the cavity as purely horizontal, with the vertical-horizontal coupling given by the appropriate geometric constant multiplied by the vertical-vertical transfer function. Although this geometric pre-factor is significantly less than unity, an issue arises if there is no direct vertical isolation, which is the case for a pure pendulum-based suspension. This means that at high frequencies, the horizontal-horizontal coupled motion is strongly suppressed and the vertical-horizontal cross-coupled motion begins to dominate the residual seismic noise. To reduce the cross-coupled motion, we must suppress the vertical-vertical coupled motion directly, which provides yet more motivation for a dedicated vertical suspension.To improve the suppression of vertical motion, we consider the installation of blade springs, which will be used as a buffer between a particular stage and the launch point of the wires to the next stage. Such springs are commonly used for vertical isolation in the high performance suspensions of GW detectors [42,119]. The blades we consider are thin sheets of uniform thickness with a triangular profile. These blades, when arranged to lie flat in the horizontal plane, bend in a circular arc and act as cantilever springs.
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For small displacements, the spring’s performance can be abstracted into the linear treatment laid out in Section 2.2.1, which only requires knowledge of the effective springconstant, k. Using standard beam theory, the spring constant of a cantilever can bederived to be [120,121]
, Yah3b ^ 4c⅛3 ’ (3.24)

where Y is the blade material’s Young’s modulus, α is the base width, h is the blade thickness, lb is the blade length, and a is a geometric factor, which differs depending on the blade profile [122]. This coefficient has a value of 1.5 for a triangular blade. The reduction of the blade stiffness usually leads to a very thin blade in relation to its other dimensions. The high performance blade springs on GW detectors are manufactured from high-strength materials operated close to the yield limit. Thus, when designing such a spring, it is essential to compute the stress in the blade. The peak stress is given by [122]
6Plb 

σ ah? ’ (3.25)
where P is the load applied to the blade tip (P = mg for m equal to the total mass suspended from the blade). The unique property of a triangular blade is that the stress along the blade remains constant along its length. This is due to the fact that the cross-sectional area increases linearly with distance from the blade tip, as does the applied moment, resulting in a constant stress.To maximise the level of vertical isolation, we want to reduce the spring constant of each blade. The spring constant is a function of the blade’s geometry only and thus the design can be optimised in isolation. The design of the blade spring departs slightly from the idealised triangular design and follows a very similar strategy to the blades deployed on contemporary GW detectors and is shown in Fig. 3.7. The practical details
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CRYO STAGE BLADEFigure 3.7: Top view of the two different profiles of blade spring. The intermediate 
stage blades are designed to span almost the full diameter of the cryostat vacuum 
chamber, whilst the CRYO stage blades are designed to be arranged in a triangular 

configuration. Further details of the design are found in Appendix C.l.

of the design are discussed in Appendix C.l.Although the blade design could be optimised without reference to the suspension, we now turn to the modelling of the vertical isolation performance, which requires embedding the optimised blades within the broader suspension design. Firstly, we must consider how many vertical isolation stages are required. We once again refer to the Advanced LIGO suspension design strategy, which features three vertical stages in contrast to the four horizontal stages. This is a good strategy for us, as we should avoid placing the blades on the final stage if possible. As outlined in Section 2.3.1, the thermal noise is more sensitive to losses located closer to the test masses in the suspension chain. It is thus not desirable to have potentially lossy blades on the final stage, particularly as the vertical restoring force is purely elastic and thus does not benefit from the dilution of loss in the same way as the pendulum. The omission of a stage is compensated for by the smaller cross-coupling coefficient, which has an effect of reducing the coupled vertical motion at 100 Hz approximately akin to an extra isolation stage. We, therefore, arrange the vertical isolation on each of the uppermost three 
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stages and leave the test mass stage without a further vertical stage.Due to the finite stiffness of the wires themselves, they also provide vertical isolation above their resonances. It is highly preferable to operate the wires below their yield limit, allowing us to derive the vertical spring constant of the wires in the elastic regime (see Appendix C.2) as kw,z = YAw∕l. The wires alone are generally too stiff to act as effective vertical isolation, hence the need for dedicated spring stages. If we neglect the mass of the blades, wires and the blade-wire clamping mechanism, we can approximate that the blade and wire form a combined spring with a vertical constant given by 
∖∕kv = 1∕⅛ + ⅛∕kw,z ≈ 1∕‰ Only in the test mass stage, which contains no blades, is the wire stiffness of importance.The Lagrangian analysis of the three-stage vertical isolation follows an identical procedure to that laid out in Section 3.5.1. It is, however, significantly easier to derive given the nature of the system. The vertical isolation can be represented by the model on the LHS of Fig. 3.5b with the top three springs corresponding to the blade spring stages and the final spring given only by the final stage wire stiffness. The Lagrangian of the system is given by

4 1 4 λ 1
Lυ = ∑-miz2i -^∑-ki(zi-zi-Q∖ (3.26)

i=l z=lwhere we define Zq = zg as the input vertical ground motion. The resulting equations of motion are much simpler than in the horizontal case and no further change of variables is necessary. Therefore we may define the internal state vector as
z ∖ τ

xv = I Zγ Z^ Zz Z± Vγ U2 U3 V4 I , (3.27) 
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for υi = zi. We may also define uv = zg and yv = Z3. This leads to the resulting set ofstate space matrices,

Mυ =

 ⅛l+⅛2 ⅛2
mi mi

⅛2+fc3 ⅛3 Q
m2 m2

⅛3 k3 + ⅞⅛ ⅛4
m3 m3 m3y 0 0

Bυ = (0 0 0 0 
∖ mi

Cυ = (0 0 0 1 0 0 0
fc4
≡4

Dv = 0.

(3.28)

(3.29)
(3.30)
(3.31)
(3.32)

The vertical-vertical transfer function that is generated using this model is imple­mented in Section 3.6.1 to estimate the vertical-horizontal cross-coupling.
3.5.4 Ancillary Degrees of Freedom

So far, we have considered the linear degrees of freedom. However, it is worthwhile to briefly consider some further cross-couplings and the angular degrees of freedom as well. The first consideration is an amendment to the existing model of the horizontal isolation stages. The point-mass model is effective at determining the horizontal-horizontal transfer function. However, certain couplings can only be modelled by considering the stages as extended bodies.
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A particular effect to consider is horizontal-pitch coupling, that is to say the transfer function from xg to Ry. This arises if the attachment point of test masses is above their centre of mass, which induces a torque around the centre of mass. The extended Lagrangian analysis involves adding a further degree of freedom to the test mass suspension to allow for pivoting around the lower test mass attachment point. This, of course, increases the complexity of the process even further, but the procedure follows the same logical progression described in Section 3.5.1. The key additional effect of an extended body on the Lagrangian is an additional term in the kinetic energy,
κ 1Teb = Tpm + ∑-742, (3.33)
ι=lfor each stage capable of rotation around its centre of mass, where Ii is the moment of inertia around the rotation axis passing through the centre of mass and βi is the pitch angle of mass i (this should not be confused with the angle αi, which is the inclination from vertical of each suspension wire and retains a meaning consistent with its use in Section 3.5.1). Depending on the stiffness of the wire at the lower attachment point to a given stage, this may have a negligible effect on the horizontal-horizontal transfer function (soft connection) or may lead to a shift in the resonant frequency (rigid connection). The latter effect is caused by a higher effective inertia to linear displacement, as a linear centre of mass displacement will be accompanied by a rotation as well.Depending on the strength of the horizontal-tilt coupling (growing with separation between the attachment point and centre of mass), the tilt resonances may couple significantly into the horizontal-horizontal transfer function and thus appear in the cavity readout. In terms of the direct effect of mirror tilt on the cavity response, this 
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generates fluctuations in the position and angle of the cavity axis, which leads to the same second order beam jitter discussed in Section 3.5.3 and thus the same arguments apply.There is also the potential to induce pitch motion in the intermediate masses through direct pitch-pitch coupling. The finite stiffness of the wire material and, more importantly, the softening introduced by the blade springs, means that relative tilts can occur between the intermediate stages, as the stages are not rigidly confined to the plane defined by their DC position. With motion in this degree of freedom, and generally for all ancillary degrees of freedom, the motion should not directly couple into the DCAV degree of freedom. It is, however, likely that the resulting resonances may show up in the cavity readout through some non-deal couplings and, in any case, fluctuations in these degrees of freedom will affect the cavity circulating power through beam jitter.In general, we do not consider these degrees of freedom as thoroughly as the more directly coupled ones. However, it is at the least beneficial to be aware of the likely location of the resonances and consider tuning these in advance to avoid any resonant peaks appearing within the detection band. A similar state space model that was produced for the horizontal and vertical degrees of freedom can be constructed from the Lagrangian that governs the energy in each ancillary degree of freedom. Such a model is used in Section 3.6.1 to estimate the locations of the upper stage pitch and yaw resonances.
3.5.5 DampingA final consideration is the damping strategy. The suspension in-vacuum will experience negligible damping, with much of the natural damping arising from loss (see 
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Section 2.2.3) in the suspension materials. This is likely to lead to a rather large Q for most resonances, particularly for the pendulum modes that will further benefit from the dilution of loss due to energy stored in the gravitational potential.The motion around resonances often contributes significantly to the RMS motion. In the case of weak damping, the RMS motion may become excessively high due, as the RMS contribution from a particular resonance is scales positively with Q. High RMS motion in the DCAV degree of freedom means that there is a stricter requirement on the cavity locking servo gain to maintain operation. This is generally undesirable because (a) the amplitude of the motion may be so large as to bring the servo out of range, (b) the servo bandwidth may not be sufficiently high to catch the error signal to acquire lock, and (c) operating the corresponding actuators at a higher range may lead to a larger injection of actuation noise. Maintaining low RMS motion in the ancillary degrees of freedom is also important, as high RMS motion will lead to a high RMS fluctuation in the circulating cavity power. If allowed to fluctuate too much, even this second-order effect may severely degrade controllability.Therefore, we must consider a dedicated damping solution to reduce the RMS motion generated by all suspension resonances. An active system has benefits over a passive one, as elaborated in Section 2.2.4. However, the added challenge of designing and operating cryogenic and vacuum-compatible active components leads us to consider conventional, passive strategies. Our strategy is derived from the approach demonstrated within the GW community (see Section 2.2.3), using a set of eddy-current dampers to reduce the 
Q of all resonances.A key aspect to settle is the location of the damping. Consider a generic two-stage suspension for simplicity, which we wish to passively damp. Eddy currents lead to the damping of relative motion. For the two-stage configuration, we can consider damping 
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the relative velocities between (a) the ground and the upper mass, (b) the upper mass and the lower mass, and (c) the ground and the lower mass.Fig. 3.8 shows the effect of the three different damping locations on the transfer function. The clearest result from Fig. 3.8 is that damping should occur between two consecutive isolation stages, in this case, either configuration (a) or (b). Configuration (c) couples ground velocity directly into the motion of the lower mass, effectively bypassing the isolation provided by the upper stage entirely. Although the damping in both configurations (a) and (b) exhibits the same low- and high-frequency behaviour, the efficiency at which each resonance is damped differs between the two: type (a) appears to damp the lower resonance more effectively than type (b) and vice-versa for the upper resonance.In our suspension design, the highest resonance can be identified as the pendulum resonance of the final test mass stages, which are significantly lighter and shorter than the intermediate stages. Due to this difference, the motion of the test masses couples weakly into the motion of the penultimate stage, that is to say, the test masses respond strongly to drive from the penultimate mass above, but the penultimate mass responds weakly to drive from the test masses below. In this case, it will be rather more challenging to dampen the test mass resonances via damping introduced at the upper stages. However, we do not wish to insert damping directly at the test masses, as damping introduces loss, which is in contravention of the suspension thermal noise requirements that losses should be minimised at the final stage. As a compromise, we have designed a damping solution between Stage 2 and Stage 3 (UIM and PUM), that is to say, one stage up the suspension chain from the test masses.
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Figure 3.8: Comparison of differently located damping implemented on the same 
suspension. The ground-upper, upper-lower and ground-lower plots refer to configu­
rations (a)-(c) respectively. The RHS plot is a zoomed view around the resonances 

shown in the LHS plot.

3.6 Practical Design

Using the models, constraints and guidelines discussed in the previous sections, we were able to design a suspension that should meet our requirements. The overall design is shown in Fig. 3.9. A more detailed view of each stage and major component, including the assembly procedure is shown in Appendix D.2. This design is for a room-temperature prototype capable of reaching the milestone of measuring the quantum back-action. There are multiple challenges in designing a suspension that will work well in cryogenic conditions, some of which include accounting for the contraction of the components during the cooling process and maintaining cavity alignment at the operating point when the alignment was performed at room temperature. These considerations will be left for a future upgrade, however, once we gather the necessary experience from operating the prototype design.It is worthwhile to qualitatively comment on some of the aspects of the design in Fig. 3.9. Due to space constraints on the suspension stages, we opted for pre-curved 
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blades. These blades are curved when unloaded with the correspondingly negative curvature profile to that experienced by flat blades under load. When the appropriate load is applied to the curved blades, the curvature generated by the bending of the blades compensates for the blades’ natural curvature, leading to blades lying flat under load. The clearest benefits of such a design choice are that (a) the stages are more compact without having to accommodate the height of curved blades, and (b) we avoid significant horizontal-pitch coupling by placing the suspension point of the wires closer to the centre of mass of each blade’s host stage.The ring-shaped stage masses may also have a slightly unconventional appearance, particularly in comparison to the bulky stage masses on contemporary GW detectors. The purpose of these is two-fold. To optimise the design of the blade springs, we must maximise their length. To achieve this, the blades must span close to the full diameter of the inner volume of the vacuum chamber. This means the stages must be appropriately wide to carry such blades. Secondly, we wish to match the mass of the intermediate stages to the test mass stages as closely as possible for efficient damping as mentioned in Section 3.5.5. On account of the very low mass of the mirrors, we aim to minimise the mass of each stage whilst keeping the outer diameter of each stage as large as the space permits. These constraints are satisfied by concentrating the mass in a ring-like structure as shown in Fig. 3.9.The final aspect of the design to comment on is the test mass assembly, that is to say the lower test mass clamping, the mirror and its holder. The test mass assembly in the prototype design is designed to be easy to remove and disassemble. We will make use of a custom, metal optic holder so that no permanent changes need to be made to the mirror itself and the mirror can be secured in the holder with a removable screw. This design decision was made for convenience in the initial phase of the experiment, while
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TOP-ANGLED VIEW BOTTOM-ANGLED VIEWFigure 3.9: Design drawing of the room-temperature prototype suspension from 
a top- and bottom-angled viewpoint. This design incorporates all of the aspects 
discussed in this chapter, with four stages of horizontal isolation and three stages 
of vertical isolation. The horizontal stages consist of the three ring-like, suspended 
masses and the final, test mass stage for each cavity mirror. A more detailed break­
down of the suspension design including the assembly procedure of key components 

is shown in Appendix D.2.

we gather experience with cavity locking and balancing of the suspension. Redesigns of the test mass suspension mechanism will be necessary in the future, particularly due to thermal noise considerations. The topic of thermal noise reduction in the future test mass designs is revisited in Section 4.1.4.
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3.6.1 Design Parameters and Transfer Functions

The prototype design’s performance can be estimated using state space models that are in essence slight extensions of the models laid out earlier in this chapter. Table 3.1 lists the nominal values of the parameters used in these models. The estimated transfer functions for the corresponding set of parameters are shown in Fig. 3.10.The transfer functions shown in Fig. 3.10 represent the primary means of coupling seismic noise into the DCAV readout channel. The horizontal-horizontal transfer function was derived from an extension of the model in Section 3.5.1, which also includes the common-mode suppression effect discussed in Section 3.5.2. The vertical-horizontal cross-coupling was estimated from the vertical-vertical transfer function derived from the model in Section 3.5.3. The dominant source of this cross-coupling in our case is expected to be due to a tilt of the cavity mode axis away from the horizontal. The cross-coupling is modelled as a combination of the vertical-vertical transfer function, multiplied by the cross-coupling coefficient (a geometric pre-factor given approximately by the cavity axis tilt angle), and with additional common-mode suppression included similarly to that derived for the horizontal coupling.The cross-coupling mechanism of the ancillary degrees of freedom was not investi­gated, as we do not expect them to dominate across any broad region of the seismic noise spectrum. However, we model the location of the resonances of the tilt and yaw degrees of freedom in Fig. 3.10 as it is possible that we may see the sharp resonant features rise above the broadband spectra of the more strongly coupled degrees of freedom.
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TABLE 3.1: Parameters of the prototype suspensionParameter Nominal ValueTOP suspension wire number, n1 3TOP suspension wire length, 190 mmTOP suspension wire radius*, r1 200 μmTOP mass, ml 475 gTOP pitch moment of inertia, Ii 3.04 × 10^3 kg m2TOP vertical spring constant, hi 91.3Nm-1UIM suspension wire number, n2 4UIM suspension wire length, h2 190 mmUIM suspension wire radius*, r2 200 μmUIM mass, m2 423 gUIM pitch moment of inertia, I2 2.53 × lθ-3kgm2UIM vertical spring constant, k2 17.0Nm~1PUM suspension wire number, n⅛ 4PUM suspension wire length, h3 190 mmPUM suspension wire radius*, r3 200 μmPUM mass, m3 586 gPUM pitch moment of inertia, I3 3.52 × 10^3 kg m2PUM vertical spring constant, k$ 7.87 Nm^1Number of test masses, nTM 4TM suspension wire number, n4 2TM suspension wire length, L4 20 mmTM suspension wire radius*, r4 100 μmTM mass, m4 12 gTM pitch moment of inertia, /4 5.76 x 10^7 kgm2TM vertical spring constant, k4 3.14 × 106Nm^1
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Figure 3.10: Key transfer functions into the DCAV readout channel. The single­
suspension transfer function shows the result of the simplified model in Section 3.5.1 
with no damping or elastic restoring force present. The horizontal-horizontal transfer 
function shows all effects combined. The ancillary degrees of freedom have the 

locations of their resonances represented.
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Chapter 4

Macroscopic Quantum State: Thermal

Noise and Results

The previous chapter discussed the motivation behind the proposal for a suspended, cryogenically cooled cavity that will operate with quantum-limited sensitivity over the frequency band containing the SQL. It also contained a discussion of seismic isolation concerns, mitigation strategies both outside and inside the cryostat vacuum envelope, and the design of the internal suspension.In this chapter, I continue the discussion of the table-top experimental design, with a focus on the cryogenic operation, mitigation of thermal noise, and the impact that cryogenic operation has and will continue to have on the suspension design. I conclude the chapter, and the discussion of the experiment, with the status of the experiment to date and present notable results obtained thus far.
4.1 Thermal Considerations

The cryostat was mentioned in the previous chapter due to its central role in the constraints placed upon the suspension design. However, the cryostat’s main purpose 
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is to enable cryogenic operation of the cavity. As outlined in Section 3.1.1, thermal noise (particularly the coating thermal noise) poses a significant obstacle to measuring broadband quantum noise over the SQL frequency. This naturally motivates our extensive efforts toward reducing it. In a general sense, all sources of thermal noise regardless of origin are amplified for larger amounts of stored thermal energy. This is one of the conclusions drawn from the fluctuation-dissipation theorem and is reflected in the direct proportionality of the noise PSD with temperature in Eq. 2.38. Thus cooling the system is the most straightforward means of reducing thermal noise.However, many of the thermal and mechanical properties of the materials have themselves a dependence on temperature. For example, the thermal noise is generally related to some loss mechanism within the system, which is often a strongly temperature­dependent quantity. It is thus essential to address the key properties of our selected materials and their performance at different temperatures. It is preferable to select materials whose properties improve with lower temperature or, at the very least, avoid materials whose properties significantly worsen.
4.1.1 Cooling Efficiency

The first consideration is reaching the temperature operating point of the test masses. This allows for a discussion of the cooling strategy in a broad sense but also has significant consequences on the material choices in several areas of the suspension design.The cooling rate, as well as the final temperature, will be influenced by the two primary heat exchange channels, these being radiative and conductive cooling. The suspension will radiatively exchange heat with the walls of the cryostat lid, which becomes a significant mechanism in a vacuum chamber with no exchange gas and very 
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little thermal contact to facilitate conductive cooling. The radiative power from a body of temperature, T, and surface area, As, is given by the well-known Stefan-Boltzmann law: Trad = eσAsT∖ (4.1)
where σ is the Stefan-Boltzmann constant, and e is the emissivity of the material. By approximating the surface of the suspension to be around 0.5 m2, it can be irradiated with heating power on the order of 10 W, should the suspension be fully exposed to the room-temperature black-body radiation of the cryostat walls. Such a large amount of energy would overwhelm the cooling power of the cryocooler (see Fig. 4.1) and the suspension would never reach cryogenic operation. To remedy this, we make use of a two-stage cryocooler system, with a 50K heat shield that can absorb the room temperature radiation from the outer vacuum lid, leaving a residual radiative heat load of around 10 mW on the enclosed suspension. The inner heat shield is cooled by the cryocooler’s first stage, which can tolerate a much higher heat load. Therefore, the inner shield will cool significantly faster, meaning that during the initial cooling process, there is a net radiative outflow of heat from the suspension. This is a very effective cooling channel initially, but drops in efficiency rapidly due to the fourth-order scaling of Eq. 4.1 with temperature, which means we cannot rely on this cooling process below around 100 K.The second mechanism to consider is conductive cooling. This is the only means of cooling the suspension below 50 K when the suspension reaches thermal equilibrium with the inner heat shield. The maximum rate of cooling of the suspension components depends on the maximum rate of heat extraction at the cryocooler’s second stage. The estimated cooling power of the 10 K stage over temperature is given by Fig. 4.1, which shows the inferred rate of heat extraction over a single cool-down cycle of a sample plate
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Figure 4.1: Heat extracted at the 10 K plate inferred from temperature measure­
ments of the cold plate and sample plate connected via copper rods. The heat 
extraction power does not change significantly over with temperature except at the 
two extremes of the temperature range. The temperature is swept over from high to 
low, which means that in the initial stage the cryocooler pump was not operating 
at maximum power. Therefore, the drop in heat load at high temperature is due 
to transient behaviour. The low-temperature fluctuations represent noise due to 
insufficient data resolution in this region. According to the manufacturer specification, 
the heat extraction should begin to decline at 20 K, reaching zero at around 10 K.

connected to the cold plate by four cylindrical rods. From these results, we can clearly see that, even for a component whose cooling is not restricted by thermal contact with the cold plate, radiative cooling is a significant, if not dominant, cooling channel at high temperatures.The real efficiency of conductive cooling is, however, limited by the heat flux across the whole suspension and can vary significantly according to the thermal conductivity of the material and the heat-flow cross-section. Determining the rate of conductive cooling precisely is not a trivial matter for a suspension design that does not follow simple geometry. However, the heat flow rate will be limited most critically by the 
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small cross-sectional area of the suspension wires, which restrict the heat flow between the stage masses. We can thus approximate that the thermal masses will always be internally in a state of thermal equilibrium and the heat flow is driven by a thermal gradient along the wire length. For wires of constant cross-section, Aw, and length, Lw, the heating power is given by:

Pm = K™AL (4.2)
where κ is the thermal conductivity of the wire material and AT is the temperature difference between the two ends of the wire. The result in Eq. 4.2 assumes a constant thermal gradient in the wire, which relies on a constant κ over the temperature intervals. However, the thermal conductivity of materials can vary significantly over a small temperature range at cryogenic temperatures, which leads to a non-linear thermal gradient across the wire length and thus only an approximate nature to Eq. 4.2.
4.1.2 Upper SuspensionThe design of the upper suspension stages is largely driven by the seismic isolation requirements, meaning that we must often compromise on some of the thermal consid­erations, which often suggest the opposite approach. Whether in the room-temperature or cryogenic phase, the suspension parameters are fixed to the values given in Table 3.1. However, there remains some freedom to make design choices regarding thermal consid­erations as well, particularly concerning the materials to be used for each component. The choices are generally driven by the efficiency of the suspension cooling, as the upper suspension stages are unlikely to contribute significantly to the suspension thermal noise. The three main areas of interest are the material composition of (a) the stages 
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masses, (b) the vertically isolating blade springs, and (c) the suspension wires.The stage masses will be manufactured from aluminium for both modes of operation, which is chosen for its sufficient strength, durability and low density. The mass of the intermediate stages must be kept very low in the interests of effective test mass damping (discussed in Section 3.5.5) for which the low density of aluminium is highly beneficial. The current stages are formed of a standard aluminium alloy for ease of manufacture and handling. In the future upgrade, we consider replacing the stage material with high-purity aluminium. Aluminium with a very low density of impurities exhibits some excellent thermal properties at cryogenic temperatures, particularly, high thermal conductivity (can reach around 104Wm'1K'1 at 20K [123]). This will be very helpful for the reduction of the cooling time. A significant challenge for this future adoption is the low strength and hardness of the material (up to 100 times weaker than the strongest aluminium alloys). This makes it both challenging to machine and use in a larger assembly without damaging the components. As a result, prior to the potential implementation of high-purity aluminium in the design, we will first gain experience operating with the more robust alloy.For vertical blade springs in the initial investigation, we will use 316L grade stainless steel. This material does not exhibit particularly high yield strength (typically below 300 MPa [124]) and thus we cannot be particularly ambitious with reducing the stiffness of the blades. This grade of steel is sufficiently strong for initial investigations and is easier to machine. However, we will eventually adopt alternative materials that have a better level of performance. For the room temperature design, we may consider grades of maraging steel with high yield strength, such as 440C stainless steel with yield stress as high as 1900 MPa upon correct heat treatment [125]. The issue with continuing use of stainless steel into the cryogenic phase of the experiment is in their 
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poor thermal conductivity (around 2 W m~1 K-1 [126] with slight variation depending on the grade), which would cause significant reduction in the rate of conductive cooling of the suspension. Thus, in the cryogenic phase, we will look to materials with better cryogenic thermal properties, such as beryllium copper, with thermal conductivity of around 10Wm^1K^1 [126], or tungsten, with thermal conductivity approaching 104Wm-1K^1 at 20K [127].

1assuming the UIM is at 10 K and taking the peak heat flux in the PUM temperature range 20 K to 100K

The upper stage wires are not likely to pose much of a problem with the widely available 316 stainless steel wires being both sufficiently strong and sufficiently thin to not affect the suspension performance greatly. The initial assembly presented in Section 4.4 uses particularly thick wires, which led to the significant shift in the pendulum resonances seen in Fig. 3.10. However, the wire thickness can be substantially reduced whilst maintaining a sufficient safety factor for operation. The wire material will have to be changed for cryogenic operation due to the same issue of low thermal conductivity of stainless steel. In this case, we may consider tungsten wires or beryllium copper ribbons as an alternative.Even with the choice of highly conductive materials, the restriction of heat flow up the suspension chain may lead to an unreasonably long cooling time. If we consider tungsten wires operating at a factor of two below their yield stress, using Eq. 4.2, we can estimate the maximum heat flux between the PUM and the UIM to be around 2 mW1. We may relax the seismic isolation requirements and allow for thicker wires to increase the cooling efficiency. With an increase of the wire thickness to give an equal distribution of energy between the gravitational potential and elastic potential, the maximum heat flux rises to 0.8 W but comes at a cost of a factor of 2 in seismic isolation at 100 Hz in an equivalent single-stage suspension. The thinnest wires are 
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insufficient to even extract the heat load from the black-body radiation of the inner shield. Whilst the thicker wires should be sufficient to maintain the test masses at the operating temperature, they are still likely too thin to facilitate a reasonable cool-down time. As such, we may consider implementing some form of retractable connection between the stage masses and the cryocooler that can aid in the initial cooling procedure and be removed after the correct temperature is reached.
4.1.3 Substrate Choice

The careful choice of substrate material is an essential part of our low thermal noise strategy. Fused silica is a natural choice due to its small loss angle of 10~7 at room temperature [128]. Indeed, this material choice is appropriate for the room-temperature milestones of our experiment and is a very common choice for similar experiments in the field. We will make use of standard-sized table-top optics for the initial fused silica substrates of one-inch diameter and one-quarter-inch thickness.However, the mechanical loss of fused silica degrades significantly at cryogenic temperatures, particularly over a broad peak that rises to 10~3 close to our 20 K operating point [129]. The larger loss angle degrades sensitivity due to the substantial increase in the substrate thermal noise (see Eq. 2.45). As such, we cannot continue the use of this material into the cryogenic phase.The KAGRA [15] detector is designed for cryogenic operation and makes use of sapphire substrates, whilst ET-LF [130] considers crystalline silicon substrates. Both of these substrates are a reasonable choice with a mechanical loss of around 10^8 at 20K [123]. Given the choice of the two suitable candidates, we will consider silicon in the low-noise, cryogenic phase of the experiment, due to its other properties of interest. Particularly, silicon possesses two roots in its coefficient of thermal expansion 
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around 20 K and 120K [131], which leads to a substantial reduction in the substrate thermoelastic noise [75]. From a cooling perspective, the switch to silicon is also highly beneficial, with the thermal conductivity of silicon exceeding 103 W m~1 K^1 in the 20 K to 50 K range compared to the rather low thermal conductivity of silica [123], which declines from around lWm^1K^1 at room temperature down to 0.1Wm^1K^1 at 20 K.
4.1.4 Test Mass Suspension

The substrates will be held inside a metal holder via a screw and the final-stage suspension wires will be clamped to the metal holder. This process allows for easy interchange with standard off-the-shelf mirrors and the ability to re-suspend and dismantle the entire test mass assembly. This is beneficial in the early prototyping and commissioning phase as we may make changes to the design based on gathered experience. This design also avoids making permanent alterations to the mirrors or bonding components directly to the substrate. The initial test mass assembly (shown in detail in Appendix D.2) shares some similarities with the design of the optic holder in the small optic suspensions of Advanced LIGO [132].A significant limitation of this attachment strategy is the large number of bolted connections close to the test mass. This is predicted to contribute significantly to the suspension thermal noise and possibly severely limit the sensitivity in the detection band. As an intermediate step, we plan to loop the suspension wires around the substrate in a sling-like configuration akin to the Initial LIGO test mass suspensions [133]. In this case, we anticipate that a level of customisation of the substrate shape will be necessary to implement the standoffs needed to minimise the contact area between the wire sling and the substrate.
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The final upgrade to the suspension strategy will coincide with the switch to silicon substrates. At this point, the test mass assembly will need to exhibit significantly lower thermal noise than the intermediate designs. Therefore, it is at this stage that we will design a monolithic test mass suspension with silicon fibres replacing the metal wires and direct bonding applied to the substrate. The exact details of the future designs have not been finalised at the date of writing but are certain to share similarities in design with the monolithic fibre suspension of the Advanced LIGO test masses [65].
4.1.5 Coating Choice

The coating thermal noise is, in some sense, the most difficult challenge to overcome, given its limitation on the sensitivity of conventional GW detectors. In the initial stages of the experiment, we plan to use commercial Ta2O5∕SiO2 coatings, which are widely used and well understood within the GW community. With a loss angle of 1 × 10~4 to 4 × 10^4 [77], they are sufficient for the room-temperature milestones of the experiment. However, these coatings lose performance at 20 K, with a loss angle that rises up to 9 × 10^4 [78],In the switch to silicon substrates, we have the option to change the coating material as well. In this case, we may consider several options that show promise at the cryogenic operating temperature. These options include amorphous coatings, such as a-Si2∕SiO2 (loss angles of 2 x 10^5 to 5 × 10-5 [79] and 1 × 10-5 to 4 × 10^5 [134], respectively), a-Si/SiN (loss angle of 1 × 10-5 for SiN [135]), or crystalline coatings, such as GaAs/AlGaAs (loss angle of 2.5 × 10-5 to 5 x 10^5 [136,137]). The exact choice of coating will largely depend on the progress made in coating development over the near future. A particular point of concern that will have to be resolved first is 2amorphous silicon
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the comparatively large absorption in the current state-of-the-art coatings. We may ultimately continue to employ Ta2O5∕SiO2 coatings in the long term to mitigate the high risk of committing to prototype coatings. However, in such a case it is uncertain whether it will be possible for us to reach the SQL level of sensitivity. Due to the level of uncertainty concerning the ongoing coating strategy, we leave this open to future investigations.
4.2 Laser and Cavity

The eventual transition to silicon substrates justified in Section 4.1.3 leads to an important change in our choice of laser wavelength. Silicon is often used in conjunction with laser light at 1550 nm, due to the low absorption of silicon at this wavelength, which is in contrast to its high absorption at the 1064 nm wavelength commonly used in contemporary GW detectors. The wavelength of 1550 nm is suitable for use with both silicon and fused silica substrates, hence we adopt its use from the beginning.The high sensitivity requirements on the displacement measurement lead to a significant issue with the laser frequency noise. In order to suppress the laser frequency noise we lock the laser to the cavity using a PDH locking scheme as laid out in Section 1.2.5. However, this leads to the need, as discussed briefly in Section 2.4.1, for an external frequency reference in order to make an out-of-loop measurement of the displacement fluctuations and get a real-terms suppression of the laser frequency noise. We achieve thus by including a second cavity, that is as identical to the first and locked to its own laser in the same way. In this case, the transmitted signals experience phase fluctuations according to the DCAV motion of each cavity, free of laser frequency noise.These signals can be interfered to generate a beat signal within the RF band. With
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TABLE 4.1: Cavity parameters of the initial room-temperature design.Parameter Nominal ValueWavelength 1550 nmTransmissivity 8 ppmRadius of Curvature 500 mmCavity Length 90 mmFree Spectral Range 1.67 GHzFinesse 3.93 × 105Cavity g-factor 0.67
an appropriate shifting of the two laser frequencies by integer multiples of each cavity’s FSR, it is possible to bring the beat note to 10 MHz to 100 MHz, and thus within the range of high-bandwidth electronics. Demodulating the signal around the beat note yields a measure of the combined DCAV motion, whose PSD is approximately double that of the individual cavities, given the cavities are near-identical and the noise is uncorrelated.The cavities will be formed by two identical curved mirrors at a tunable separation. The initial design consists of identical fused silica mirrors with high reflectivity to achieve a very high finesse and thus a high build-up of circulating power. This will be of use in particular during the room-temperature measurement, where the high circulating power will generate a high radiation pressure on the substrates and thus amplify the QRPN. The parameters of the initial design are summarised in Table 4.1.The switch to the cryogenic operation of silicon substrates will move us along the path toward operating at the quantum-noise-limited sensitivity at the level of the SQL. At this point, the substrate and coating may be significantly different from the coating used in the room-temperature prototype. Therefore, some of the parameter values given in Table 4.1 may change significantly in the future.
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Figure 4.2: Noise budget for the final, cryogenic design capable of reaching the 
SQL and enabling investigations of macroscopic quantum mechanics.

4.3 Final Design Noise Budget

We take the optimistic case where we are able to use low-loss coatings at their advertised level of performance on silicon substrates. For operating in the low-noise cryogenic regime, and with the laser power tuned to place the SQL frequency at 100 Hz, we predict that we will be able to create a quantum limited system over the SQL region according to our requirements. The noise budget for this low-noise regime is shown in Fig. 4.2.
4.4 Status and Results—Room Temperature

The key design decisions, simulated performance, and parameters of the suspension and cavity were discussed in some detail over the course of Chapter 3 and the previous sections of this chapter. In this section, we explore the current status of the experiment 
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and present results of interest. As laid out in the timeline in Fig. 3.1, the initial stages of the experiment take place at room-temperature. This is necessary from an early commissioning perspective, as it is essential to gain experience in operating the cavity during more forgiving conditions before incrementally reaching the design sensitivity in the low-noise, cryogenic regime. Furthermore, it is not necessary to reach cryogenic operation in order for us to obtain novel scientific results. According to our predicted experimental goals in Fig. 3.1, we will be able to make continuous progress for several years into the future prior to engaging in the first cryogenic tests.
4.4.1 Experimental Layout

The nominal experimental design, as elucidated in Section 4.2, consists of two independent cavities suspended from the same PUM. The cavities are pumped by two separate lasers with identical control schemes. Fig. 4.3 shows the configuration of the in-air table-top components in relation to the two suspended cavities. At the moment, the cavities are operated completely independently with no beating of the transmitted fields. Thus, we cannot yet obtain the low-noise displacement spectrum from the combined cavity readout.The locking electronics in Fig. 4.3 are abstracted into a single component. Therefore, Fig. 4.4 shows an expanded view of the electronic components of the control scheme. The individual components are further discussed in the following sections.The experimental layout can be further appreciated with reference to Fig. 4.5, which shows the optical layout, locking electronics, and the cryostat with its support frame at the time the measurements in this section were taken. The suspension design presented in Fig. 3.9 can be seen fully assembled in Fig. 4.6.
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(1) Laser(2) Faraday Isolator(3) Photodiode (Red.)(4) Locking Electronics(5) Steering Mirrors(6) Mode Matching Lenses
(7) Vacuum Chamber(8) Suspended Cavities(9) Beamsplitters(10) Camera(11) Photodiode (Tran.)

Figure 4.3: Optical layout of the experiment for the room-temperature prototype 
in the configuration discussed throughout Section 4.4. The two cavities are controlled 
independently with two separate but identical control systems. The cavity displace­
ment extraction via the beating of the two cavities is not yet present in this layout.

4.4.2 Room-Temperature Noise Budget

The noise budget for the room-temperature prototype is shown in Fig. 4.7. It can be seen that with the expected level of performance of the suspension and mirrors, we should be capable of reaching a QRPN dominated level of sensitivity over a frequency band around 100 Hz. The radiation pressure effect is deliberately amplified, which raises the SQL above 1kHz. To bring the SQL frequency to the target region around 100 Hz, it will be necessary to reduce the laser power and thus lower the quantum noise in this frequency band. Given the budget in Fig. 4.7, it can be seen that the suspension
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Gain Low-pass

Figure 4.4: Detailed layout of the locking electronics, shown as (4) in Fig. 4.3.
Discussion of the parameters of the components can be found in Section 4.4.5.

Figure 4.5: Photo of the experimental set-up at the time of the measurements laid 
out in Section 4.4. The photo shows the yellow cryostat on its tetrahedral support 
frame in the passive configuration, as shown in Fig. 3.4. The optical components in 
the lower portion of the photo correspond to the components laid out on the RHS of 
the vacuum chamber in Fig. 4.3. The electronics in both lower corners of the photo 

make up the locking servo laid out in Fig. 4.4.
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Figure 4.6: Photo of the suspension installed in its operating position within the 
vacuum chamber interior. The suspension is assembled as shown in Fig. 3.9, with the 
three ring-like masses clearly identifiable and one of the test masses visible just below 
the PUM. The blade springs are shown in the upwards pre-curved configuration 

under varying levels of load before fine-tuning the balance.

thermal noise and coating thermal noise will then begin to dominate. We can thus see directly, the necessity of finding a solution to the thermal noise problem that forms so much of the discussion of Section 4.1.
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Figure 4.7: Noise budget for the room-temperature prototype of the experiment
capable of operating at a QRPN-dominated level of sensitivity.

4.4.3 Laser Frequency—Actuation and Noise

The cavity resonance is maintained through a PDH locking scheme similar to that described in Section 1.2.5. We choose to avoid any in-vacuum actuation on the suspended cavity, leaving it effectively free-swinging in all degrees of freedom at all times. Motion in all degrees of freedom is filtered through the seismically isolating suspension and the eddy-current damping scheme lowers the Q of the suspension resonances to reduce their contribution to the RMS motion. The residual fluctuations in the cavity length are compensated for by actuation on the laser frequency.The laser frequency of our lasers can be controlled through a combination of laser cavity PZT drive and laser current drive. The PZT can be driven with a high response from DC up to the piezo resonance, at which point the response declines. The current, on the other hand, can be driven to much higher frequencies but the input is high-passed, leading to very poor response at low frequencies. For this reason, we refer to these 
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actuation channels on the laser frequency as the slow and fast channels, respectively.Whilst controlled actuation on the laser frequency can be used to compensate for cavity length fluctuations and maintain the cavity on resonance, the intrinsic fluctuations of the laser frequency, in turn, inject further noise into the cavity length readout (an effect that was alluded to in Section 4.2).To fully understand the sensitivity of the cavity and to be able to properly model the locking servo, we need to characterise both the laser frequency noise and the laser frequency actuation response. We measured both by beating the two near-identical lasers together, resulting in a beat-note at 15 MHz. We then implemented an electronic delay line to demodulate the beat-note signal. We make the assumption that both lasers have approximately equal noise spectra to infer the laser frequency noise of each laser from the demodulated beat-note ASD, which is shown in Fig. 4.8a. We then measured the response of the demodulated beat-note signal to a swept-sine input at the slow and fast channels. From this we computed the voltage-to-laser-frequency transfer functions for each channel. The results of the transfer function measurements are shown in Fig. 4.8b.
4.4.4 Cavity Stability and Alignment

The DC cavity alignment is achieved through relatively rough hand-tuning of the angle at the upper clamping hook of the final suspension stage. The alignment procedure is performed manually in-air, which means we have no means of compensating for any drifts that occur once the chamber is sealed. This is a potential concern for the later cryogenic operation, where the suspension wires will undergo significant shortening upon cooling down and may lead to DC distortions of the cavity alignment.
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Frequency [Hz]

(b)Figure 4.8: Panel (a) shows the laser frequency noise ASD as measured by a beat 
measurement between the two near-identical lasers. The noise of a single laser is 
estimated by dividing the beat note ASD by a factor of vz2, which is included in the 
plot. Panel (b) shows the laser response bode plot for the PZT (slow channel) and 

current (fast channel) drives.

(a)

For now, the tuning procedure is sufficient to allow for aligning the input beam with the cavity mode using external, in-air steering mirrors. The result is that the cavity mode does not rest at a purely horizontal orientation, but with some angular offset, which leads to the vertical-horizontal cross-coupling that was discussed in Section 3.5.3.
4.4.5 Lock Acquisition

The lock acquisition process is complicated by a combination of (a) the substantial laser frequency noise at high frequency, which demands a high-bandwidth servo; (b) the high RMS motion arising from the high Q of the final stage resonances, which strains the range of the servo; and (c) the high cavity finesse, which leads to a small cavity linewidth, and a large power buildup at resonance.The first consideration we turn to is the servo response. The full cavity locking system consists of several components, which are shown in Fig. 4.3 and 4.4. The PDH 
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scheme begins with a 4 MHz modulation of the laser current, which modulates the laser frequency and, to some extent, the laser amplitude. The error signal is produced from the power measured at the PD in reflection (component (3) in Fig. 4.3), which is demodulated with the local oscillator inside the locking servo (see Fig. 4.4). The residual amplitude modulation generates an offset in the error signal, shifting the principal zero crossing away from the nominal position on resonance. This can be compensated for by an appropriate shift in the servo set-point and does not pose a significant problem. The signal passes through a gain amplifier and is then split to be passed to both control channels of the laser frequency. The slow channel (PZT) control signal is passed through a 10 Hz low-pass filter with a tunable gain, whilst the fast channel (current) has the control signal combined with the local oscillator, as the fast channel is responsible for high-frequency control and for generating the RF sidebands.Using a model of the cavity response, together with the response of the slow and fast channels, we estimate the open loop transfer function shown in the Bode plot in Fig. 4.9. We are able to tune the unity-gain frequency to 320 kHz with a resulting phase margin of 220. A key area of concern for the stability of the servo is at the cross-over point between the slow and fast channels. The ratio between the PZT and current drive is shown in the Bode plot in Fig. 4.10. The cross-over occurs at the 0dB point and its position can be tuned by changing the gain on the PZT low-pass filter, which shifts the magnitude plot vertically and thus shifts the position of the 0 dB crossing. The phase remains unchanged, so we can determine the optimal location for the cross-over to achieve the largest phase margin. As shown on the plot, the phase margin is maximised at the indicated frequency of 20.5 kHz with a value of 18°. We thus tune the low-pass gain to place the cross-over point at this frequency, which is reflected in the open-loop transfer function in Fig. 4.9.
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Figure 4.9: Bode plot of the open-loop transfer function constructed from the 
individual transfer functions of the PZT and current drives. The transfer functions 
are constructed from the cavity response, the particular responses of each channel 

(shown in Fig. 4.8b) and a further low-pass applied to the PZT.

The high cavity finesse also applies a constraint on the RMS velocity that can be tolerated to achieve lock. The cavity remains largely empty before acquiring lock and the electric field must build up over some finite time when the resonant condition is met. In the usual presentation of an error signal (see Fig. 1.3), it is assumed that the cavity is in the steady state. In the case of a conventional cavity sweep, it is assumed that the traversal over the cavity resonance is sufficiently slow such that the cavity has
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FIGURE 4.10: Bode plot of the ratio of the PZT and current transfer functions shown 
in Fig 4.9. The cross-over between the two transfer functions occurs at the 0dB 
crossing and is indicated with the vertical dashed line. The corresponding location 
is indicated on the phase plot and determines the phase margin at the blend. The 
relative gain is optimised to place the cross-over frequency at the location of the 

maximum phase margin.

reached close enough to the steady state. The cavity build-up time related to the cavity linewidth, or similarly the cavity storage time, given by [138] τs ≈ T7∕fsr∙ For our cavity, this build-up time is on the order of 0.2 ms. The cavity motion traverses the error signal on the time scale given by τe ≈ A∕(urms-F)∙ I∏ order for the cavity field to build up sufficiently, τe » τs, which yields an upper limit on the cavity velocity,
A/fsr „ 1-7 -i ¾ms ≪ ~=-≪ 17nms . 

J-z
(4.3)

This strict requirement on the velocity upper limit explains the need for strong and effective damping of the suspension resonances discussed in Section 3.5.5.The large buildup in the cavity generates a significant amount of radiation pressure, 
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particularly given the light cavity mirrors and the relatively soft suspension. This complicates the low acquisition process for high laser power, as the rapid buildup of circulating power excites the dynamics of the test mass suspensions. In the current experimental setup, we are limited in the range of frequency control by the range of the PZT, as we do not currently have the laser temperature controller integrated into the feedback loop. The temperature control has a very small bandwidth but allows for tuning over a large frequency range. The PZT can compensate for a maximum cavity displacement of 0.19μm, which is not a significant amount given the large displacement generated by the radiation pressure. Assuming no loss in the cavity, we can only tolerate a maximum input power of around 0.5 mW, and still achieve and maintain lock.The cavity should be impedance matched with mirrors of equal transmissivity, and thus the steady-state reflected power on resonance should be zero. However, due to cavity losses, we see a non-zero level of reflected power, which allows us to estimate these cavity losses. We thus estimate losses of around 16 ppm, which results in a correction to the finesse to a new value of 1.3 × 105. We anticipate that further improvements are possible as the mode matching is not ideal, which contributes to the loss estimate as well.
4.4.6 Cavity Noise Spectrum

We can determine the spectral density of the cavity length fluctuations (the DCAV degree of freedom) from the spectrum of the control signal calibrated into units of metres. However, in its current status, the experiment operates at an insufficient sensitivity to observe quantum noise effects because of the dominant presence of laser frequency noise in this readout channel. This will be remedied in the future with the beating of the transmitted signal between the two cavities, at which point we will be able to measure
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Figure 4.11: Cavity displacement ASD with principal noise sources modelled for 
comparison. The residual seismic noise spectrum is estimated from the table motion 
spectrum multiplied through by the directly coupled horizontal-horizontal (H-H) and 
the cross-coupled vertical-horizontal (V-H) transfer functions. The key result is the 
relatively close agreement on the slope of the pre- and post-resonance region of the 
seismic noise and the agreement on the location of many of the resonances. Towards 
the higher frequency region, the laser frequency noise begins to dominate over the 

cavity spectrum as expected.

the spectrum of their beat note in the absence of laser frequency noise (as discussed in Section 4.2).Whilst many sources of true cavity displacement are obscured, the dominant nature of the seismic noise at low frequency means that we may observe the key features of the residual seismic noise coupling even in the cavity spectrum inferred from the control signal. We can use this to test the validity of the suspension model discussed in Chapter 3 by comparing the low-frequency seismic-noise-dominated region of the cavity spectrum to our seismic noise model. The model is generated by applying the transfer function generated in Fig. 3.10 to the seismic spectrum on the optical table, shown in Fig. 3.3. The result of this analysis is presented in Fig. 4.11 and shows the relatively 
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high level of agreement between the measured cavity spectrum and the seismic noise model. The accuracy of the model suggests that the suspension behaves according to our expectations. Thus, we have a level of confirmation that we will meet our requirements for the seismic noise suppression in the crucial region around the SQL frequency in the future beat note measurement as well.
4.5 Concluding Remarks and Future Work

The last two chapters presented an experiment for reaching a quantum-noise limited level of sensitivity in the audio band of a suspended cavity. The motivation for the experiment arises from the necessity to understand the quantum noise spectrum around the so-called standard quantum limit and to develop techniques for surpassing this sensitivity limit. This is driven primarily by the requirements of future generations of GW detectors, which will have increasingly stringent sensitivity requirements below the contemporary quantum noise level. The experiment is also embedded within the greater context of fundamental physics research on macroscopic quantum mechanics.The key features of the experiment are concerned with the need to suppress the two dominant sources of noise in such high-performance, suspended, optical cavities, these being seismic noise and thermal noise. To the latter point, a cryostat is employed to cool the system down to 20 K, which has significant implications for the rest of the experimental design. Chapter 3 was principally concerned with the former, with an exploration of the notable departures from the norm that are brought about by the presence of the cryostat (particularly the focus on increasing the rigidity of many conventionally soft connections). The largest focus of Chapter 3, however, was on the analysis and modelling of the internal suspension, which is the most challenging and 
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complex aspect of the seismic isolation strategy. The chapter concludes with a model of the predicted isolation performance of the suspension.This chapter is concerned with the thermal noise mitigation strategy, as well as a discussion of the current status of the experiment. The thermal noise considerations are not as conclusively explored as the seismic reduction strategy, principally because we are yet to begin the preparations for cryogenic operation. The avenues for thermal noise reduction are clear, with the options laid out in Section 4.1. However, which one is to be adopted will be answered in due course depending on the outcome of future work, whose results are not yet known. In all cases, we present a primary, high-risk strategy, which is likely to achieve or surpass our requirements, and an alternative, lower-risk mitigation strategy to deal with unforeseen difficulties, whose ability to achieve the requirements is, nonetheless, in doubt. The discussion concludes with the current status of the experiment and the initial results of the room-temperature prototype. In these sections, we lay out the approach to operating the cavity and compare the cavity displacement spectrum we obtained to our seismic noise model.The experiment will naturally progress to the stage of low-noise operation, which will involve the beating together of both suspended cavities to suppress the laser frequency noise in the cavity displacement spectrum. Once we are able to extend the range of our laser frequency tuning, we will raise the laser input power and magnify the radiation pressure effect to measure the QRPN. This will achieve one of the significant milestones of the experiment.In the more distant future, the route is less clear and will depend on external factors. However, in the near term, we expect the significant changes to be: (a) the replacement of current blade springs with high-strength maraging steel, which will lower the vertical suspension resonances and significantly reduce the cross-coupled seismic noise, (b) 
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the redesign of the test mass suspension stage with a departure away from a metal holder and bolted connections, and (c) explorations of the suspension performance upon initiating the cooling procedure.
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Chapter 5

Optomechanical Filters for

Interferometric Measurements

Quantum fluctuations of light are, in themselves, notable phenomena for study, as laid out in Chapter 3. However, much of contemporary GW instrumentation is concerned with strategies to suppress this noise source, as discussed in Section 3.1.3. One promising approach is in the use of optomechanical filter cavities that serve as quantum amplifiers. These additions to the contemporary detector design provide enhancements to the GW strain sensitivity and can be installed alongside complementary techniques such as squeezing without conflict. In this chapter we present theoretical work on such an implementation in the Advanced LIGO detector configuration. The novelty of the work consists of a dual approach through an analytic, frequency-domain derivation as well as a numerical, time-domain simulation. My focus will be on the time-domain simulation and the two key contributions that this approach brings, this being the verification of the results of the analytic approach with a fully independent technique, and providing insights to the behaviour of the system that is not as easy to calculate or interpret using the analytic technique.The content of this chapter is a reformatted copy of the paper X. Li, J. Smetana,



146 Chapter 5. Optomechanical Filters for Interferometric Measurements

A. S. Ubhi et αl. “Enhancing interferometer sensitivity without sacrificing bandwidth and stability: Beyond single-mode and resolved-sideband approximation” [139]. I was considered the joint, primary coauthor with X. Li. X. Li was responsible for writing and/or editing Sections 5.1-5.3 and I was responsible for writing and/or editing Sections 5.4 and 5.5. Section 5.4 presents the outline and results from my work on the time domain simulation, which I constructed and analysed myself.
5.1 Introduction

The detection of GWs from a binary black hole merger in 2015 [16] opened a new window of astronomy observation. Binary black hole systems have so far been the most commonly measured GW sources [140,141]. The demand for extracting richer properties of the ringdown stage [142-146], as well as other astrophysical processes that produce pronounced gravitational waves at high frequencies, e.g., the binary neutron star mergers [147-149] and core collapse supernovae [150-152], calls for the broadband and high-frequency sensitivity of GW detectors. For current advanced detectors and even future detectors including Einstein Telescope [153,154] and Cosmic Explorer [155], the quantum shot noise limits the detector sensitivity from a few hundred Hz to kilo Hz [156]. Similarly, recently proposed detectors of axion-like-particles in the galactic halo suffer from the photon shot noise across their sensitivity bands [157-160].In the canonical interferometer configuration [29], resonant arm cavities are used to increase the relative signal strength by effectively extending the length of the detector via repeated reflections of the optical field. However, the positive dispersion of the arm cavity makes the signal at higher frequencies no longer resonant. This leads to an inverse relationship between the peak sensitivity and bandwidth of the detector, 



5.1. Introduction 147

known as the Mizuno limit [31]. This can be traced back to the energetic quantum limit [24,161], which is also called the quantum Cramer-Rao Bound (QCRB) [162], and is therefore limited by the quantum fluctuation of the intracavity light field [18].One approach to broaden the bandwidth without sacrificing peak sensitivity is to attach a negative-dispersion optomechanical filter cavity to the arm cavity [163], which can compensate for the phase gained in the arm cavity and thus resulting in a white light 
cavity effect. However, such a scheme is dynamically unstable and thus an additional stabilizing controller must be implemented. We will call this unstable white light cavity scheme as uWLC for short. In the original proposal [163], in addition to the filter cavity, there are several auxiliary optics, either for impedance match with the input mirror of the arm cavity or for steering the field to the filter, which leads to a rather complex setup.In a later study [164], it was found that converting the signal-recycling cavity (SRC) into the optomechanical filter can lead to bandwidth broadening with a much simpler optical layout, as illustrated in Fig. 5.1. The parameter regime considered [164], however, still leads to an unstable system. We recently realised that, when the optomechanical interaction strength is smaller than or equal to the coupling frequency between the arm cavity and the filter cavity, the system will be self-stablised [165]. More interestingly, the peak sensitivity is improved together with the bandwidth, not due to squeezing but a significant enhancement of the signal response. We shall call this stably operated white light cavity scheme as sWLC for short. So far, the sWLC scheme has only been analysed using the Hamiltonian in the single-mode and the resolved-sideband approximation [164,165], which treats the arm cavity signal field, the mechanical oscillator, and the field in the filter cavity as single modes, separately. The stability issue of the system is based on the poles of the resulting input-output relation [165]. One
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Figure 5.1: A schematics of the interferometer configuration with the signal­
recycling cavity (SRC) as the optomechanical filter. Both the main arm cavities 
and the SRC resonant at ωo, but they have different free spectral ranges due to the 
different cavity lengths. One of the mirrors in the SRC acts as the mechanical degree 
of freedom that resonant at ωmo. It couples to the signal sidebands around wq via 
the radiation pressure due to the blue detuned SRC pumping field at ωo + ωm. Note 
that ωmo∕ωm ≈ 1, with slight difference caused by the optical spring effect due to 
the blue-detuned pumping (will be explained later near Eq. 5.17). ITM: input test 

mass, SRM: signal-recycling mirror.

natural question to ask is, whether the stability and sensitivity improvement remain valid when these approximations are removed by considering realistic parameters. Answering such a question defines the theme of this paper.Note that in the low-frequency band (below 40Hz), quantum backaction in the main interferometer will further restrict the sensitivity, because the radiation pressure force from the strong field would interact with the test mass. Throughout the paper, we will be focusing on the shot-noise-limited sensitivity, leaving the consideration and cancellation of back-action noise for future studies [165].The outline of this paper goes as follows: in Section 5.2 we revisit the idealised Hamiltonian dynamics and stability requirement, and introduce the full analysis method
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beyond the single-mode and resolved-sideband approximations. In Section 5.3, we solve the system dynamics in the frequency domain. We also analyse the stability using the Nyquist criterion and show the resulting sensitivity. In Section 5.4, we carry out a detailed time-domain simulation, and show the agreement with the frequency-domain analysis.
5.2 From single-mode approximation to full analysis

In this section, we will first recap the idealised Hamiltonian dynamics under the single-mode approximation as analysed in Refs. [164,165] for the sWLC, and also revisit the stability requirement. We will then introduce the analysing framework considering the realistic setup, by abandoning the approximations applied in the previous treatment. The detailed analysis in the frequency and time domain will be carried in Section 5.3 and 5.4, respectively.The idealised sWLC mode interaction in the rotating frame of frequency c⅜, as illustrated in Fig. 5.2, can be described by the following Hamiltonian:
Hmi = i ħws(α & — + i ħG(bW — be) , (5.1)

with a , b, c being the quantum operators of the differential optical mode of the arm cavity, the SRC (i.e., the filter cavity) optical mode, and the mechanical mode, respec­tively. Here ωs is the beam-splitter-type interaction strength between mode a and b, and G describes the optomechanical interaction strength between mode b and mode c.Considering the GW strain signal input h with coupling strength a, as well as the coupling to the external bath bin with rate 7 [166], we obtain the Heisenberg equations
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s⅛nal (b),--.....................
h sWLC scheme ' < uWLC scheme

Figure 5.2: Idealised mode interaction structure of the optomechanical system 
illustrated in Fig. 5.1. (a) The sWLC scheme. Here α represents the differential 
mode of the arm cavity which couples to the GW strain h, b represents the SRC 
(filter) mode, and c represents the mechanical mode of the suspended mirror. The 
coupling between a and b (b and c) is characterised by ωs (G). Mode b is coupled 
to the external ingoing field ⅛n, which carries the vacuum noise, and the outgoing 
field δout, which carries the signal and will be read out. (b) The uWLC scheme for 
comparison. In the intracavity readout scheme presented in Ref. [163], the external 
fields couple to the arm cavity mode a, rather than the filter cavity mode b. (c) 
The frequency-domain mode structure under single-mode (for both a and b) and 
resolved sideband (for b) approximations. The parametric interaction is realized 
by the optomechanical coupling under blue-detuned pumping by the mechanical 
resonant frequency. Note that all mode operators are defined in the rotating frame 

of frequency ωo, and Ω is the sideband frequency with respect to it.

of motion for the three modes:
a(t) = -ωsb(f) + iah{t),

= Gb^, (5.2)
b(t) = -'yb(f) + ωsa(f) + Gc∖t) + √z2y bin(t),

with outgoing field given by 6out(t) = + λ∕2τ^W∙ The above equations can besolved in frequency domain via Fourier transform:
z

∞
dt ,∙∞ (5.3)
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where Ω is the sideband frequency in the rotating frame of frequency ω0, and ∂ represents α, b, c or binjθut. The resulting solution for the outgoing field is:

⅛ut(Ω) — ∕Ω(q + iΩ) — G2 +ω2 iΩ(7 — zΩ) + G2 — ω2 Mω)¾√27c√sα
i^-i^ + G2-ω2 h (5.4)

Interestingly, regardless of the value of G and ωs, the outgoing field is not squeezed, as the modulus of input-to-output transfer function remains equal to unity. The signal is contained entirely in the phase quadrature [27,167] defined as Y = (5out — ¾ut)∕(vz2z). The resulting signal-referred shot noise spectral density when measuring the phase quadrature is given by
‰(Ω) = ΩV∏√G^α^+Ωψ 47ω2α2 (5.5)

The sensitivity given different relations between G and ωs is plotted in Fig. 5.3. One interesting case is when G = ωs where the noise spectral density vanishes at DC as the signal response diverges:
‰(Ω)∣G=ωs = Ω2(Ω2 + 72) 47ω2<a2 (5.6)

The system stability, as analysed in Ref. [165], is determined by the poles of the transfer function in Eq. 5.4, i.e. the roots of
zΩ(7 — zΩ) ÷ G2 — ω2 = 0. (5.7)

When the imaginary part of any root becomes positive, the system becomes unstable.
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Figure 5.3: The signal-referred shot noise spectral density for different optome­
chanical interaction strengths G. Different curves are plotted based on Eq. 5.5 with 

the relation between G and ωs shown near each line.

The locations of roots are determined by the relation between G and ωs. It can be proven [165] that whenever G is equal to or less than ωs, there is no unstable root. The critical point happens when G = ωs, and there is a pole at DC, which is consistent with the resulting signal response being infinite at DC, as can be seen in Eq. 5.4 and 5.6. To summarise, under the idealised Hamiltonian, the system is stable with G < ωs and at the same time, the shot-noise-limited sensitivity will be improved. In the following content, we will show that these features will remain intact even after we relax the approximations applied in deriving the idealised Hamiltonian.In terms of the physical parameters described in Table 5.1, the two approximations to produce the idealised Hamiltonian in Eq. 5.1 are: (i) the single-mode approximations, i.e. ΩLarm∕c ≪ 1 and 2ωmoLsac∕c ≪ 1, which treats the arm cavity and the filter cavity as single modes each described by an annihilation operators α and b, and (ii) the resolved-sideband approximation, i.e. ωmoTsRc∕c 3> 7, which treats the mechanical sidebands around ω0 as a single operator c, ignoring the higher sidebands around 
ωo + 2‰0 that should be involved in the interaction between the blue detuned filter
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Table 5.1: A list of parameters and nominal valuesParameters Description Value

L arm arm cavity length 4km
p1 arm arm cavity power 800 kW7⅛m ITM power transmissivity 0.5%
^SRC SRC length 40 m7⅛rm SRM power transmissivity 0.02
pb filter cavity power 6.4 kWΛ laser wavelength 1064 nm
m oscillator mass 10 mg‰∕ (2ττ) mechanical frequency 105 Hz

Qm mechanical quality factor ∞1
cavity and the mechanical oscillator. Note that all the parameters ωs, G, α, 7 used in Eq. 5.1-5.7 above are effective parameters, that can be approximately expressed in terms of the physical parameters. Under the single-mode and resolved-sideband approximations, the mode interaction strength ωs and G can be expressed as:

c √7⅛m I 8πF⅛
------- / = 1 — ∖ --------∖--------------r---------- '
2y^arm^SRC ∖τnλωrnoLsRC

(5.8)
where Pb is the power of the filter cavity pumping field that impinges on the mechanical oscillator. Also, the signal coupling strength α and the SRC cavity half-bandwidth (i.e. the decay rate, or bath coupling rate) 7 are defined as:

a — Parm ^arm^0 

ch
c7⅛rm4AsRC (5.9)

For the full analysis, we adopt the approach in Ref. [29] by propagating the fields through the interferometer and taking into account their interactions with the mechanical degree of freedom via the radiation pressure. As all optical elements are axisymmetric, 
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for simplicity, the optical fields can be treated as ID propagating ones along the optical axis. At each location, the optical field is represented as:
E(t) = δ(t)e~iω°t + ∂^t)eiω°t, (5.10)

where ∂(t) can represent α(t) and b(t), the slowly-varying field operators in the rotating frame of ω0 for the light inside the arm cavity and filter cavity respectively. We can define sideband operators a(ω) and b(ω) via Fourier transform as in Eq. 5.3, but for a large sideband frequency ω up to the order of ωmo. Note that so long as ω ≪ ω0, the slowly-varying operators in time domain and sideband operators in frequency domain will be well-defined.The relevant fields fully describing the scheme in Fig. 5.1 are illustrated in Fig. 5.4. We will focus on the differential mode of the two arm cavities, and the right panel of Fig. 5.4 shows the simplified representation considered here. We assume both the arm cavity and the SRC are tuned such that the cavity lengths are integer numbers times the wavelength of the carrier at frequency ω0. Since we are looking at the linear dynamics, the equations of motion will only involve linear terms of the sideband operators. The Heisenberg equation of motion is formally identical to the classical Maxwell equation.
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The field operators are described by the following set of equations:

⅛ut(i) — λ∕⅛SRM ½(0 + V⅛SRM⅛n(^)- (5.11g)

⅛ι(⅛) = λ∕Γitm b3(t) + χ∕-⅞tm ¾(i), (5.11a)
¾(^) = b1γ(t ‰n) T 2ikQAarmL^rmh(t^, (5.11b)
b4(i) = λ∕Titm ⅛(i) — V¾tm b3(F), (5.11c)½W = b4(t - 7⅛rc∕2) + 2ikbAbe~ιωmotχ(t), (5.lid)
b3(t) = b1 (t - tsrc∕2) + 2ikbAbe~ιωmotχ(t'), (5.lie)&l(i) = ∖∕lsRM ⅞n(i) - λ∕⅞RM b2(t) , (5.Ilf)

Here the round-trip delay times are defined as τarm = 2Larm∕c and tsrc = 2Lsrc∕c, for the arm cavity and SRC respectively. The two cavities are pumped with frequency ω0 and u?o + ‰0, with wave vectors being k0 = ω0∕c and kb = (ω0 + ωmo)∕c ≈ kQ (ω0 » ωmo) respectively. The steady-state field amplitudes Aarm and Ab are given by Aarm = y∕Ps.τm∕(2ħω0') and Ab = y∕Pb∕2ħwQ. The mechanical motion is driven by the radiation pressure in the presence of the blue-detuned pump field:
⅛G) + ‰⅛) + = , . (5.12)

m

where the radiation pressure Frad reads:
ΛadW = ∖b1(t) + b4(t)] + h.c. (5.13)

C L
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aM +1⅛2Γ~ I ITM

Figure 5.4: The fields involved in the complete analysis of the scheme shown in 
Fig. 5.1. The right figure is a simplified version of the left one when only looking at 
the differential mode of the two arms, which is adopted in the analysis in the main 
text. In the right figure, the sign convention for the mirror reflectivity is also shown. 
The arm cavity and the SRC length are both tuned to be integer numbers times the 

wavelength of the carrier at frequency c√o∙

The displacement operator £ is related to the mechanical mode operator c by:
x(i) = h 2≡mo [c(i)e iωm°i + ct(t)eiωmot (5.14)

5.3 Frequency-domain analysis

In this section, we will solve the system dynamics in the frequency domain, and analyse the stability using the Nyquist criterion [168].
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5.3.1 Formalism

In the frequency domain, Eq. 5.1 la-5.11g can be converted into algebra equations in the matrix representation. For the slowly-varying field operators defined in Eq. 5.10, we apply the time-shifting relation in the Fourier transform of optical modes, i.e.
J7[δ(t — τ)] = δ(ω)eιωr for δ = d and b, (5.15)

to connect propagating light inside the cavities, where ω is the sideband frequency in the rotating frame of ωo∙ The Fourier transform of the mechanical mode in the filter cavity reads: = ⅛(ω _ ωmo) . (5.16)
With the ωm blue-detuned pumping, the optomechanical interaction will couple the optical sidebands at frequency ω = ±Ω (Ω ≪ ωmo) with the sidebands at ω = 2ωm ψ Ω. As mentioned in Fig. 5.1, the value of ωm is slightly difference from the mechanical resonant frequency ωmo. The difference is caused by the optical spring effect,

⅛ = ⅛0 + 9 (5.17)
2mωm0c τb

when we consider the realistic scenario beyond the resolved-sideband approximation. As illustrated in Fig. 5.5(a)-(b), when there is optical spring, the parametric interaction will be shifted by a small frequency, causing the demanded sidebands not to be correctly coupled. As our system works near a critical point of PT symmetry [165], the effect of a rather small optical spring effect is fairly important and needs to be carefully compensated.As illustrated in Fig. 5.5(c), the sidebands around ω0 are named as the signal
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I ____ ⅛out(Ω)

α(Ω) --------------- ► 6(Ω)

Signal channel ⅜(∏ γ ⅛j )
Idler channel J ⅛(2ωm - Ω)

α*(2ωro - Ω) - ---- ► b'(2ωn, - Ω)
- Ω)

Figure 5.5: Coupling between the optical modes and the mechanical modes repre­
sented in frequency domain, (a) Without optical spring compensation, the parametric 
interaction will be shifted by a small frequency (not to scale) which will greatly 
ruin the designed filter response, (b) With optical spring compensation, the correct 
sidebands are coupled. It is achieved by making the value of blue-detuning to be 
slightly larger than the bare mechanical resonant frequency, as described in Eq. 5.17. 
Insert: the best scenario for resolved-sideband is to set 2ωm around half FSR⅛. It will 
make ωm larger than γ⅛ as much as possible and, at the same time, make the influence 
from the higher FSR as little as possible, (c) The full circulation loop within the 
signal channel (sidebands around ωo, represented by the red box in the upper panel) 
and the idler channel (sidebands around c∪o ÷ 2ωm, represented by the blue box in 
the lower panel). The idler channel is ignored in the idealised Hamiltonian analysis.

channel, and the ones around ω0 + 2ωm are named as the idler channel. We will first treat the filter cavity as an effective mirror, obtain the transformation relation for signal 
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and idler channels, as well as mixing between the channels, and then combine it with the circulation loop of the arm cavity. As the filter cavity is pumped with frequency ω0 + ωm, for convenience, we temporarily use δ(ω) to represent the sidebands in the rotating frame of ωo + ωm, where δ can be α or b, and ω is in the order of magnitude of 
ωmo. The input-output relation of the filter cavity can be represented as follows:

⅛ut (k-,) ¼n )¾ut(-ω) ⅛(-^) (5.18)¾(ω)α^(-ω)
where Mfi]ter(c5) is determined by the optomechanical interaction and the field circulation inside the filter cavity.Before connecting the filter cavity to the main interferometer, let’s comment on the required functionality of its transfer function in the full circulation loop. Notice that in the lossless case, the open-loop circulation in the arm cavity will result in a phase delay, without harming the amplitude. Thus, we expect the feedback gain provided by the signal channel reflection dι(Ω) → d2(Ω) to compensate that effect by providing the same amount of phase advance with an amplitude 1. For the phase advance, we require ⅛ω0Pf/(m⅛c¾M) = c∕Laxm [163] and optical spring compensation to correctly amplify the demanded sidebands. For the physical parameters shown in Table 5.1, the optical spring leads to a shift of the mechanical frequency by around 77 Hz. In the actual simulation, this value will be compensated numerically to avoid any tiny discrepancy. The influence of optical spring in the signal-referred shot-noise and stability will be analysed in the following Sections 5.3.2 and 5.3.3. The other 



160 Chapter 5. Optomechanical Filters for Interferometric Measurements

requirement is that the amplitude of reflection to be 1, as we want the idler channel to mix with the signal channel as little as possible. The best scenario for that purpose is to set 2ωm around half FSR⅛, as shown by the insert of Fig. 5.5 (b). It will make 
ωm >>76 as much as possible and, at the same time, suppress the higher FSR from amplifying the idler channel. In addition, we want the mechanical loss to be as small as possible, as the filter cavity contains a parametric process and thus the mechanical loss will ruin the reflection amplitude.By setting ω = ⅛ + Ω, we can extract relevant matrix components to compose the transformation matrices for the optical fields outside the filter cavity:

6θut(Ω)

⅛ut(2^m Ω) dι(Ω) ^⅛filter( 4^ Ω)

Mω)
bi(2ωm - Ω) ⅛(Ω)

di (2cum Ω) ¾(2cum Ω)
^out( 2aιm T Ω)

¾ut(-Ω)

filter (^,m 4" Ω)

M~Ω)
b-ιn(2ωm - Ω)+ Ω) 

d|(—Ω)

α2(-Ω)d2(2⅛ — Ω)

(5.19a)

(5.19b)



5.3. Frequency-domain analysis 161
For simplicity, we define Mτ ≡ Mfiiter(zFωm + Ω) and thus have:

Mi3, 0, o, Mi4
Rαα(Ω) = o,

o,

⅛4,

m3∕,

K⅛3,Mi3, 00 , (5.20a)
Mi3, o, 0, Mi4
Mi1, 0, o, Mi2

Tαb(Ω) ≡ o,

o,

m4∕,Mi2, Mi1,Mi1, 00 , (5.20b)
Mi1, 0, 0, Mi2
Mi1, o, 0, Mi2

R⅛(Ω) ≡ o,0, m⅛2,Mi2, Mi1,Mi1, 00 , (5.20c)
Mi1, o, 0, Mi2
Mi3, o, 0, Mi4

T6α(Ω) ≡ o,0, Mi4,Mi4, Mi3,Mi3, 00 , (5.20d)
Mi3, o, o, Mi4

where Rαα(Ω) represents the d2 —> ⅛ι reflection, To{,(Ω) represents the bm —> di transmission, R⅛(Ω) represents the bιn -÷ bθut reflection, Tba(Ω) represents the d2 ~÷ bout transmission. Thus, the effect of filter cavity on the optical fields can be expressed as
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follows:
⅛ι(Ω)α∣(-Ω)⅛ι(2cdm T Ω) = Rαα(Ω)

α2(Ω)

4(-ω)⅛(2ωm + Ω)Ω) ⅛2(2cum Ω)
+ Tαt(Ω)

L(ω)⅛-Ω)^i∏(2n∕m T Ω)⅛(⅛ - Ω)

(5.21a)

⅛ut (Ω)‰t(-Ω)⅛ut(2cL⅛, H- Ω)^out(2^m — Ω)
= R66(Ω)

Mω)⅛(-Ω)⅛n(2Cυjm + Ω)⅛(2ωm - Q)
+ T6a(Ω)

⅛(ω)4(-Ω)÷ Ω)d∣(2ωm - Ω)

(5.21b)

In the idealised analysis in Section 5.2, the idler channel was ignored under resolved- sideband limit. The full analysis here will keep both signal and idler channels. Further linking the filter cavity to the main interferometer, propagation in the arm cavity will be considered for both channels to form a closed-loop transfer function. GW strain 
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signal will be added to the signal channel in the arm cavity and the final input-output relation takes the following form:

⅛ut(Ω) ⅞n(Ω)= M(Ω)¾ut(2ωm-Ω) ⅛(2⅛-Ω) + v(Ω)Λ(Ω), (5.22)
where M(Ω) is a 2 × 2 matrix describing the transformation of the ingoing field to the outgoing field, and v(Ω) is a 2 × 1 column vector describing the response of the outgoing field to the GW signal, with the v(Ω)2,1 component describing the signal leading into the idler channel b[n(2ωm — Ω). The exact expressions for M(Ω) and v(Ω) are quite complicated, and in the subsection that follows, we will use the quantum noise spectral density to illustrate their frequency dependence.
5.3.2 Noise Spectral Density

The resulting noise spectral density from the full analysis is shown in Fig. 5.6 and Fig. 5.7. In Fig. 5.6, the optical spring effect is shown to play an important role in modifying the sensitivity. As analysed in Section 5.3.1, if left unattended, the optical spring will cause an additional resonance in the sensitivity via shifting the central frequency of signal sidebands in the filter cavity response. After compensating such a shift, the full analysis and the idealised Hamiltonian analysis produce a similar result for most of frequencies, given the same set of parameters. However, they start to deviate at low frequencies, where the full analysis shows a higher noise spectrum.The deviation from idealised analysis is because of the coupling to the idler channel at low frequencies, as shown in Fig. 5.7, where a larger amount of signal will leak to the idler channel than what is output in the signal channel. Thus, the idler channel
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FIGURE 5.6: The signal-referred shot-noise spectral densities from the full analysis 
(red and blue) in comparison with the one obtained from idealised Hamiltonian (red 
dotted curve). Compensating the frequency shift of the mechanical oscillator due to 

the optical spring effect has a significant influence on the sensitivity.

Figure 5.7: The noise spectral density for the idler channel, which can be read out 
by using a local oscillator at ωo + 2ωmo (blue), in comparison with the signal channel 
(red). At low frequencies, the signal information contained in the idler channel is 

even more than that contained in the signal channel.

has a much better sensitivity at low frequencies. We can extract the signal information contained in the idler channel either by using the heterodyne readout with the pump field at u⅛ + ωm as the local oscillator or using an additional at ωo + 2ωm for the homodyne readout of the idler channel. We will discuss the details about the additional 
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homodyne readout scheme in Section 5.5, and show the final sensitivity by optimally combining the two readout schemes.As we will show in Section 5.3.3, the parameters in Table 5.1 is within the stability regime. Therefore, we can indeed obtain sensitivity improvement without sacrificing the stability.
5.3.3 Stability Analysis

In this section, we use the Nyquist technique [168] to analyse the system stability. The criterion is a diagrammatic approach to test the stability of a system by only using the open-loop transfer function, even with delay.In the idealised analysis in Section 5.2, G ≈ ωs defines the boundary for stability. Further increasing G through increasing the pumping power of the filter cavity will destabilise the system. In the full analysis when the idler channel is also included, we have a more complicated multi-input-multi-output (MIMO) system. In the sideband picture, given the 2-dimensional open-loop transfer matrix Mol(Ω)5 the real and imaginary part of the determinant of I + Mol(Ω), where I is the 2-dimensional identity matrix, should not enclose the origin of the complex plain. This is limited to the case where Mol(Ω) does not contain elements that have unstable poles, and we therefore also need to be careful about the point where to extract the open-loop transfer function, even though the stability of the final closed-loop transfer function is independent of such a choice. We choose the interface near ITM as highlighted by the red dashed line on the right panel of Fig. 5.4, where the top part is the arm cavity and the bottom is consisted of the mechanical oscillator and SRM.
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The open-loop and the close-loop transfer matrices in our case are:
Mol(Ω) = Mopt(Ω)Mcav(Ω), Mcl(Ω) = (I + Mol(Ω))-1 . (5.23)

The optomechanical transfer matrix Mopt(Ω) is defined as:
Mopt(Ω) = ^^/2

-∖∕⅞RM — ‰t

‰t + λ∕⅞RM

—2√7⅛rm — 7ζpt

(5.24)
where

‰t = — ∖Z⅞rm + *(1 + V-f^SRM)2g2TSRC ^>m0 2[Ω(Ω - 2ωm) + i‰(Ω - ωm)] ' (5.25)
Similarly, the passive cavity propagation matrix is:

Mcav(Ω) = 7cav(Ω)0 0^av(2ωm - Ω) (5.26)
where 7^av(Ω) — e⅛m _ v∕j¾tm1 — (5.27)

In Fig. 5.8, we show the resulting Nyquist plot for the nominal parameters in Table 5.1. Because the mechanical frequency is not an integer number of the FSR of the arm cavity, the contour is quite complicated due to the phase factor e2tωrnoτ^ of the idler channel. Nevertheless, we only need to check whether the origin is enclosed or not to make a firm claim on the stability, while the complex feature of the contour does not matter. It turns out that, compensating the optical spring shift not only has a significant impact on the sensitivity, as shown in Fig. 5.6, but also on the stability. As shown in the plot on the right hand side of Fig. 5.8, With the nominal values for the
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9k[det(I + Mol)]Figure 5.8: The plots for the determinant of the open-loop transfer matrix, given 
the nominal parameters. The left plot shows the.case without compensating the 
optical spring, while the right one has the optical spring compensated and the contour 
does not enclose the origin. The opacity of the curve is intentionally made smaller 
when the magnitude of the frequency is large, which is to highlight the relevant low 

frequencies.

parameters, the system only becomes stable after the optical spring shift is accounted for. This feature can be understood as follows: to meet the PT-symmetry condition, the parametric interaction with the mechanical mode must be achieved by the correct optical sidebands in the filter cavity; thus, only after the optical spring is correctly compensated, it is possible and meaningful to discuss the stability issue.In Fig. 5.9, we further show the effect of the optomechanical coupling rate G on the stability, after the necessary optical spring compensation. Indeed, the system is stable when G ≤ ωs, which is consistent with the idealised Hamiltonian analysis [165].
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-0.002-0.001 0.000 0.001 0.002
*He[det(I + Mol)]Figure 5.9: The plots for the determinant of the open-loop transfer matrix for 

G = ωs (left) and G = 1.01 ωs (right), both with the optical spring shift compensated. 
For clarity, we only show a tiny regime around the origin, but we have checked that 

only the right plot has the origin enclosed when zooming out.

5.4 Time-domain analysis

In this section, we perform a numerical time-domain simulation to confirm the enhancement in sensitivity as derived above. The purpose of remaining in the time domain is to capture behaviour that may have been lost due to approximations used in the frequency-domain analysis. It is also much easier for us to capture non-linear behaviour in the time domain, as we have no need to perform Fourier transforms in this analysis. The primary limitation of this method is the relative lack of insight into the physics that we can obtain, as it is difficult to ‘break open’ the simulation and understand the behaviour of individual parts in isolation. As such, our time-domain approach is a powerful complementary tool to the analysis performed thus far and not a replacement.We will begin by considering Eq. 5.1 la-5.11g. The principle of this simulation is to 



5.4. Time-domain analysis 169
appropriately discretise the equations and enable evolve the system forward in time using the knowledge of its previous state. The mechanism through which the system steps forward and the way to recalculate relevant quantities are at the very heart of this simulation and, therefore, it is worthwhile to delve into some details.
5.4.1 Discretisation of Equations

The first step towards the time domain simulation is the discretisation of equations. The equations in our system can subdivided into three distinct types. The treatment of the full system will be made clear after the functionality of each type.is explored.The first type of equation comprises all quantities that are related to others in the way of time-delay. For instance, the field quantities that propagate from one optical component to another. The general form of this type of equations reads:
α2(t) = αι(t — τ), (5.28)

where τ = L/c is the time delay caused by the propagation across the space of distance 
L, with c being the speed of light. This type of equations is discretised at time step n as

α2[n] = αι[n — nJ, (5.29)
where nd is time-step delay (steps in the past at which the field must be evaluated). It is given by nd = r∕∆t, where ∆t is the simulation time increment. This type of equations encompasses the forward evolution of the field quantities, whereby a field at a new simulation step can be calculated only with reference to the previous value of another field, which will have been calculated at their step.
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FIGURE 5.10: Field interactions at a mirror.

The second type of equation comprises interactions of fields at an optical component. This treatment follows a very standard approach, where the fields at a mirror (as defined in Fig. 5.10) are given by:
MO = tmα4(t) + rmα1(t), (5.30a)MO = tma1(t) - rma4(t), (5.30b)

where rm and tm are the mirror amplitude reflectivity and transmissivity respectively.The discretisation of these fields is rather trivial:
Mnl = tma4[n] + rmαι[n], (5.31a)¾H = tmaι[n∖ - rma4[n]. (5.31b)

However, care must be taken in choosing the order to calculate these fields, as the field quantities are all initially unknown. The procedure for calculating these fields will be discussed later in due course.The final consideration is the treatment of Eq. 5.12. It can be approached in many ways according to the choice of discretisation for time derivative. Based on its 
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well-studied nature [169], a “symmetric” approach is implemented:

+ 7m⅛W + ωm0xH = (5.32a)
77Z

. r 1 x∖n + 1] — x∖n — 1] zwith x[n] =----------——---------- , (5.32b), ..r 1 adn + 1] — 2τ[n] + z[n — 1] and φ] = -------- ------ -------------------- ^' (5.32c)
Note that substituting the latter two equations into Eq. 5.32a allows for the x[n + 1] term to be rearranged in terms of quantities at previous time steps and, therefore, it can be used to evolve the position of the mechanical oscillator without further issue.
5.4.2 Connecting the System

After categorizing the relative equations, the next to consider is connecting the discretized equations into a consistent loop. The most challenging feature of the system is the signal-recycling structure in the optical cavities, as the signal sent “downstream” from the simulation inputs returns and combines with the upstream signal in a feedback­like structure. For a system with many cavities, the cycling of signal could become very complicated to handle.Considering that the signal must traverse the space between optical components, which induces a time delay, it allows us to break up the system into several independent “compartments”. As the system is evolved forwards in time, when we consider fields at step n, we can rely on the values for all steps < n that have already been calculated. This naturally means that all terms of the Eq. 5.28 type can be calculated immediately. To tackle the issue with Eq. 5.30, we can treat the right-hand side quantities α1,4(t) as the “inputs” to the mirror, which are already available, as the “outputs” or left-hand side of Eq. 5.28. This results in a logic flow, as shown in Fig. 5.11. At the start of a
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Figure 5.11: Logical flowchart of the time domain simulation.

new simulation step, we calculate all the “outputs” of the Eq. 5.28 type first, which gives all of the “inputs” quantities of the Eq. 5.30 types. We then calculate the “outputs” of all Eq. 5.30 types, which then affect the input fields in a neighbouring compartment that links the whole system together. Note that these links occur at a future time step and thus does not need to be calculated now, avoiding the trap of circular logic. This approach greatly simplifies the calculation performed in each simulation cycle. By compartmentalising the equations in this way, we can create several independent systems with very few equations each. It is thus very easy to add extra components to the system, without the need to rewrite any existing elements in the simulation. Furthermore, the system is well set up for optimisation techniques such as parallelisation.The key issue in our approach is the large number of calculations to be performed, as well as the large number of quantities that need to be stored. To suitably capture the system behaviour, the time increment in simulation needs to be smaller than the shortest 
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time-scale of the system, which in our case is the short cavity traversal time around 100 ns. Although this MHz level of sampling is far above the frequency range of interest (1 Hz-10kHz), it is necessary to capture the behaviour of components that affect the signal response within that frequency band. This will lead to a lot of waste as we are simulating about 1000 times more data than what we are interested in. Furthermore, we want to simulate for at least 1 second, which consists of 10 million samples, resulting in rather a lot of data for a computer to store.A further limitation is the requirement for integer values of nd in the discretisation of Eq. 5.29. For all cavities in the system, the traversal times must be some integer multiple of ∆t. To enable the free choice of cavity lengths, particularly when there are many cavities in the system, ∆t may have to be even smaller than the shortest cavity traversal time. This is not a big issue in our case as cavity number can be limited to be two. All the optical components are separated by a short delay time τa, except for the arm cavity with a long delay time τα. For convenience, we can choose τa to be an exact multiple of τs, without any loss of physical insight.
5.4.3 Step-Response Stability Analysis

The steady-state response is the most essentials in the sensitivity analysis of the system. As the simulation loop relies on past values of the system, initialisation is required at some finite time from which the simulation starts. To resolve this issue, all quantities in t < 0 are set to be 0, which corresponds to the off state. After the simulation begins, the building-up process of the steady-state leads to an initial transient effect, which might negatively affect the response estimate. Luckily, in our simulation, this initialisation takes about 0.03 s, which is sufficiently small compared to the total runtime and will not cause any problem.



174 Chapter 5. Optomechanical Filters for Interferometric Measurements

Time [s]Figure 5.12: In-loop step-response of the position of the undamped mechanical 
oscillator, (a) When the pump field is offset by ωmo only, (b) When the pump field 
is further offset by compensating the optical spring. The lighter solid fill contains 
rapid oscillations with the dark bounding lines representing the amplitude envelope. 
The inserts of (a) and (b) show the zoomed-in views of two sections in the time-series, 

where the individual oscillations can be seen.

Interestingly, the transient behaviour is more of an opportunity than a problem. The time-domain response with custom inputs can be used to gain insight into some aspects of the system that can not be easily studied using the frequency-domain approach. One such test we can perform is to determine the stability of the system using its step response. Inserting a constant signal from t = 0 (step-function input) to excite the system dynamics, the resulting time-domain behaviour will clearly show whether the system is stable (settling at a constant value or a steady oscillation) or unstable (growing indefinitely towards an infinite amplitude). As shown in Fig. 5.12, the position response of the mechanical oscillator in the cases with or without compensating the optical spring clearly shows the stability or instability. It further confirms the result shown in Fig. 5.8 that the system can be stabilised by optical spring compensation.
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5.4.4 Numerical Noise Spectral Density

To check the consistency with the frequency-domain approach in Section 5.3.2, the noise spectral density in this time-domain simulation will be determined in a two-step approach. The noise power spectral density in the strain signal measurement is given by:
gn ∕q∖ _ ⅞(^) /5

where ¾(Ω) is the noise power spectral density of the appropriate quadrature of Sout (see Fig. 5.4) and T(Ω) is the h → bout transfer function. The strain noise can thus be obtained through two separate simulations: one to obtain T(Ω) and another to obtain ¾(Ω)∙For a preliminary consistency check, we compare the optical transfer function T(Ω) by injecting a noiseless random signal with a constant spectral density into the channel of gravitational wave strain. By measuring the spectrum ‰(Ω) of the output variable δout, the transfer function T(Ω) can be determined through the relation between cross- and power spectral density:
‰(Ω) = T(Ω‰(Ω). (5.34)

Two simulations are implemented only with a difference in mechanical quality factor, as shown in Fig. 5.13, and a great agreement has been confirmed between the numerical and analytical approaches. In Fig. 5.14 we further show the optical transfer function of the mechanically undamped system for both the signal and idler channels, which also shows good agreements.The second simulation is implemented by injecting all relevant noises with their own spectral densities in the absence of strain signal. This provides ¾(Ω) and, together with
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Figure 5.13: Transfer functions for optical gain with optical-spring compensated. 
The pump-off (G = 0) gain is shown in contrast to the pump-on gain for (a) a finite 
mechanical quality factor of 5000, and (b) an undamped oscillator. The numerical, 
time-domain approach shows very good agreement with the analytical, frequency­

domain approach.

Figure 5.14: Optical gain transfer functions for the signal and idler channels in the 
undamped, optical-spring-compensated system.

the optical transfer function T(Ω) obtained in the first simulation, allows to complete the calculation of strain noise spectral density according to Eq. 5.33. The final results 
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of the time-domain simulation are shown in Fig. 5.15, which consistently corresponds to the frequency-domain analysis in Fig. 5.7.
5.5 Optimal readout scheme

In this section, we will investigate the readout scheme to optimally blend the outputs from the signal and idler channels for achieving the best signal sensitivity. Note that the approach we apply here can in general be used for any correlated signals.Consider a generic case with two noisy signals which measure the same observable x, £i and ¾ such that ⅞ = Tlx + ni, i = 1, 2, with Ti referring to the transfer function of 
x to the signal, and ni being the corresponding noise. These signals can be normalised such that zi = zi∕Ti = x + ∏iIn this case x is the gravitational wave signal, where in each measurement there is differing sensitivity in different frequency bands such as that shown in Fig. 5.14. In the frequency domain representation, the normalised signals zi, can be blended together with filters frequency dependent filters, α(Ω) and 1 — α(Ω), which sum to one over the entire frequency range:

Z(Ω) = α(Ω) z√Ω) + (1- α(Ω))⅞(Ω), (5.35)
with total noise given by n(Ω) = cv(Ω) nx(Ω) + (1- α(Ω)) n2(Ω). The power spectrum of the total normalised noise can be represented as:

Snn(Ω) =∣α(Ω)∣2Snιnι(Ω) + |1 - α(Ω)∣2Sn2n2(Ω)+ α(Ω)(l-α*(Ω)‰2(Ω) (5.36)+ (l-α(Ω)MΩ‰1(Ω),
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with Sni∏j(Ω) being the noise spectrum of (i = j) or correlation between (i ≠ j) n1(Ω) and n2(Ω). Minimising Eq. 5.36 with respect to the conjugate of the filter α(Ω), i.e. ⅞⅛O∙ = 0, the optimal filter can be constructed for each frequency Ω independently:
a(Ω) = ______________ Sn2n2(Ω) - Sn2n1(Ω)_______________Sn1n1(Ω) + (Ω) Sn1n2 (Ω) Sn2n1 w

(5.37)
Applying the filters to Eq. 5.35, we can obtain the the power spectrum of the total signal Z(Ω):

‰(Ω) =∣α(Ω)∣2S2121(Ω) + |1 - α(Ω)‰2(Ω)+ α(Ω)(l-α*(Ω)‰2(Ω) (5-38)+ (l-α(Ω))α*(Ω)S2221(Ω),
whose noise power spectrum is the same as Snn(Ω) in Eq. 5.36. When there is correlation between n1 and n2, the noise across the applied high and low pass filters α(Ω) and 1 — α(Ω) can be further improved. When the cross-correlation terms are zero, the final noise spectrum would be determined by the ability to create the optimal blends between two filters, such as high order roll off of the filters with phase margin at the blending frequency. The advantage of this signal post-processing scheme is to reduce the stability requirement if the system is operating in a closed feedback loop.In the simulation discussed in Section 5.4, the signal can be extracted from both the signal channel around ωo and the idler channel near ωo + 2ωmo. Applying the optimal blending strategy of Eq. 5.37, the overall noise spectrum can take advantage of whichever channel with the better behaviour at one frequency. As shown in Fig. 5.15, the idler channel contributes more below 25 Hz, while the signal channel dominates at higher frequencies above 25 Hz, and the optimal blending curve follows the better one
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FIGURE 5.15: The normalized noise spectrum for the signal and idler channels. The 
signal channel (red) recovers the same response as the pump off case (magenta) which 
is limited by the bandwidth of the cavity at frequencies of a few kHz and above, 
which shows there is no degradation of the signal or the bandwidth of the cavity. The 
idler channel (blue) has greater sensitivity below 30Hz. The ideal blend (black) has 
greater sensitivity than both the signal and idler channels across the blend frequency 

range of approximately 25 Hz (green star)

at all frequencies.
5.6 Conclusions

In this paper, we analyse in detail the realization of a PT-symmetric interferome­ter [165] using an optomechanical filter cavity. We go beyond the idealised Hamiltonian analysis under single-mode and the resolved-sideband approximations, and consider the real physical parameters in the filter cavity setup. We prove that, after compensating the optical spring in the filter cavity, the stability and sensitivity improvement stated in the original proposal [165] remains valid in the realistic settings, even when a portion of the signal gets mixed into the idler channel.
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To perform full analysis, we implement numerical simulations in both frequency­domain and time-domain. The methods consistencies have been checked with both the signal transfer function and output noise spectrum. In the frequency-domain analysis, the system stability is confirmed using Nyquist criteria, where the Nyquist plot with the stable parameter setting does not enclose the origin. In the time-domain simulation, the stability manifests itself in the transient behaviour before the system reaches its steady-state, where the stable parameter setting won’t make any system quantity go to infinity.Considering the unavoidable leakage of the signal into the idler channel in the actual setups, we further constructed the blending scheme for the output of the two channels. Applying the optimal output filter, one can take advantage of the channel with better behaviour at each frequency, to obtain optimal sensitivity at all frequencies. Another scheme with an auxiliary mechanical cooling beam is under investigation, where the information in the mechanical oscillator can be read out supplement ally. Together with the idler channel, they can provide more possibilities for optimized blending readout.
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Chapter 6

Modelling Classical Noise in

High-Frequency Detectors

The thermal noise models employed in contemporary noise budgets for interferometric detectors are based on work the fundamental insights of [73], which lead to the approach discussed in some detail in Section 2.3. However, the low-frequency validity of the analytic equations that are derived from this approach breaks down for devices with a detection band that approaches close to the internal resonances of the test mass substrate. In this chapter we present work on alternate classical noise models (with a particular focus on substrate thermal noise) extended to frequency regions where the contemporary approach loses its validity. This work is presented in the context of a high-frequency detector design that seeks to detect the gravitational wave signals emitted by the collapse of a post-merger neutron star. This application provides a clear justification for expanding the detection band of GW detectors towards high-frequencies, and thus shows that updated classical noise models that are valid at higher frequencies will become increasingly necessary as the field of GW detection progresses.The content of this chapter is based on a reformatted copy of the paper T. Zhang, 
J. Smetana, Y. Chen et al. “Toward observing neutron star collapse with gravitational 
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wave detectors” [170]. T. Zhang was the principal author and was responsible for writing the majority of the sections and editing the whole paper. I was responsible for writing Section 6.5, which presents my work on classical noise modelling. The paper provides the necessary context for the discussion of high-frequency classical noise models that is then expanded upon in the supplementary Section 6.6, which contains my original or unpublished work.
6.1 Introduction

On August 17, 2017, the Advanced LIGO and Advanced Virgo detectors observed a gravitational wave signal, GW170817, from a binary neutron star system [147]. Around 1.7 seconds after the coalescence, the Fermi Gamma-ray Burst Monitor observed a gamma-ray burst, GRB170817A [171], and initiated electromagnetic follow-up observa­tions [172]. This unprecedented observational campaign motivated a series of studies, exploring the implications for astrophysics, dense nuclear matter, gravitation, and cos­mology [147]. For example, GW170817 has been used as a ‘standard siren’ to measure the Hubble constant [173-178]. It is also useful for probing the star equation of state with tidal deformability and mode resonance measurements [179—182].Despite these groundbreaking multi-messenger observations from GW170817, much is still unknown about what happened in the 1.7 seconds between the merger time when the gravitational wave frequency became too high to be detectable by Advanced 
LIGO/Advanced Virgo, and the occurrence time of the gamma-ray burst, followed by a whole set of electromagnetic transients from the X-ray to the radio band. Generally speaking, a post-merger remnant star may eventually collapse to a black hole and remains as a massive neutron star. Its fate and the timing of the possible collapse 
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depends on many factors, including the neutron star equation of state (EOS) which is largely unknown [183]; the dissipation and redistribution of angular momentum through gravitational radiation, magnetic field instabilities, and viscous effects; as well as how much thermal support is created in the violent merger, and how quickly the remnant cools due to neutrino emission, etc. [184]. Many of these factors depend on unknown microphysics, as well as complicated, nonlinear, and multiscale dynamics, which are rather preliminary in theoretical exploration. However, what happens in this stage is essential for generating the subsequent electromagnetic transients, so that its description is connected to the answers of many important open problems. For example, even though the multi-messenger observations of GW170817 have provided strong evidence that (at least some) short gamma-ray bursts come from binary neutron star mergers, the underlying burst engine and mechanism are still unknown [185]. Though a leading explanation is that an accretion powered jet is launched by a black hole÷disk remnant, there are other proposals that the gamma-ray burst is launched by a magnetar [186-188]. Furthermore, if the post-merger remnant does collapse to a black hole, its lifetime also affects how massive the accretion disk is, how long it is irradiated by neutrino emission from the post-merger star, and the evolution of the magnetic fields. These factors all impact the subsequent electromagnetic signals, including the synthesis of r-process material and the associated kilonovae transient [189,190]. On the other hand, assuming the collapse does happen, a measurement of its timing may be combined with the electromagnetic observations to constrain existing electromagnetic transient models, or to motivate new ones. The timing information can also be used to constrain the neutron star EOS [191,192], especially in the regime of higher densities and temperatures than in the ones in the inspiral stage. Therefore, it is interesting to explore the design of a detector that is capable of identifying the prompt or delayed collapse of binary neutron 
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star merger remnant. As we shall see, this task is particularly challenging, as the frequencies of the collapse gravitational wave signals are generally higher than the main post-merger signals, and the amplitudes are weaker.So far, searches for post-neutron star merger GW signals have used limited modelling of the physics, and yielded only upper bounds on potential signals. This is due both to the theoretical uncertainties in the post-merger waveform, and to the limited sensitivity of current observatories at these high frequencies. In particular, following GW170817, searches were performed on Advanced LIGO/Advanced Virgo data using either generic unmodeled algorithms, or by assuming a simple power-law spin-down waveform, but were at least a factor of 40 less sensitive than required for the theoretically expected signal [193].Here, we propose two different methods of identifying or constraining the timing of the collapse. In the indirect approach, we assume that we already have an accurate estimate for the post-merger waveform of hypermassive/supramassive neutron stars, so that we may infer the post-merger collapse from a non-detection of the post-merger signal with sufficient sensitivity. In the direct approach, we search for the collapse signal within the post-merger data using the collapse waveform, with a successful detection naturally giving rise to the timing information. We discuss the performance of both methods with the detector designs explored in this work. The detector design for indirect approach follows the conventional idea in Ref. [149,194], which takes the coupled arm cavity and signal recycling cavity at 2kHz-3kHz. For the direct approach, the detector is a narrow band detector targeting on exploring the sensitivity around the frequency of arm cavity free spectral range (FSR). It is largely different from the current existing and future planned broadband gravitational wave detectors, e.g. Advanced 
LIGO [13], Advanced Virgo [14], KAGRA [15], Einstein Telescope [90,195,196] and 
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Cosmic Explorer [155]. This is the first attempt of the detector design around the FSR.The paper is organised as follows: in Sec. 6.2, we describe the typical gravitational wave waveform from the collapse of a massive neutron star. In Sec. 6.3, we describe two detection strategies and summarise the resulting signal-to-noise rations with the two optimal gravitational wave detectors proposed in this work; In Sec. 6.4, we study the quantum noise that is bounded below by quantum losses. For the direct approach, we introduce a scheme that can saturate the quantum loss limit at the FSR. In Sec. 6.5, we discuss the classical noises in the two detectors.
6.2 Collapse Waveform

Depending on its total mass, a binary neutron star system may promptly collapse to a black hole after merger, or form a long-lived post-merger remnant that only collapses after redistributing/losing angular momentum to gravitational wave emission and magneto-vicious effects and/or radiative cooling [198]. A third possibility is that the neutron star EOS can support a stable remnant. At the onset of the collapse, the remnant star may still have an oscillating quadrupole moment due to its binary origin, so that the collapse process is not fully axisymmetric. As a result, we expect both the 
t — 2, ∣m∣ = 2 (or “22”) and f = 2, m = 0 (or “20”) spherical harmonics to contribute to the gravitational wave emission. The 22 part of the waveform mainly describes the continuous evolution and damping of the remnant quadrupole moment during the collapse process, and the 20 component comes from the collapsing, angular-averaged remnant star, which is non-spherical due to its spin. Right after the binary neutron star collision, the quadrupole moment emission of the remnant should play a significant role in the collapse waveform; at late times the remnant quadrupole moments damp
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FIGURE 6.1: Panel (a): An example binary neutron star merger waveform from 
Ref. [197] (in particular the Newman-Penrose scalar ∙≠4 from the simulation with 
the HB EOS). In this case the post-merger remnant collapses to a black hole after 
~ 10 ms. There is an £ = 2, m — 0 gravitational wave component associated with 
the collapse (inset), though at this point it is still very small compared to the = 2, 
m = 2 component which dominates throughout. Panel (b): The £ = 2, m = 0 
component of the waveform from the collapse of unstable, uniformly rotating neutron 
stars. We show two examples with the “ENG” and “MSI” EOSs and different star 
masses. In the latter case, the m = 0 component is about two-thirds the amplitude 
found in the left panel. We also find that the pre- and post-peak portions of the 
collapse waveform contribute roughly equally to the total power, and have similar 

frequencies.

5 ×κr4

^peak (ms)

(b)

out, in which case the collapse waveform should be dominated by the 20 piece. This is illustrated in the left panel of Fig. 6.1, where we show these two contributions for an sample binary neutron star merger simulation from Ref. [197]. In this case, the collapse happens roughly 10 ms after merger, and the 22 mode contribution is still much larger than that of the 20. The former has been well studied in numerous cases using binary neutron star simulations [199,200], while the latter has been less well-studied since it is typically small. In order to characterize the lower bound on the expected collapse gravitational wave signal—occurring when the remnant is able to completely reach rigid rotation and cool prior to forming a black hole—we construct several unstable equilibrium solutions describing uniformly rotating neutron stars, and simulate their 
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collapse. We show the resulting gravitational waveforms for two examples with masses and spins chosen to match that expected from a binary merger and different EOSs in the right panel of Fig. 6.1. These simulations are carried out with the code described in Ref. [201], using the same methods as in Ref. [202] (in particular, the equilibrium star solutions are constructed using the RNS code [203]). We find that the amplitude of the 20 mode is not significantly smaller (within a factor of 2) from the merger case, and is characterized by the black hole quasinormal mode ringing, with comparable contribution from the pre- and post-peak power. The gravitational waves are also similar (after normalizing by total mass) to those found in Refs. [202,204], which considered the (in some cases induced) collapse of lower mass rotating neutron stars with various EOSs, indicating these results are relatively insensitive to the particular EOS, etc. We will use this to guide the waveform model described below.We start by describing the post-merger waveform model mathematically. Despite the uncertainties in the neutron star’s EOS and the complicated magneto-hydrodynamical processes governing the post-merger dynamics, it is generally accepted that the peak mode is one of the most robust features in the post-merger waveform [205-207]. This peak mode is associated with the emission from the rotating quadrupole moment of the remnant star, which usually dominates the waveform spectra after the first several milliseconds following the collision.We phenomenologically model the peak mode signal as a decaying sinusoid for a source at distance d:

h = sm^ft)e^}t/Qe-^T/Q , (6.1)
where the amplitude A, mode frequency f, and quality factor Q all depend on the star mass and EOS, and we take the convention that the waveform amplitude is specified 
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for an observer on axis. Here, the delay time τ is the time separation between the star merger and the collapse, i.e., the collapse time. This is the part of the post-merger waveform that we would have detected if there were no collapse happening. If we pick a typical EOS “TM1" and choose an equal-mass binary with total mass M = 2.7Mq, the parameters take the values
A ≈ 2.5 × 10^22, ∕≈ 2.8 kHz, Q≈34. (6.2)

We shall use this set of values as “canonical” values for later demonstration. Values for more EOSs can be found in Ref. [208]. For example, the amplitude changes by about a factor of two for the 5 EOSs considered in Ref. [208], ranging from the stiff side to the soft side of the EOS spectrum.The collapse waveform contains two parts: the 22 mode and 20 mode. As the post­collapse waveform is very close to black hole ringdown, the 22 and 20 mode frequencies and damping rates are well approximated by black hole quasinormal mode frequencies. For a black hole with mass ~ 2.7Mθ and dimensionless spin α ~ 0.7 (typical for a post-collapse black hole), the corresponding mode frequencies and quality factors are
∕22~6.4kHz, ∕20~4.7kHzQ22 - 3.2, ‰ ~ 2.5 . (6.3)

If we allow a range of spins 0.65-0.80 for prompt [209-212] and delayed collapses [213], and ~ 20% variation between the mass thresholds of prompt and uniform-rotation collapses [214,215], the variation in the quasinormal frequency is approximately 30%, and the variation of quality factor is ≤ 20% [216].Based on the discussion above, we shall take as a representative value for the 
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amplitude of the 20 mode A2θ ~ 0.8 × 10-23, though it is reasonable to expect at least a factor of 2 variation depending on the specific EOS and star mass. On the other hand, if we make the observation that the amplitude of ψi for the 22 mode is roughly continuous before and after the collapse [217], we can estimate 422 as √422 ~ Noticethat this expression may underestimate the 22 mode amplitude if the collapse happens in the early post-merger phase (≤ 20 ms), where the peak mode only constitutes a sub-dominant fraction of the post-merger spectrum1. Other short-lived modes may also deform the quadrupole moments and affect the post-collapse 22 mode.

1The signal-to-noise ratio of the peak mode is roughly 1/2-1/3 of the signal-to-noise ratio of the whole post-merger waveform [149]

In summary, the post-collapse 22 waveform is
∕i22 = A22^^ sin^f22t)e-^22t/Q22e~^NQ . (6.4)

The collapse 20 waveform is
h20 = ,⅛ sin(2π/2o|t|)e→o∣^∣/‰ . (6.5)

d

We note that the axisymmetric part of the star is not sensitive to the collapse time, so that in this model, h20 is assumed to be independent of τ.Finally, we mention that these simple types of waveforms are similar to those used currently in searches, e.g. of black hole ringdown or unmodelled bursts, and so could be easily utilized for that purpose. However, in this study will not attempt to quantify how different the physical waveform would be from the simple model described here, nor what the loss in sensitivity would be from modelling systematics. Instead, in the remainder we will take the above collapse waveforms as exact.
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6.3 Detection strategies

In order to determine the collapse time, there are at least two detection strategies based on the measurement of gravitational waves.The first method (“indirect” approach), assumes that we can accurately predict the post-merger waveform based on the inspiral measurement. Such an assumption relies on future advances in theoretical modelling of the post-merger processes and gravitational-wave measurements of the star EOS. If this assumption is satisfied, starting from any delay time τ, we can compare the inferred waveform signature with the actual waveform. If with enough confidence we no longer detect the inferred emission from the hypermassive neutron star starting from time τ, the remnant star must have collapsed.The second method (“direct” approach) is to directly identify the signal of the collapse waveform in the entire post-merger process, either the 20 component or the 22 component, or both. The threshold signal-to-noise ratio (SNR) depends on the time width of the search window and the requirement on the false alarm rate. As the duration of the collapse waveform is on the order of milliseconds, successful detection with the direct method will be able to pin down the collapse time to (9(ms) accuracy.For both strategies, we calculate the achievable SNR of a detector for the three types of waveform mentioned earlier: the post-merger peak mode, the collapse 20 mode and the collapse 22 mode. The detector strain sensitivity to a particular source in the sky relies on the antenna response, F+∕x, which is a function of source location and gravitational wave signal frequency. A detailed calculation of the antenna response can be found in Ref. [218]. When the gravitational wave signal frequency is much smaller than the arm cavity FSR, the long wavelength approximation is applicable, under which the square root of the antenna power pattern, ^y∣F+∣2 + ∖Fx ∣2, is maximal and equals to 1 for gravitational waves at normal incidence, i.e. the polar angle 0 = 0.
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Considering a long baseline facility, important features of the antenna response appear around the frequency of the arm cavity FSR. Fig. 6.2 shows the square root of the antenna power pattern, λ∕∣F+∣2 + ∣Fx∣2 at frequency of the arm cavity FSR. Here, √∣F+∣2 + ∣Fx∣2 is 0 for θ = 0, while the maximal response is around 0.25 for a signal source at θ = 45o, φ = 45o. The maximal SNR is characterised as

, irr.SNR = 2d / -------------------------------------dj , (6.6)y J Ohh

where Shh is the signal-referred power spectral density for the noise. In the following discussion, the SNR is calculated for the binary sources at 50 Mpc and with total mass 
2.7Mq. The “canonical” parameters are listed in Eq. 6.2 and Eq. 6.3.In Fig. 6.3, we give two detector designs, for the indirect and direct approaches respectively. For the former, the high-frequency (HF) detector design follows the one proposed in Ref. [149], which assumes the current existing technologies but with 4 MW arm power and 10 dB observed squeezing. As it turns out, the optimal length for measuring the peak mode of the post merger waveform is around 20 km, which gives SNR of 2.3 for the peak mode with τ = 10 ms as shown in Fig. 6.4. This is consistent with the finding in Ref. [149], depending on the variation in the quasinormal frequency within 30% and variation in the quality factor within 20%. The resulting SNR can vary from 1.0 to 4.3. And allowing a factor of 2 variation of waveform amplitude, SNR can vary from 0.5 to 8.6. However, the SNR for 20 or 22 mode of collapse waveform from this design are far from allowing a direct detection of the collapse.For the direct approach, an alternative design making use of the detector sensitivity at the first FSR turns out to be a better option. For such an FSR detector design, to achieve an SNR ~ 1, we have to assume 10 MW arm power and 10 dB observed squeezing.
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Figure 6.2: The square root of the antenna power pattern of a gravitational wave 
detector for signals from sky location described by θ and φ at frequency of the arm 

cavity FSR.

We also implement a new quantum technique based upon the active optomechanical filter, which allows us to achieve a loss-limited quantum sensitivity around the FSR. The classical noises are estimated based on proposed technology for future gravitational wave detectors, e.g. Voyager [92], Einstein Telescope [90,195,196] and Cosmic Explorer [155]. As shown in Fig. 6.4, the optimal length is 34 km, giving an SNR of 0.8 for the 20 mode of the canonical collapse waveform. We also show that by considering the variation in the quasinormal frequency and the quality factor, within 30% and 20% respectively, the SNR vary from around 0.6 to around 0.95. Taking into account a factor of 2 variation of the waveform amplitude, the FSR detector gives constant SNR for the 20 mode in the range of 0.3-1.9. The SNR for the 22 mode with τ = 10 ms is small, unless a short collapse time is expected. In fact, the SNR of measuring the peak mode of the post-merge waveform with the indirect appraoch is expect to increase with a shorter collapse time. As shown in Fig. 6.5, in which the shaded areas indicate the boundary
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FIGURE 6.3: The left part of the figure shows two gravitational wave detector 
configurations, the 20 km HF detector and the 34 km FSR detector, which are 
optimal for detecting the peak mode of the post-merger waveform and the 20 mode 
of the collapse waveform. The right part of the figure shows the strain sensitivity 
of the two configurations in comparison with Advanced LIGO, Einstein Telescope 
and Cosmic Explorer. The strain sensitivity of the FSR detector is for sources at 
θ = 450,≠ = 45o, where the antenna response is at a maximum. The arm cavity 
powers of the HF and FSR detectors are 4 MW and 10 MW, respectively. The 
assumed observed squeezing levels are 10 dB. The other detector parameters are 
shown in Table 6.1. The amplitudes of the peak mode and 20 mode with parameters 
listed in Eq. 6.2 and 6.3 are shown as dashed and dot-dashed curves, respectively.

of the SNR taking into account variation in quasinormal frequency, quality factor and amplitude, the HF detector is preferred for the indirect approach when τ < 16 ms.In the following sections, we will discuss the quantum noise and classical noise of the two detector designs.
6.4 Quantum noise and quantum limit from optical

losses at the FSR

At high frequencies, the gravitational wave detector sensitivity is critically limited by quantum noise. The quantum noise consists of quantum radiation pressure noise and quantum shot noise. The former, which results from the optomechanical interaction between the light and the mirror, dominates at low frequencies. Above the interferometer
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4000 4400 4800 5200Figure 6.4: (1) Left: The SNR of the HF type detector for the peak mode of 
the post-merger waveform, and the 20 and 22 modes of the collapse waveform as a 
function of arm length. The waveform parameters are given as the “canonical” values 
in Eq. 6.2 and 6.3 and a delay time of 10 ms. The maximal SNR (2.3) for the peak 
mode is at around 20 km marked with the star, which is chosen for the arm length of 
the HF detector. The other detector parameters are listed in Table. 6.1; Right: With 
the HF detector, the SNR for the peak mode of the post-merge waveform which has 
a 30% variation in the qausinormal frequency f and a 20% variation in the quality 
factor. The white star corresponds to the star in the left part. (2) Left: The SNR 
of the FSR type detector for the 20 and 22 modes of the collapse waveform as a 
function of arm length. The maximal SNR (0.8) for the 20 mode is at around 34 km 
marked with the star, which is chosen for the arm length of the FSR detector. The 
waveform parameters are given as the “canonical” values in Eq. 6.3 and a delay time 
of 10 ms. The other detector parameters are listed in Table. 6.1; Right: With the 
FSR detector, the SNR of the 20 mode of the collapse waveform which has a 30% 
variation in the qausinormal frequency /20 and a 20% variation in the quality factor.

The white star corresponds to the star in the left part.

bandwidth, the quantum shot noise dominates. Given the arm cavity power, the quantum shot noise limited sensitivity can also be further tailored by choosing parameters of the signal recycling cavity (SRC), i.e. the cavity length and finesse, which shapes the detector response to gravitational waves. By tuning the SRC parameters, we can
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Figure 6.5: The SNR of the HF detector to peak mode of the post-merge waveform 
and FSR detector to the 20 mode of the collapse waveform as a function of delay 
time. The solid lines are for waveform parameters given in Eq. 6.2 and 6.3. The 
shaded areas give boundaries of minimal and maximal SNR taking into account the 
variation in the qausinormal frequency, the quality factor and a factor of 2 variation 
of the amplitudes of waveforms. At τ = 10 ms, the SNR for peak mode is in the 

range of 0.5-8.6, for 20 mode is in the range of 0.3-1.9.

optimise the quantum sensitivity for the figure of merit at each arm length. Further reduction of the quantum noise can be realised by using squeezed light.However, the quantum noise cannot be infinitely suppressed but is limited by a lower bound from the optical losses, especially including arm cavity loss and SRC loss [219]. Furthermore, the external output loss will limit the observed squeezing level. We assume 10 dB of observed squeezing, which implies a maximum of 10% output loss.The arm cavity loss limit can be calculated as
πarm _ 'tc

hh 4⅛Farmarm, (6.7)
where c is the speed of light, h is the Plank constant, L is arm length, Farm is the arm circulating power and earm quantifies the arm cavity loss, earm = 100 ppm is assumed in



196 Chapter 6. Modelling Classical Noise in High-Frequency Detectors

both detector designs. The SRC loss limit can be modelled as the shot noise spectral density of the differential mode of the arm cavities scaled with ∈src,
<src _ ^c2Titm Γ (Ω - 2nπ∕FSR)2M 167⅛Farm L 72 (6.8)

where 6src quantifies the SRC loss, ∕fsr = ⅛ is the FSR of the arm cavity, n denotes the number of FSR away from the carrier frequency, and 7 = is the arm cavity bandwidth.As shown in Fig. 6.7 (the noise budget of the HF detector), the high frequency quantum noise dip is limited by the SRC loss, which is assumed to be 1000 ppm. The dip around 3 kHz is shaped through the coupled cavity resonance between the arm cavity and the SRC in the same way as in Ref. [149]. At the dip frequency, the sidebands resonate in the SRC, i.e. the accumulated phase reflecting from the arm cavity and traveling through a round trip in a long SRC equals to 2τr. The resonance frequency is approximately, 2√llsrc ’ where ^src is the SRC length. The depth of the dip is determined by the SRC finesse. The choices of parameters for the HF detector is shown in Table. 6.1.Towards higher frequencies, the SRC loss limit increases until Ω approaches the first FSR, where the noise returns to the level at zero frequency according to Eq. 6.8. To enable the best achievable sensitivity, an addition scheme which allows for saturating the loss limit is required. As shown in Ref. [220], a proper arrangement of an optomechanical filter cavity allows the quantum noise to saturate the loss limit by enhancing the signals inside the SRC, without sacrificing the detector bandwidth defined by the arm cavity. The mechanism functions by cancelling the phase gained by the signal sidebands reflecting from the arm cavity through a negative dispersion from the optomechanical filter cavity. Therefore, the signal sidebands will resonate in the SRC at all frequencies
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Figure 6.6: The diagram shows the coupled arm cavity and SRC. The SRC can be 
converted into a signal amplifier around the arm cavity FSR frequency with frequency 
dependent negative dispersion inside for cancelling the accumulated phase of the 

sidebands reflected from the arm cavity. The amplification factor is 1/√27⅛rm∙
and their amplitudes at the output are amplified by a constant gain, 1∕√7⅛rm with 7⅛rm being the power transmissivity of the signal recycling mirror.As we will illustrate, a scheme, similar to the one considered in Ref. [220], can also work in our case for saturating the SRC loss limit around the FSR frequency. As shown in Fig. 6.3, an optomechanical filter cavity is placed inside the signal recycling cavity. This filter cavity is pumped with a laser at frequency ω0 ÷ ωm ÷ 2tγ∕fsr1 where ωm is the mechanical resonant frequency of the mechanical oscillator. Compared to Ref. [220], the pump laser frequency is shifted by one FSR. When there is

Ω — 2π∕FSR ≪ 7/ ≪ ωm , (6.9)
which is the so-called resolved-sideband regime, the input/output relation of the op­tomechanical filter for the sideband at Ω is

α4(Ω) 7opt - z(Ω - 2π∕FSR). , .7opt + ^(Ω — 2tγ∕fsr) °3 b (6.10)
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where 7opt is the negative mechanical damping rate due to the optomechanical interaction. The sidebands reflect from the arm cavity and there is
d2(Ω) 7 + ¾(Ω - 2tγ∕fsr).7 - i(Ω - 2πyFSR)αl (6.11)

When 7opt = 7, the phases from reflecting off the arm cavity and the optomechanical filter cavity cancel out. Therefore, the signal sideband at Ω becomes resonant, and the amplitude is amplified by 1∕√,7⅛rm∙ However, the sideband at —Ω does not acquire the negative dispersion according to Eq. 6.10. Therefore, when measuring the combination of sidebands around ±∕fsr using homodyne detection, we will get a factor of vz2 degradation of the signal amplitude, similar to the detuned SRC case. The resulting quantum noise spectral density around the frequency of arm cavity FSR can be calculated as
ζ~,FSR   ^c2TitmEsR.M6 2r

hh 8L^ω0Paτm
(Ω - 2nπ∕FSR)2'

1 c,SRC l ς<arm
+⅛ ^r shh 1

where e~2r = 0.1 represents 10 dB of observed squeezing. In the design of the FSRdetector, we adopt Tsrm = 0.0015, with 10 dB squeezing and the assumption of 1000 ppmSRC loss. The quantum noise amplitude result is a factor of λ∕E3 greater than the SRC loss limit. The total quantum noise is shown in Fig. 6.8. The other detector parameters are listed in Table. 6.1.

.2 (6.12)
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Table 6.1: Parameters of the detectorParameters “HF Detector” “FSR Detector”Arm length, L 20 km 34 kmWavelength 1064 nm 1550 nmMirror Mass 100 kg 500 kgMirror Radius 0.24 m 0.34 mMirror thickness 0.26 m 0.6mITM/ETM RoC 14 000 m 28 900 mArm circulating power, Farm 4 MW 10 MWITM transmittivity 0.06 0.06SRM transmittivity 0.1 0.0015SRC length 100 m 50 mSRC loss 1000 ppm 1000 ppmArm cavity loss 100 ppm 100 ppmSqueezing level 10 dB 10 dB

6.5 Classical noises

In terms of fundamental classical noises in a gravitational wave detector, the main contributions at kHz frequencies will be from residual gas phase noise and mirror thermal noises.
6.5.1 Residual gas noise

Even though we operate in high vacuum, there will still be residual gas pressure. The statistical variations of multiple molecular species disturb the laser’s phase when they pass across the beam [221]. To calculate this noise, we take the vacuum requirement designed for the Einstein Telescope and specify the residual gas contents, H20,H2,N2, with partial pressures of 2.5×10-9, 5×10-9, 2.5×10-1° [90,195,196] respectively, for both the HF and FSR detectors. Our strategy resembles very closely the implementation in the noise modelling tool GWINC (Gravitational Wave Interferometer Noise Calculator) [222], 
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which uses the approach of Ref. [223]. We simply reinstated the numerical integration of Eq. 1 in Ref. [223] rather than maintaining the first order approximation, which strongly diverges above 1 kHz. Our treatment does pose a greater computational burden but is necessary to accurately model the residual gas noise.
6.5.2 Mirror thermal noise

The mirror thermal noise consists of coating and substrate brownian thermal noise [224], which, according to the fluctuation-dissipation theorem [61,62,225], come from the thermal fluctuations resulting from the mechanical dissipation in the substrate and the multiple layers of high and low index coatings [226,227]. They are proportional to the temperature and inversely proportional to the beam size on the test masses.In the HF detector, the sensitivity above 1 kHz is only limited by the quantum shot noise. This allows us to use the existing Advanced LIGO technology. Thus the HF detector is designed to be operated at room temperature, with a 1064 nm laser, fused silica substrates and Ta2O5∕SiO2 coatings. Since the thermal noise is not limiting, a relatively smaller beam size allows smaller and lighter test masses. In our case, we choose a 100 kg mirror with mirror radius of curve (RoC), radius and thickness as shown in Table. 6.1, which are determined by satisfying a beam clipping loss of ~ 1 ppm (The ratio of mirror size and beam size is ~2.63).In the FSR detector, the thermal noise will limit the sensitivity. We design the FSR detector at a temperature of 120 K, with a 1550 nm laser, silicon substrates and amorphous silicon (a-Si) / silicon dioxide (SiO2) optical coatings. It is worthwhile to discuss the calculation of substrate Brownian noise. Via the fluctuation-dissipation theorem, the substrate Brownian noise is related to the mechanical conductance of the substrate itself. As an extended body, the mirror’s mechanical conductance is
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Figure 6.7: Noise Budget of the HF detector. The detector strain sensitivity is for 
optimal orientated sources at θ = 0o, φ = 0o. The detector parameters are listed in 

Table. 6.1.

affected by its vibrational eigenmodes, which affect the shape of the substrate surface that the laser impinges upon. The vibrational eigenfrequencies lie in the vicinity of a few kHz and the lowest frequency is inversely proportional to the mirror size. In the current operating and proposed detectors, the detector’s sensitivity in the kHz range is limited by quantum shot noise. In such a case it is common to employ the approach of Ref. [68,75,228]. However, this is not the case for the FSR detector, since the quantum noise in the FSR detector is around or below 10~25∕χ∕Hz around 4kHz-5kHz and the thermal noise around the substrate resonances is not negligible. It is thus imperative that we model the contribution of each vibrational eigenmode individually, as we are operating in a regime where the low frequency approximation breaks down. This is further exacerbated by us increasing the mirror size in the long baseline detector, which lowers the resonant frequencies yet further for a given fixed aspect ratio. Thus, to minimise the substrate thermal noise, we focus primarily on shifting the resonances



202 Chapter 6. Modelling Classical Noise in High-Frequency Detectors

Figure 6.8: Noise Budget of the FSR detector. The detector strain sensitivity is for 
optimal orientated sources at θ = 45o, φ = 45o. The detector parameters are listed in 

Table. 6.1.

to higher frequencies. We achieve this in part by our choice of aspect ratio, which we empirically determine by a finite element method (FEM) to approximately maximise the frequency of the first resonant mode. Consequently, we adopt an aspect ratio of 1.75 in our work. Further optimisation can be achieved by minimising the mirror size (to raise the resonant frequencies) while guaranteeing beam clipping loss of no more than 1 ppm. The adopted mirror geometry parameters are listed in Table. 6.1. With our optimised mirror design for the FSR detector, we shift all frequencies to be above 6 kHz.To accurately determine the substrate Brownian noise, we require a method that models the noise with reference to the individual contributions of each vibrational eigenmode. Therefore, we implement the approach of [72], utilising our FEM to determine the mode frequencies and the corresponding surface deformation. This technique is known to be more computationally intensive and, with the first 100 modes 
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considered, we can achieve convergence to approximately 80% of the noise amplitude given by the direct approach at low frequencies. However, a higher level of convergence is unnecessary as we are interested in the region around the first resonance where the tails of the first few resonant peaks begin to dominate the substrate thermal noise above the combined contributions of all subsequent modes. For a sufficient modelling of the noise spectrum in the frequency band of interest, only the first few modes are necessary.
6.6 Modal Analysis

The usual approach to modelling substrate thermal noise utilises the direct approach pioneered by Yu. Levin and follows from the analysis discussed in some detail in Section 2.3.2. However, the analytic result that is ultimately derived [73-75] is only valid for frequencies sufficiently below the first internal resonant mode of the test masses. Due to the combined effect of heavier mirrors and a shift towards higher frequency detection, the internal resonances of the substrate begin to encroach on the detection band. Consequently, this low-frequency approximation ceases to be valid. In particular, the FSR detector would operate in a narrow band very close to the forest of internal resonances and thus care must be taken in tuning the mirror parameters to avoid coinciding with a resonant peak. To this end, we employ a finite element model (FEM) to determine the parameters of the mirror resonances, such as their mode shape and corresponding elastic potential energy. The modal analysis is then combined with the approach of [72] to obtain the thermal noise contribution.Each internal mode can be modelled as a point-mass harmonic oscillator, which follows the standard and well-understood dynamics explored in Section 2.2. Via the balanced, oscillating exchange between elastic potential energy and kinetic energy, 
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we can equate the two energy terms at their corresponding maximum values, Umax = ∣mnωn⅛max2, where the RHS represents the maximum kinetic energy. This equation can be adapted to model the point-mass approximation to the extended body, yielding [72]
Un,max j (6.13)

where m is now the mass of the real substrate, which is constant for each mode, αn is the effective mass coefficient and ∆ln is the apparent displacement. The terms 
an and ∆ln are convenient for writing the equation in a simple and familiar form. However, they contain the complexity which allows us to reduce the three-dimensional phenomenon into a one-dimensional model. Thus the most challenging part of the analysis is determining these parameters accurately.The apparent displacement, ΔZn, contains within its definition the interaction between the probe beam and the mode shape of the particular substrate resonance. The displacement of the test mass is inferred from a power fluctuation of the laser beam caused by a phase shift applied by the moving substrate. The beam has an extended spatial intensity distribution, which means that the power fluctuation is naturally lesser—and thus the inferred (apparent) displacement should be lesser—if the phase shift to the field is applied in a region where the beam is less intense. This results in the definition [72]

∆ln = [ f (p, θ)uk{p, θ)dσ, (6.14)
Jswhere / is the intensity distribution of the beam profile normalised over the substrate surface (/ oc exp(-p2∕w2) for a gaussian profile with a beam radius w at the substrate surface) and uk is the local displacement of the substrate surface in the direction of the local wavevector, k. This can be intuitively understood as stating that the complex, 
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distributed displacement of the vibrating surface of the extended substrate is identical, from the beam’s perspective, to a uniform translation by ΔZn of a rigid body.To fully connect the behaviour of an extended body to the point-mass equivalent, we must introduce the effective mass coefficient, αn. A particular mode shape may only produce a slight apparent displacement or even no displacement at all, as is the case for all modes with a non-zero angular degree. As a result, a slight apparent displacement may be the product of a highly energetic oscillation. To make this small displacement consistent with the large amount of stored energy, we may increase the effective mass of the mirror in this particular vibrational mode, which is related to the true mass by 772θff (⅛nTΓb.The total thermal noise PSD in displacement can then be obtained as the sum of the thermal noise contribution from each mode independently, given by

c ∕∩∖ _ ^bT /_________ωn2φn(Ω)_________ λ , .
xA {(W-ωffy+ωffφn∖ty)' j

which can be derived with reference to the fluctuation-dissipation theorem (Section 2.3). Due to the simplicity of the point-mass oscillator treatment, the equation governing the thermal noise can be written very succinctly. The challenge is in determining the key parameters, ωn, αn and ∆ln, particular to each mode.Although analytical solutions to some aspects of the system exist, for example, the frequencies of the cylinder’s internal resonances are known [229], we employed a finite element analysis technique to obtain all three parameters. We used the FEA software Ansys to perform the modal analysis. Ultimately, the analysis was not just important for calculating the thermal noise but also to somewhat optimise the parameters of the detector, such as the diameter and thickness of the substrate, and the beam radius.The first aspect of the optimisation we performed was on the optimal geometry of
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(a) 15.3 kHz (b) 15.5 kHz (c) 17.4 kHz

FIGURE 6.9: The shape of the three lowest-frequency modes with non-zero beam 
overlap for an optimised aspect ratio of 1.75. Modes (a) and (c) are approximately 
analogous to the fundamental mode of a vibrating, circular membrane, with the 
oscillations of the central anti-node being in-phase and in opposition for the two 
modes respectively. Mode (b) corresponds to a radially symmetric expansion and 
contraction along the cylinder’s axis of symmetry. The resonant frequencies specified 

under each mode are for a test mass radius of 10 cm.

the test mass. As can be seen from the behaviour of Eq. 6.15, there is a very rapid rise in the thermal noise around the resonances at ωn. Due to this effect, it is generally much more important to carefully tune the position of these resonances to be far out of the detection band even if this comes at a cost of higher losses elsewhere. The resonances of the substrate are altered through changes in both the thickness and radius of the test mass but they do not shift uniformly with a change in either quantity in isolation as one resonance may reduce whilst another increases. Instead, we may parametrise the geometry in terms of the test mass radius, governing the overall length-scale of the test mass, and the unit-less aspect ratio, given by the ratio of the thickness to the radius. We know that upon scaling all mirror dimensions by a common scale factor, 
α, the resonances all shift uniformly by the factor l∕α. Therefore, we can simplify the optimisation as we have determined that all resonances shift inversely with the radius for a constant aspect ratio.Consequently, the optimisation only needs to be performed on the aspect ratio.



6.6. Modal Analysis 207

Figure 6.10: The resonant frequencies of the three modes shown in Fig. 6.9 over a 
range of aspect ratios. Each data point was obtained through the FEA modal analysis 
performed individually for each new substrate geometry defined by the aspect ratio. 
Due to the time-consuming nature of this process, the parameter space is rather 
sparsely sampled. Despite this limitation, we can determine the key result, which is 
the approximate aspect ratio of 1.75 at which the two lowest resonant frequencies 

coincide.

Within the reasonable range of aspect ratios, three modes compete for the lowest frequency, and these are shown in Fig. 6.9. We varied the aspect ratio to determine how these resonances change, as shown in Fig. 6.10. Of particular interest is that Mode (a) is the lowest frequency mode for small aspect ratios and decreases in frequency with decreasing aspect ratios, whilst Mode (b) is the lowest frequency mode for large aspect ratios and whose frequency decreases with increasing aspect ratio. This results in an optimal aspect ratio where these two resonances match, thus maximising the lowest resonance. This happens at approximately an aspect ratio of 1.75, which matches the value we proposed in Section 6.5.
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Once the aspect ratio has been optimised we can turn to the calculation of the thermal noise itself. From the FEA results, for each mode, we can obtain a mesh of sampled displacements across the surface of the test mass, as well as the total elastic potential energy stored within the corresponding mode of that particular amplitude. These quantities can then be combined with Eq. 6.15 to obtain the displacement thermal noise contribution from each mode (see Fig. 6.11). The FEA is performed on a free test mass, which simplifies the computation but does not consider the rigidity introduced by the fibre connection to the upper stages. However, as the mass becomes effectively free beyond a transition point at the uppermost resonances of the suspension system, which occur at frequencies much lower than the internal resonances by multiple orders of magnitude, the assumption of a free mass is sufficiently valid. The mesh of displacements provides us with a numerical sampling of the function Uk in Eq. 6.14. By assuming a standard gaussian beam profile, we can then numerically determine the value of ∆ln using Eq.6.14. The elastic potential energy obtained from the FEA gives us the value of 
Un,max in Eq. 6.13, which we can rearrange to give us αn. Therefore, we have obtained the two key unknowns in Eq. 6.15 and thus we can numerically compute the thermal noise curve for different parameter choices, and produce the substrate thermal noise model presented in Fig. 6.8. This is a much more computationally intensive process than the direct approach, as this process involves performing the integral in Eq. 6.14 for every change in the substrate or beam parameters. In the worst case, if the geometry of the substrate is fundamentally changed, the FEA needs to be performed again, making the process substantially more time-consuming.
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Frequency [Hz]Figure 6.11: Thermal noise in displacement contributed by the three highlighted 
modes in Fig. 6.9. The red dashed line shows the total thermal noise from the three 
modes considered and the black dashed line shows the result of Eq. 2.45 applied 
to this system. The total thermal noise from just the first three modes is already 
approaching the analytic model in black at low frequencies. The convergence between 
the two thermal noise approaches is likely much closer than the figure suggests due 
to the infinite half-plane model used in the creation of the black trace, which has 
the effect of overestimating the true thermal noise. Around and after the substrate 
resonances, the modal analysis captures the effect of the resonant peaks on the 

thermal noise which the direct approach misses completely.

6.7 Summary

In the era of multi-messenger gravitational-wave astronomy, we now have unprece­dented opportunities to better understand the strong field gravitational dynamics and complicated astrophysical processes of a binary neutron star merger, with gravitational wave observations and a slew of electromagnetic transients that subsequently arise from the post-merger remnant. The nature of the post-merger remnant and the lifetime it survives are the key factors for answering the existing open questions, such as the engine 
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of short gamma-ray bursts. Previous works have discussed possible ways to probe the post-merger gravitational wave emission with targeted designs of detectors [148,149,194]. In this work, we explore the scope of a gravitational wave detector to measure the lifetime of a post-merger remnant star, or constrain its timing to collapse to a black hole. We propose two strategies: (1) an indirect approach: searching for the peak mode of the post merger waveform, and inferring collapse in the absence of a detection after some time; (2) a direct approach: measuring the 20 mode and/or 22 mode components of the collapse waveform.Two detector configurations, an HF detector and an FSR detector, are modelled for the two approaches. Here the optimal lengths for detecting the peak mode and the 20 mode are 20 km and 34 km, respectively. In the HF detector, we take advantage of a coupled arm cavity and SRC resonance to boost the sensitivity at 2 kHz-3 kHz, which is now limited by the SRC loss. In the FSR detector, our strategy is to make use of the detector sensitivity at the first FSR, which leads to a long baseline design. To achieve a loss-limited quantum sensitivity at the FSR frequency, we use an optomechanical detector with negative dispersion to cancel the phase of the sideband gained upon reflection from the arm cavity. This converts the SRC into a signal amplifier. The FSR detector is eventually limited by both quantum and classical noise, in particular, residual gas noise and mirror thermal noise. The frequency dependent antenna response is properly calculated, without using the long wavelength approximation, which is not applicable for our long baseline detector.While the NS collapse would be essentially undetectable with current gravitational wave detectors, with these optimized detector designs, we realise a SNR of 0.5 8.6 in the indirect approach and a SNR of 0.3-1.9 for directly detecting the 20 mode of the collapse waveform. In particular, it seems that a SNR of 1.9 in the direct approach 
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is probably not significant enough to claim detection, as compared to the threshold SNR ~ 5 commonly used in black hole ringdown studies [230], In the current noise budget the sensitivity of the FSR detector is already limited by both quantum losses and several fundamental classical noises, i.e. the mirror thermal noises and the residual gas noise which depends on the facility. Further improving the detector sensitivity not only relies on efforts towards the laser power enhancement for shot-noise reduction, but also on new technologies for the classical noises suppression. These are ongoing investigations in the entire community of the gravitational-wave detection.
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Chapter 7

Compact Interferometry for Precision

Displacement Measurement

The suppression of seismic noise in contemporary GW detectors is achieved through a multi-stage process including both active control and passive isolation. The active feedback relies on a network of low-noise inertial sensors, the quality of whose readout is essential for the precise control of the active platforms that support the test masses. Interferometric displacement sensors have the ability to improve the readout of these inertial sensors and, generally any position readout in the broader seismic control scheme. In this chapter we present an optically and mechanically simple and compact interferometric displacement sensor with multi-wavelength sensing range.The content of this chapter is a reformatted copy of the paper J. Smetana, R. Wal­

ters, S. Bauchinger et al. “Compact Michelson interferometers with subpicometer sensitivity” [231] of which I was the principal author. I wrote the initial draft and edited the paper with editorial contribution from D. Martynov. The paper presents the experimental results of laboratory work conducted collaboratively by R. Walters, 
S. Bauchinger, D. Martynov and myself.
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7.1 Introduction

Interferometric displacement readout has played a pivotal role in expanding the boundaries of precision measurement. In the field of GW astronomy, interferometric readout had shown its utility in detecting GW signals [16,140,141]. The cornerstone of its success, in part, lies in two areas: (a) the exceptional sensitivity achievable over distances significantly smaller than the wavelength of light used and (b) versatility in design across vastly different length scales. To the first point, contemporary GW detectors such as Advanced LIGO [13] and Advanced Virgo [14] can measure some of the weakest signals in the universe in the form of GW strain. In particular, Advanced LIGO is capable of measuring displacements as fine as 2 × 10^20m∕χ∕Hz in the most sensitive frequency region around 100 Hz [17]. To the latter point, interferometric measurement sees widespread use in investigations of quantum phenomena but also spans km-scales in terrestrial GW detection and million-km-scales in LISA—the future space-based GW observatory [33].We present the investigation of a compact, interferometric sensor for the precise measurement of picometer-scale displacements of macroscopic objects. Displacement sensing of gram-scale optics through to kilogram-scale test masses is widespread in the GW community due to the strict requirements on suppression of terrestrial displacement noise (such as seismic noise) in ground-based GW detectors. Displacement sensing and control has been achieved through numerous means, such as capacitive position sensors [13], coil-readout geophones such as the Sercel L-4C and optical shadow sensors such as the BOSEM [50]. The displacement sensitivity of these devices is limited across a broad band by the readout noise of these sensors. When used in feedback control, the sensitivity of these instruments imposes a fundamental floor on the level of suppression that is achievable. For example, Advanced LIGO is limited in its sensitivity below 
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30 Hz by controls noise [17], which can be improved with more sensitive devices. The astrophysical case for expanding sensitivity towards lower frequency in contemporary GW detectors is broad, ranging from improved early-warning systems [232] for multi­messenger detections [233] to the routine observation of heavier astronomical objects such as intermediate-mass black holes [234].The future role of interferometric displacement sensors in achieving the sensitivity improvements necessary for observing these astrophysical phenomena has already been explored in detail in [88]. The 5Hz-30Hz frequency band in Advanced LIGO is dominated by a range of technical noises, such as angular controls noise caused by low frequency (<1 Hz) ground vibrations (see [17,88] and references therein). Inertial sensors with an interferometric readout, such as 6D seismometers [56] and next generation beam rotation sensors [235,236], have the potential to significantly reduce the test mass motion, simplify the lock acquisition process [237], and reduce the required bandwidth of angular control loops. Furthermore, interferometric sensors can efficiently damp the suspensions without limiting the design sensitivity of GW detectors. The sensors achieve the required improvement of sensing noise by a factor of 100 compared to the currently utilised shadow sensors [50,88].Outside the field of GW detection, compact interferometry has seen use across a wide range of applications. It has been applied in the readout of torsion balance experiments [236], which can be used in investigations into areas of fundamental physics, such as short-range force measurements or bosonic dark matter searches [238]. Compact interferometers have also been used as reference sensors in the development of other displacement measuring devices [239]. The potential for compact interferometers to serve as absolute distance measurement devices [240] has led to their use in alignment sensing at the Large Hadron Collider [241].
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The history of compact interferometer development reaches back several decades and includes a broad range of designs, topologies and varying levels of sophistication based on the technology available at the time. A comprehensive review of compact interferometry can be found in [242] and expounds all of the different strategies undertaken in this sphere. Compact interferometry is not a recent concept as exemplified by the device by de la Rue et al. [243] dating from 1972. However, the design of a high performance compact interferometer is non-trivial and often falls into a particular performance niche. The design can be tuned for high linearity, in one case 5 pm, which was achieved by Weichert et al. [244]. Other designs are tuned for high sensitivity within the desired frequency range, such as the LISA Pathfinder interferometer, achieving a sensitivity of lpm∕∖∕Hz at 10 mHz [245].The term ‘compact’ in reference to these devices can, however, be rather misleading depending on the application. Many of the existing compact interferometers still occupy an area of hundreds of square-centimeters, which is unacceptably large for applications where space is at a premium, such as the sensing of the Advanced LIGO quadruple suspension [42]. Some devices conform to the label of ‘compact’ better than others, for example the design by Royer et al. [246] is confined to an area of only 8 cm × 5 cm. Further development has led to interferometers designed with the direct application to seismic displacement sensing in mind. An example of this, the HoQI sensor [57], has shown substantial improvements in the sensitivity of commercial geophones by replacing the electronic coil readout and thus eliminating the dominant source of noise [247].The high sensitivity is in part due to the very sharp response of the interferometer, being able to cover the full signal range in a mere quarter-wavelength of displacement. A typical value of 266 nm for a simple Michelson interferometer, is significantly smaller than that achievable by alternate technology, such as the 0.7 mm linear range of the 
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BOSEM [50]. The cost of this sharp response is a significant reduction in range, limiting the use of many interferometric devices to specialised uses over sub-wavelength range. However, we can implement multi-quadrature readout techniques [248], coupled with a fringe-counting algorithm, to expand the range over multiple interference fringes (read [242] for an overview of the many multi-fringe readout techniques available). These techniques maintain the precision of the instrument, whilst overcoming its most significant limitation.In this paper, we build a compact displacement sensor out of commercially available products, such SmarAct C01 sensing heads, NKT Adjustik laser, and Thorlabs fibre beam splitters. We implement a multi-quadrature readout scheme with fringe counting in the digital domain, which can be readily compared to the analogue-domain equivalent demonstrated by numerous other multi-fringe interferometers. The scheme makes use of a purely digital implementation of the laser frequency modulation, subsequent signal demodulation, filtering and arm phase extraction. The key strengths of this design are that the physical system is highly compact, mechanically simple, robust and easy to deploy where the necessary computational infrastructure is already present. We use only commercial components, with the primary component, the sensing head, occupying an area of merely 1.3 cm × 0.4cm (excluding any necessary mounting brackets). We achieve a high level of sensitivity due to an appropriate choice of laser and through additional frequency stabilisation. In Section 7.2 we briefly outline the principles of deep frequency modulation and present the experimental layout. Section 7.3 is devoted to the experimental results of our fixed-mirror measurement with the accompanying noise budget and the subsequent improvements we achieved using a frequency-stabilising feedback system.
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Figure 7.1: Layout of the experiment and of the digital signal processing. A 
digitally sourced modulation is applied to the laser, which is then connected to both 
sensing heads. The raw DC diode signal is digitised and demodulated in the digital 
domain at multiple harmonics. An algorithm is applied to extract the displacement 

from the resulting signals.

7.2 Optical layout

The scheme for achieving our measurement is shown in Fig. 7.1. A single laser is connected to two separate sensing heads mounted on separate base plates. Each sensing head comprises a simple Michelson interferometer with an internal, fixed-length reference arm and an open port, which forms the external measurement arm. Each measurement beam is then reflected from a fixed mirror mounted on the respective base plate and aligned to maximise the fringe contrast. The interference pattern is detected by a photodiode with a responsivity of 0.9 A W-1. It is mounted on the output of a fibre circulator which connects together the output of the laser, the sensing head and the photodiode. The signal is passed through a 68 kΩ transimpedance amplifier followed by a 7 kHz low-pass anti-aliasing filter. It is then digitised at a sampling rate of 64 kHz by a 20 V peak-to-peak analogue-to-digital converter (ADC). The signal is 
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down-sampled to 32 kHz once digitised for processing.We modulate the laser frequency at ωm = 2π × 700 Hz and amplitude of Am = 0.8 GHz with an internal PZT actuator. The power observed at the photodetector is given by the equation [249]

P(t) = A[l + C cos(φ(t) + mcos(ωmt))], (7.1)
where A is the power amplitude, C is the fringe contrast, m = ⅛πAmΔ,L∕c is the unit-less modulation index, ΔL is the longitudinal imbalance of the Michelson arms and c is the speed of light. The variable arm phase, φ, is related to the test mass x displacement and laser wavelength, Λ, via φ — ⅛πx∕λ. The signal in Eq. 7.1 can be expressed in terms of its Fourier series expansion [249]:∞

p(t) = Po + 2CAJn(m) cos(φ + nπ∕2) cos(nωmt), (7.2)
n=l

where Jn is the nth order Bessel function of the first kind and Pq = A(l + CJo(m) cos(≠)). The sum in Eq. 7.2 shows that the input modulation at ωm manifests in the output spectrum at ωm and all higher order harmonics. Furthermore, displacements of the test mass become up-converted to sidebands around each harmonic of ωm.The measured signal passes through a transimpedance amplifier and the raw signal is then digitised. The procedure gives us access to the raw power signal (up to the input anti-aliasing filter’s cutoff frequency at 7 kHz) as given in Eq. 7.1. The extraction of the signal from the modulation harmonics relies on accurate demodulation, which in turn relies on a local oscillator that corresponds to the modulation source with high fidelity. The key advantage of the digital scheme is that the local oscillator is simultaneously used for the signal demodulation and laser modulation, which leads to a form of digital 
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homodyne readout. This compensates for timing jitter that could otherwise introduce a discrepancy between the modulation source and the local oscillator.This signal is then demodulated at multiple harmonics of the input modulation frequency by multiplying the raw input signal by sin(kωmt + ψk) and cos(kωmt + ψ∣t) for k ∈ {1,2,3}. The demodulation phase, ψk, represents the phase difference between the modulation signal at its generation and at the point of digitisation together with any time-varying fluctuations such as jitter noise. We tune ψk to maximise the signal in the cosine quadrature and reduce the timing fluctuations to a second order effect. The output is given by the equation
Sk = CAJk(rn) cos(φ + kπ∕2) (7.3)

We take the ratio of two harmonics to construct our elliptical Lissajous figure. We derive the arm phase for the first sensing head from the ratio of the first two signals, which is given by Si JAm) . ,.
⅞ = j^tan^∙ (7‘4)

To simplify the process further, we tune the modulation depth, Am, to achieve the ratio of the Bessel functions in Eq. 7.4 equal to unity (circular Lissajous figure). This leads to improvements in linearity of the measurement as well as preventing the introduction of non-stationary noise. Since we can tune Am only for one sensing head, we tuned the length between the second sensing head and the measured mirror to achieve the ratio of the Bessel functions for the second and third harmonics of the sensing head close to unity. The arm phase is extracted in real time through Eq. 7.4. Through digital demodulation, we obtain signals Sγ and ¾ in real time. We then apply the four-quadrant arctangent function to this pair of values per sample on the assumption 
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that the Lissajous figure is circular. Fluctuations and drifts in the parameters of the Lissajous figure introduce non-linear effects in the real-time phase readout. We analysed these effects by applying an ellipse fitting algorithm in post-processing to compare to the performance of the real-time phase extraction scheme. This comparison is addressed in Section 7.3.4. A more complex real-time phase extraction scheme that does not rely on fixed values of the ellipse parameters could later be adopted if more sensing heads need to be probed with various longitudinal imbalances or drifts become an issue [249].
7.3 Experimental results

The sensitivity analysis of our interferometric sensing heads was performed on a fixed test mass in order to effectively suppress the presence of ground motion and ‘zero out’ the displacement signal. The observed sensitivity to displacement is shown in Fig. 7.2b. The achieved sensitivity is 3 × 10-13m∕vzHz at 1 Hz and is a factor of 300 better compared to the BOSEM, one of the currently used sensors in Advanced 
LIGO [50]. In this section, we discuss the noise analysis of the measured sensitivity.
7.3.1 Environmental disturbances

We mitigated the perturbation of the laser beams via air currents, which otherwise form the dominant noise source at frequencies below 1 Hz. We suppressed these effects by placing the components into a sealed, foam-padded box. The box has reduced the air currents by three orders of magnitude around 1 Hz. However, the noise is still seen below 100 mHz in Fig. 7.2b. At these frequencies, our insulation becomes less efficient due to the air pressure fluctuations in the laboratory. We expect that in-vacuum operation of the sensing heads will further suppress the noise below 100 mHz.
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(b)Figure 7.2: Panel (a) shows the DC sensitivity of the sensing heads without the 
modulation-demodulation process (calibration factor is 2.85 × 1015 Hz m^1 in the 
setup). The DC sensitivity is compared with the laser frequency noise that was 
independently measured by beating two identical lasers. The two curves are consistent 
at low frequencies (below 1Hz). The dashed lines represent the inferred noise levels 
from the two largest noise sources near the modulation frequency: laser amplitude 
noise and ADC noise. The former noise is suppressed above 7 kHz by the anti-aliasing 
filter. The laser frequency noise is below the level of 100Hz∕-√zHz and does not limit 
the spectrum around the modulation frequency. Panel (b) shows the total sensitivity 
of the sensing head with the heterodyne readout and frequency noise stabilisation 
(FSS). The FSS-on curve represents the extend of the sensitivity increase we achieve 
with the frequency stabilisation. The curve is limited by the residual air currents 
below 100 mHz. The dashed lines represent the noise limits of several prominent, 
incoherent noise sources and show that our new noise floor is consistent with the 
laser amplitude noise limit at 100mHz-10Hz. The BOSEM sensitivity curve [50] 
allows for a comparison between the sensitivity of the sensing head and contemporary 

sensing devices.

Seismic noise dominates the measured spectrum at 10Hz-100Hz because the common-mode-rejection of our setup vanishes above 10 Hz. The sensing heads do not share the same base plate and are physically separated by 20 cm. Above 100 Hz, our passive isolation system suppresses the coupling of the ground vibrations. We achieve the isolation by positioning the sensing heads on metal plates supported by rubber pads. The sealed box is also supported by another set of rubber pads.
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7.3.2 Laser frequency noise

Our displacement sensitivity is strongly limited by the laser frequency noise below 10 Hz as shown in Fig. 7.2a. The figure also shows the readout signal calibrated to the units of Hz∕√zHz when no modulation is provided to the laser and the Michelson interferometer is in the gray state: the readout power is at half maximum. In this state, the detector is sensitive to the displacement noise of the test mass, laser frequency and intensity noise as well as the readout electronics.The frequency noise rises sharply towards lower frequencies and causes significant drifts in the displacement measurement over long periods of time. It is the most signifi­cant noise source in our region of interest and poses a significant limit to improvements beyond existing displacement sensor performance. We thus devoted our attention to suppressing this noise to improve the performance of the sensor in this key region.Typically, the laser sensing noise in Michelson interferometers is suppressed by reducing the longitudinal imbalance between the two arms (ΔL = 0m). However, our scheme intentionally uses the imbalance to read out the signal at multiple harmonics of the modulation frequency, ωm. Therefore, instead of reducing the imbalance, we follow the approach from [250,251] and feed the reference head readout channel back to the laser modulation servo as shown in Fig. 7.1. This has the effect of rejecting signal, common to both sensing heads, from the second sensing head (the ‘measurement’ head). The displacement spectrum obtained in closed-loop operation is shown in Fig. 7.2b. Any true motion of the test mass that is detected by the measurement head will be independent of the reference head readout and thus will not be suppressed by the frequency stabilisation servo. Therefore, the noise suppression achieved in Fig. 7.2b represents a true improvement in the signal-to-noise ratio.
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7.3.3 Down-converted noises

Aside from noises that naturally sit at the frequencies measured by the sensing head, there are noise sources which are shifted in frequency according to the choice of modulation frequency. The former noise types, such as laser frequency noise, manifest in the same way as the displacement signal, φ, in Eq. 7.1. Therefore, they undergo the same shift from sidebands around DC up to sidebands around ωm and then shift back to DC upon demodulation. The latter types of noise, such as analogue-to-digital converter noise, laser intensity noise, transimpedance amplifier noise, and shot noise, couple directly into the series terms in Eq. 7.2. These noises, therefore, only undergo the down-conversion from the demodulation, which leads to displacement noise coupling of nx(Ω) oc ni(ωm ± Ω) for a source i of this type.This important distinction is a key practical consideration in our choice of modulation frequency. The region around the modulation frequency and its harmonics must be intrinsically lower in noise compared to the signal in the region of interest. Otherwise, the down-converted noise will dominate over the signal in the readout channel. For this very reason, we avoided placing the modulation frequency in the intermediate frequencies dominated by the forest of mechanical resonances. We choose the modulation frequency of 700 Hz because the laser frequency noise and seismic disturbances are below the broadband laser amplitude noise at this frequency as shown in Fig. 7.2a. In the unconstrained mirror application, such as in the readout of a multiple-degree-of- freedom seismometer [56], this factor will be of particular importance as the seismic measurement will become dominant over other noise sources and will itself be down- converted and potentially obscure the measurement at other frequencies. We are interested in enhancing the precision towards the low frequency limit and, fortunately, the ground motion inherently decreases towards the high frequencies. Thus, if we place
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FIGURE 7.3: Panel (a) shows the residual displacement from non-linear coupling 
observed when performing a sweep over the laser wavelength using temperature 
tuning. The circular fit represents a phase extraction algorithm that assumes balanced 
harmonics. The elliptical fit shows the improved linearity that we obtained through 
a more advanced algorithm that applies ellipse fitting to the Lissajous figure. Panel 
(b) shows the phase spectrum of a 1 Hz excitation of the laser wavelength using the 
PZT. The measured data represents the upper limit for the distribution of signal to 
higher harmonics due to non-linear coupling. The simulated curve represents our 

estimate of the spectrum that would correspond to the elliptical fit in panel (a).

the modulation at an appropriately high frequency, the down-converted ground motion should not pose an issue.
7.3.4 Linearity

Interferometric devices have an exceedingly narrow span of linearity in their raw readout (less than a quarter-wavelength). The long-range linearity is recovered via the construction of a Lissajous figure using the aforementioned dual-quadrature readout scheme. This technique relies on the correct determination of the centre position and eccentricity of the Lissajous figure in the phase extraction using the four-quadrant arctangent. If these ellipse parameters are determined poorly, the phase signal couples non-linearly into the readout channel, making non-linearities a particular area of concern in the literature [242].
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A key source of non-linear coupling we can demonstrate is an imbalance in the amplitude of the quadrature signals, which produces a non-circular Lissajous figure. This can occur through a fluctuation in the modulation depth, Am, which disrupts the equal ratio of the Bessel functions in the first two harmonics (J1(m) ≠ J2(^) in Eq. 7.4). We investigated the long-range linearity of the system by sweeping through the laser wavelength using the laser’s temperature control. We swept over a range of 1 nm corresponding to 62 full rotations of the Lissajous figure. We applied two phase extraction algorithms in post-processing, shown in Fig. 7.3a, using a circular and elliptical fit. The former algorithm mimics our real-time phase extraction technique that assumes balanced harmonics, giving a residual RMS displacement of 0.68 nm over an effective displacement of 48μm. The latter algorithm applies an elliptical fit to the many-period Lissajous figure constructed from the full sweep in order to correct for non-zero eccentricity and offsets in the centre of the Lissajous figure. Algorithms developed in [252,253] can be readily adopted to perform the ellipse fitting. The residual RMS in this case was reduced to 0.25 nm.We also approached the investigation of non-linear coupling through another method, consisting of a controlled 1Hz excitation of the laser frequency using the laser PZT. The amplitude of the oscillation was set at approximately half the Lissajous period in order to maximise the non-linear effect (we were limited in our choice of amplitude by the range of the PZT). The amplitude spectrum of the phase derived from the real-time readout, shown in Fig. 7.3b, contains a forest of peaks at multiples of 1 Hz, which represent the non-linear coupling of the pure 1 Hz input signal. The measured curve should be treated as an upper limit to the non-linearity of the system, as the non-linear response of the PZT is dominant over the non-linearity of the sensing head readout. We define a measure of the single-period non-linearity as the ratio of the RMS contribution 
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from the non-linear frequency components to the total RMS of the signal. Under this definition, the measured spectrum shows a non-linear measure of 1.2%. The value is similar to the non-linearity observed in [254] for TLB 6700 Velocity laser from Newport. The simulated curve in Fig. 7.3b contains the estimated spectrum for an excitation with a non-linear RMS contribution that has been matched to the RMS of the elliptical fit in Fig. 7.3a. This model exhibits a non-linear measure of 0.12%.In applications that experience larger displacements, such as the position sensing of a suspension, the range of the signals will span multiple interference fringes, making the coupling of non-linearities more prominent than in the short displacement range of our fixed-mirror measurement. Naturally, this makes the topic of linearity particularly relevant.
7.4 Conclusion

Compact, interferometric position sensors are well positioned as candidates for the next generation of displacement readout in precision applications. Two such examples, the 6D seismometer [56] and the Advanced LIGO quadruple suspensions [42], can benefit from compact interferometers.We presented a commercially available, interferometric displacement sensor which makes use of the sharp sub-fringe response of a Michelson interferometer. Using deep frequency modulation techniques, we were able to linearise the response over the range of a full fringe and a simple fringe-counting algorithm was implemented to extend the range over multiple fringes. Our fixed mirror measurement showed an improved level of sensitivity over existing shadow sensors. This, together with the sensor’s compact design, means it is a suitable candidate for future upgrades and can be readily implemented 
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with little impact on existing infrastructure. The complexity has been effectively shifted to the digital domain. This does make the sensors more difficult to implement in situations where existing computational systems are lacking, but in the case of current GW detectors, this will not be an issue.We were able to overcome the most significant initial sensitivity limitation, the coupling of laser frequency noise, through the use of one sensing head as a frequency reference. Particularly in multiple degree-of-freedom readout situations, where all sensing heads can receive input from the same laser source, this is a very low-impact solution to improving upon current displacement sensing methods. In a future upgrade, we will read out the signal from the anti-symmetric port of the Michelson interferometer. The approach will help suppress extra noise from the fibre between the sensing head and the photodetector [255].Finally, we have discussed the occurrence of non-linearities in the presence of phase extraction algorithms that apply circular and fitted, static ellipse parameters. The application of our displacement sensor in, for example, suspended test masses may require the routine correction of the parameters of the Lissajous fit. This may arise due to long-term effects such as drifts in the modulation depth and timing jitter, but also due to a transformation of the Lissajous figure over high-RMS displacements, which will vary significantly depending on the specifics of the application.A more detailed study on the impact of drifts in the parameters of the elliptical fit will be left for future work. Our simplified real-time phase extraction technique may not be suitable for high-RMS applications such as the displacement sensing of a suspended mass with no seismic pre-isolation. In this case, however, it is possible to employ a more advanced, dynamic algorithm that can apply parameter corrections in real-time and maintain linearity more robustly [249]. We are in the process of testing 
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the effectiveness of such an algorithm applied to the sensing heads presented.The impact of non-linearities in the phase readout will be suppressed in applications such as the Advanced LIGO quadruple suspensions. This is due to their significantly lower RMS displacement, which is achieved by the previous stages of seismic isolation [52]. In this case, the RMS displacement should be lower than that simulated by our frequency sweep in Section 7.3.4, which makes our set-up suitable for such an application already, without significant expansion of the phase extraction scheme.
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Chapter 8

Conclusion

Precision interferometry is a versatile tool used in many areas of scientific discovery. The ability to probe systems with light across vast scales, from trapped single atoms to kilogram-scale mirrors over kilometre ranges, couples with a state-of-the-art level of displacement sensitivity. Of particular note, interferometry is central in the development of gravitational wave detection—a field that has opened a new window upon the universe only in the last decade.Despite the success of interferometry, there are many areas for further development, ranging from improvements in sensitivity, novel suggestions in detector design, and novel applications of interferometry in practical areas, as well as in settling questions of fundamental physics importance. The chapters presented in this work explore a variety of approaches, both theoretical and experimental, across all these developmental areas.The experiment presented in Chapter 3 and 4 concerns a novel attempt at reaching the so-called standard quantum limit in interferometric displacement sensing. The contemporary configuration of gravitational wave detectors comprises large, suspended optics resonating a high-power electric field in the optical cavity that they form. In such a case, the relative displacement readout is susceptible to the detrimental effects of quantum noise. However, the presence of these qantum fluctuations also provides us 
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with the opportunity to investigate aspects of macroscopic quantum mechanics, such as test-mass entanglement via the radiation pressure effect, and test models of quantum gravity.Chapter 3 is concerned with the motivation of the experiment, whose ultimate goal is to reach a quantum-noise-dominated level of sensitivity over a band surrounding the standard quantum limit at 100 Hz. To achieve this, it is essential to mitigate two prominent noise sources, these being seismic noise and thermal noise. The rest of Chapter 3 is concerned with the mitigation strategy of the former. The design of the suspension is performed using the linear Lagrangian formalism and we arrive at a four-stage passive suspension design. However, it is non-trivial to analyse a many-degree- of-freedom system such as this, mainly due to the range of cross-coupling and nonlinear effects that occur in the real experiment due to imperfections in design and assembly. This generally results in a reduction in the suspension’s isolating performance, which puts a strain on our ambitious target of 8 orders of magnitude of seismic suppression. To plan ahead for a possible need to expand the isolation performance, we outline the design of an active stabilisation scheme of the cryostat frame itself, which will form a significant part of the ongoing seismic isolation development strategy. Overall, it is important to understand the behaviour of the suspension and much of future testing will focus on understanding the nuances of the suspension performance, which will undergo continuous, iterative improvement.The discussion of the experiment continues in Chapter 4 with thermal considerations, particularly with the process for cooling the suspension to the 20 K operating point and the material choices to achieve minimal thermal noise. Our ability to reach the standard quantum limit will depend on the development status of low-noise coatings that have not yet seen widespread adoption, such as GaAs/AlGaAs or a-Si∕SiO2. Thus, 
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we also consider existing, well-tested coatings (Ta2O5∕SiO2) as a risk-mitigation strategy. However, it is unlikely that we will be able to reach the required level of performance with these coatings. Hence the success of the experiment is, in part, dictated by the near-future readiness of the experimental coatings. A key novelty of the experiment is the cryogenic operation of our suspended cavity using silicon substrates. The lower temperature will reduce thermal noise, which is the significant limiting factor that prevents existing experiment from reaching the quantum-level sensitivity currently.The chapter concludes with a presentation of the current status of the experiment and discusses in some detail the specifics of the cavity alignment and control scheme. The final result shows the successful locking of a suspended, high-finesse (>105) cavity and its initial displacement spectrum. In the immediate future, a dual-cavity scheme will be implemented to produce a low-noise cavity spectrum in an attempt to measure the quantum back-action, or radiation pressure noise. Over longer timescales, the experiment will progress along the milestones laid out clearly in Chapter 3.Beyond gaining an understanding of quantum noise and utilising it for an enhanced understanding of physics, there is broad scope for innovative techniques for suppressing the quantum noise below currently attainable levels. One such approach is to enhance the optical gain of an interferometer using an optomechanical filter. Chapter 5 proposes such an implementation by replacing one of the optics in the Advanced LIGO signal recycling cavity with a mechanical oscillator. The overall mechanism is to enhance the amplitude of the signal field by converting photons from a static pump, carefully offset in frequency from the main laser, into photons at the signal frequency. This is achieved via a feedback mechanism wherein the mechanical oscillator’s position is perturbed by the radiation pressure interaction from the beat between the signal and pump fields, and the resulting motion modulates the pump field to coherently amplify the 
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amplitude of the signal field. We develop a dual frequency- and time-domain technique to independently verify this effect in a theoretical framework. This configuration is a novel example of a technique that suppressed the quantum noise below the nominal quantum limit imposed by the Heisenberg uncertainty principle in the conventional interferometer configuration. It is an example of how the manipulation of the signal field through non-linear processes can break out of the conventional quantum noise constraints, similar to the generation of squeezed states of light. Interestingly, however, the filter operates as a signal amplifier that does not affect the noise in the same way. As a result, the amplification boosts the signal-to-noise ratio, which is a novel aspect of this quantum amplification scheme.The search for novel gravitational wave detector designs continues in Chapter 6 with a proposal for a high-frequency gravitational wave detector. Such a configuration is justified through the potential to detect novel high-frequency gravitational wave signals, produced during the collapse of a post-merger neutron star remnant. To characterise the noise performance of such high-frequency detectors, we must relax certain assumptions that are made in the derivation of contemporary classical noise models. Of particular interest in this chapter is the correct estimation of the substrate thermal noise in a frequency band that approaches the forest of substrate resonant modes. In such a case, the thermal noise sharply rises in spikes well above the broadband thermal noise baseline. The substrate dimensions must thus be carefully chosen to tune the locations of the resonant peaks away from the detection band. Even in the case of successful tuning, the tails of the thermal noise peaks are sufficiently broad that the contemporary models significantly underestimate the level of noise. Although the great breakthrough in thermal noise estimation was the move away from numerical analyses of the substrate modes into a low-frequency approximation that yielded an analytic equation, the future 
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calculations will have to return to the modal analysis. There are no simple analytic solutions for deriving the thermal noise around the resonant peaks of the substrate modes. As next generation detectors continue to expand the detection band to higher frequencies, and adopt heavier mirrors whose modes reach to lower frequencies, the forest of resonances will encroach into the detection band of the interferometers. Therefore, the analysis shown in this chapter provides a useful example of the future trajectory of thermal noise analysis.The final experiment presented in Chapter 7 concerns the sensitivity measurement of a low-noise interferometric position sensor. We investigate a device by SmarAct, which we integrate into a digital, phase-readout scheme that uses deep frequency modulation techniques. This device imprints the displacement of an external mirror onto the sidebands of a carefully controlled frequency modulation. By demodulating the resulting signal as several harmonics of the base frequency, we gain access to multiple sinusoidal signals, which can be used to produce a Lissajous figure. From this, and with the addition of a fringe-counting algorithm, we can track the displacement of a mirror across multiple wavelengths of range. We measure the sensitivity of such a device at 0.3pm∕∖∕Hz, which is a factor of 300 better than the current displacement sensors used on Advanced LIGO. The device shows promise as a future upgrade to such devices and more broadly as a highly sensitive readout alternative in inertial sensors. The pinnacle of displacement sensitivity is achieved by interferometric sensors, most prominently by the gravitational-wave detectors mentioned repeatedly throughout this work. These detectors are anything but compact. However, they prove the efficacy of the interferometric principle in metrology. Therefore, sensors such as the one we present in this chapter represent the future of high-precision displacement devices and we show that they are ready to satisfy existing requirements for new sensors in highly 
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sensitive facilities such as the Advanced LIGO detectors and the Large Hadron Collider. Future developments will see devices like this grow in both performance and variety of applications as research and industry will continue to demand increasingly more precise diplacement sensors.
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Appendix A

Relations in Interferometry

A.l Michelson Interferometer—Output Power

The output power at the photodetector of a Michelson interferometer as shown in Fig. 1.1b can be derived by considering the standard field interaction at the beamsplitter and propagation through space [5]. For fields defined according to the schematic in Fig. A.l, the following set of equations is obtained
Ai = TBsAn, (A.1)A2 = Aι exp(-2ikxι), (A.2)
A3 = ⅛sAn, (A∙3)

A4 = A3 exp(-2ikx2), (A∙4)A,ut = ⅛S^l2 - ^BS^-4, (A.5)
where z⅛s = ⅛s = 1/vz2 is the amplitude reflectivity and transmissivity respectively, 
k = 2π∕λ is the wavenumber, Λ is the wavelength, and Xι and x^ are the distances from the beamsplitter to the north and east arm mirror respectively. The convention is used where a positive and negative sign in reflection off the beamsplitter is applied according
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Figure A.l: Definitions of fields in a Michelson interferometer used in the output 
power derivation.

A⅛ 

Arefl
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Figure A.2: Definitions of fields in a Fabry-Perot interferometer used in the 
derivation of reflected and transmitted power.

to Fig. A.l. Solving these simultaneous equations yields the output field in terms of the input,
^4.

A>ut = -^[exp(-22fcxi) - exp(-2ikx2)]. (A.6)

The output power thus becomes
⅞ut = ∣Aout∣2 = r⅛i - cos(2fc(a⅛ - τ1))]. (A.7)
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A.2 Fabry-Perot Interferometer—Output Power

The power at the photodetectors in reflection and transmission of a Fabry-Perot interferometer can be derived from the following set of equations
Al — tl An + ∏A (A.8)A2 = A1 exp(-ikL), (A.9)

A3 — r2A2, (A.10)A4 = A3 exp(-ikL), (ATI)Arefl = A4 ΓlAin, (A.12)Atran — ⅛-A> (A.13)
which applies to fields as defined in Fig. A.2. Solving for the output fields, Arefl and Aran, in terms of the input field gives

_ r2exp(-2⅛L)-r1λrefl " l-r1r2exp(-2≡Γ (A'14)
t1t2exp(-ikL)

tran 1 - ∏r2exp(-2ikLY (

The corresponding power measured by each photodetector becomes
⅛a = ∣W = <ai6>1 + R}R2 — 2rir2 cos(2κL)pt∞ = IA∞I2 = i-p „ A2------- (A.1T) 1 + RιR2 — 2rir2 cos(2kL)
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Appendix B

Relations in Interferometer Sensitivity

B.l Offsets in Linear Systems

Consider the spring system in Fig. 2.3a. If a vertical offset is applied to the mass suspended by the spring, for example due to a constant gravitational force acting on the mass, this will lead to a static elongation of the spring and thus an increase in the stored potential energy. We can thus rewrite the potential energy term in the Lagrangian (Eq. 2.12) as v = - ⅞ + ¾q)2, (B.l)
where ¾q is the constant equilibrium distance from the mass to the zero-point ‘ground’ point of the spring. The resulting contribution of this term in the EL equation is

kz(t) — kzg(t) + kzeq. (B.2)
Whilst the first two terms are functions of time, the final term evidently is not. Upon applying the Laplace transform to Eq. B.2, we notice that the third term (which becomes a zero-centred delta function) vanishes for all non-zero frequencies. Therefore, the dynamics of the system are not affected by an offset either due to a static force or a 
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translation of the coordinate system.
B.2 Direct Approach to Thermal Noise—Point-Mass

Suspension

We can start with the general equation for the thermal noise in displacement of a mechanical system using the direct approach (Eq. 2.44,
⅛(Ω) = ^kβT Wdiss Ω2 Γo2 ’ (B.3)

For a single-stage isolation system modelled as a spring-suspended point-mass, we can obtain the following set of equations,
Wdiss = Ω∕7max≠, (B.4)
Umax ~∕⅛Tθ ι (B.5)
Fo = mQ2xo. (B.6)

The homogeneous loss of the point-mass system is given by Eq. B.4 (Eq. 4.8 in [73]), where Umax is the elastic potential energy stored at peak deformation of the mechanical system. For a spring, this quantity is given by Eq. B.5, where x0 is the peak exten­sion/compression of the spring. If we confine the analysis to frequencies well above the resonance, then the system responds to an applied force approximately as a free mass, leading to Eq. B.6. Substituting Eq. B.5 and B.6 into Eq. B.4 yields
‰s

k0φF022m2Ω3 (B.7)
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Substituting this relation into Eq. B.3 results in

⅜(Ω) = 4kβTkoφ m2Ω5 (B.8)
This result is consistent with the result derived directly using the fluctuation-dissipation 
theorem, obtaining the PSD of the thermal force in Eq. 2.40 and using the free-mass approximation to transform into a displacement PSD.
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Appendix C

Cryogenic Experiment

C.l Optimised Blade Design

We wish to optimise the design of the blade springs to minimise their resonant frequencies. Starting with Eq. 3.24, we note which parameters we want to minimise and which maximise. However, we are constrained in the extent of to which we can optimise each parameter by (a) the space limitations within the cryostat, and (b) the yield limit of the material. Using Eq. 3.25, we note that, for example, increasing the length, I, can be compensated by an increase in the base width, a, to maintain constant stress.We can consider the parameters in pairs, scale each quantity in a way that maintains constant stress, and see whether the resonant frequency benefits from the scaling. By considering each pair of parameters, we can determine which parameters should be optimised preferentially to guide our blade design. The results of this pair-wise consideration is shown in Table C.l. The first quantity is scaled to nominally decrease the resonant frequency. The second quantity is then scaled to compensate for the stress change. In the final column, the resulting scaling of the resonant frequency is shown. The scaling to a negative power means that it is preferable to optimise the former quantity over the latter.
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Table C.l: Optimisation of ParametersParameter Scaled By Compensated With Scaled By Frequency Dependence
ι A h A~⅛ A 4

I A a A A~1
ι A m A~1 A~1
h A~1 a A2 A~½
h A~1 m A-2 A~⅛
a A~1 m A~1 1

The result of the analysis provides some clear guidelines for the design. Firstly, it is optimal to maximise the length of the blade. When compensated with every other parameter, a longer blade always results in a lower resonant frequency. Once the length has been maximised, minimising the blade thickness is the next step in the optimisation. As counter-intuitive as it may seem, it is optimal to maximise the base width and minimise the attached mass, as this allows for an optimisation of the parameters that have a disproportionately more significant effect on the resonant frequency.Our blade design is thus driven by these derivations. We begin the design process by maximising the blade length within the available space. For the top-most (CRYO) stage blades, we are limited by a central pillar containing the cryopump components. We thus arrange the blades in an equilateral triangle with the largest side length possible. On the subsequent stages, we are not obstructed in the middle and thus we design the blades to span the whole diameter of the available chamber cross-section in a cross shape. In this case we increase the blade number to four per stage. We then maximise the base width of the blades in order to allow for the thinnest blades possible. The result of this optimisation is the blade profile shown in Fig. 3.7.
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C.2 Vertical Wire Stiffness

For a suspension wire of constant cross-sectional area, Aw, the stress and extension is uniform along the length of the wire. The Young’s modulus, Y, is related to the stress, σ, and strain, 5, experienced by the wire, which is given by
σ Fυl 
δ Awz,

(C.l)
where Fv is the force applied to the wire, I is the wire length, and z is the vertical displacement of the suspended mass.We can rearranging Eq. C.l to yield the force and, noting Hooke’s law {Fv = kw,zz), we can determine the vertical spring constant as

kw,z = (C.2)
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Appendix D

Technical Drawings

This appendix contains a collection of technical drawings relevant to the experiment explored in Chapters 3 and 4. These drawings are inserted here for completeness and as a point of reference for the key physical components of the experiment.
D.l Cryostat Support Frame

The following drawings show a more detailed schematic of the two variants of the cryostat frame design. Both drawings show the same basic frame shape (highlighted in red) with the same overall dimensions seated on identical optical tables.The details (A and B) on the drawings show an enlarged view of the upper plates attachment mechanism. In the passive frame design, the frame is attached through vertical pillars. The active frame design shows a series of angled piezoelectric actuators in a hexapod configuration. The top plate is further populated with an array of Sercel L-4C geophones showing a possible scheme for active control of the upper plate and cryostat.
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D.2 Room-Temperature Suspension Prototype

The following drawings show a detailed schematic of the room-temperature prototype suspension. The first page shows an enlarged view of the assembly that identifies the sub-assemblies, mostly identified as the individual suspension stages. The second page shows the individual sub-assemblies separated from the complete design.The CRYO stage hosts the upper blades on a copper cold plate. The plate itself is not a removable component but is rather permanently attached to the cryostat’ central pillar. The pillar has been omitted from the drawing for clarity. Otherwise, the remainder of the components comprise original designs.The subsequent pages show the individual parts that are to be joined to form each sub-assembly and thus can be used as a guide during construction.
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